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ABSTRACT

While mobile devices have developed into hardware with advanced capabilities for rendering 3D graphics, they
commonly lack the computational power to render large 3D scenes with complex lighting interactively. A promi-
nent approach to tackle this is rendering required views on a remote server and streaming them to the mobile client.
However, the rate at which servers can supply data is limited, e.g., by the available network speed, requiring image-
based rendering techniques like image warping to compensate for the latency and allow a smooth user experience,
especially in scenes where rapid user movement is essential. In this paper, we present a novel streaming approach
designed to minimize artifacts during the warping process by including an additional visibility layer that keeps
track of occluded surfaces while allowing access to 360° views. In addition, we propose a novel mesh generation
technique based on the detection of loops to reliably create a mesh that encodes the depth information required for
the image warping process. We demonstrate our approach in a number of complex scenes and compare it against
existing works using two layers and one layer alone. The results indicate a significant reduction in computation

time while achieving comparable or even better visual results when using our dual-layer approach.
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1 INTRODUCTION

The computational power of mobile devices such as
phones or tablet computers has increased drastically in
recent years, enabling mobile gaming with high-fidelity
graphics, as well as image and video processing capa-
bilities. However, even with this steep increase, han-
dling large-scale scenes or dealing with complex light-
ing situations is still not feasible for most off-the-shelf
mobile hardware configurations, as these typically re-
quire a lot of memory and computation time per pixel,
often realized on strong graphics hardware. This is es-
pecially true when users explore virtual worlds such as
architectural scenes, assembly training in complex en-
vironments, or urban planning scenarios, where rapid
movement and changes of view are to be expected. A
common practice to enable visualization of such scenes
on mobile devices is to offload the scene rendering task
to a dedicated server with significantly higher com-
putational power [1] and only return a stream of im-
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ages to be displayed to the device [2] or significantly
reduce the number of geometric objects to be trans-
mitted [3]. These techniques require a stable connec-
tion between server and mobile device that not only al-
lows for a low latency transmission but also provides
enough bandwidth to handle the data that is sent by the
server. While fast mobile technologies, such as 5G net-
works, exist, they are not necessarily available to all
consumers, which is especially true for remote areas.
To compensate for higher latencies, old frames can be
rendered from different perspectives incorporating the
movement of the user by using image warping tech-
niques [4, 5]. These techniques usually require addi-
tional information such as scene depth or intermediate
geometry to improve the quality of the reprojection.

In this work, we seek to design a new technique that
provides a balance between data size and visual quality
for the rendering of 3D scenes on mobile devices us-
ing a server-client strategy. Our focus lies on providing
a solution that enables users to explore static in-door
scenes freely and naturally, including rapid changes in
the viewing direction. To do so, we propose sending
six images surrounding a user’s view, similar to a cube
map. This information is additionally enhanced with an
efficient mesh representation for image warping. The
meshes are generated by a novel method that identi-
fies loops following the boundaries of objects and cre-
ates a filling triangulation, which creates stable bound-
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aries while maintaining a low data footprint. Finally,
we propose sending an additional layer of image and
mesh information to account for common warping ar-
tifacts caused by a lack of information. We evaluate
the different aspects of our approach, allowing for an
analysis of the impact of the dual-layer as well as a
comparison to similar state-of-the-art mesh generation
techniques. The results indicate the potential of our ap-
proach to maintaining visually coherent scene render-
ings with improved mesh quality for reprojection while
drastically reducing mesh sizes, thus enabling interac-
tive exploration.

2 RELATED WORK

Moving the rendering task from the mobile device to a
dedicated rendering server has been researched exten-
sively in the past. As providing a general overview of
this research field and its various challenges is out of
the scope of this work, we direct the reader to further
literature such as the survey of Shi et al. [6]. There
also exist a number of works that make use of modern
techniques, such as Al (see, e.g., [7]), which currently
require advanced hardware currently only supported by
desktop PCs. We instead focus on image-based render-
ing techniques that can be achieved on mobile devices,
such as image warping, sometimes also referred to as
reprojection, that aim to minimize transmission latency
by reusing existing data. These techniques can be fur-
ther grouped based on how they transform the source
image to the target perspective: Point-based methods,
as introduced by McMillan et al. [8], perform warping
on a pixel-by-pixel level. Using additional geometry
information often in the form of a depth image, every
pixel of the source image is separately un-projected into
the world space and then rendered as a point from the
perspective of the target image. However, using point-
based rendering creates an artifact that occurs if the
density of the point cloud is not high enough to cover
every pixel of the target image, resulting in gaps and
missing pixels. Even though these gaps can be miti-
gated using techniques such as splat rendering [9], this
approach is often too computationally demanding for
mobile devices as the number of points to be rendered
has to be kept very high and close to the resolution of
the source image to not risk artifacts. William et al. [10]
treat the pixels of the given depth image as vertices and
connect them to a 2.5D plane mesh. While the warping
process is similar, using a connected mesh allows to fill
gaps and reduce vertices. Didyk et al. [11] point out,
that it is important for the mesh to contain edges along
discontinuities in the depth image to accurately model
boundaries and silhouettes of objects. A common ap-
proach to create an optimized mesh is to use a quadtree
structure and selectively subdivide the mesh along the
boundaries while keeping the overall mesh density as
low as possible [12, 13, 14]. Schollmeyer et al. [15]
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improved on this by subdividing quadtree nodes and
therefore mesh parts if the depth values within the node
do not lie in a plane instead of using min-max-based
depth disparity decisions. A major limitation when us-
ing a strict subdivision structure is that the depth dis-
continuities might be captured with such high precision,
that it leads to an extensive amount of vertices. Li et
al. [4] address this by first identifying lines along the
boundaries and edges of objects and then using them as
constraints for a Delaunay triangulation. The resulting
mesh contains considerably fewer vertices but might in-
clude so-called rubber sheets, which may lead to dis-
tortions when images are projected onto them. Another
problem common to image warping is caused by oc-
cluded surfaces in the source image and therefore a lack
of information when they become visible in the target
perspective. An early approach that tries to solve this is-
sue is using layered depth buffers introduced by Shade
et al. [16] which decompose the scene into a series of
depth buffers where the next buffer in the series always
captures the surfaces occluded by the ones in the pre-
vious one. A similar layered approach is used in [17],
which divides the image plane of the source perspec-
tive into blocks for which several layers of the scene,
referred to as tiles, are extracted. The color information
of the tiles is then packed into a large image and sent
together with the vertices of the surfaces shown within
them to the client application. McNamee et al. [18] pro-
pose streaming equirectangular projections to the client
to provide 360° views but mention the limitation of user
movement.

In the following, we propose combining and enhancing
ideas from these works, i.e., efficient mesh generation,
multi-layered data for image warping, and combining
surrounding views to propose a novel streaming tech-
nique that maintains limited data transfers and low-cost
computations on mobile client devices.

3 METHOD

To achieve the aforementioned goal, we propose the fol-
lowing: To provide sufficient information for a client
to produce realistic renderings even when accurate data
from the server is missing, the image warping has ac-
cess to dual-layer images and mesh information from
six different views surrounding a user. These views
allow for 360° of freedom when exploring the scene
while the dual-layer information alongside highly op-
timized mesh data allows for warping and gap filling.
This approach can be seen as an extension to the work
of Li et al. [4] with three notable differences: First, we
propose a loop-based mesh generation, which prevents
rubber sheets and results in a low number of primi-
tives, which is also better suited for complex scenes sur-
rounding a user. Second, we use an additional layer of
image and geometry data to minimize artifacts caused
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Figure 1: A side view of a warping mesh created for a cube using different mesh generation approaches. The
image in the lower left indicates the perspective used to create the warping mesh where solid lines represent edges
and black lines with white gaps represent cuts introduced by the mesh approach.

by missing information. Third, we provide image and
mesh data for six different views.

For the remainder of the work, we assume that a server
application has access to a 3D scene and the position
and view data that is sent from the client to the server.
Using this information the server can create buffers
containing image-, depth-, and normal information of
the scene from a given view, as well as IDs for objects
in the scene. Further, we assume that the six views are
processed separately, i.e., the rendering and subsequent
generation of the warping mesh.

3.1 Loop-based Depth Reconstruction

To achieve an accurate representation in the warping
process, the generated mesh must comprise edges that
align with significant features in the depth buffer and,
most importantly, the discontinuities in the depth buffer
that occur at the boundaries and silhouettes of objects.
Reiterating existing literature, Li et al. [4] capture these
features by tracing along them and creating a list of sim-
plified lines. These lines are then used as constraints for
a Delaunay triangulation. Figure 1 shows the expected
mesh for a simple cube and for a perspective that looks
at the warping mesh from a side. The resulting mesh
is hole-free, meaning it will always contain triangles
that intersect depth discontinuities. As these triangles
partially lie on both sides of a depth discontinuity, they
extend significantly in the depth dimension leading to
an effect known as rubber sheets (7). A straightforward
way to get rid of these unwanted features is to cut open
the warping mesh along the silhouette of objects where
a depth discontinuity occurs. This means that along a
cut, there are always two edges with depth values of
the object silhouette and with depth values of the back-
ground. However, cutting the mesh along lines creates
a problem at the endpoints: At these points, the edges
of the silhouette and the background meet which again
would create rubber sheets (2). To get a full separation
between background and object we propose to cut the
mesh along the loops naturally formed by the silhou-
ette of objects. Each silhouette creates two loops: one
that follows the silhouette of the object and one that is a
projection of the object onto the background. However,
only cutting and adding vertices at depth discontinuity
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creates a mesh that misses features important for a sta-
ble image warping such as the hard edges of objects (3).
To capture these features, we also cut the mesh along
these edges and introduce geometry. While this creates
a warping mesh that more closely describes the scene,
it leads to noticeable cracks in surfaces that would nor-
mally be connected (4). We solve this problem by defin-
ing two types of loops: cut loops, which follow the
silhouette of objects and encode depth discontinuities,
and edge loops, which capture surface variations such
as hard edges. Using this loop classification, we cut the
warping mesh along both loop types while introducing
additional triangles along edge loops filling up the re-
sulting surface cracks (3).

For the creation of the loops, we first compute a discrete
vector field, i.e., we assign vectors to each pixel based
on its relation to neighboring pixels, described in Sec-
tion 3.1.1. The loops encoded by this vector field are
then extracted by tracing a sequence of directions using
a stepwise subdivision scheme and several GPU passes,
described in Section 3.1.2. Our triangulation algorithm
described in Section 3.1.3 then uses these loops as a ba-
sis for the creation of the warping mesh. Finally, we
adjust the topology of the warping mesh as described in
Section 3.1.4 to prevent rubber sheets between cut and
edge loops.

3.1.1 Vector Field

To generate the vector field and construct loops in our
warping mesh, we define conditions that control where
cut and edge loops are introduced. We assume that
server-rendered images have dimensions of m X m pix-
els, where m is a power of 2 and m > 4. Let P =
{0,...,m—1}? and p € P represent a pixel location and
d, € [0,1] be the depth, n,, € R3 the view space surface
normal, and i, € N>( the object ID at pixel p. The
z-coordinate of the surface normal n, indicates how
sloped a surface is relative to the viewer. A value of
np. = 1 indicates a surface parallel to the image plane.

Now, consider two adjacent pixels p,p’ € P. We in-
troduce cut loops at depth discontinuities, thus, if the
difference between d), and d,, is large. However, using
only a simple threshold based on depth difference can
lead to problems for surfaces that are nearly orthogo-
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Figure 2: Structure of the loop-encoding vector field.
Left: state of vector v, and pixel neighborhood used
to deduce loop type of g. Right: vector field showing
cut loop left, split of cut and edge loop lower right, and
removed loop upper right.

nal to the image plane. Therefore, we modify the depth
threshold by incorporating a term influenced by surface
slope. Additionally, if pixels belong to different objects,
i.e., their object IDs differ, we also introduce a cut loop.
The warping mesh is cut open between p, p’ if the con-
dition

|dp _dp/| >oa+pB- (1 - max(nplz, np’,z))

Voo FEy

is satisfied where @, 8 > 0 are user-defined thresholds.
Edge loops should be placed at the edges of the objects
which are characterized by large changes in the orienta-
tion of the surface normal. Consequently, an edge loop
is introduced between p, p’ if the condition

ey

cos ' (ny-nl) >y 2

is satisfied, where ¥ > 0 is a user-defined threshold. It
is important to note that the conditions are symmetric;
swapping pixels does not change the result. Finally, we
assume both conditions apply at image borders.

The discrete vector field describing these loops has di-
mensions of 2m by 2m, providing four vectors per pixel
— one positioned at each corner. In the following, let
Q=1{0,...,2m—1}? and g € Q be the location of a vec-
tor and let v, € {—1,0, 1}? be the vector at location q.
As shown in Figure 2, there are only two possible states
for the vector v,. In the closed state, it points counter-
clockwise toward another corner within its own pixel,
whereas in the open state, it points toward an adjacent
pixel’s corner after rotating clockwise by 90° from its
closed position. In addition to the conditions defined
before, the loop type to which ¢ belongs is also relevant
for the state of the vector v,. The vector at g, as shown
in Figure 2, corresponds to a pixel corner that is shared
by four neighboring pixels. If Condition 1 is satisfied
at least once for a pair of adjacent pixels in this 2 x 2
neighborhood, the location g belongs to a cut loop.

Again, as shown in Figure 2, let ¢ € Q be an arbitrary
vector location, ¢’ € Q the vector location vy would
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point to in its closed state, p € P the pixel location cor-
responding to g, and p’ € P the pixel location v, would
point to in its open state. Using the definitions from
before, the vector v, is in the closed state if the pixels
p,p’ satisfy Condition 1 or Condition 2, otherwise v,
is in the open state. This alone would create a vector
field in which cut and edge loops are connected, so we
add an exception to the rule that splits up the two loop
types. If the pixels p, p’ satisfy only Condition 2 and if
at the same time, g or ¢’ belong to a cut loop, we change
the state of v, to the open state. Due to the symmetric
property of the conditions, the paths that can be traced
by following the vectors always form loops. For exam-
ple, as shown in Figure 2, if all vectors of a pixel are in
the closed state, a loop of length 4 is created that circles
around the pixel. The example also shows that, besides
the loop in the pixel itself, there is also a second loop
with opposite orientation around the pixel that is cre-
ated in the neighboring pixels. On the other hand, if
the four vectors that belong to the same pixel corner are
in the open state, a loop of length 4 is created that tra-
verses the four pixels sharing this corner. These loops
that only contain a pixel corner are removed from the
following steps as they belong mostly to flat surfaces
and therefore do not capture important features.

3.1.2 Loop Tracing

Since loop triangulation requires that the loops are
given as a sequence of points instead of a vector field
representation, we extract the loops from the vector
field by tracing along them and writing their points
to lists. Performing this operation on the CPU would
be slow, so we implemented this step by means of
several passes on the GPU. The first pass subdivides
the domain of the vector field Q into 8 x 8 tiles and
searches for loops within these tiles by scanning them
line by line. While doing so, the pass finds loop seg-
ments that start and end at the boundary of the tile or
small loops that completely stay within the tile. In the
case of a closed loop, the length of the loop is known
and the pass allocates a unique buffer section for the
points of the loop. On the other hand, if the pass finds
only a loop segment, it adds the length as well as the
start and end points of the loop segment to a separate
buffer. The following GPU pass then processes the
buffer containing the loop segments and successively
combines them until all loops are found. As shown
in Figure 3, the pass always processes groups of four
neighboring tiles and combines loop segments within
these groups by matching their start and endpoints.
As before, if a closed loop is found, a unique buffer
segment for the loop points is allocated, otherwise, the
length, start, and endpoint of the combined segment are
written to a separate buffer. This process is repeated for
larger and larger groups until only one group spanning
the entire vector field is left and consequently, all loops
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Figure 3: Combination step connecting loop segments
of neighboring blocks. Green dots indicate the start and
red dots indicate the end of a loop segment. Left: before
combination. Right: after combination.

have been combined. Starting from this topmost group,
the next GPU pass processes the groups top-down and
assigns every loop segment a unique buffer offset. This
offset points to a location within the buffer of the loop
where the points of the loop segment should be placed.
The last GPU pass then iterates over all loop segments
of the lowest level and writes the loop points to the
corresponding segment of the loop buffer. Finally, it
is important to note that edge loops smaller than a
user-defined length are removed during this extraction
process as they most likely correspondent to small and
irrelevant features.

3.1.3 Loop Triangulation

The point data is transferred to the CPU, where the
loops are simplified to reduce data size and used for
triangulation to form the final mesh. For the simplifi-
cation, we use the inverse Bresenham algorithm by Li
et al. [4], which simplifies rasterized lines such as the
loops that we derived from the vector field. As this sim-
plification can cause intersections between loops, ap-
plication of common triangulation methods [19, 20] is
impossible as they can only operate on intersection-free
polygons. We propose a customized triangulation sim-
ilar to the aforementioned works, which is not affected
by intersections. While our method creates a triangula-
tion for the simplified loops, it also uses the unaltered
loops as additional guidance as they are by design non-
intersecting. Based on the unaltered loops, the algo-
rithm decides whether a point lies inside or outside of a
loop. Depending on this decision, either the interior of a
loop is cut open or the triangulation for a loop is started.
However, the most important property of our triangula-
tion algorithm is that no triangles are added between
cut loops as this would introduce rubber sheets. Edge
loops on the other hand are handled differently as they
can be removed during the loop tracing if they are not
sufficiently long enough. To prevent cracks in surfaces
and prevent the removal of edge loops to cause holes
in the final mesh, our triangulation method always fills
the gap between neighboring edge loops with additional
triangles. Adding these triangles will not create rubber
sheets, besides an exception, we address next, as the
gap between edge loops will never contain a depth dis-
continuity.
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Figure 4: Topology adjustments made to prevent rubber
sheet between cut loop in red and edge loop in green.
Left: missing point on cut loop causing rubber sheet
triangle. Right: adjusted mesh topology.

3.1.4 Topology Adjustment

While our algorithm prevents the creation of rubber
sheets by means of mesh cuts, it is still possible that
rubber sheets unrelated to depth discontinuities are cre-
ated. Such rubber sheets appear if an edge loop comes
close to a cut loop as the loop simplification places a
point g € Q at the turning point of the edge loop, in
cases where the cut loop is fully simplified to an edge
with two endpoints e¢; € Q and e; € Q. Because the
point p does not have an opposing point on the cut loop,
the triangulation algorithm will create a triangle con-
necting the points p,ey,e> as shown in Figure 4. This
will result in a rubber sheet if there is a significant dif-
ference in depth between eq,e;, and p, which can be
prevented by modifying the simplification algorithm to
create the opposing point ¢’ € Q and force the trian-
gulation algorithm to create an edge between ¢ and ¢'.
Whether such a point ¢’ needs to be added is checked
during the creation of the vector field before the loop
tracing. However, during the loop tracing, edge loops
might get removed, thereby possibly eliminating the
need for point ¢’. To address this issue, we extended
our pipeline by an additional GPU pass that discards ¢’
again if the edge loop linked to it is removed.

3.2 Dual-layer Image Warping

As seen before, the removal of the rubber sheets cre-
ates holes in the geometry which become noticeable
when looking behind objects revealing previously oc-
cluded areas. To reliably fill these holes we propose us-
ing two layers for the image warping. Each layer con-
sists of a color image containing the shaded surfaces
of the scene and a mesh approximating the distance to
the surfaces similar to a depth image. While the cre-
ation of the first layer starts by conventionally render-
ing the scene from the position requested by the client,
the second layer only contains pixels of surfaces that
are occluded by surfaces visible in the first layer. Sim-
ilar to Mara et al. [21], we use a minimal depth sepa-
ration technique to ignore and discard surfaces that are
too close to the first layer. Additionally, we assign a
unique object ID to every object of the scene enabling
us to discard surfaces for the second layer that belong
to objects already covered by the first layer. In addition
to the color image, the rendering pass of each layer also
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creates buffers describing depth, surface normal, and
object IDs, which are used for the mesh generation de-
scribed in Section 3.1. The resulting mesh is then sent
to the client along with the color images.

On the client, this data is then used to perform the im-
age warping process similar to the one introduced by
William et al. [10]. The client renders the layer from
back to front, transforms the vertices of the meshes to
the perspective of the user, and projects the image onto
the transformed mesh. Due to limited precision, the
second-layer mesh can intersect the first-layer mesh,
revealing second-layer information in areas where it
should not be visible. To prevent these artifacts, the
client clears the depth buffer between rendering the first
and second layers.

3.3 Framework

We developed a framework to test and evaluate our
approach. It consists of a server application and a
client application and is provided in the Git repository!.
While the server is a conventional desktop application,
we choose to implement the client as a web application
which makes future evaluations of our approach on a
wide spectrum of mobile devices possible. After start-
ing the application, the client queries the location of the
user at a fixed rate using the WebXR API and sends it
to the server in the form of a render request. The server,
which currently only handles a single user at time, cre-
ates color images and meshes for the requested location
using our dual-layer approach and our loop-based tri-
angulation method. Before sending the final resources
to the client, the server compresses the images using
H.264 and the meshes using a combination of delta and
Huffman coding.

4 RESULTS

To evaluate our approach, we focus on the complexity
of the warping mesh, as well as the impact of the im-
proved mesh stability and the additional layer on the
visual quality.

4.1 Experimental Setup

We compare four conditions in our evaluation: Exten-
sions of the techniques by Didyk et al. [13] and Li et al.
[4] using 6 views, our technique using only one layer,
and finally, our technique using two layers. Further,
similar to Schollmeyer et al. [15], we use true depth
values instead of depth disparities for the quad subdivi-
sion in the method of Didyk et al. In our experiments,
we used three interior scenes (classr00m2, sponza3, and
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bistro [22]) filled with obstructive furniture and objects
4 and lit with complex global lighting. To allow for re-
alistic, fair, and repeatable comparisons between con-
ditions, we captured the position and viewing direction
of a real person exploring the scenes using a handheld
tablet. The recorded paths with lengths of about 1 to
2 minutes were then replayed for the actual evaluation
runs. The client was launched on a 5th Generation iPad
Air, while the server application was deployed on a
desktop computer with an Intel 19-10900X and a Nvidia
Geforce RTX 3090. Both devices communicated over a
WiFi 6 connection and the server used a rendering res-
olution of m = 1024 and a send rate of 2 Hz, which is
identical to the rate used in [4]. To minimize the quality
loss caused by the video encoding, the server was in-
structed to encode images with the highest quality. We
relied on the parameters provided by [4] and chose the
remaining ones, such that geometric results were com-
parable to ours, e.g., a Laplace threshold of 8 = 0.003
and a normal scale of s = 0.5. For the one- and two-
layer approaches, parameters were identified by initial
empiric testing: A separation of 0.5 m between the
first and second layer, depth thresholds ¢ = 0.001 and
B =0.007, and the normal threshold y = 40° were cho-
sen. Further, we used an identical depth threshold of
0.001 for the method of Didyk et al. While Li et al.
identify and remove lines smaller than 10 pixels, we
use a length of 80 pixels, since our loops are defined on
a resolution twice as high as the input image, and the
length of full loops, not only lines, are measured.

For a quantitative comparison, computation times and
data rates are measured for 10 iterations of each tech-
nique using the recorded exploration path. Generating
data for qualitative comparisons is done in a separate
run, to not impair computation times. For that, screen-
shots of the views presented to the users are saved at
regular intervals and compared to the ground truth ren-
dered without any warping or compression artifacts.

4.2 Performance

The complexity of the warping mesh and consequently
the time it takes for the server to respond to a request
of the client varies greatly between the tested condi-
tions. Figure 5 illustrates the server’s response time
throughout the evaluation path. In the classroom scene,
our single- and dual-layer approaches performed almost
identically with average response times of about 0.204 s
and 0.212 s, respectively. In contrast, Li et al.’s and
Didyk et al.’s methods took longer, averaging around
0.28 s and 0.44 s. Further, the response time of the
approach of Didyk et al. shows significant variations
and even reaches over 0.8 s in the bistro and sponza
scenes. Unlike the more stable results in the classroom
and bistro scenes, our single- and dual-layer approaches

https://polyhaven.com
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Figure 5: Scenes used in experiments, response time of the server, and number of triangles created per request
over the course of the evaluation path. Top: preview of scenes. Middle: average response time over intervals of 2
seconds. Bottom: average triangle count per request over intervals of 2 seconds.

demonstrate less stability in the sponza scene, with av-
erage response times of about 0.32 s and 0.37 s. No-
tably, at around 65 seconds into the evaluation path,
we observe a large bump in response time for the dual-
layer approach, reaching up to 0.55 s. Taking a closer
look at the number of triangles sent by the server shown
in Figure 5, we find that response times generally cor-
relate with the geometric complexity of the wrapping
mesh. In the classroom scene, our single- and dual-
layer approaches generate on average 46 thousand and
89 thousand triangles per request, respectively. Li et
al.’s method produces 59 thousand triangles on average
per request. Conversely, Didyk et al.’s approach cre-
ates an average of 819 thousand triangles — one order of
magnitude higher than the other tested methods. In the
bistro scene at 37 seconds, where the response time of
the method of Didyk et al. spikes, we even see a peak
of up to 2.6 million triangles. As before, the number
of triangles in the classroom and bistro scenes is stable
while we see a more dynamic behavior in the sponza
scene and an increase between 20 s and 40 s for most
methods. For example, the dual-layer approach creates
on average 113 thousand at 21 seconds and up to 247
thousand triangles at 39 seconds per request. The gen-
eration of the warping mesh in isolation takes on aver-
age in the classroom scene 25.4 ms and 50.6 ms for our

http://www.doi.org/10.24132/JWSCG.2025-1

single- and dual layer approach while the methods of Li
et al. and Didyk et al. take 119.4 ms and 43 ms.

The total bandwidth required for server responses is
mainly dependent on transmitting triangle data from
warping meshes alongside the streaming of the images.
In the classroom scene, our single-layer approach needs
about 56.9 Mbit, and the method of Li et al. about
58.9 Mbit on average for the response of the server. On
the other hand, the total bandwidth used by our dual-
layer approach and by the method of Didyk et al. are
nearly double with 93.5 Mbit and 132.6 Mbit on av-
erage. The bandwidth taken up for the images in the
classroom scene is identical for all conditions with on
average about 52.3 Mbit for the images of the first layer
and 32.2 Mbit for the images of the second layer. In the
classroom scene, only the bandwidth required by the
triangles shows differences between the methods with
on average 4.5 Mbit and 8.9 Mbit for our single- and
dual-layer approaches, and 6.4 Mbit and 79.9 Mbit for
the method of Li et al. and Didyk et al.

While accurate measurements of the rendering time on
the client are difficult due to security-related limitations
of time measurements in web environments, we still
managed to get an estimate by drawing the same frame
100 times and taking the average render time. In the
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Figure 6: SSIM and PSNR between ground truth and warped images over the course of the evaluation path. Top:
average SSIM over intervals of 2 seconds. Bottom: average PSNR over intervals of 2 seconds.

classroom scene, the image warping on the client takes
on average about 0.21 ms and 0.33 ms for our single-
and dual-layer approaches, 0.25 ms for the method of
Li et al., and even 1.18 ms for the method of Didyk et
al. The highest render time measured over all condi-
tions and all scenes was 2.82 ms.

4.3 Visual Quality

The four conditions suffer from different artifacts with
respect to the image warping, as shown in Figure 7.
While the rubber sheets created by the techniques of
Didyk et al. and Li et al. lead to distortions when
images are projected onto them (7), our approach cre-
ates areas containing black pixels (2) which are partially
filled with the help of the second layer. But even with
the second layer, there remain areas that stay black and
can not be filled. An example of that is black seams that
appear between the content of the first and second lay-
ers which come from a small gap between the meshes
of the two layers (3). Similarly, there is also a seam
between different views as the meshes do not perfectly
align (@).

These artifacts are reflected in the measurement of the
visual quality, shown in Figure 6. We calculated both
the Structural Similarity Index Measure (SSIM) and the
Peak Signal-to-Noise Ratio (PSNR) between ground
truth images and those shown to the user. In general, we
see rapid variations in SSIM and PSNR for all methods
in all scenes. In particular, during the classroom scene,
there are significant drops in visual quality for all con-
ditions at about 13, 39, and 61 seconds into the evalua-
tion path. At these points, the user drastically moves or
quickly looks around objects, therefore forcing several
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Figure 7: Classroom scene at 90.5 seconds of the eval-
uation path showing visual artifacts caused by image
warping. The brightness of images was increased for
better visibility.

occluded surfaces to become visible. Further, we also
see a drop of the SSIM and PSNR at 37 seconds for the
method of Didyk et al., which coincides with the peak
of the response time that we observed before. Over the
course of the entire animation, our single- and dual-
layer approaches achieve an average SSIM of about 0.8
and 0.84, while the methods of Li et al. and Didyk et
al. reach an average SSIM of 0.83 and 0.841 respec-
tively. The PSNR shows a similar picture with on aver-
age 24.4 dB and 27.1 dB for our single- and dual-layer
approaches, and 26.9 dB and 27.3 dB for the methods
of Li et al. and Didyk et al.
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S DISCUSSION

Our results show performance and quality measure-
ments only for parameters that we derived through em-
pirical testing and for static indoor scenes. A thorough
evaluation is needed to better understand how our tech-
nique performs on different scenes and how sensitive
it is to different parameters. A reason that our ap-
proach achieves only a small improvement concerning
the visual quality is caused by the generated holes of
our mesh generation algorithm in cases where even the
second layer does not provide the necessary informa-
tion. Such holes are not present within the technique
of Li et al. as they are covered by the rubber sheet dis-
tortions, which act as an efficient inpaint. While the
method of Didyk et al. also benefits from the inpainting
effect of the rubber sheets, it is still possible that holes
are formed at T-junctions of the warping mesh. These
holes are typically small and, therefore, do not signifi-
cantly affect the visual quality. Future work may exper-
iment with implementing a proper inpainting technique
improving the quality further. A type of artifact that
all tested methods suffer from is caused by the inability
to detect smoothly curved meshes, which can lead to
significant errors between the mesh and the actual ge-
ometry. The resulting error in the depth values affects
the image warping precision, leading to incorrectly pro-
jected images on curved or round surfaces and objects.
Additionally, transparent objects are challenging using
these approaches, as a single pixel represents multiple
surfaces with different depth values, which are not ac-
counted for during mesh generation. Our approach can
correctly handle alpha masking, however, it can drasti-
cally increase the amount of geometry due to the strong
variation in depth.

Although the difference in visual quality is small, our
method shows a significantly faster response time com-
pared to the method by Li et al., even though we already
accelerated their technique by moving the construction
of their heap structure to GPU. One of the reasons for
this difference in performance is the fact that their tech-
nique performs line tracing on the CPU whereas our
method parallelizes the loop tracing massively using
the GPU. The response time we see for Didyk et al.
suffers from the large number of triangles sent to the
client. Furthermore, the technique by Li et al. creates
a Delauney triangulation, which achieves a better mesh
topology but requires significantly more time than our
triangulation approach. Additionally, the method by Li
et al. does not provide an intuitive parameter control-
ling the effect of normals on edge detection, causing
shallow edges of objects to be included in the mesh.
The method of Didyk et al. only compares depth values
which likely explains the large spike in the number of
triangles created for sloped surfaces. Finally, the num-
ber of triangles created by our method is superior to
both other techniques but still shows room for improve-
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ment. E.g., a sharp edge of an object leads to an edge
loop that tightly follows the edge on both sides. Our tri-
angulation algorithm fills this loop by adding triangles,
even though collapsing the triangles into edges would
be more efficient.

6 CONCLUSION

In this work, we present a novel technique for stream-
ing 3D content to mobile clients. We developed an al-
gorithm for generating optimized 3D meshes from ren-
dered scenes that is carefully designed to avoid rubber
sheet artifacts caused by reprojection. Additionally, we
used a second layer efficiently computable to fill hole
artifacts caused by missing information in the repro-
jection stage. We evaluated our approach in terms of
performance, bandwidth, and visual quality, and com-
pared it to similar state-of-the-art image warping tech-
niques. We found that our improved mesh generation
algorithm generates around 7% fewer triangles while
being around 4 times faster compared to Li et al. [4].
Due to the lack of inpainting, the single-layer approach
suffers from a slight decrease in the SSIM compared to
the approach by Li et al. and Didyk et al.[11] where
rubber sheet artifacts act as a simplified infill, improv-
ing the visual quality metric. While the dual-layer ap-
proach can fill most of the generated holes, an addi-
tional inpainting technique might still be of value and
should be considered in future work. Additionally, the
visual quality measured by SSIM does not necessar-
ily align with the subjective user experience, thus, an
extensive user study measuring the subjective quality
of the methods should be conducted. Future evalua-
tions should also explore the parameter space in more
detail to gain insights into choosing the optimal pa-
rameter set in certain situations and evaluate the ap-
proaches using different types of scenes. Additionally,
the dual-layer method has the potential to approach the
transparency problem during reprojection, as transpar-
ent surfaces should naturally be present in the layer in
front of their background, allowing for at least one layer
of transparency.
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