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ABSTRACT
The paper describes the approximate method of the shortest path finding between two points on a surface. This
problem occurs when generating a cutting pattern after the form of the fabric tensile surface is found. The
shortest path finding is reduced to the problem of finding the geodesic line on the surface. However, the
numerical problem solution of the form finding of fabric tensile structure leads to the fact that the final surface is
represented by an arbitrary polyhedron. There is no analytical problem solution of finding shortest paths in this
case. The described method allows finding the shortest path on a surface of any regular polyhedron form.

Keywords Tensile fabric structures, geodesic line, cutting pattern, shortest paths, polyhedral surface
1. INTRODUCTION

When cutting pattern generation is conducted on the
basis of a connected line, the s eam line of the strip
reconstructed on a plane will have large curvature,
and the quantity of membrane material consumption
will also increase. For this reason, the economic
method of generating cutting pattern is to use
geodesic line in the process of patterning. Besides,
cloths must be cut out from fabric rolls of relatively
narrow width. For economic reasons it is desirable
that each cloth should maximize the use of the
available width. The use of geodesic seam lines is
therefore particularly appropriate in almost all cases.
It is sometimes economically advantageous for cloths
to be patterned with one straight side. Seam lengths
of adjacent cloths should be the same, and cloth
distortion at structure borders must be avoided.

Over the past few decades, there has been a rapid
growth in the use of fabric tension structures. The
fabric tension or fabric tensile structures are
architecturally innovative forms of construction art
that have double curved shapes, and are aesthetically
pleasing. However, the design of a fabric tension
structure is a very complex task. Three steps are usually
required in the design process of tension structure,
namely, form finding, load analysis and cutting pattern
generation. This paper is dedicated to the third design step,
i.e. cutting pattern generation [1], [2].
Cutting pattern generation problem for tensile fabric
structure can be generally defined as follows. It
involves finding the strips that will have the
minimum area difference with the sum area of a
number of plane strips. Here, the seam line between
strips is determined by the width of the membrane
material. However, the reference configuration for
cutting pattern generation of membrane structures is
the geometric information attained from form
finding, and it is represented by nodal coordinates of
three-dimensional discontinuous points. [3]

The geodesic problem is the problem of finding the
shortest distance between two points on arbitrary
surfaces. In addition, geodesic generates directions
on the surface as well. The shortest distance can be
found by generalizing the equation for the length of a
curve, and then by minimizing this length using the
calculus of variations. This has some minor technical
problems, because there are different ways to
parameterize shortest paths. While the case of finding
the shortest path between two points on a plane is a
straight line, the shortest path between two points
over a surface will be geodes ic. In many of the
existing methods for making this generalization, such
as using isometric maps to surfaces with known
geodesics, one of the most useful methods is finding

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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Further let us form line  1A2 on the surface
according to the following rule: the normal vector to
the surface at each point of line  1A2 intersects the
straight line 12 (see Fig.1). It means that each point
of line  1A2 is the normal projection of the
corresponding point of the straight line 12 onto the
surface. On this basis, we can enunciate the
following theorem:

analytical solution by using the Euler equation. A
geodesic can be represented by the solution of a
second-order ordinary differential equation [4]

u'' v'  v'' u' + Av'  Bu ' = 0,

(1)

where

(u, v) – parametric co-ordinate of a surface point;

Theorem

}

u = u(t)
, - a curve equation near a given point.
v  v(t )

If each point of a curved line between two points on a
surface is formed by the orthogonal projection of the
corresponding point of a straight line between those
two points along normal vector to a surface, then, this
curved line is the shortest path between two points.

Many researchers have studied the problem of
finding the shortest path between two points on the
surface. One of the interesting ways of doing this is
presented in [5]. The authors of the work focus their
attention on the problem of computing geodesics on
smooth surfaces. First, the authors assume they are
given an approximate path to start from when
attempting to compute a geodesic between two
points. Then they attempt to compute the geodesic
between two points iteratively using the midpoints of
an approximate path between them. Further the
authors explore a similar method, gradient descent, to
iteratively update the path approximating the
geodesic.

Proof
Let us suppose there are two points 1 and 2 on a
surface close enough to each other as it is shown in
Fig.2. Let us bind the points by the straight line 12.
Assume that this line has dimensionless parameter t
(see Fig.2). Let us further form line  1A2 on the
surface according to the rule illustrated on Fig.1.
Then we can write the following equations for an
arbitrary point p on the straight line and point k
relative to p on line  1A2

rk (t )  rp (t )  rpk (t )  rp (t )  d (t )  n(t ), (2)

2. THE SHORTEST PATH ON A
SURFACE

where

In most cases the analytic solution of the equation (1)
is impossible because of the lack of an analytic
surface representation. However, it is well known
that the geodesic line between two arbitrary points
close enough to each other on a depressed shell is the
shortest line between those points. Therefore, let us
try to develop a more or less general approach for
finding the shortest path between two points without
equation (1) solution based on the mentioned fact.
Assume that there is a straight line between two
points 1 and 2 on an arbitrary surface (see Fig.1)

rp (t ) – radius-vector to the point p;

rk (t ) – radius-vector to the point k;
rpk (t ) –vector between the points p and k;
n(t ) – normal vector to the surface at the point k;
d (t ) – distance between the points p and k;
Now let us assume there is another line  1B2 on
the surface between points 1 and 2. The equation for
point f on this line relative to the given point p can
have the following form

r f (t )  rp (t )  rpf (t )  rp (t )  rpk (t )  rkf (t ),
(3)
where

rpf (t ) –vector between the points p and f;

Note that obviously vector
than vector

rpf (t ) is always longer

rpk (t ) because the last is the shortest

distance between point p and the surface. Moreover,
if we take into consideration that the set of vectors
similar to vector rpk (t ) form the ruled surface
bounded by lines 12 and  1A2 in total one can
notice that this surface is a surface of minimum area.
It can be shown in the following way. One can

Figure 1. Straight-line normal projection
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calculate the area of the surface bounded by lines 12
and  1A2 by the following obvious expression

the derivative

r pf (t ) .

1

S1 A21  L12  rpk (t )dt ,

(4)

It means that L1B 2  L1 A2 and  1A2 is the shortest
path between two points 1 and 2 on the surface
because line  1B2 was arbitrary.

0

where

r pk (t ) can only always be less than

L12 - the length of the straight line 12.

That establishes the Theorem.

3. THE SHORTEST PATH ON A
POLYHEDRON
Unfortunately, the majority of numerical methods of
fabric tensile structures form finding allow obtaining
a surface only approximately. Usually a surface is
represented by a facet model as it is shown in Fig. 3
where the triangle mesh of surface is shown. A
surface given by a triangular mesh is not, in general,
differentiable at triangle vertices or at points on the
triangle edges. At these points, a curve on the surface
is not differentiable, therefore its curvature is
undefined and form (1) is not applicable in this case.

Figure 2. To the Theorem proof
On the other hand, the area of the surface bounded by
line 12 and an arbitrary line  1B2 is equal to
1

S1B 21  L12  rpf (t )dt.

(5)

0

Since

inequality

rpk (t )  rpf is

always,

true

inequality S1 A21  S1B 21 is always true as well.
Hence, the surface bounded by lines 12 and  1A2
is the minimum surface.
In its turn the length of line
by the following integral

 1A2 can be expressed

1

L1 A2   rk (t ) dt ,

Figure 3. Typical triangle mesh of a fabric
structure

(6)

0

The problem of finding the shortest path between two
points lying on the surface of а polyhedron is a basic
problem in computational geometry and is studied for
instance in [6], [7], [8], [9]. Especially [8] presents a
method for building a subdivision of the surface
which can be used for finding shortest paths from a
fixed source to a given query point efficiently.

where derivation is done on the parameter t.
Similarly, the length of line  1B2 is equal to
1

L1B 2   r f (t ) dt.

(7)

0

If we transform the expressions (6) and (7) taking
into account equations (2) and (3)

Several forms of the problem solution can be defined
when we change the properties of the polyhedron
(e.g. considering faces to have weights, being nonconvex etc.) or constrain the path with different
restrictions. An example of the constrained versions
is the problem of finding the shortest path, which
does not go above some given height as studied in
[10].

rk (t )  r p (t )  r pk (t )
r f (t )  r p (t )  r pf (t )
we can indicate that if

rpk (t )  rpf it means that

r pk (t ) cannot exceed r pf (t ) as well because of

In work [11] the authors developed the algorithm that
used a technique based on the continuous Dijskstra
method. This simulates the continuous propagation of

the derivation on the same parameter t . Moreover,
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a wave front of points equidistant from the starting
point across the surface, updating the wave front at
discrete events.

normal vector. Therefore, it is necessary to define the
approximate normal vectors at vertices and edges.
To resolve this problem we present a simple Phong
normal interpolation (see work [16]) that is used in
computer graphics to shade polygonal models and
create an appearance of a smooth surface. The basic
principle behind the method is as follows: The
estimation of the surface normal of each vertex in a
3D model is found by averaging the surface normal
vectors of polygons, which meet at each vertex. Let
us define some notation and formally describe Phong
normal interpolation.

In work [12] the authors describe algorithms to
compute edge sequences, the shortest path map, and
the Fréchet distance for a convex polyhedral surface.
The length of a Euclidean shortest path measures
distances on the surface. Their approach uses
persistent trees, star unfoldings, and kinetic Voronoi
diagrams. An implementation of the exact "single
source, all destination" algorithm presented by
Mitchell, Mount, and Papadimitriou (MMP) was
described in [13]. The authors extend the algorithm
with a merging operation to obtain computationally
efficient and accurate approximations with bounded
error. To compute the shortest path between two
given points, they use a lower-bound property of
their approximate geodesic algorithm to efficiently
prune the frontier of the MMP algorithm, thereby
obtaining an exact solution even more quickly. An
efficient O(n) (where n is the number of points on the
surface) numerical algorithm for first-order
approximation of geodesic distances on geometry
images is presented in [14]. The structure of this
algorithm allows efficient implementation on parallel
architectures.

Figure 4. The line between two points on a
polyhedron surface
Phong normal interpolation conceptually requires the
following steps (see Fig.5):

In [15] a new algorithm for detecting self-collisions
on highly discretized moving polygonal surfaces is
presented. It is based on geometrical shape regularity
properties that permit avoiding many useless
collision tests. Nevertheless, it should be recognized
that nowadays there is no universal method of
finding the shortest path on the smooth surface
represented by а polyhedron.

1. For each vertex, compute the vertex normal vector.
This normal is often computed by averaging the
adjacent face normal vectors, but the algorithm does
not have any dependence on how the normal is
computed. Suppose that equation of plane polygonal
faces are given, and then a normal to their common
vertex can be defined by sum value of the normal
vector to all polygons joining at this vertex.

Here we present the algorithm for finding the
approximate shortest path on (convex and nonconvex) polyhedral surface based on a straight-line
normal projection onto a surface. The algorithm
computes a pseudo-geodesic line between every pair
of points.
Let P be a (non-convex in general case) polyhedron
in 3D space. We consider P to be specified by a set
of faces, edges and vertices. Without loss of
generality, we assume that all faces are triangles. We
are given two special points on the surface, namely 1
and 2. The problem is to find the shortest path  12
between 1 and 2 lying on P (see Fig.4). As soon as
the surface is represented by a faced model we can
find the length of a path in R3 by approximating it
with piecewise linear path.

Figure 5. Phong normal interpolation
For example, in Fig.5 the approximate direction of
the normal at point 1 is equal to

To find the shortest path on a polyhedral surface we
will use the Theorem from the previous Section.
However, the main problem in this case arises at
once, e.g. a polyhedral surface has no continuous
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a1  n11  n12  n13  n14  n15  n16.
where

(8)

n11; n12; n13; n14; n15; n16 - normal vectors at
vertex 1 of adjacent planes.
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Assume that we have already obtained the desirable
point k’ on the edge 1’2’ (see Fig.7). Further, we can
define new co-ordinate axis ξ collinear to the normal
vector n calculated by form (10) (see also Fig.7).
Obviously, axis ξ intersects straight line 12 at point k
due to the proved Theorem because point k’ is a
normal projection of point k to edge 1’2’. Then we
can calculate Cartesian co-ordinates of point k using
the following expression

2. Normalize this vector to obtain the unit-length
normal as follows

n1 

a1
.
a1

(9)

3. Linearly interpolate the vertex normal for any
point along the edges by the following equation

n k  (n 2  n1 )  t1k  n1 
 n  t1k  n1.

(10)

x k  [(x 2  x1 )  t 2  x1 ]    [(n 2  n1 )  t 2  n1 ] 
 [  (n 2  n1 )  (x 2  x1 )t 2 ]    n1  x1 

where t1k - dimensionless parameter of 12 edge (see
Fig.5) at point k (see Fig.5).

 [ k  n  x]  t 2 k   k  n1  x1 .

Another problem is to find the set of points belonging
to the shortest path and to the polyhedral surface at
the same time. We will find such points as the normal
projection of the initial straight line between points 1
and 2 to the polyhedral edges according to the
scheme described below.

(12)
where x1;x 2 - the Cartesian co-ordinates of points
1’ and 2’;
t2k - the t 2 parameter value at point k’;
ξ k – the value of ξ parameter at point k.

Let P be the polyhedron mentioned in Fig.4. Firstly,
we define the straight line between points 1 and 2
(see Fig.6) and apply dimensionless parameter t 1 to it
that runs from 0 at point 1 to 1.0 at point 2.

If parameter t 1 =
obvious equality

t 1k one can indicate the following

x k  Xk ,

Thereby the Cartesian co-ordinates of an arbitrary
point on line 12 can be calculated by the following
system

where vector

(13)

X k is the Cartesian co-ordinates of

point k calculated by form (11).

X  ( X 2  X 1 )  t1  X 1  X  t1  X 1;
Y  (Y2  Y1 )  t1  Y1  Y  t1  Y1;

(11)

Z  ( Z 2  Z1 )  t1  Z1  Z  t1  Z1;
where X1; X 2 ;Y1;Y2 ; Z1; Z 2 - the Cartesian coordinates of points 1 and 2.

Figure 7. Normal projection of point k to the edge
Equating the left-hand parts of expressions (11) and
(12) we can obtain the following expression

[ k  n  x]  t1k   k  n1  x1  X  t 2k  X1 , (14)
where ξk t1k and t2k are the values of respective

parameters at points k and k’.

Figure 6. Initial straight line between two points

Further, we can transform expn (14) to the form
presented below that can be used for finding the triad
of parameters ξk t1k t2k

The next step is to sort out the set of all model edges
with the aim to obtain the point on the edge, which
corresponds to the point on the straight line. Let us
consider an arbitrary edge 1’2’ of the polyhedron
(see Fig.7). We apply dimensionless parameter t2 to it
that also runs from 0 at point 1’ to 1.0 at point 2’.
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nx   k  t1k  x  t1k  n1x   k  X  t2k  X1  x1.
(15)
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In practice, expn (15) has the form of a basic nonlinear system of algebraic equations (see expn (16))
and can be resolved by any appropriate method.
x  t1k  n1x   k  X  t 2 k  ( X 1  x1 )  nx   k  t1k ;

y  t1k  n1 y   k  Y  t 2 k  (Y1  y1 )  n y   k  t1k ;

z  t1k  n1z   k  Z  t 2 k  ( Z1  z1 )  nz   k  t1k .
(16)
The solution of system (16) is used for calculating
the Cartesian co-ordinates of point k’ that is the point
of normal projection of point k onto the edge 1’2’

x  ( x2  x1 )  t2 k  x1 ;
y  ( y2  y1 )  t2 k  y1 ;

(17)

z  ( z2  z1 )  t2 k  z1.

4. “SLIDING LASER RAY” METHOD
It stands to reason that the described approach is
most efficient in application to depressive surfaces
with weak curvature. The critical criterion of the
approach applicability is the ratio of lines 12 and kk’
length is more or equal to 5 (e.g. d 12 / d kk’ > 5). It
means that near ending points 1 and 2 the shortest
path nodes are found with the best precision. But
nodes near the middle of the shortest path in some
cases may not be found at all because of high
curvature deflection. However, when designing real
structures the problems in tracing the shortest path
may occur very often. Therefore, the less the surface
curvature is, the more precise the shortest path is.

To avoid any problems related to large surface
curvature a new method was developed in this work.
It was called “Sliding Laser Ray” method due to its
specifics. The main idea of this method consists in
the mobility of one of the initial straight line ending
point. The illustration of the method is presented in
Table 1. Initially we should find the point on the
polyhedral surface that is the nearest point to ending
point 1 (the First point in Table 1) by the method
described in the previous Section. Further, we shift
the starting point of the straight line (point 1 in Table
1) to the First point and find the Second point (see
Table 1) that is nearest to the First point. Then we
find the Third point that is nearest to the Second
point and do the same each time while the nearest
point exists. The process stops when the nearest point
is 2 of the initial straight line. Finally, all the found
points are joined by the piecewise polyline that is the
desirable shortest path on the polyhedral surface.

Table 1
The illustration of “Sliding Laser Ray” method

One can indicate that the process is very similar to
laser ray sliding from point 2 to the point on the
surface, tracing the shortest path on it. As it is shown
in the following Sections, the “Sliding Laser Ray”
method is very efficient and works very well for very
complex polyhedral surfaces with large curvature.
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of two arcs of the great circle namely  1A2 (red
line) and  1A (blue line) is shown. The spherical
semi-surface was created by the Stretched grid
method described in work [18]. The red arc  1A2 is
the exact arc of the great circle. The blue arc  1A is
the line traced by the algorithm described in this
work. Another thin red line crossing two previous
lines plays a supplementary role.

5. THE GENERAL ALGORITHM
To sum up we can formulate the general algorithm of
the shortest path finding on a polyhedral surface by
taking the following steps:
Step 1. Define two ending points 1 and 2 on a surface
and join them by a straight line.
Step 2. Define the set of polyhedron edges.

The test has shown that both arcs  1A2 and  1A
between points 1 and A are quite identical. The
relative residual here between lengths of two lines
does not exceed 0.5%.

Step 3. Select the first edge from the set of edges and
resolve system (14) in the first approximation
with n   k  t1k  0 . If t 1k or t 2k do not satisfy,
the inequalities

0  t1k  1 or 0  t2 k  1 we

repeat Step 3 for the next edge.
Step 4. Add the values of

n  k  t1k calculated

with the previously defined parameters ξk t1k and
t2k to the right-hand side of the system (14) and
resolve it once again. Do Step 4 as many times as
necessary to make parameters ξk t1k and t2k
invariable according to some predefined
tolerance. Calculate by expn (15) the Cartesian
co-ordinates of the found point and add it to the
intermediate set of points. If the set of edges is
not exhausted, repeat Step 3 for the next edge.
Note: The current edge should be deleted from
the set of edges.
Figure 8. The arc of great circle of sphere

Step 5. Sort the intermediate set of the found points
by bubble sorting and select the nearest one to the
first straight line point. Add this point to the set of
the shortest line points . Shift the first straight line
point to this point and repeat the process from
Step 3 if the set of edges is not empty. If the set of
edges is empty then do Step 6.
Step 6. Trace the shortest path by piecewise polyline .

6. THE ALGORITHM APPLICATION
We already know how to efficiently handle the
problem of the shortest path finding. We will now
see how the developed algorithm can be checked. In
order to test this algorithm the simplest and the best
known sample is used. The sample concerns the
shortest path on a spherical surface.

Figure 9. The shortest paths on cathenoid

The shortest path on a spherical surface problem was
well studied by Leonard Euler in the XVIII century.
As it was written by him in [17] “On a spherical
surface, on which it is not possible to draw straight
lines, it has been established by the geometers that
the shortest path between two given points is the
[shorter arc of the] great circle joining them.”
Therefore, we should compare the numerically
developed great circle on a spherical surface with
exact great circle to be convinced that our algorithm
works well. In Fig. 8 the result of testing in the form
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The next sample is of the shortest lines on the
cathenoidal surface. The solution is given for the case
with two rings of radii equal to 1 and the distance
equal to 1 between them. The length of two arcs
 ABC and  BE (see Fig.9) were compared with
their analytic values. The numerical length of arc
 ABC is 1.085081 (analytic value 1.087601) and
arc  BE 1.303446 (analytic value 1,332569). The
tolerance between numerical and analytic arc lengths
here is also acceptable. It is between 0.3% - 2.1%.
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obvious that the choice of the Real branch in this
case is largely random.

The running CPU (AMD Phenom II N 930 QuadCore Processor) time was 1.1 sec to compute 40
intermediate points for  BE arc. It is acceptable in
the majority of cases.

Cutting out the cloth surface is the basic and most
important stage of tensile structures design. It is a
process of the cloth surface subdivision into separate
patches and further unfolding them onto a plane to
prepare a pattern.

Another test was made on the basis of the surface of
real fabric structure. Two arbitrary shortest paths
have been traced between points 1 – 2 and 3 – 4
respectively (see Fig. 10). The test has shown that the
developed algorithm allows tracing the shortest lines
of very complex form.
It should be noted that the shortest path between two
points sometimes can be ambiguous. For example, in
Fig. 11 we can see the shortest path between points B
and E that has the so called ‘branch point’. The path
has two equipollent branches in section between
branch point and point E. However, we call one of
them Real branch and the other one – Imaginary
branch.

Figure 12. Cutting pattern of cone tent

Figure 13. Cutting pattern of twin-peak tent
The designer traces the mark and cutting lines
(prospective seams) on the modeled 3D tent surface.
There are various algorithms of tracing lines on the
cloth surface including the algorithm of tracing the
shortest line between two arbitrary points described
in this work.

Figure 10. The testing shortest paths on cone tent

As an example, in Fig. 12, the cutting pattern of a
typical cone tent made by the set of shortest lines is
presented and in Fig. 13, the cutting pattern of the socalled twin-peak tent is shown.

Figure 11. The shortest path with two branches
When a branch point is detected, the algorithm finds
the next two points of both branches , selects one of
them and traces the whole Real branch of the
shortest path. The Imaginary branch is ignored by
the algorithm. The branch point detection is made by
topology specifics of triangle mesh. If all three edges
of a triangle have only two points that belong to the
shortest path crossing this triangle then there is no
branch point inside this triangle and vice versa. It is
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Figure 14. The seams on the cone tent
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In Fig. 14 one can see the seams on the surface of the
cone tent traced by the algorithm described in this
paper. The outer view of the cone tent is represented
in Fig. 15.
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ABSTRACT
A novel method for a representation of the optical system distortion using the discrete wavelet transform is proposed in this paper. Using the presented approach, virtually any complex distortion can be represented only with a
small number of wavelet coefficients. Moreover, one can represent the distortion up to the resolution of one pixel
or even finer. The experiments shown in the paper suggest that the introduced wavelet interpolation reconstructs
distorted data very realistically. The proposed method was evaluated on two scenes comprising a projector and
irregular surfaces using dataset of images of various type.

Keywords
optical distortion, wavelet transform, linear interpolation

1

INTRODUCTION

transform. In our approach, the distortion of an optical system is acquired by capturing of projected structured light pattern onto irregular surface. The measured
distortion is represented by a rectangular grid of displacement vectors. The grid is then decomposed into
the discrete wavelet transform using a suitable wavelet.
An approximation of the original field can be computed from only a small number of wavelet coefficients.
Moreover, the interpolation of missing displacement
vectors can be performed using an inverse transform
going beyond the resolution of original vectors.

This paper proposes a method for a representation and
correction of images geometrically distorted by a complex optical distortion. The distortion may be caused by
optical beam refraction or reflection. The refraction can
be consequence of passing of the beam through optical
lens. An image distorted by reflection is observable for
example in an imperfect flat mirror or a curved mirror.
In our case, a scene consisting of a projector displaying
an image onto an irregular surface is considered as an
example.
When the projector displays the image onto an arbitrary
surface, the projected image appears distorted. The
viewer is represented by a camera. The distortion is
caused by passage of the original image through the
optical system composed of the projector, surface and
camera. The main idea of a distortion correction is to
obtain the mapping relation between the captured and
the original image. This relation is used for pre-warping
of original image which is then displayed by the projector. The mapping relation can be represented as a vector
grid [12, 17, 16, 8]. These vectors describe displacement between pixels from original and captured image.

The presented approach is verified using an optical system consisting of a dataprojector displaying images
onto irregular surfaces. The experiments performed on
the scenes suggest that the proposed wavelet interpolation can recover the data more precisely compared to
naive linear interpolation. This is a consequence of
a larger width of a support of well performing CDF
9/7 scaling function in comparison with a support of
a linear-interpolating one. The experiments were evaluated on two scenes comprising the projector and irregular surfaces and dataset of six images of various type.

In this paper, we propose a novel method for a representation of such distortion using the discrete wavelet

The further sections of this work are organized as follows. The following Related Work section briefly reviews the discrete wavelet transform and methods for
modelling of optical distortion. Proposed Method section proposes a novel method of such the representation
using the discrete wavelet transform. Using the proposed method, consequent Evaluation section evaluates
the approximation for N largest coefficients as well as
the interpolation of missing vectors. Finally, Conclusion section closes the paper.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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2

RELATED WORK

nal into lowpass and highpass frequency components.
Such a decomposition can even be performed at several scales. In this paper, we use the CDF 9/7 and 5/3
wavelets [2, 3] which are often used for image compression (e.g., JPEG 2000 standard). Responses of these
wavelets can be computed by a convolution with two
FIR filters, one with 9 and the other with 7 coefficients
in case of CDF 9/7. The transform employing such
wavelets can be computed with several successive lifting steps [4, 13]. The resulting coefficients are then
divided into two disjoin subbands – approximate and
detail coefficients. Another wavelet we employed is
the linear-interpolating wavelet (a degenerate instance
of the CDF 5/3 in [5]). Considering the lifting scheme
of this wavelet, it essentially corresponds to CDF 5/3
wavelet scheme in which an update of the coarse coefficients was omitted.

An optical system is a set of optical devices, which affect an optical beam of light passing through. In our
case, the optical system consists of a data projector, a
projection surface and a digital camera. The camera
and the projector affect the optical beam by refraction
during passage through their lenses. Optical properties
of both devices can be defined by the intrinsic and extrinsic parameters. These parameters describe projective transformation of 3-D points into 2-D image space.
The distortions caused by lens shape and position may
be described by radial and tangential distortion parameters [7]. Reflection of the optical beam on the projection
surface is defined by the laws of reflection [6].
Considering an unknown geometry surface, several
methods for a projector distortion correction and a
camera-projector automated calibration have been
proposed.
R. Raskar [12] proposed a method for irregular surface
distortion correction. In his work, a camera captures
key points in one image frame of the surface. Mapping
relations in these points are calculated utilizing coded
projector pattern. Mapping relations in the rest of the
projector pixels are computed by bilinear interpolation.
In the context of our paper, this method is basically
equivalent to interpolation using the linear-interpolating
wavelet.
Q. Yuan [17, 16] brought forward a calibration method,
which can achieve inner-projector distortion correction
and multi-projector registration in a single process.
The projector distortion parameters are computed by
analysing the coded structured light displayed by the
projector using bilinear interpolation. The established
mapping relation is stored in relation table which
is used for projection source image pre-warping.
Also, this method is basically equivalent to using the
linear-interpolating wavelet.
Another geometric image calibration method was published by J. Jung [8]. This approach is designed for a
handheld data projector to correct geometric distortion
of the image projected on non-flat screen surface. The
method is using information, such as a slope and curvature extracted from projected pattern key points. The
other vertices between key points are obtained by symmetry relation.
D. Cai [1] described non-linear distortion correction
surface for continuous curved projective surface. In the
approach, a neural network is used to approximate the
nonlinear projective transform mapping from camera
image to projector image. After the mapping has been
established, a transform converter table is constructed
from the output of the neural network. The table is utilized for real-time image correction process.
The discrete wavelet transform (DWT) [11] is a mathematical tool which is able to decompose discrete sig-
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In case of 2-D transform, the DWT can be realized
using separable decomposition scheme [10]. In this
scheme, the coefficients are evaluated by successive
horizontal and vertical filtering resulting in four disjoin
subbands.
The distortion of an optical system can be represented
by 2-D equidistant vector field. The DWT of this field
is computed separately on its two components (x and
y). However, more sophisticated wavelet decompositions for vector fields have been developed, e.g. multiwavelets [15]. Note that one wavelet coefficient is thus
a vector in context of this article.
Accelerated image resampling algorithms for geometry correction are available. For example, the algorithm
in [18] implements essentially same fast resampling as
the linear interpolation wavelet used in our paper. The
method in [18] can be extended to exploit results of this
paper.

3

PROPOSED METHOD

In this section, the method of the optical distortion representation using the discrete wavelet transform is presented.
projector

observer
optical
system

camera
optical
system
Figure 1: A block diagram of a scene with a human
observer (top) which was replaced by a camera and a
test pattern (bottom).
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While watching the surface on which an original image O(x,y) is projected using a dataprojector, a human
observer will see a distorted image

This system is generalized in a top part of Figure 1.
Modelling such distortion

In this generic form, the distortion f is represented with
the 2-D grid of displacement vectors v(x,y) . In the scope
of this paper, this grid is rectangular and vectors are
equidistant. The acquisition was done using a classic
chessboard test pattern as shown in Figure 2. The distance between each two vectors is power of two in both
of directions. The reason for this is that interpolated
vectors should exactly fit pixels in the finest grid resolution.

F(x,y) (X) = X(x,y)+ f (x,y)

Considering this grid representation, we propose to
store and operate on its discrete wavelet transform

D = F(O)

(1)

where F defines the distortion.

(2)

requires measuring of an underlying displacement vector grid v(x,y) . The displacement vectors v(x,y) (the mapping relation) can be viewed as
f (x, y) = v(x,y)

W f = h f , ψi

where ψ is a wavelet. In terms of this DWT, the coj
efficients of such transform are approximation ax,y
and
j
detail dx,y vectors for each scale j. Now, one can keep
only a small number of N largest coefficients to obtain
still good approximation of the original distortion field.
Moreover, it is easy to interpolate the missing samples
using inverse transform W-1 . These two opportunities
are stated in the bottom part of Figure 2. Both of them
are evaluated in the subsequent section.

(3)

where f is called a distortion mapping.
In more detail, the values from the original image O
at coordinate (x, y) are placed into a distorted image D
at a coordinate (x, y) + f (x, y). Note that f is a vectorvalued function. The set of these displaced values forms
D.

The transform can be easily computed using a lifting [4]
scheme. In the next section, we employed the linearinterpolating wavelet, the CDF 5/3 wavelet and the
CDF 9/7 wavelet. The linear-interpolating wavelet corresponds to the CDF 5/3 one with omitted update lifting
step. Inverse transform with such wavelet is then equivalent to linear approximation (bi-linear in 2-D case)
with the fact that the already known vectors remain unchanged.

During the measurement, the distorted test image D(x,y)
is obtained by the projection of a test image O(x,y) or
series of such images. In our experiments, a classical
chessboard image was used. The acquisition of distortion is illustrated in a bottom part of Figure 1. Furthermore, the corrected image
C = F(F −1 (O))

(4)

can be observer by projecting F −1 (O). The corresponding correction is given by
−1
F(x,y)
(X) = X(x,y)+ f −1 (x,y)

(6)

4

EVALUATION

In this section, the performance of the introduced
DWT representation and bi-linear vector interpolation
are compared with respect to two different analysis
aspects. 1 First task evaluates fidelity of a distortion approximation from only several most significant wavelet
coefficients. The second task evaluates interpolation of
vector field up to the pixel resolution.

(5)

where f −1 is a correction mapping. The similarity between C(x,y) and O(x,y) is measured using several methods in Section Evaluation.

measurement

transform
(a) Crumpled

reconstruction
Figure 2: A block diagram of our setup. The acquisition
of the vector field is in the upper part.
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(b) Convex

Figure 3: The scenes used in the evaluation. The Crumpled scene contains sharp jumps in the distortion field.

1

The software implementation is available here:
http://www.fit.vutbr.cz/research/prod/?id=367
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Considering the Convex scene in Figure 3, the evaluation of the interpolation of distortion vector field was
performed by keeping only N largest coefficients of
DWT. This is known as a non-linear approximation
in [11]. As the error of approximation, the Euclidean
norm of magnitudes of difference of approximated and
original field was used. The result for all of the wavelets
can be seen in Figure 4. Approximately above 30 coefficients, CDF 9/7 wavelet overcomes every other. Between 10 and 30 coefficients, CDF 5/3 seems to be better with respect to the Euclidean norm. This range of
coefficients is relevant in case someone needs a parameterization using only a very few coefficients.
1000

(b) Ellipses

(c) Lines

(d) Photo

(e) Squares

(f) Network

CDF 9/7
CDF 5/3
linear

100

error

(a) Tunnel
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1

Figure 5: The dataset used in the evaluation.
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image
wavelet
PSNR
SSIM
PBC
Tunnel
CDF 9/7 10.812 0.9910
6.366
Tunnel
CDF 5/3 10.665 0.9907 13.161
Tunnel
bi-linear 10.918 0.9913 12.589
Ellipses
CDF 9/7 12.650 0.9938
6.134
Ellipses
CDF 5/3 12.395 0.9934 11.554
Ellipses
bi-linear 12.422 0.9935 11.607
Lines
CDF 9/7
6.936 0.9744 29.000
Lines
CDF 5/3
6.952 0.9745 35.500
Lines
bi-linear
6.996 0.9748 38.500
Photo
CDF 9/7 17.466 0.9983
6.157
Photo
CDF 5/3 17.107 0.9981 11.738
Photo
bi-linear 16.690 0.9978 13.855
Squares
CDF 9/7 10.667 0.9905
2.708
Squares
CDF 5/3 10.826 0.9909
8.955
Squares
bi-linear 10.346 0.9896 10.663
Network CDF 9/7
8.283 0.9841
4.451
Network CDF 5/3
8.123 0.9833
9.348
Network bi-linear
7.724 0.9814
9.696
Table 1: Results for scene Crumpled.

coefficients

Figure 4: Plot of the Euclidean norm of the error of
the vector field approximation using all of the wavelets.
The Y axis is in a logarithmic scale.
Evaluating the interpolation of distortion vector field
was performed in the following scenario. First, the
distortion was estimated using the coarse chessboard
pattern projected onto the scene as shown in Figure 2.
The sampling interval was 26 pixels in both directions
coupled with resolution of 1280 × 896 pixels. Then,
the vectors were interpolated using the above described
CDF wavelet transforms as well as using bi-linear interpolation scheme up to resolution of a reference image. In the following step, this image was deformed
(warped) using this dense vector field. The resulting
warped image was projected into the scene again giving
the corrected image. Now, the corrected and reference
images were compared using several metrics described
below.
All the evaluations were performed on a dataset consisting of 6 images as shown in Figure 5. Two scenes
with different distortions were used as can be seen in
Figure 3.

sual perception. The PSNR and SSIM metrics do not
consider the geometric distortion that actually occurs in
our case.

To compare the projection of the corrected images,
three quality assessment metrics are used. The first two
are the well known PSNR (peak signal-to-noise ratio)
and SSIM (structural similarity). The third metric is a
simple patch-based correlation. The structural similarity (SSIM) [14] index is a method for measuring the
similarity between two images according to human vi-
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Using the patch-based correlation (PBC), a reference
image I R is first decomposed into a set of P patches
{pRi }0<i<P , each of a size Lx × Ly . These patches
are formed at coordinates {cRi } around strong image
corners and may overlay each other. Corresponding
patches {pTi } with coordinates {cTi } are then found
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(a) reference

(b) CDF 9/7

(c) linear interpolation

Figure 6: Distortion correction performance. From top: a reference image, using CDF 9/7 wavelet, using the linear
interpolation. On the latter two images, the location of edges of the original image is highlighted.
image
wavelet
PSNR
SSIM
Tunnel
CDF 9/7 11.784 0.9930
Tunnel
CDF 5/3 12.054 0.9935
Tunnel
bi-linear 12.020 0.9934
Ellipses
CDF 9/7 13.471 0.9950
Ellipses
CDF 5/3 14.081 0.9957
Ellipses
bi-linear 14.016 0.9956
Lines
CDF 9/7
7.287 0.9764
Lines
CDF 5/3
6.985 0.9747
Lines
bi-linear
7.172 0.9758
Photo
CDF 9/7 18.449 0.9988
Photo
CDF 5/3 17.504 0.9982
Photo
bi-linear 18.896 0.9989
Squares
CDF 9/7 11.476 0.9923
Squares
CDF 5/3 11.547 0.9924
Squares
bi-linear 11.989 0.9932
Network CDF 9/7
8.494 0.9848
Network CDF 5/3
8.445 0.9845
Network bi-linear
8.544 0.9849
Table 2: Results for scene Convex.

PBC
2.384
0.723
0.786
4.152
4.196
3.580
23.818
9.308
3.000
2.469
1.975
2.000
0.978
0.966
1.090
1.935
1.837
1.935

The results are summarized in Table 1 and Table 2.
We have chosen the patch size of 60 × 60 pixels. The
patches were weighted by an appropriate Gaussian window. It can be seen that CDF 9/7 wavelet gives best
result for Crumpled scene according to PBC metric. In
case of Convex scene, the results are unclear. According to PBC metric, the Lines image seems to be unsuitable due to an absence of enough strong corners.
In general, the wavelet interpolation methods generate
more smooth vector field in comparison with the linear
interpolation. It is a consequence of larger size of the
support of wavelet and scaling functions. This property should be more kinder to the human visual system.
The statement seems to be confirmed by the results in
Table 1 for the Crumpled scene which contains sharp
jumps. While this statement is generally valid, still the
best results are achieved when the particular wavelet is
chosen with respect to the individual scene. Note that
PBC metric should be the most significant one because
it considers the geometric distortion.

around the original position in a test image I T . They are
identified as maxima of normalized cross-correlations
1
h(pR − p̄R ), (pT − p̄T )i
Lx Ly σR σT

A difference in the execution time of the forward as
well as the inverse transform using one of the discussed
wavelets should be negligible. The fast algorithms,
e.g. [9], limited by the memory access for 2-D discrete
wavelet transform exist.

(7)

where p̄ is the mean and σ is the standard deviation of
p. Eventually, the metric is defined as an average over
squares of Euclidean distances of patch coordinates
1
P

∑ kcTi − cRi k2

To give a hint on how well the distortion correction
performs, Figure 6 shows some images for comparison. The edges of the reference image are highlighted
here. Note that CDF 9/7 has a better ability to preserve
smooth lines through sharp jumps in the distortion field
(Crumpled scene) as compared with the linear interpolation.

(8)

i

for 0 < i < P.
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5

CONCLUSION

We have proposed a method for representation of the
geometrical distortion of optical systems using the discrete wavelet transform. This new method allows to
approximate the distortion from only a small number of
wavelet coefficients. Moreover, it allows to interpolate
missing distortion vectors up to a fine scale.

[8]

[9]

We have evaluated the presented method in scenario in
which the image is projected on uneven ground using
a dataprojector. In comparison, we have found that
the CDF 9/7 wavelet outperforms the bi-linear interpolation when there are sharp jumps in the distortion
field. Using a smooth distortion, all the wavelets perform well. In both cases above, the average distance between points in original and observed image is mostly
below 3 pixels.

[10]

Future research could focus on employing more sophisticated wavelet-like transform in the sense that the basis
functions of such transform should fit contours in distortion field. Another area for improvement can be a
better measurement of displacement vectors.

[11]
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ABSTRACT
We propose a web-based system to remotely and distributedly process triangle meshes. Users can implement
complex geometric procedures by composing simpler processing tools that, in their turn, can be provided by
researchers who publish them as appropriate Web services. We defined an efficient geometric data transfer protocol
in order to resolve the potential mesh delivery bottleneck caused by the transfer of large models to the various
servers on typical long-distance connections with limited bandwidth. We have experimented our system on several
large models and on diverse processing scenarios, and we have concluded that our transfer protocol significantly
reduces the overall time needed to produce the result.

Keywords
distributed processing, compression

1

INTRODUCTION

from any location, with no need of any local installation
or reimplementation of previous works. Since transferring large models to the various servers would represent
a bottleneck in the process, we defined an efficient geometric data transfer protocol.

Geometry processing is now a mature research area
where new algorithms and processes are continuously
produced on top of state-of-the-art, already complex
previous works.
Researchers in this field often need reimplementing
algorithms from paper descriptions but, due to the
aforementioned level of complexity, this easily becomes a costly and error prone operation. Nonetheless,
researchers need to invent new algorithms and to fairly
compare them against previous works, and such a
need called for approaches to share shape models and
algorithms. Collaborative environments often need to
run experiments in distributed labs, where hardware
and software requirements must be satisfied by each
local machine in order to rebuild source codes and
install stand-alone applications.
We prove that the integration of web service technologies and workflow-based frameworks provides an effective solution to this problem. Our system makes
it possible to use a standard Web browser to remotely
run complex geometric algorithms by distributing the
various sequential steps on different servers that expose state-of-the-art algorithms in form of Web services. Thanks to the system, experiments can be run

2

Running experiments is a fundamental activity in geometry processing research. A typical experiment in
this area consists in considering an input data set, performing a sequence of operations on it, and analyzing
the results. Sometimes a fixed sequence of operations
is used to process a variety of data sets, whereas some
other times the operation list is slightly changed while
keeping the input constant.
In computer graphics and geometry processing, polygon meshes are the dominant representations for 3D
objects, and diverse mesh processing software tools
exist. Among them, MeshLab [CCR08] and OpenFlipper [MK12] allow to interactively edit a mesh, save
the sequential list of executed operations and locally
re-execute the workflow from their user interfaces.
Pipelines can be shared in order to be rerun on different
machines where the stand-alone applications need to
be installed.
To get rid of any specific software, hardware, and operating system, Campen and colleagues published an online service called WebBSP [Cam10] which is able to
remotely run a few specific geometric operations. The
system is accessible from a standard web browser and
the user is required to upload an input mesh; then, a
single geometric algorithm must be selected from a set
of available operations. The algorithm is actually run

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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on the server and a link to download its output is sent
to the user by email. The available operations are not
customizable by users, only one of them can be run at
each call, and the service is accessible only from the
WebBSP graphical interface.
Geometric Web services were previously considered
by Pitikakis [Pit10] with the objective of defining semantic requirements to guarantee their interoperability.
Though in Pitikakis’s work Web services are stacked
into hardcoded sequences, users are not allowed to dynamically construct workflows, and geometric issues
such as the evaluation of mesh qualities (necessary to
support conditional tasks and loops) and the transmission of large models are not dealt with.

3

Figure 1: The three-layered system architecture. A
graphical user interface allows to upload and run workflows. The workflow engine is responsible of workflow execution and manages the ordered list of tasks
that need to be run. Geometric tasks are made available
by distributed servers as web services.

THE GEOMETRIC WORKFLOW
SYSTEM

interface. Note that in the long term the same operation
can be provided by more than one server. The engine is
responsible to select the most appropriate server providing each of them, by considering connection efficiency
and load balancing. In order to enable the definition of
non-trivial workflows, the engine is also able to manage
the execution of conditional tasks and loops, and delegates the evaluation of the condition itself to specific
web services.

Our system have been designed with the objective of
supporting computer graphics and geometry processing
research activities. Specifically, it allows the user to
build workflows to process and analyse 3D triangular
meshes and efficiently share the experiments through
the Internet. The “bricks” that constitute a workflow
are geometry processing algorithms that read an input
mesh and produce an output mesh. Any such algorithm
can be used as long as it is available online and accessible as a web service, independently of the physical
location of the host server. Our framework currently
provides some “in-house” geometry processing algorithms, but the architecture is open and fully extensible
by simply publishing a new algorithm as a web service
and by communicating its URL to the system.

3.2

To the best of our knowledge, no existing repository
provides web service support to geometry processing
computations. Thus, we have implemented some of
them (see Table 1), and each can be considered as a
black box able to run a simple operation on a 3D triangular mesh using possible input parameters, store the
output on the server where it is located and make the
output available by returning its address.

The framework architecture (see Figure 1) is organized
in three layers, according to Hollingsworth WFM specifications [Hol95] and inspired to the already existing
WFMs in life science areas [TS07]. The first layer
includes a graphical user interface that allows building new workflows from scratch, uploading existing
pipelines and invoking available ones. A workflow can
either encode its input mesh (e.g. to allow replicating an
experiment) or accept a different input (e.g. to perform
a new experiment based on the same procedure). The
second layer contains the workflow engine responsible
of runtime execution, while the third layer includes the
web services that wrap geometry processing tools.

3.1

Note that a single server (i.e. a provider) can expose a
plurality of web services implementing a variety of algorithms. Also, in order to support execution of loops
and conditional tasks, appropriate boolean web services
must be provided. For example, if it is necessary to invoke two different algorithms depending on whether the
mesh is manifold or not, a “isManifold” web service is
invoked that reads the mesh and returns a boolean value
to be used when checking the condition. Examples of
supported checks are shown in Table 2.

The Workflow Engine

The workflow engine is the core of the system and orchestrates the invocation of the various web services involved. From the user interface it receives the specification of a geometry processing workflow and possibly
the address of an input mesh to be downloaded from
the Internet. When all the data is available, the workflow engine sequentially invokes the various algorithms
and returns the URL of the eventual result to the user

Communication Papers Proceedings

The Web Services

Web Service

Parameters

Remove Smallest Components
Remove Degenerate Triangles
Add Noise
Laplacian Smoothing
Hole Filling

NONE
NONE
% rel. bb diagonal
# iterations
NONE

Table 1: Web services that perform geometry processing tasks.
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Web Service

Quality type

Check # vertices
Check # edges
Check # triangles
Check manifoldness
Check orientation
Check orientability
Check minimum triangle angle
Check maximum triangle angle
Check average normal instability

Integer
Integer
Integer
Boolean
Boolean
Boolean
Double
Double
Double

connectivity unaltered (e.g. most mesh deformation algorithms), or may modify both geometry and connectivity while minimally changing the overall shape (e.g.
remeshing). In all these cases it is possible to predict
the result by assuming that it will be identical to the input, and it is reasonable to expect that the corrections to
be transmitted can be more compactly encoded than the
explicit result of the process.

4.1

The aforementioned observation can be exploited in our
setting. Figure 2 shows an example of execution of a
simple workflow composed by three tasks. The engine
reads the whole workflow and, for each of the three
tasks requested, looks for a server exposing an appropriate web service (i.e. a web service which implements
the task). Then, the engine sends the address of the input mesh to all the servers that have been identified so
that they can download it (Figure 2a). Right after having sent the address, the engine triggers the first web
service (Figure 2b) to locally run the algorithm. Such
an algorithm produces both the output mesh and the
list of changes applied on the input to obtain the result (e.g. vertices/edges/triangles that have been added,
removed or modified). Both the output mesh and the
list of changes (i.e. the correction) are compressed and
made available through two URLs which are communicated to the workflow engine. In its turn, the engine
forwards this information to the next two web services
to be triggered, so that both of them can download the
compressed correction from the first server, and can reproduce the output of the first step by decoding and applying the correction to the mesh that was previously
downloaded. At this point the engine triggers the second web service (Figure 2c) that follows the same protocol by running the algorithm and publishing the URLs
of the output and the correction. Finally, the third web
service corrects its prediction, runs its task and returns
the URL of the final result (Figure 2d).

Table 2: Web services able to check mesh qualities.

4

MESH TRANSFER PROTOCOL

To support the idea of including web services provided
by third parties, and to allow input models to be stored
on remote servers, we require that web services are
designed to receive the URL of the input mesh and
to download it locally; also, after execution of the algorithm, the output must be made accessible through
a standard URL to be returned to the calling service.
Not surprisingly, we have observed that the transfer of
large-size meshes from a server to another according to
the aforementioned protocol constitutes a bottleneck in
the workflow execution, in particular when slow connections are involved. Mesh compression techniques
can be used to reduce the input size, but they do not
solve the intrinsic problem. In order to improve the
transfer speed and thus efficiently support the processing of large meshes, we designed a mesh transfer protocol inspired on the prediction/correction metaphor
used in data compression. The general idea of prediction/correction works as follows. A sender S needs to
transmit a data set to a receiver R, but instead of transmitting the whole data set at once, S sends a piece of
data only, let it be d0 . Then, R tries to predict what the
next piece of data d1 will be based on the previously received information d0 . At the same time S does exactly
the same prediction and, instead of sending the next
piece of data, sends the difference between the prediction and the actual data to be sent, that is c1 = d1 − d0 .
Thus, R can calculate d1 by correcting the prediction
using c1 . The benefits of all this machinery become evident when the predictions are accurate enough: in this
case the corrections to be sent are small if compared
with the original data and thus can be encoded with
fewer bits. A typical example in geometry processing
is the so-called “parallelogram rule” [TG98] used for
mesh compression.

In a more general setting, the protocol works as follows. Through the user interface, the user selects/sends
a workflow and possibly the URL of an input mesh to
the workflow engine. The engine analyses the workflow, locates the most appropriate servers hosting the
involved web services, and sends in parallel to each of
them the address of the input mesh. Each server is triggered to download the input model and save it locally.
At the first step of the experiment, the workflow engine
triggers the suitable web service that runs the algorithm,
produces the result, and locally stores the output mesh
and the correction file (both compressed). Their URLs
are returned to the workflow engine that forwards them
to all the subsequent servers involved in the workflow.
Each server downloads the correction and applies it to
the mesh it already has in memory in order to update
the local copy of the model. Then, the workflow engine

We have observed that there are numerous mesh processing algorithms that simply transform an input mesh
into an output by computing and applying local or
global modifications. Furthermore, in many cases modifications can be only local (e.g. sharp feature restoration), may involve the geometry only while keeping the
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(a)

(b) First Service

(c) Second Service

(d) Third Service

Figure 2: Mesh Transfer Protocol Example. Three servers are involved into the workflow execution. Each of them
exposes a web service to support a geometry processing algorithm and two modules able to download (D) meshes
and update (U) the previously downloaded mesh by applying the corrections. (a) The engine shares in parallel the
address of the input mesh with all the involved servers that proceed with the download. (b) The first service runs
the task, produces the corrections and returns the corresponding address to the engine that shares it in parallel to the
following involved servers. Both download the file and correct the prediction. (c) The second service is invoked,
runs the task and makes the correction available, so that the third involved server can download it and update its
local copy of the mesh. (d) The engine triggers the third service that runs the algorithm and makes available the
modified output mesh so that it can be directly downloaded by the user.

triggers the next service for which an up-to-date copy
of the mesh is readily available on its local server. At
the end of the workflow execution, the engine receives
the address of the output produced by the last invoked
web service and returns it to the user interface, so that
the user can proceed with the download.
The Workflow Engine maintains a list of active tasks
whose corresponding Web services need to receive the
corrections and update their local copy of the mesh. Initially all the tasks involved in the workflow are active.
Upon termination, a “regular” task (i.e. neither an “IF”
nor a “WHILE”) is removed from the list meaning that
it is no longer involved in the workflow. The same happens when an “IF” task is encountered with true condition. Conversely, after an “IF” or a “WHILE” whose
condition is false, all the tasks constituting the body are
removed from the list. After a “WHILE” with true condition, an additional copy of all the tasks in its body is
added to the list.
In this scenario, the entire input mesh is broadcasted
only once at the beginning of the process, whereas the
final result is transmitted only once at the end. Inbe-

Communication Papers Proceedings

tween, only the corrections are broadcasted to the subsequent servers. Thus, when the corrections are actually smaller than the partial results, this procedure
produces significant benefits. In any case, each web
service produces both the correction and the actual result so, should the former be larger than the latter, the
subsequent web services can directly download the output instead of the corrections. Thus, our mesh transfer
protocol improves the overall performances when the
aforementioned conditions hold, while no degradation
is introduced otherwise.

4.2

Representation of the correction

A triangle mesh can be defined by an abstract simplicial
complex that specifies its connectivity endowed with a
set of vertex positions that uniquely identify its geometric realization [Att13]. An algorithm that modifies
an input mesh can act on its geometry only (e.g. by
changing the position of the vertices), on its connectivity only (e.g. by triangulating boundary loops), or on
both. Typically, such an algorithm includes an analysis part that performs the calculations to derive what to
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the triangle to be split and the coordinates of the splitting vertex. Additional operations are defined both at
the level of the connected components (e.g. removal,
translation, rotation, ...) which, just as the simplexes,
are identified using IDs, and at the level of the whole
mesh.

add, modify or remove, and an editing part that applies
such changes to the mesh. Depending on the algorithm
these two parts may be not necessarily sequential, but
the editing operations can always be tracked and are
sufficient to reconstruct the result. In the worst case
where the mesh is completely rebuilt from scratch, this
list is a sequence of “add vertex” and “add triangle” operations preceded by a “clear all” (see Table 3).
Simplex

Triangles

Vertices

Edges

All

Operation

Encoding

Add
Remove
Split (center)
Split (generic point)
Add
Move
Move All

T A v1 v2 v3
T id R
T id SPC
T id SP x y z
VAxyz
V id M x y z
V MA
x1 y1 z1
x2 y2 z2
...
E A v1 v2
E id SW
E id C
E id SP
E id SP x y z
CLEAR

Add
Swap
Collapse
Split (midpoint)
Split (generic point)
Clear All

When an algorithm terminates, the produced sequence
of operations is further compressed through arithmetic
coding to minimize redundancy [Sai02]. The application of the correction by the subsequent web services
requires less computational efforts and time than the rerun of the algorithm because of the fact that its analysis part and the operation precondition checks are not
needed anymore.
Notice that sometimes a careful analysis of the algorithm at hand allows to avoid streaming all the operations. For example, let us consider an algorithm
that performs N iterations of Laplacian smoothing on
a mesh with V vertices. At each iteration all the vertices are moved to the center of mass of their neighbors,
thus by a naive approach we would stream N ∗ V vertex shifts. A more clever implementation, however, can
simply stream the eventual global shift once for each
vertex, thus reducing the size by a factor of N.

5

For the sake of experimentation, the proposed Workflow Management System has been deployed on a standard server running Windows 7, whereas web services
implementing atomic tasks and check mesh qualities
have been deployed on different machines to constitute a distributed environment. However, since all the
servers involved in our experiments were in the same
lab with a gigabit network connection, we needed to
simulate a long-distance network by artificially limiting
the transfer bandwidth to 5 Mbps.

Table 3: Supported editing operations. Italic labels in
the encodings indicate either simplex identifiers (i.e. indexes) or vertex coordinates.
In our setting, each web service runs a geometry processing algorithm, keeps track of the editing operations,
and saves them along with the final result. To do this,
the algorithm itself must be enriched with proper code
to stream such operations into the correction file. In
our current implementation we support atomic operations to encode the insertion, removal and modification
of single simplexes of any order (i.e. vertices, edges
and triangles). Each operation is identified by a unique
opcode, while each simplex is uniquely identified by an
integer ID. Thus, to represent an “edge swap” we need
an opcode representing the swap operation and an integer identifying the edge to be swapped. Besides such
atomic operations, we include some derived functionalities that group atomic changes for the most diffused
editing operations. In many cases this allows to further
save storage space (and thus transmission time). For
example, let us suppose that we need to subdivide a triangle into three subtriangles by inserting a new vertex:
in this case we would need to encode a “remove triangle” (1 opcode + 1 ID), a “create vertex” (1 opcode +
3 coordinates), and three “create triangle” (3 opcode +
9 IDs for the vertices) operations. Conversely, if we
include a single “split triangle” operation in our set, we
can simply use its opcode endowed with the identifier of
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Then, to test such a system we defined multiple processing workflows involving the available web services.
The dataset has been constructed by selecting some of
the most complex meshes currently stored within the
Digital Shape Workbench (see Table 4).
As an example, one of our test workflows is depicted in
Figure 3. The input model (Figure 3a) has 160 spurious disconnected components that are removed by the
first web service (Figure 3b). Then one iteration of
laplacian smoothing is applied (Figure 3c) by the second web service to enhance the surface, while its 404
holes are patched by the third web service implementing Liepa’s hole filling algorithm [Lie03] (Figure 3d).
Finally, degenerate triangles are removed by the fourth
web service (Figure 3e). This test gives a first idea of
the benefits provided by our transfer protocol: for example, consider that all the simplexes removed in the
first step (≈ 3K vertices, ≈ 7.5K edges and ≈ 4.5K
triangles) could be encoded within a 11 KB correction
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(a)

(b)

(c)

(d)

(e)

Figure 3: Local mesh repairing [ACK13]: a typical example of geometry processing workflow. (a) The raw
model. (b) Smallest components removed. (c) Laplacian smooth applied. (d) Holes filled. (e) Degenerate triangles
removed.

Mesh
Vertices
Triangles
Components
Boundaries

Isidore
1.071.671
2.128.494
161
404

Nicolo
945.924
1.886.968
103
157

Neptune
1.321.838
2.643.684
1
0

Ramesses
775.712
1.537.462
308
824

Raptor
1.000.080
2.000.000
51
0

Dancers
703.207
1.399.805
1
105

Table 4: Dataset extracted from the Digital Shape Workbench.
included the time spent by transferring the whole compressed result instead of the correction file, and the
overall relative gain achieved by our protocol is reported in the last column. It is worth noticing that, in all
our test cases, the sum of the transfer and update times
is smaller than the time needed to transfer the whole
mesh, with a significant difference when the latter was
produced by applying little local modifications on the
input. Clearly, the additional instructions introduced in
the geometry processing algorithms to stream out the
corrections should be considered for a fair comparison,
but we have verified that such an overhead is definitely
negligible with respect to the overall processing time of
each algorithm, and therefore has not been reported in
Table 6.

file, whereas the compressed output mesh file size was
20.5 MB.
The same workflow was run on all the other meshes
in our dataset to better evaluate the performance gain
achievable thanks to our concurrent mesh transfer protocol. Table 5 reports the size of the output mesh
and the size of the correction file after each operation
(both after compression) whereas Table 6 shows the total time spent by the workflow along with a more detailed timing for each single phase. In both the tables
tasks are indicated by acronyms as follows: Removal
of Smallest Components (RSC), Laplacian Smoothing
(LS), Hole Filling (HF), and Removal of Degenerate
Triangles (RDT).
As expected, the corrections related to tasks that locally modify the model (eg. RSC, HF, RDT) are significantly smaller than the whole output mesh by several orders of magnitude; corrections regarding more
“global” tasks (eg. LS) are also smaller than the output mesh, although in this latter case the correction file
is just two/three times smaller than the whole output.
Nevertheless, these results confirm that the proposed
concurrent mesh transfer protocol provides significant
benefits when the single steps produce mainly little or
local mesh modifications.

As an additional example, Table 7 shows results concerning the execution of a workflow involving a “while”
loop where Laplacian smoothing is applied as long
as the average normal instability exceeds a threshold
value. Times are related to a single workflow step (eg.
a web service execution or a data transfer), while numbers between parenthesis indicate how many times the
corresponding step is run during loop execution. Similar tests have been done involving the execution of conditional tasks. It is worth noting that, in our test cases,
the mesh transfer protocol reduces the execution time if
the mesh satisfies the required mesh quality and therefore the subsequent web service is invoked. No advantage and no degradation are introduced when the operation precondition does not hold due to the fact that no
output file is transferred from one server to the others.

For each mesh in our dataset, Table 6 reports the time
spent by each algorithm to process the mesh (columns
RSC, LS, HF, RDT), the time needed to transfer the
correction file to the subsequent web service (columns
T1 . . . T3 ), and the time spent to update the mesh by
applying the correction (columns U1 . . .U3 ). For the
sake of comparison, below each pair (Ti ,Ui ) we also
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Mesh
Isidore
Nicolo
Neptune
Ramesses
Raptor
Dancers

RSC

LS

HF

RDT

20.573
11
19.498
3
39.881
1
17.484
3
14.465
688
16.457
1

23.333
9.433
21.447
9.296
40.131
15.237
19.544
8.754
15.621
10.195
18.037
7.220

23.717
154
20.601
48
39.891
1
19.934
149
15.552
1
18.325
80

25.497
2
20.171
2
39.937
1
19.802
3
15.441
1
18.116
1

provided by other researchers as Web services and to
combine them in order to create geometric workflows
to be executed on any appropriate input mesh.
By distributing the workload, our system can count on
considerable computational resources and can be easily
extended if necessary, while the potential mesh delivery bottleneck has been resolved by our concurrent data
transfer protocol.
To further simplify the work of potential contributors,
we are currently investigating innovative techniques to
automatically compute the list of editing operations by
simply comparing the input and the output of each Web
service [DP13] introducing no degradation in the system performance. Such a comparison module would
automatically derive the correction, without the need
for the contributor to turn the algorithm into an appropriate version able to stream the operations.

Table 5: Output sizes (in KB). For each mesh and for
each task, the first line shows the size of the compressed output mesh, while the second line reports the
size of the compressed correction. Acronyms indicate Removal of Smallest Components (RSC), Laplacian Smoothing (LS), Hole Filling (HF), and Removal
of Degenerate Triangles (RDT).

7
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To summarize, our tests show that the concurrent mesh
transfer protocol considerably reduces the amount of
data transferred among the servers, and thus the total
elaboration time.
As previously mentioned, if the output mesh produced
by a web service is smaller than the correction file, then
such an output is forwarded to the subsequent servers
that simply replace their local copy of the mesh. In
an ideal system, the time needed to apply the correction should be taken into account as well before choosing whether to forward the whole mesh or the correction file. Unfortunately the update time depends on too
many factors (i.e. architecture of the host server, current workload, ...) to be accurately guessed, but we argue that this is not a real issue because this case appears
to be unlikely to happen in practice.

8

Finally, we recognize that some algorithms that completely rebuild the mesh (e.g. from an intermediate representation such as in [Ju04]) can hardly be reproduced
in a compact way through our current set of local editing operations. In these cases our mesh transfer protocol does not provide any advantage and the whole output mesh should be transmitted.

CONCLUSION

We proposed a workflow-based framework to support
collaborative research in geometry processing. It allows scientists to remotely run geometric algorithms

Communication Papers Proceedings
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Mesh
Isidore
Nicolo
Neptune
Ramesses
Raptor
Dancers

IB

RSC

T1

U1

LS

33,0
33,0
31,2
31,2
63,8
63,8
28,0
28,0
26,7
26,7
26,3
26,3

7,7
7,7
6,5
6,5
13,0
13,0
6,7
6,7
7,7
7,7
4,9
4,9

0,0 5,8
32,9
0,0 4,8
31,2
0,0 0,0
63,8
0,0 4,3
28,0
1,1 5,6
23,1
0,0 0,0
26,3

12,4
12,4
10,5
10,5
18,6
18,6
9,6
9,6
9,6
9,6
7,3
7,3

T2

U2

15,1 7,1
37,3
14,9 6,1
34,3
24,4 11,0
64,2
14,0 5,4
31,3
16,3 5,8
25,0
11,6 4,3
28,9

HF

T3

U3

RDT

Total

8,4
8,4
7,5
7,5
12,6
12,6
7,0
7,0
6,0
6,0
5,2
5,2

0,2 6,0
37,9
0,1 4,9
33,0
0,0 0,0
63,8
0,2 4,5
31,9
0,0 0,0
24,9
0,1 3,6
29,3

13,8
13,8
11,5
11,5
14,4
14,4
10,3
10,3
9,3
9,3
7,0
7,0

109,5
183,4
98,0
165,7
157,8
314,2
90,0
152,8
88,1
132,3
70,3
135,2

Benefits
67%
69%
99%
70%
50%
92%

Table 6: Elaboration times (in seconds). Acronyms indicate Input Broadcasting (IB), Removal of Smallest Components (RSC), Laplacian Smoothing (LS), Hole Filling (HF), and Removal of Degenerate Triangles (RDT). Cells
labelled by Ti indicate the time needed to transfer the correction file. Cells labelled by Ui indicate the time needed
to update the mesh by applying the correction.
Mesh
Isidore
Nicolo
Neptune
Ramesses
Raptor
Dancers

IB

C_AVG_NI

LS

TN

33,0
33,0
31,2
31,2
63,8
63,8
28,0
28,0
26,7
26,7
26,3
26,3

6,3 (4)
6,3 (4)
5,4 (4)
5,4 (4)
11,2 (5)
11,2 (5)
5,4 (5)
5,4 (5)
6,3 (5)
6,3 (5)
4,5 (4)
4,5 (4)

12,7 (3)
12,7 (3)
10,7 (3)
10,7 (3)
19,2 (4)
19,2 (4)
9,8 (4)
9,8 (4)
11,5 (4)
11,5 (4)
8,5 (3)
8,5 (3)

UN

20,1 (3) 7,1 (3)
42,8 (3)
17,8 (3) 6,3 (3)
35,7 (3)
24,8 (4) 11,7 (4)
64,3 (4)
14,7 (4) 5,7 (4)
32,7 (4)
19,3 (4) 7,1 (4)
29,1 (4)
13,4 (3) 5,3 (3)
30,5 (3)

Total
178,1
224,8
157,4
192,1
342,7
453,6
175,6
224,8
209,5
220,7
125,8
161,3

Benefits
26%
22%
32%
28%
5%
28%

Table 7: Elaboration times (in seconds). The test has been run on our dataset after the artificially addition of noise.
Acronyms indicate Input Broadcasting (IB), Laplacian Smoothing (LS) and Check Average Normal Instability
(C_AVG_NI). Cells labelled by TN indicate the time needed to transfer the correction file. Cells labelled by UN
indicate the time needed to update the mesh by applying the correction. Each elaboration time is related to a single
workflow step. The number between parenthesis indicates how many times the workflow step is run during loop
execution. Note that the precondition check is run once more, the last time it returns false and breaks the loop.
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ABSTRACT
In this article, we consider local estimations of the Monte Carlo method for solving the equation of the global
illumination. The local estimations allow directly calculating the luminance at a predetermined point, in a given
direction for an arbitrary bidirectional reflectance distribution function (BRDF). Thus, there is no need to
construct the map of the illumination. Thereby it is much more effective than direct modeling or the method of
finite element. The use in lighting calculations of the object described by the spherical harmonics is also
discussed in the article.

Keywords
Local Estimation, Double Local Estimation, Global Illumination, Monte Carlo
grid and the
consumption.

1. INTRODUCTION
Visualization of 3D scenes is produced on the basis
of solving the global illumination equation, which
represents Fredholm integral equation of the second
kind [Bud00]:

of

large

memory

Solving the equation of global illumination the finite
element method is also used, which got its name
radiosity in the theory of the global illumination. The
method is based on the assumption that all elements
of the scene are diffuse reflection, and then the
equation (1) can be written as

1
ˆ , ˆl′) dˆl′ , (1)
L(r , ˆl ) = L0 (r , ˆl ) + ∫ L(r, ˆl′)σ (r; ˆl, ˆl′) (N
π

where L (r , ˆl ) is the radiance at the point r in the

M (r ) = M 0 (r) +

direction l̂ , σ (r; ˆl , ˆl′) is the bidirectional scattering
distribution function (reflectance or transmittance),
L0 is the radiance of the direct radiation straight near
the sources, N̂ is the normal at the point r to the
surface of the scene. The equation (1) in a slightly
different form called the rendering equation was
originally obtained by J.Kajiya, but further we will
use it in the form (1).

σ
M (r′) F (r, r′)Θ(r, r′)d 2 r′ ,
π ∫Σ

(2)

where M(r) is the radiant exitance at the surface
point r, M0(r) is radiant exitance at the point r,
emitted
straight
from
the
light
source,
F=

ˆ (r ),(r − r′)) (N
ˆ (r′),(r − r′))
(N
(r − r′) 4

is the elementary

form-factor, Θ(r, r′) is the visibility function of
element d 2r′ from point r, Nˆ (r) is a normal at the
point r to the surface of the scene.

The global illumination equation (1) does not have
the analytical solution, and the numerical simulation
methods are used for its solutions. It is possible to
pick out some guidelines among them: ray tracing,
direct Monte Carlo simulation and the finite element
method.

In this paper, we propose to use the local Monte
Carlo estimation method, well known for solving the
radiative transfer equation in the atmospheric optics
[Mar80] [EM76]. In addition, the ability of
visualizing three-dimensional (3D) objects defined in
the spectrum of spherical harmonics is also analyzed
in the paper.

Ray tracing has been widespread and included in
such well-known simulation program like 3D Studio
Max and Maya. One can differentiate between
forward and backward tracing, where, respectively,
the rays are traced from a light source, or from the
receivers (the camera).

2. LOCAL ESTIMATION
Equation (1) is not suitable for statistical modeling,
as a required function is in the integrand at the point
r', but the solution is found at the point r. Besides,
the variables r′ and ˆl ′ are not independent, but
related by

In the case of direct simulation, the scene is divided
into elements in which photons are counted. As a
result, the illumination map is constructed. This
approach is associated with the complexity of the
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ˆl′ = r − r′ .
r − r′

past. In this case, the chain is constructed from a
light source. Furthermore, the initial weight of the
ray is set to the light source radiance, taking into
account the normalization by the flow. After that, the
point of intersection of a ray with an element of the
scene is founded, and the weight is multiplied by the
coefficient of reflection. Then the kernel of equation
(4) is calculated for each of the observable points,
multiplied by the weight of the ray and added to
previous values. Whereupon the statistical sampling
of the ray is performed in accordance with the
diffuse reflection, and then the following intersection
is sought. The process is repeated until either the ray
leaves the scene or its weight falls below a
predetermined threshold. Sampling and averaging
the number of rays, one obtains values of the
illuminance at the observable points. We emphasize
that the local estimation allows calculating the value
of the illumination at several points by one ray. This
is a fundamental difference of the local estimation
from the direct simulation and ray tracing.

(3)

Accordingly, we can rewrite the equation (1) in the
form of the integral over the volume
L (r , ˆl ) = L0 (r , ˆl ) +

+


1
r − r′
L(r′, ˆl′)σ (r; ˆl, ˆl′)δ  ˆl′ −
∫

π
r − r′


ˆ , ˆl) (N
ˆ ′, ˆl′)
 (N
d 3r′ . (4)

2
′
(
r
−
r
)


The kernel of the global illumination equation (4)
contains a δ-function, which determines the
singularity of the radiance angular distribution, and
makes it impossible to simulate the radiance by
Monte Carlo methods. The singularity can be
eliminated by the integration over the space that for
the diffuse reflection is equivalent to equation (2). As
a result, the estimation I for L (r , ˆl ) takes the form
I = M∑ Qn k (r, rn ) ,
∞

(5)

n= 0

where k(r,rn) is the kernel of equation (4), Qn is the
statistical weight of the Markov chain, and M is the
expectation operator of the random ray trajectories.
Markov chain models the sequential of random rays,
wandering around the scene. Statistical weight of the
first ray Q1 is determined by the initial radiance of
the light source L0 (r , ˆl ) . In this case k(r,rn)
determines the probability of transition from the
point of the Markov chain rn to the given point r.
[Mar80] [EM76]. From all the nodes of the trajectory
rn, where its intersection with the surface of the
scene occurred, the contribution to the illumination
at the point r is calculated on the basis of the kernel
k(r,rn) in equation (5). Thus, all the probability
distribution must satisfy the normality condition.

Figure 1. The scheme for constructing a Markov
chain and local estimation calculation: solid line –
the ray trajectory, dashed line – the local
estimation, dashed-dot line – the trajectory
continuation.

The values L0 (r , ˆl ) and k(r,rn) will determine the
statistical weights of the Markov chain Qn. In the
case of the diffuse reflectance model, each
subsequent statistical weight will be multiplied by
the coefficient of reflection.

3. DOUBLE LOCAL ESTIMATION
Mathematics of Double Local Estimation
Global illumination equation can be written in the
operator form
L = L0 + KL .

Equation (5) has been called the local estimate of the
Monte-Carlo [Mar80] [EM76]. It allows evaluating
the illumination at a given position on the scene.
Thus, to calculate the illumination at a given point r
it is necessary to construct the Markov chain and for
every act of reflection to calculate the kernel k(r,rn)
for all given points. The mathematical expectation of
the obtained value is equal to the illumination. Figure
1 shows the general scheme for constructing the
Markov chain and illumination calculations using a
local estimation at a given point.

(6)

The solution of this equation can be represented in
the form of a Neumann series, which allows
performing the following transformations
L = ∑ K n L0 = L0 + KL0 + ∑ K n L0 =
∞

n=0

∞

n= 2

= L0 + KL0 + K 2 ∑ K n L0 = L0 + KL0 + K 2 L ,
∞

(7)

n=0

that in an analytical form that takes the view

The Markov chain is a sequence of random events
with a finite or countable number of outcomes,
characterized by the property that, loosely speaking,
for the fixed present the future is independent on the
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L (r , ˆl ) = L0 (r , ˆl ) + KL0 +

+


1
r − r′
σ (r; ˆl′, ˆl )δ  ˆl′ −

π 2 (∫Σ)
r − r′



r′ − r′′
× ∫ L (r′′, ˆl′′)σ (r′; ˆl′′, ˆl′)δ  ˆl′′ −

′ − r′′
r
( Σ)


spherical source, one can write the formula for the
spherical triangle


 F (r, r′) ×


ˆ ) = µν + (1 − µ 2 )(1 − ν 2 ) cosϕ ,
(ˆl, N


3
3
 F (r′, r′′)d r ′′d r ′ . (8)


where µ = (ˆl , Rˆ ) ≡ cos ϑ , ν = ( Rˆ , Nˆ ) .
The ray sampling may be performed in a solid angle
Ω, circumscribed around the sphere. Besides ϕ is
sampled equiprobably from 0 to 2π, and the angle ϑ
equiprobably from 0 to sin ϑmax = a / R , where a is a
sphere radius, R is a distance from its center to the
target point.

Local estimation I corresponding to (8) may be
called a double local estimation [Mar80] [EM76] and
will have the form
I = M∑ Qn k (r, ˆl, rn , ˆl n ) ,

(11)

∞

(9)

n=0

Then the normalizing condition of the probability
density by ϑ takes the form:

where
1
k (r, ˆl, rn , ˆl n ) = 2 σ (rn ; ˆl′, ˆl n )σ (r; ˆl n , ˆl ) F (rn , r′). (10)
π

∫

ϑmax

C0

In the expression (10) the angular singularity is lost
as a result of integration, and the independent
variables r , ˆl , rn , ˆl n , r′, ˆl′ correspond to the
geometry of the ray propagation [EM76].

sin ϑ dϑ = 1 ⇒ C0 =

0

1
=
1 − cosϑmax

1
a2
1− 1− 2
R

, (12)

and the formula for µ sampling will be

1
dx = α ⇒ µ = 1 − α (1 − cosϑmax ) . (13)
1 − cosϑmax ∫µ
1

Therefore, the double local estimation allows
straightly simulating the global illumination equation
(4) and calculating the radiance at a given point in a
given direction for the reflection order greater than
one.

Accordingly, the integral for the normalization
condition, multiplied by the inverse C0:
C0−1 = 1 − 1 −

First Order of Double Local Estimation
The first order of reflection is contained in the item
KL0 of the equation (7) and can be calculated
straightly. Let’s consider the calculation of the first
order of the reflection brightness. In our
implementation, we considered the isotropic
spherical light sources, and Phong reflection model
[Ph75] was used as a model for the reflection. The
general scheme for calculating the radiance of the
first order of reflection is shown in Figure 2.

a2
.
R2

(14)

Thus, sampling the ray in the direction to the source,
one obtains the value of the radiance at the point of
source. Then using the Phong formula one obtains
the reflection coefficient in the direction of interest.
Multiplying it by the radiance and taking into
account the cosine in the kernel of equation (1) one
accumulates statistics. After that, one averages and
multiplies result by the normalization coefficient
(14). The resulting value is the radiance of the first
order of reflection. [BZK11]

Highest Orders of Double Local
Estimation
Consider the calculation of the higher orders
radiance by the method of the double local Monte
Carlo estimation. In general, it is similar to the
simulation of local estimation, but there are some
differences. Figure 3 shows a schematic diagram of
the calculation of the radiance by the double local
estimation.

Figure 2. The scheme of sampling the ray from
the source in the first order of reflection.

To calculate the radiance at a given point in a given
direction (r , ˆl ) one finds a point of intersection with
an element of the scene in the opposite direction rʹ.
This point is called sub-point.

For the calculation of the first order, it is necessary to
integrate over the source from the point where the
reflection occurs. To evaluate the integral the Monte
Carlo method was used. In the case of an isotropic

Sampling the ray emission from the source that in
case of an isotropic spherical source is not
complicated, one finds a point of its intersection with
an element of the scene. The initial weight of the ray
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E1 (r ) =

(Markov chain) will be equal to the value of the
radiance at the sampling point on the source. In the
double local estimation, similar to a local estimation,
it is necessary to compute the two kernels of the
global illumination equation. The first kernel
describes the transition from the point of intersection
of the ray into the sub-point, and the second one
describes the transition from the sub-point to the
observed point. Therefore, it is necessary to take into
account the normalization by Phong reflection
model.

(15)

where Ei(r) is the illuminance of the i-th plane
(i=1,2), r is the radius-vector of the investigated
point from the projection of a point source in the i-th
plane, ρi is the reflection coefficient of the i-th plane,
hi is the distance from the source to the i-th plane.
Let’s suppose the source intensity equal to 1 and
h1+h2=1.
Equations form a system of integral equations of
convolution type. To solve the system of equations
one should perform the Fourier transform. After
some analytical transformations and performing the
inverse Fourier transform one can obtain the final
expression for the illumination distribution on each
plane:
E1 (r ) =

h1
+
(h12 + r 2 )3 2

+ ρ2 ∫
∞

0

e− h1k ρ1k K1 (k ) + e− h2 k
K1 (k )J 0 (kr )k 2 dk , (16)
1 − ρ1ρ 2 k 2 K12 (k )

where K1(k) is the modified Bessel function of
imaginary argument or the MacDonald function of
the first order, J0 is the zero-order Bessel function.

Figure 3. The scheme for constructing the
Markov chain and the calculation of the double
local estimation. Legend is the same as on Figure
1. Direction fan of ˆl′ at the point r′ corresponds
to different points rn.

Equation (16) is convenient for computer
calculations and allows comparing the mathematical
modeling techniques. Figure 4 shows the comparison
of the illumination distribution received by the
method of the local Monte Carlo estimation, by the
double local estimation and the exact solution of
Sobolev problem (16).

Similarly with the local estimation one accumulates
statistics. After averaging, one obtains the radiance at
the observed point in a given direction from the order
of reflection greater than one.

The figure clearly shows a surge in the bottom of the
chart of the double local estimation. It is connected
with the fact that in our implementation for each
calculated point in the double local estimation
different packages rays are used. By increasing the
ray number, these artifacts disappear.

4. VALIDATION
The ideal option for the comparison of any numerical
method is the presence of exact analytical solutions
for the special cases. There are just two analytical
solutions for the equation (2). The first of them is the
photometric sphere. However, to compare the
accuracy of the method it is poorly suited due to the
full symmetry. The second special case is the
illuminance distribution in the scene of two infinite
parallel planes and a point light source between them
has been named the Sobolev problem [Sob44]. The
solution deriving in Sobolev’s article is not
convenient to the direct calculations. Let’s consider
the solution of Sobolev problem that allows
obtaining the result in a more acceptable analytical
form.
Analyzing the Sobolev problem one transforms the
equation (2) into a system of two integral equations.
Each of the equations describes the distribution of
illumination on one of the planes. The corresponding
equation for the first plane takes the form (for the
second one will be a similar expression with other
indices):
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ρ2
E2 (r′) d 2 r ′
h1
,
+
∫
π 1 + (r − r′) 2  2 (h12 + r 2 )3 2



Figure 4. Illuminance distribution in Sobolev
problem: h1=h2= 0.5, and coefficients of reflection ρ1 =
ρ2 = 0.5.
In the calculation by the local estimation of 2000
rays were used, and the computation time was less

28

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

Akm =

Visualization Spectral Objects
For rendering 3D scenes by any methods, it is always
necessary to solve two basic problems: finding the
intersection point of the ray with the object and the
normal at a given point on the 3D object. In the case
of the object representation by a grid, these tasks are
successfully solved and optimized. Let’s consider
these problems in the case of object representation in
the basis of spherical functions.

One of the promising directions in the representation
of 3D objects is the usage of object expansion in the
basis of spherical functions [MCA06]. Such a
description of the objects allows controlling the
visualization quality of objects. So objects that are
far away from the camera can be rendered at the
visualization with low quality. From the standpoint
of photometry, the significant advantage of this
approach is the continuous reproduction of normal
without approximation. Let’s consider the
mathematical formalism underlying the spherical
harmonics.

Normal to the surface described by the function
U(r,θ,ϕ), given in spherical coordinates, is equal to
the gradient at this point
gradU =

function, defined on the unit sphere


∂U
∂U 
= ˆi  −ρ sin 2 θ cos ϕ + sin θ cos θ cos ϕ
− sin ϕ
+
∂θ
∂ϕ 


∂U
∂U 
+ˆj −ρ sin 2 θ sin ϕ + sin θ cos θ sin ϕ
+ cos ϕ
+
∂θ
∂ϕ 

∂U 

+kˆ  −ρ sin θ cos θ − sin 2 θ
(22)
.
∂θ 


(18)

are the semi-normalized Schmidt polynomials,
Pkm (cos θ) are the associated Legendre polynomials

Finding the intersection of the ray with the object
specified by spherical harmonics is also not a trivial
task. Consider an object defined by the spherical
harmonics and located in the center of a Cartesian
coordinate system, and the ray from point r0 in the
direction l̂ defined in a vector form

Spherical harmonics are orthogonal on the unit
sphere:

∫ ∫Y

2π π

m
k

(θ, ϕ) Ykm′ ′ (θ, ϕ)sin θd θϕ = δk , k ′δm, m′ ,

(19)

0 0

where δ is Kronecker delta symbol.

r (ξ ) = r0 + ξˆl .

The system of spherical functions is complete and
any twice continuously differentiable function
defined on the sphere can be expanded in the
spectrum of spherical harmonics [TS76]
f (θ, ϕ) = ∑
∞

∑A
k

k = 0 m =− k

km

Pkm (cos θ)eimϕ ,

(21)

gradU =

(17)

where θ is the zenith angle [0 π], φ is the azimuthal
angle [0 2π],
(k − m)! m
Pk ( µ ) .
( k + m)!

∂U
1 ∂U
1 ∂U
eˆ r +
eˆ θ +
eˆ ϕ .
r ∂θ
r sin θ ∂ϕ
∂r

Therefore, it is necessary to find the partial
derivatives, and then to transfer to Cartesian
coordinate system. Finding derivatives with respect
to r and φ is not difficult. In turn, the derivative with
respect to θ requires differentiating the polynomials
Schmidt. Using the known relations one can
eventually obtain the following expression:

Spherical harmonic {Ykm (θ ,ϕ ) : m ≤ k} is the special

Qmk ( µ ) =

(cos θ )sin θ dθ dϕ .

Note that the use of the semi-normalized Schmidt
polynomials eliminates the need to calculate
factorials in the spectral representation of the objects
that significantly improves computing performance.
Therefore, any object uniquely defined on the sphere
relative to a certain point can be expanded in
spherical harmonics.

Standard representation of 3D objects is a mesh
representation in which objects are described by the
set of vertices connected in the faces. This
representation is universal and can describe any
object. However, it can’t precisely reproduce
precisely many of the objects, and in the case of
significant impact of error on the result the solid
modeling of objects can be used, when objects are
described analytically. SolidWorks and TracePro are
examples of the most popular programs of such an
approach.

2k + 1 m
Q k (cos θ)eimϕ ,
4π

m
k

0 0

5. SPECTRAL REPRESENTATION OF
3D OBJECTS
Spherical Harmonics

Ykm (θ, ϕ) =

∫ ∫ f (θ ,ϕ ) Y

2π π

than 1 second by a computer with the processor
AMD Athlon 64 X2 5200.

(23)

Cosine of the angle θ at the point of intersection of
the surface and the ray relative to the center of the
object can be expressed as
cos θ =

(20)

(kˆ , r )
=
r

z0 + l z ξ

r + ξ 2 + 2ξ(ˆl , r0 )
2
0

.

(24)

where Akm are Fourier coefficients defined as
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Vector ρ is equal consequentially
ρ = r − kˆ (kˆ , r ) = r0 + ξˆl − kˆ ( z0 − l z ξ ) .

engineering that was created due to the ability of
calculation only the illumination. The double local
estimation allows calculating the value of the
radiance at several points by one ray.

(25)

Cosine and sine of the angle φ take the form
cos ϕ =

sin ϕ =

(ˆi , ρ)
=
ρ
(ˆj, ρ)
=
ρ

x0 + lx ξ

( r + ξˆl − kˆ z
0

(

0

− kˆ lz ξ

y0 + l y ξ
r0 + ξˆl − kˆ z0 − kˆ lz ξ

)

)

2

2

Note that the convergence of the local estimation is
significantly higher than the traditional radiosity and
the direct simulation, because it allows evaluating
light immediately at all the points in the scene. At the
same time, it is significant that the local estimation
does not require constructing the mesh, which
greatly reduces the amount of RAM.

,

.

(26)

As a result, one get dependences of the angles θ and
φ from one variable ξ. At the point of intersection the
equality takes place
U ( r0 − ξˆl , θ(ξ), ϕ(ξ)) = 0 .

Methods of local estimation could find its use not
only in lighting calculations, but also in computer
graphics.
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Figure 5. The radiance angular distribution of
multiple reflected light in the Sobolev problem.

7. SUMMARY
Nowadays we do not know any method or software
application that allows calculating directly the
radiance at rendering 3D scene. The double local
estimation is a method that allows obtaining the
radiance values at any point of 3D scene. Its
application allows reviewing newly the complete
regulatory framework for the illuminating
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ABSTRACT
With robots appearing frequently within our society, the cases will be higher where people with little or no practical
experience in robotics would have to supervise robots. Future interfaces should make Human Robot Interactions
(HRI) intuitive for such less-experienced users. A key requirement to have an intuitive interface is to improve the
level of HRI performance. In this study we try to improve the HRI performance by developing a system namely,
SHRIMP (Spatial Human Robot Interaction Marker Platform) based on Augmented Reality (AR) technology. We
present SHRIMP as a new type of middleware for HRI, that can mediate high-level user intentions with robotrelated action tasks. SHRIMP enables users to embed user intentions in the form of AR diagrams inside the robot’s
environment (as seen by the robot’s camera view). These AR diagrams translate into action tasks for robots to
follow in that environment. Furthermore, we report on the HRI performance induced by our SHRIMP framework
when compared to an alternative more common robot control interface, a joystick controller.

Keywords
Augmented reality, Human robot interaction, Vision based navigation, Robotics

1 INTRODUCTION

of middleware to carry out HRI activities, a middleware
that could work as a generalized framework across multiple robot platforms and hardware devices rather than
a stand-alone application specific interface. In its core,
AR uses diagrams for referencing physical space, instrumenting that space with markers, instructions and
messages. A middleware assisted by AR could express
these diagrams as robot related action tasks, which user
intends to carry out in a physical space. SHRIMP is a
proof of concept framework that we developed to realize the existence of such a middleware.

In future, robots will play a major role in our personal
spaces, while making our everyday activities more efficient. However it is not guaranteed that people who
control robots in personal spaces such as homes, offices, schools, and hospitals will always have a specialized experience in controlling robots. In such cases, a
successful HRI depends on a powerful interface that can
bridge those experience gaps and make the collaboration between man and machine intuitive and seamless.
A key ingredient in making an intuitive interface is to
have a higher level HRI performance. There are several options available for this purpose including visual,
tactile, verbal, or multimodal communication mechanisms. In this paper, we explore the levels of HRI improvement realizable through one of the most powerful
and most advanced visual communication mechanisms,
Augmented Reality (AR).

SHRIMP enables users to interact with any robot
through the placement of AR diagrams within the
environment. These AR diagrams (or AR objects) can
be tagged with instructions, such as ‘follow’, ‘wait’,
‘hold’ and higher level functions or behaviors such as
‘vacuum the floor’, ‘clean the table’ are also possible.
AR object placement is achieved by directly placing
them in the robot’s environment through a real-time
video centric interface. We believe that this gives room
for the less-experienced human operator to improve
his spatial awareness and manipulate robots intuitively.
For example consider a home environment. With
SHRIMP in place, a house wife could visually program
or leave messages for her cleaner robot by placing
and tagging these AR objects in the environment.
Another scenario would be a hospital environment,
where SHRIMP platform could be used by a nurse to
place routing information for care robots to follow for
their rounds. In later sections we further discuss the

AR refers to the representation of virtual graphics objects on top of a real-world scene [Payton et al., 2001].
In the context of our study we view AR as a new form

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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way our middleware operates and its utilization of HRI
performance.

behalf of a real robot. They further suggest that human
operators can control the virtual robot to indirectly manipulate the remote real robot. A similar notion can be
seen in [Lee and Lucas, 2012], where they use fiducial
marker patterns for planning obstacle and collision free
paths for a group of heterogeneous robots.

The remainder of this paper is structured in the following manner. Section 2 highlights the current stateof-the-art diagrammatic mechanisms used in robotics.
The details of our solution are described in Section 3
whereas Section 4, 5, and 6 report on our applications,
experiments and their results respectively.

Object markers work by tracking the motion of natural objects within the environment. Thereby it creates a
less artificial form of interaction when compared to digital codes and fiducial markers, especially where objecttracking robots and human-following robots are used.
Recent works described in [Jean and Lian, 2012] and
[Karkoub et al., 2012] indicate the usefulness of object
markers for such applications.

2 RECENT SOLUTIONS
Although we describe our proposed middleware as a diagrammatic mechansim rendered through AR, there are
other methods that use diagrams as the primary mode
of communication for HRI. In general, we can classify
them into four distinct categories namely, digital codes,
fiducial markers, object markers & marker-less methods. Mentioned below are some of the recent applications from each category.

The above body of work justifies the claim that barcodes, QR codes, fiducial markers, and objects markers
are well established diagrammatic mechanisms in HRI.
Their application is substantially verified in a variety of
HRI tasks and thus research with these mechanisms has
grown into a well matured state. Even though this is the
case, they pose the problem of specifically instrumenting the environment with those objects, before having
any interaction with a robot.

Digital codes have two different representations, barcodes & QR (Quick Response) codes. The work described in [Han et al., 2012] presents a method for interacting with robots through bar-codes. According to
them, robots can track object poses by having a barcode on the observed object. They further suggest the
suitability of such a mechanism for assistive robots in
super-markets to grab, hold and lift commodities tagged
with bar-codes. On the other hand, a recent study by
[Martinez et al., 2013] describes a simulation and a test
bed application for mobile robots. Their test bed application implements a strategy for tracking the position
and the heading angle of mobile vehicular robots via a
special bar-code ID.

On the other hand, marker-less methods does not
require the environment to be instrumented with
special markers and can be used in a readily available
environment. Studies presented in [Chen et al., 2008,
Leutert et al., 2013, Abbas et al., 2012] describe the
use of marker-less methods such as marker-less AR
for interacting with robots. However, their outcomes
appear questionable when robots are operated in more
practical and everyday environments, as in homes and
office spaces. Furthermore, it is an open question to see
how well marker-less AR can fill in the experience gaps
for non-robotic users. Following section highlights
our solution as we explore marker-less AR’s potential
as a diagrammatic mechanism in improving HRI
performance.

The second type of digital codes are the QR codes.
They are considered as a faster identification method
for object recognition, especially when robots are
used in household environments [Li et al., 2012].
Further demonstrations by [Li et al., 2012] suggest that robots can move or grasp objects, with
those objects marked with QR codes. The work of
[Garcia-Arroyo et al., 2012] further supports this claim
with their shopping assistance robot system. The shop
assistant robot cooperates with the human user to
maintain his shopping list, select items and alert for
any missing items from the list through QR codes.

3

In making a solution, our first step was to focus on
structuring our framework with a stable marker-less AR
approach. The current state-of-the-art in marker-less
AR technology is arguably the Parallel Tracking and
Multiple Mapping (PTAMM) [Castle et al., 2008] platform. PTAMM identifies unique scale invariant features to attach AR objects (i.e. virtual graphics elements) and locally tracks them through a scene.

In addition to digital codes, fiducial markers act as
an alternative diagrammatic mechanism, especially in
robot path-planning activities. An example application
can be seen in [Fang et al., 2012], where they used fiducial markers to plan optimal trajectories of a stationary
robotic arm. Here the communication between the user
and the robotic arm is performed with a special handheld device which is attached with a fiducial marker
cube. A study presented by [Hu et al., 2013] delivers
a similar idea of motion planning where they place a
fiducial marker to create a ‘virtual robot’ which acts on
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However, PTAMM by default generates multiple local
maps and so it could not track a single AR object in
a persistent manner. For example, imagine you create
an AR object and move the camera towards it. Once
you move past the AR object, turn the camera back
in an angle of 180 degrees. At this point the camera will be looking at the path it has travelled, and we
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would expect the AR object to be seen persistently anchored at its original position. We ran several trials with
the default PTAMM implementation and found it difficult to achieve this behavior. Since we intend to apply PTAMM to guide robots, tracking robustness under
such wide camera angles is considered one of our major
design decisions.

turned away from the AR scene, returns from a different
vantage point and the AR object is observed, demonstrating persistence in the same way the solid physical
objects are within the scene.
We have implemented our framework under Ubuntu
12.04 and the Robot Operating System (ROS) framework. The framework currently runs as a client server
model, where the robots act as clients to the SHRIMP
server hosted on an i7 desktop PC, as illustrated in Figure 2. This enables us to ‘plugin’ and experiment with
different robot platforms with minimal changes to the
code base.

We have addressed this shortcoming by introducing a
linear transformation algorithm into PTAMM. The algorithm combines all local maps generated by PTAMM
into a single global map with linear equations, carried out at frame-rate. At the beginning of the algorithm, it takes the initial camera position as the global
map origin. All the subsequent local maps are expressed with regard to the global map origin (via linear
equations), hence giving a global camera pose throughout the course of the camera’s motion. Finally the
rotation & the translation matrices embedded in the
global camera pose are fed into the graphics rendering
pipeline. More details of our algorithm can be found in
[Lakshantha and Egerton, 2014].

As shown in Figure 2 the human operator performs the
placement of AR objects through the desktop PC which
in turn hosts the SHRIMP service. A standard USB
web-cam which outlooks the target environment, provides the user with the view of the robot’s view frustrum. The placement of the AR objects is carried out
on top of this live video feed, in a real-time manner.
After positioning an AR object within the robot’s vicinity, SHRIMP broadcasts the amount of distance and the
rotation required, in order to reach the target location in this case the AR object’s location. The robot keeps
on listening to this broadcast and captures this data, followed by executing the required motion. The conversation between the robot and the SHRIMP server continues until it reaches the target location.

Our linear transformation algorithm enables the
marker-less AR object to be globally tracked in a
persistent manner, in the same way a physical object
would be. This helps our proposed middleware framework (i.e. SHRIMP) to maintain and track AR objects
when they fall out of camera view, or more importantly,
approached from a different location.

4

The series of pictures in Figure 1 demonstrates the persistence of our marker-less AR framework. The first
three images show local vantage points and placement
of the AR object in the environment. Then the camera is

We tested SHRIMP with two different robot developR
ment platforms, firstly on a Parallax⃝
Eddie robot platR
⃝
form and then on a LEGO Mindstorm NXT. In the
next two sections we demonstrate two HRI scenarios
where we discuss our framework’s functionality with
these robots.

4.1

Navigation Scenario

For the first case, we chose HRI navigation task as it
is the most fundamental and widely-used functionality
in mobile robotics. SHRIMP permits the human operator to lay down a series of virtual AR objects on the
scene, whereby each object acts as a navigation point
for the robot. These AR objects can be organized into a
set of way-points which ultimately constitute a virtual
navigation path on top of the robot’s field-of-view. The
scenario highlighted here is illustrated in Figure 3.

Figure 1: Tracking persistence of SHRIMP under wide
camera angles

In the demonstration shown in Figure 3a, the navigation path is trailed by three AR objects. The right-hand
side (area under black background) provides a 3D map
view of the environment to enhance depth perception.
Once the AR objects are laid, the robot is ready to move
along the path. The navigation is performed in the order AR objects are placed in the scene. Accordingly,
robot starts moving on to the first AR object in Figure

Robot’s ROS node
publishes angle data

Operator workstation
Workstation ROS node
publishes distance and angle

Robot

Figure 2: SHRIMP communication architecture

Communication Papers Proceedings

APPLYING OUR SOLUTION TO HRI

33

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

(a) Laying a series of way-points with marker-less AR

(b) First point

(c) Second point

(d) Third point

Figure 3: Creating a virtual navigation path by marking multiple locations in space with multiple AR objects.

Figure 4: Multiple HRI tasks are represented with multi-colored AR objects
the robot towards a location in space and then perform
a hold & grip action. Multiple AR objects with different colors are employed for this purpose, in a manner
where each color maps into a unique HRI task. Let’s
consider the illustration in Figure 4. According to the
illustration a blue-colored AR object represents a navigation task whereas the pink AR object signifies a hold
& grip action. In this case the blue AR object (the foremost one) and the pink AR object shares the same point
in space, which carries the idea that the robot should
perform a hold & grip task at the location of the first

3b, then moves on to the second AR object in Figure 3c.
The robot terminates its navigation after moving on to
the last AR object in Figure 3d. We tested this scenario
R
with a LEGO⃝
Mindstorm NXT robot. The accompanying video file1 further explains this demonstration.

4.2 Hold & Grip Scenario
In our second scenario we investigate the SHRIMP’s
operation against a hold & grip task. Here, we navigate
1

http://youtu.be/lIlpv3QPH5g
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Subject
ID

School / Department

Gender

Age
group
(years)

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

IT
IT
IT
IT
IT
Engineering
IT
Engineering
Arts
Engineering
IT
Other
IT
IT
Other
IT
Other
IT
IT
IT

Male
26-30
Female
26-30
Female
26-30
Male
21-25
Male
35+
Male
21-25
Female
15-20
Female
21-25
Female
21-25
Female
21-25
Male
21-25
Female
26-30
Male
26-30
Male
31-35
Male
35+
Male
26-30
Female
26-30
Male
35+
Male
35+
Female
26-30
Table 1: Participant profiles

AR object. The online video footage2 provides a more
comprehensive demonstration of this scenario.

To investigate the SHRIMP’s HRI performance for
less-experienced users (i.e. average users) we carried
out a case study. In this case study our robot client
R
R
is a Parallex⃝
wheeled robot. The Parallex⃝
is a
R
⃝
Microsoft robot reference design with its driver
layer adapted to the ROS environment. The case study
addressed the following hypothesis,

To test our hypothesis we measured task completion
times and measured operator performance-levels (i.e.
task load level) via a post observational questionnaire
where we asked each participant to recall a set of special elements within the environment. These special el-

“Does the SHRIMP framework improve the HRI
performance for the average person ?”
To answer this hypothesis we set up a comparative navigation task experiment. A total of twenty participants
were employed for this task and we asked each participant to remotely operate the robot and navigate it over
a predefined path. Details of participant profiles such
as age, gender, and experience levels are summarized
in Table 1.
The participants only had access to the robot camera
view and were also asked to observe the environmental
scene through the robot’s camera view while performing the task. The participants completed the task twice,
http://youtu.be/ye8wKdJX7IY
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10+
8-10
8-10
8-10
10+
5-7
less than 2
10+
8-10
10+
10+
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10+
5-7
10+
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8-10
10+
10+
8-10

Level
of
experience
using computer games
(years)
10+
8-10
8-10
8-10
less than 2
5-7
less than 2
2-4
8-10
2-4
8-10
2-4
2-4
10+
8-10
10+
5-7
less than 2
less than 2
less than 2

once, remotely operating the robot using a PS3 joystick
controller and again using our SHRIMP AR framework.
In order to minimize bias, we shuffled the order of execution between the two conditions PS3 and SHRIMP
for each participant. For instance, if one participant had
PS3 as the first trial & SHRIMP as the second, then the
next participant had SHRIMP as the first trial & and
PS3 as the second. Here we used a PS3 joystick controller as a benchmark since joystick controllers are one
of the most widely used HRI methods.

5 A CASE STUDY: NAVIGATION

2

Level of experience using
computers
(years)

Figure 5: Experimental set up for our case study.
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ements were symbolized by a set of fiducial markers
which in turn were positioned randomly across the environment. Users managed the robot only through the
camera view whereby a solid screen in the middle further prevented users from directly viewing the environment. Our experimental set up is illustrated in Figure 5
above.
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Figure 6: Histogram of SHRIMP
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Histogram with normal curve for W−PS3
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Situation awareness is evaluated by the human operator’s capacity to pay attention to the environmental
scene while controlling the robot. According to
[Parasuraman et al., 2000], the amount of situation
awareness positively correlates with the users’ interaction performance. We assessed the amount of situation
awareness by using the number of successful recalls,
which are captured through the post observational
questionnaire. The questionnaire included five multiple
choice questions, each providing a series of markers.
Out of those markers, the user had to recall and select
the correct marker that was present in the environment.
Consequently, a higher amount of successful recalls
lead to higher values for W, which in turn indicate
higher levels of interaction performance. The raw data
including correct observations, task completion times
and W values are summarized in Table 23 .

0

0.2

0.4

0.6

0.8

1

1.2

1.4

1.6

1.8

2

W Value

Figure 7: Histogram of PS3 gamepad
distribution for PS3 gamepad whereas its peak point
marks an average value (W P ) of 0.500894682.

6 RESULTS

According to the graphs in Figure 6 and Figure 7 it is
evident that,
WS > WP
(2)

Based on the data of Table 2 we plot the histogram
between the number of participants and the W values
(i.e. performance indicator) in order to investigate performance patterns posed by the both types of interfaces. Figure 6 illustrates the resulting histogram for
our SHRIMP framework. The peak of its normal distribution indicates an average value (W S ) of 0.80721632.
Similarly Figure 7 depicts the histogram with its normal

In order to better highlight this difference we rescale
both W S and W P in the following manner while bringing them into a common range.

In Table 2 data points in W column with 0 values highlight
the cases where users could not sucessfully recall elements in
the environment. These are extreme cases and further experimentation will be done with those cases removed.
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0.4

W Value

The idea captured here is the notion that subjects completing the task with a higher number of correct post observational questions with a lower navigation task time
are considered to have higher performance levels. In
this case the performance factor is measured by two
well-known HRI metrics, situation awareness & task
completion time [Steinfeld et al., 2006].

3

0.2

3

W=

Frequency

If our hypothesis is true then we would expect average
performance levels for our SHRIMP model to be higher
than PS3. We quantified the operator performance level
(W) by taking weighted ratio between the number of
correct observations (C) and the task completion times
(T), calculating the following formula.

1.5
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3.0

Histogram with normal curve for W−SHRIMP
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1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

Correct observations
with PS3 (%)
40
80
100
80
0
0
40
20
0
40
0
40
0
40
40
0
60
40
80
20

Correct obser- Time-PS3 (s)
TimeW-PS3
vations with
SHRIMP
SHRIMP (%)
(s)
100
44.8
69.01
0.89
100
175.91
122.41
0.45
40
165.56
167.18
0.60
60
48.36
43.36
1.65
60
83.7
74.92
0
100
65.33
98.05
0
20
119.67
76.08
0.33
0
138.78
62.72
0.14
40
86.58
70.81
0
100
159.72
79.09
0.25
40
64.96
58.66
0
100
57.8
61.42
0.69
20
61.45
64.78
0
40
42.69
68.08
0.94
60
60.78
59.51
0.66
40
46.13
64.92
0
100
72.15
63.47
0.83
40
148.96
92.6
0.27
40
39.53
77.45
2.02
100
73.54
81.62
0.27
Table 2: The raw dataset obtained for each participant.

1.45
0.82
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1.38
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1.02
0.26
0
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1.26
0.68
1.63
0.31
0.59
1.01
0.62
1.58
0.43
0.52
1.22
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S
P
Wrescaled
and Wrescaled
are the rescaled values of W S and
P
W respectively.

W-SHRIMP

SHRIMP
PS3
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Density
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The pie chart in Figure 8 summarizes the results of
S
P
Wrescaled
(performance level of SHRIMP) and Wrescaled
(performance level of PS3). The results indicate that average performance-levels with PS3 (38%) are approximately halved compared to the SHRIMP (62%). The
raw results are statistically significant against a paired
t-test with a p-value of 0.05. The significance of these
results suggests that the average performance level occurred by PS3 gamepad is lower than the average HRI
performance level of SHRIMP.
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Further analysis of the normal distributions in Wvalues highlights the significance of performance
differences between our SHRIMP framework and the
PS3 gamepad. As illustrated in Figure 9 SHRIMP’s
standard deviation in W-values (0.497810641) is
comparatively lower than the standard deviation of
W-values in PS3 (0.562250748). This results in having
a leaner normal distribution for SHRIMP in contrast

Figure 9: Normal distribution of W-values in SHRIMP
& PS3
to the distribution of PS3. These results enable us to
conclude that our hypothesis is valid and the AR based
HRI is more intuitive and performance-wise higher
than traditional directly controlled HRI methods.

7
38%

Future work will focus on displaying AR markers
within a re-constructed model of the environment. This
could be achieved by the integration of our model with
some existing 3D re-construction system and will also
enable the robot to be tracked (in a 3D map), enhancing
the visual feed-back to the user.

Performance level - PS3

62%
Performance level - SHRIMP

Figure 8: Performance-levels of PS3 & SHRIMP
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8 CONCLUSION

teleoperation platform based on augmented reality.
2013 IEEE 12th International Conference on Cognitive Informatics and Cognitive Computing, pages
126–132.
[Jean and Lian, 2012] Jean, J. and Lian, F. (2012). Robust visual servo control of a mobile robot for object
tracking using shape parameters. Control Systems
Technology, IEEE . . . , 20(6):1461–1472.
[Karkoub et al., 2012] Karkoub, M., Her, M.-G.,
Huang, C.-C., Lin, C.-C., and Lin, C.-H. (2012).
Design of a wireless remote monitoring and object
tracking robot. Robotics and Autonomous Systems,
60(2):133–142.
[Lakshantha and Egerton, 2014] Lakshantha, E. and
Egerton, S. (2014). Towards A Human Robot Interaction Framework with Marker-less Augmented
Reality and Visual SLAM. Jounal of Automation
and Control Engineering, 2(3):250–255.
[Lee and Lucas, 2012] Lee, S. and Lucas, N. (2012).
Development and human factors analysis of
an augmented reality interface for multi-robot
tele-operation and control. SPIE Defense, . . . ,
8387:83870N–83870N–8.
[Leutert et al., 2013] Leutert, F., Herrmann, C., and
Schilling, K. (2013). A Spatial Augmented Reality
system for intuitive display of robotic data. 2013 8th
ACM/IEEE International Conference on HumanRobot Interaction (HRI), pages 179–180.
[Li et al., 2012] Li, W., Duan, F., Chen, B., Yuan, J.,
Tan, J. T. C., and Xu, B. (2012). Mobile robot action
based on QR code identification. In 2012 IEEE International Conference on Robotics and Biomimetics (ROBIO), pages 860–865. Ieee.
[Martinez et al., 2013] Martinez, D., Gonzalez, M.,
and Huang, X. (2013). An Economical Testbed
for Cooperative Control and Sensing Strategies of
Robotic Micro-vehicles. Informatics in Control, Automation and Robotics, 174:65–75.
[Parasuraman et al., 2000] Parasuraman, R., Sheridan,
T. B., and Wickens, C. D. (2000). A model for types
and levels of human interaction with automation.
IEEE transactions on systems, man, and cybernetics. Part A, Systems and humans : a publication of
the IEEE Systems, Man, and Cybernetics Society,
30(3):286–97.
[Payton et al., 2001] Payton, D., Daily, M., Estowski,
R., Howard, M., and Lee, C. (2001). Pheromone
robotics. Autonomous Robots, 11(3):319–324.
[Steinfeld et al., 2006] Steinfeld, A., Fong, T., and
Kaber, D. (2006). Common metrics for human-robot
interaction. Proceeding of the 1st ACM SIGCHISIGART conference on Humanrobot interaction HRI
06 (2006), 15(2):33.

Future applications of robotics will involve people with
little or no practical experience in controlling robots.
We aim to improve the level of HRI experience for
such people by introducing a new form of HRI middleware, namely SHRIMP. The proposed HRI middleware (i.e. SHRIMP) can work as a generic framework across different robot platforms and with different
HRI tasks. In this paper we showed two distinct HRI
tasks, a navigation task and a gripping task, carried out
through SHRIMP. We further discussed our investigations with SHRIMP on measuring the HRI performance
in contrast to a PS3 gamepad. Based on our results,
we saw that AR-based SHRIMP implementation is less
stressful when compared to directly controlled methods. Further experimentation should be performed with
an increased sample size to make the statistical analysis more robust. Finally the study leaves us with the
following question. Will augmented reality be the HRI
middleware of the future?
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ABSTRACT
In the fields of science and engineering, it is common to run hundreds of simulations to investigate the dependence
of the modeled process on various simulation and input the parameters. We propose a comprehensive approach
for the visual analysis of such multi-run data to detect patterns and outliers. We use dimensionality reduction
algorithms to generate a visual representation that exhibits the distribution of the simulation results under varying
parameter settings. Each field (or even multi-field) of every time step and every simulation run is represented
as a point in a 2D space, where the 2D layout conveys similarity of the scalar fields. Points corresponding to
consecutive time steps of one run are connected by line segments, such that each simulation run is represented as a
polyline. Consequently, the multi-run data are visually encoded as a set of polylines. Variations of hue, saturation,
opacity, and shape allow for distinguishing groups of simulations and depicting various characteristics of runs. The
user can interactively change these settings, while further interaction mechanisms allow for selection, refinement,
zooming, requesting textual information, and brushing and linking to coordinated (or embedded) views of physical
and attribute space visualizations. We apply our approach to two applications with significantly different data
structure: a multi-run climate simulation over a 2D regular grid and a multi-run binary star evolution simulation
with unstructured 3D particles evolving over time. We demonstrate the contribution and impact of our visualization
method for the interactive visual analysis of the multi-run data by identifying meaningful groups of simulations,
detecting global patterns, and finding interesting outliers.

Keywords
Time-varying Data, Multi-field, Multi-modal and Multi-variate Data, Scalar Field Data, Dimensionality Reduction

1

INTRODUCTION

puted for multiple runs quickly reach extremely large
sizes.
Novel visualization approaches can be very helpful
for researches to simplify post-processing of multi-run
datasets. This stage may include fast navigation over
the data, selection of an individual simulation (or a
time step) or a subset thereof for detailed comparison,
visual encoding of various characteristics of runs, and
easy creation of animations. However, the first step
after the dataset is generated is to throw a glance at the
dataset in order to roughly estimate its homogeneity,
to build a notion of a typical simulation behavior
(common pattern) and to identify those simulations
whose behavior significantly differs from the pattern
(outliers). We propose a technique to produce an
overview representation of a complete multi-run
dataset, equip it with a number of interaction tools
based on coordinated views, and demonstrate the
effectiveness of the resulting system on two application
examples.
The proposed framework for interactive visual analysis of multi-run data is based on coordinated views of
numerous aspects of multi-run data. Pattern and out-

Multi-run (or ensemble) simulations in the fields of science and engineering serve to investigate dependence
of modeled time-varying phenomena on various simulation and input parameters. Typical goals when generating and analyzing multi-run simulations are to explore
the entire space of possible scenarios, to find optimal or
to detect critical parameter settings, and to investigate
how sensitive outputs are to certain input parameters.
Obviously, a large number of simulations need to be
performed in order to obtain a sufficiently dense parameter space sampling. The analysis of the resulting
datasets is extremely challenging, since the data often
describe time-varying multi-fields, which when com-

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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lier detection in multi-run simulations is supported by a
projected view of an attribute space. The attribute space
is derived from the data space by defining characteristic
properties of a simulation time step. According to that
attribute space representation of each time step of each
simulation run, we compare different time steps of the
same or different simulation runs with each other. We
create a 2D layout that depicts similarity or dissimilarity of time steps using dimension reduction methods.
Each time step is represented as a point in this 2D layout and runs are shown as polylines connecting those
points. In such a layout, runs of similar behavior have a
similar polyline trajectory. Hence, patterns can be observed quickly and the same is true for trajectories that
do not adhere to the pattern, i.e., outliers.

Pattern recognition and annotation of clusters and outliers can be helpful for researchers leading multi-run
simulations in order to plan further tests, re-sample parameter space to obtain detailed local information and
define critical parameter settings. A recent grid-density
based technique to complete these tasks was proposed
by Kandogan [Kan12].
Supporting uncertainty in the visual analytics process
is of great importance in systems aimed to help the user
to find optimal parameter settings. A framework for uncertainty modeling, propagation and aggregation is proposed by Correa et al. [CCM09]. Possible solutions for
graphical representation of uncertainty are discussed in
Cooke and Noortwijk [CvN00].
Bruckner and Möller [BM10] developed a visualization
system helping the user to find simulation parameters
corresponding to the desired outcome animation. Their
approach is based on a spatio-temporal clustering technique producing an overview of achievable final states
and their trajectories in the phase space. Another novel
approach for mapping of deforming mesh sequences
to the visual domain is given by Cashman and Hormann [CH12]. The user is allowed, in particular, to
create an arbitrarily-shaped path in the abstract representation domain, from which a corresponding mesh
animation can be reconstructed.

Although this similarity view is most important for analyzing multiple simulation runs, it is equally important that one can relate detected outliers or otherwise
interesting runs to the parameter space and the multiple fields that are simulated. Our framework is based
on coordinated views of parameter space visualization,
spatial data visualization of the fields, visualization of
the derived attribute space, and the projected views.
We present the overall framework of our work (Section 3) and demonstrate its effectiveness and intuitiveness by deploying it to two rather different instances
(Section 4). The first instance is a grid-based climate
simulation, where the attribute space can be trivially
derived from the data space and the derived projection
patterns follow our intuition. The second instance is
a particle-based astrophysical simulation, where a nontrivial computation of the attribute space was necessary
and where we show how our framework allows for interactive analysis of multi-run data. In this context, we
also apply multiple coordinated projected views.

2

We are the first who developed a framework for analyzing multi-run time-varying multi-field data. In our
work, we propose to use dimensionality reduction algorithms [JJ09] including the classical Principle Component Analysis (PCA) [Pea01] and Multidimensional
Scaling (MDS) [BG05] to produce 2D similarity layouts between time steps of multiple simulation runs.
This set-up allows for an interactive visual detection of
patterns and outliers in the multi-run data, especially
when embedded in our coordinated views framework
of parameter space visualization, spatial data visualization, and visualization of a derived attribute space in
addition to the projected view visualization.

RELATED WORK

Increasing complexity and heterogeneity of generated
and registered scientific data becomes a hot topic in
modern researches in the field of data mining and visualization. Kehrer and Hauser [KH13] wrote recently a
survey on visualization methods for multi-faceted data.
Multi-faceted is here a general term to emphasize the
fact, that scientific data may have spatio-temporal structure and/or multi-variate format, may consist of parts
stemming from different modalities, may be multi-run
and/or multi-model data.

3

Multi-run data result from a repeating procedure of
picking an instance from the parameter space PS and
running a simulation for selected input parameters. For
each chosen set of parameters, the simulation typically
creates a time-varying multi-field data set, i.e., a spatial phenomenon is simulated using a multitude of fields
that change over time. To effectively capture or sample
the parameter space, the simulation has to be run many
times for different initial conditions (or parameter settings). As a result, one obtains a large amount of timevarying multi-field simulation results. When changing
the parameter setting, the simulation result changes in

User interaction plays a crucial role when inspecting
the interplay of initial conditions and simulation results.
Brushing and linking embedded into a coordinated multiple views framework is probably the most popular tool
in visualization systems aimed to handle multi-run data.
Examples of interactive exploration of parameter space
can be found in [MAB+ 97, Ma99, MOD00, SPK+ 07].
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duced when trying to balance simplicity of the structure of A and its ability to reflect main characteristics
of simulations. In the subsequent sections, we provide
two examples, where attribute spaces are constructed
for two structurally different simulations from two different application areas. Although there is no unified
recipe on how to best define an attribute space for any
multi-run simulation, we generally believe that it is possible for any simulation output and, thus, feel that our
framework is generally applicable.

Figure 1: Steps of processing multi-run simulation data.
Data D is generated for a dense subset of parameter
space PS. Subset D0 of dataset D is mapped to attribute
space A. Projected view PV is an image of a dimensionality reduction algorithm applied to A and, therefore, it
is an abstract representation of D.

Once the attribute space is defined, we generate visualizations based on dimensionality reduction to map the
attribute space A to a 2D visual space, which we denote
as projected view PV . The visual encoding of PV uses
one point for each multi-field d and generates polylines
for each (time-varying) simulation run.

some way. In order to understand, how much a parameter change influences the simulation result, one has to
find a means to compare simulation results. Our framework operates on the individual time steps of the multiple simulation runs and compares those time steps,
where time steps are typically multi-fields. In order to
do so effectively, we have to describe each time step
(or multi-field) using appropriate attributes. Such an
attribute space shall be significantly smaller than the
multi-field space, but still capture the main properties
of that time step. Moreover, it shall allow for a direct
comparison of two multi-fields by confronting their attribute values.

The main contribution of our work is to propose the
general framework and, in particular, the use of a projected view based on a suitable attribute space. However, the full effectiveness of our approach is given by
the interactive exploration of the various spaces in the
context of coordinated views. Brushing and linking between suitable visualizations of parameter space PS,
multi-field data space D0 , attribute space A, and projected view PV provides means for an effective visual
analysis tool to detect patterns, trends, and outliers in
multi-run time-varying multi-field simulation data.

Even when defining a suitable attribute space, the collection of attributes of all time steps of all simulation
runs is typically too large to allow for an efficient processing. Hence, one typically applies a pre-processing
step that subsamples the multi-run simulation space D.
This subsampling can be applied in many ways: (i) One
may subsample in the parameter space, i.e., reduce the
number of runs to a certain subgroup of runs; (ii) one
may subsample in the time domain, i.e., only consider a
certain reduced number of time steps of each simulation
run; (iii) one may subsample the variable space, i.e., out
of the multi-field data set, one only considers a certain
subset of fields; or (iv) one may subsample the spatial
domain, i.e., reduce the spatial resolution of each field.
We want to denote by D0 the subsampled space of D.
Our notations are summarized in Figure 1.

3.1

Our parameter space visualization is based on 1D plots,
2D plots, or 2D plot matrices depending on the number
of input simulation parameters. Sampling of the parameter space is shown as points, such that each point corresponds to one simulation run. A color-coding of the
samples in the parameter space may result from a classification given by the application (e.g., chemical composition of modeled stars), from theoretical prediction
of simulations (e.g., parameters which determine laminar and turbulent flows) or may depict the outcome of
an interactive analysis process (e.g., it may show which
simulation runs were selected by the user in any of coordinated widgets).

The next step is a generation of a set of descriptors for
all elements d ∈ D0 , i.e., data from D0 is mapped to an
attribute space A. Element d in this context is a multifield. The generated attributes serve to compactly characterize d. It is required that A is a metric space, so
that similarity of its elements can be measured. This
induces a metric in the original space D0 and allows for
comparing its instances, which is not always possible to
do directly.

3.2

Data Space Visualization

The data space visualization requires the visualization
of multi-field data. Here, any spatial data visualization
methods can be used. In case of two spatial dimensions,
a transfer function can be applied to generate 2D visualizations. In case of three spatial dimensions, volume
visualization methods such as direct volume rendering
or isosurface extraction can be applied. The multi-field
challenge can be tackled via an integrated visualization or via multiple (coordinated) views each visualizing one field. In our examples, we used the latter approach.

We note that the construction of a proper space A is
an application-specific and not uniquely defined procedure. However, we believe that in most cases, experts
who performed simulations can give a good advice. Besides that, the number of alternatives is significantly re-
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3.3

Attribute Space Visualization

in all the other views. As such, one can, for example,
detect and select outliers in the projected view, investigate which parameter settings they relate to in the parameter space visualization, select a subset of the outliers by brushing in the parameter space, investigate respective time steps of that run in the data space visualization, and relate them to the attributes space to observe what attributes made them to be outliers.

As mentioned above, the definition of the attribute
space is application-specific. Its visualization depends
on the respective choice made within the application.
In some cases, attribute space visualization can be
embedded in the projected view (e.g, in form of
pictograms) to allow visual correlation of the projected
view layout with descriptive attributes.

3.4

Moreover, one may generate multiple attribute spaces
per element d ∈ D0 , e.g., one per data field. Then, multiple projected views are generated and coordination of
these views allows for interactive analysis of runs with
respective to different fields. Examples are given in the
subsequent sections. The effectiveness of the coordinated interaction is best observed in the accompanying
video.

Projected View Visualization

After data subset D0 is mapped to attribute space, it can
be projected to the visual domain of the projected view
based on dissimilarities of the elements in A. Again, it
depends on the choice of attribute space A, which projection method is most suitable. We want to provide
some guidelines: If A is isomorphic to an Euclidean
space, the range of available methods is large and includes such algorithms as PCA. Otherwise, if only dissimilarity measures can be computed, good candidates
are MDS, Stochastic Proximity Embedding, Part-linear
Multidimensional Projection, and their variants. The
choice of a proper method should be based on two main
criteria: First, efficiency of the algorithm should allow
for fast processing of large data, and second, similarity
of projected elements should be conserved as much as
possible. The latter criterion means that the distribution of samples in attribute space shall be matched as
closely as possible in the projected view. Besides that,
if the algorithm constructs a projection operator in explicit form, it is possible to apply it later to the whole
dataset D. This is, in particular, the case if the projection acts as a linear operator.

We also provide further interaction mechanisms with
the projected views. When investigating many runs or
many time steps simultaneously, opening too many coordinated views may become confusing at some point.
To provide a better overview of which point of the projected view belongs to which kind of observed phenomena, we provide embedded views of data or attribute space visualizations as shown in Figure 2. The
user may enable an option of showing small pictograms
near selected points characterizing the current state of
the system (Figure 2a). Here, the pictograms are lowresolution visualizations of the attribute space with a
user-defined transfer function applied. We used the
same color scheme in all renderings of data or attribute
spaces, see Figure 2c. In addition, a textual information
about a single selected element is shown in the lowerleft corner of the screen. This textual information provides the necessary information for the user to uniquely
identify the run and time step that is under investigation. Moreover, the trajectories in the projected view
are color coded. The user may choose, which information is color coded, e.g., showing a given classification (Figure 2a) or assigning to every simulation gets a
different color. However, since the number of simulations is typically large, there is the perceptual issue that
humans can only distinguish well a certain amount of
colors with different hues. Therefore, if a group of trajectories is selected, it is possible to redistribute colors
among these elements to better distinguish individual
trajectories (Figure 2b).

An image of D0 on the projected view is a set of points,
each representing a certain time step of a simulation
from the dataset. Since it makes sense to analyse simulation trajectories rather than separated time steps, it is
helpful to connect points representing consecutive time
steps from the same simulation run by line segments.
Based on shape and location of the drawn trajectories,
it can be easily observed, which simulation runs behave
similarly. This facilitates detecting patterns and general
trends. Moreover, outliers can be identified, where outlier detection relates to both finding trajectories following abnormal or remarkable paths and single extreme
nodes denoting special states of the system. We want
to note that outliers, if any, may refer to a phenomenon
detected for a special parameter setting as well as to the
settings, for which the underlying physical model becomes invalid or applied numerical methods fail.

3.5

4

We produce two instances of our general framework by
applying our technique to two datasets of very different
structure. The first one represents a 100-year time series
of a quasi-equilibrated (“persisting”) preindustrial climate state. The data are sampled on a 2D regular grid,
which makes the construction of attribute space trivial.
We process these easy-to-handle data to illustrate how

Interaction and Coordinated Views

All four views on the data contribute unique information about the multi-run simulation. Most effective are
they, if they are coordinated such that any selections
made in one view are shown and can be further refined
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picked up a number of 2D fields sampled at a regular
(longitude-latitude) grid of size 96 × 48, among them
surface pressure, surface temperature, ice thickness, ice
cover, evaporation, total precipitation, cloud cover, and
snowfall.

(a) Embedded attribute space

We interpret each of the 100 simulated years as a separate run with 12 time steps. Thus, the ordinal number of the year serves as the only discrete simulation
parameter. Due to the nearly cyclic character of climate processes within each year, we expect to obtain
their representation in the projected view in form of a
pendulum trace or a circle-like curves. Of interest is
to discover trajectories deviating from the mean pattern
at most, which would correspond to the years with extreme climate state.

(b) Selected trajectories

Min

Max
(c) Color scheme

Figure 2: Projected view constructed for SPH dataset
(temperature field, MDS with l2 -distance computation).
(a) Elements of attribute space visualizations are embedded into the layout as pictograms showing temperature profile with user-defined transfer function applied.
Textual information about selected simulation is given
in the lower-left corner of the layout. Polylines denoting simulations are colored according to the chemical
composition of modeled stars (3 classes). (b) Redistribution of colors among selected simulations to better
distinguish the trajectories. (c) Color scheme used to
render attribute spaces in all experiments.

4.1.2

Since the data have a fixed spatial grid structure and resolutions are manageable, we decided to use the identity
for mapping from data to attribute space. Hence, the
attribute vector of an element d ∈ D0 is simply the vector with the scalar entries over the 2D grid. Thus, it is
straightforward to introduce a metric for gridded scalar
fields f and g using the l p -norm as follows:
k f − gklpp = ∑ | fi j − gi j | p ,

intuitively expectations match with the projected view
configuration, to show basic tools of user interaction,
and to validate the general concept of the proposed approach. The second dataset comes from a Smoothed
Particle Hydrodynamics (SPH) binary system simulation. It is given in the form of volumetric unstructured
data, which makes the construction of the mapping to
the attribute space a non-trivial task. Here, we investigate how different multidimensional projection methods affect the resulting projection and demonstrate the
functionality of multiple coordinated views.

4.1

i, j

where indices i and j vary over the grid. In practice, it
is common to restrict consideration to cases p = 1, 2.
For the given dataset, we observed that the selected
scalar fields can be grouped into four categories as presented in Figure 3. Their values are either distributed
approximately uniformly over the whole domain or the
field behaves very differently over sea and land. Moreover, large values are either concentrated in the equatorial zone or close to the poles. Figure 3 shows examples
of these four categories.

Gridded Climate Simulation

Simulation results in the field of weather prediction
and climate research are usually very sensitive to initial conditions. Therefore, it is a common practice to
run an ensemble of simulations with varied initial parameters. Results are then presented in the form of a set
of outcomes ranging from the most pessimistic to the
most optimistic prognosis. Climate-related simulation
data exploration was recently investigated by Hibbard
et al. [HBSB02] and by Nocke [NFB07].

4.1.1

Definition of Attribute Space

(a) Evaporation

(b) Cloud cover

(c) Snowfall

(d) Surface temperature

Data description

The data represent a climate simulation which is a spinup of a preindustrial climate state (approx. 1850 AD).
It covers a period of 100 years with monthly mean
data written into files. Thus, the dataset consists of
1, 200 time steps at which many scalar fields either
volumetric or at the Earth surface are recorded. We
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Figure 3: Four types of scalar field distributions in climate simulation dataset. Field magnitudes can be very
different over sea and land as in (a) or can be almost irrelevant to this factor (b). Fields’ maximum values can
be reached in the polar zones (c) or near the equator (d).
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(a) Cloud cover

(b) Snowfall

(a) Group I

(b) Group O

Figure 4: Two types of process representations on projected view: Circular (a) and pendular (b). Color value
increases according to time.
(c) Parameter space

4.1.3

Multi-field Exploration in Projected Views

Figure 5: Analysis of climate simulation data by means
of projected view constructed for multi-field data with
four scalar fields. The common pattern is a cyclic curve.
The mean path is shown as a black polyline. Extreme
trajectories deviating inside ((a), denoted as I) and outside ((b), denoted as O) from the mean path are highlighted. Deviation points are shown in red. 1D parameter space with depicted selections is presented in (c).
Years from group I are marked in green, years from
group O in red.

Due to the seasonal character of the modeled process, it
was expected to obtain representations of the projected
views in one of the forms shown in Figure 4. They are
circular and pendular polylines and the results support
the intuition: Circular trajectories intuitively represent
fields where all four seasons have different characteristics, while pendular trajectories represent fields where
two seasons (e.g., spring and fall) have similar characteristics and the other two seasons (e.g., summer and
winter) represent the extrema.
We merged the four attribute representations shown in
Figure 3 to produce a projected view based on multifield data. Here, the attribute vector of the four merged
fields is just a concatenation of the four attribute vectors of the four individual fields, i.e., since the number
of grid nodes is 96 · 48, the attribute vector has length
96 · 48 · 4 and is filled with values of evaporation, cloud
cover, snowfall, and surface temperature fields. PCA algorithm places the items along circular trajectories. We
selected two groups of outliers based on their distance
from the imaginary mean path. The first group of polylines (further denoted by I) passes through points significantly deviating towards the inner part of the mean
path. We counted 23 such trajectories, see Figure 5a.
The second group of simulations (further denoted by
O) deviates outside the domain confined by the mean
path. There are 25 selected simulations in Figure 5b.

mean path both towards the inside and the outside. We
show the statistics in Figure 5c. We present these results to show how quickly and intuitively one can draw
conclusions with our interactive analysis tool. As a next
step, we plan on taking these findings back to the data
providers to investigate whether our findings give new
insights to them or to further refine our analysis from
the application point of view.

4.2

SPH is a Lagrangian numerical method, which has a
number of built-in conservation properties, e.g., conservation of total mass, total energy, linear and angular
momenta, which is crucial for modeling of some hydrodynamical and especially astrophysical processes.
The key idea of the approach is to represent objects
as a set of particles – spatial samples changing their
positions during simulation. They carry a number of
scalar (density, temperature, etc.) and vector (velocity,
force, etc.) values, which may either evolve in time
or remain constant (e.g., mass). Interaction forces between particles, which move them from one time step
to another, are defined by non-negative radial kernels.
The same kernels are used for reconstruction of continuous fields from values at disconnected particle locations. We refer the reader to the recent review by
Rosswog [Ros09] for more details on basic principles
of SPH and to Price [Pri12] for a comprehensive exposition of SPH approximation techniques.

Comparing which simulations belong to which group,
we found 10 pairs corresponding to two consecutive
years belonging to different identified groups. When
ordered according to time, 8 of them are of type I-O,
i.e., the first year was of type I and the subsequent second year of type O, and only two of type O-I. Also,
we detected two patterns of the form O-I-O, i.e., three
consecutive years were found with the first year of type
O, the second of type I, and the third again of type O,
and two combinations over four years of type I-O-I-O
(the groups of three and four years were not counted towards the groups of two). Interestingly, there was only
one single year (43rd year of the simulation, shown as
a two-colored bar) that had strong deviations from the
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4.2.1

Data Description

The dataset consists of simulations’ outputs of the
merger process of two White Dwarfs (WD). The
stars are bound by gravity, which triggers a mass
transfer from the lighter star (donor) to the heavier one
(accretor). This process affects the orbital evolution,
the angular momentum and the thermodynamical state
of the final object, the associated gravity wave signal,
and whether or not a particular binary merges at all.
Simulation of binary systems is of great importance
in astrophysics, see, for example, grid- [MFTD07]
and particle-based simulations [DRGRR11]. In the
grid-based calculations, the mass transfer continues for
tens of orbits, whereas particle simulations showed that
the stars merge after a few orbital periods. This led to
discussions about impact of accurate initial conditions
on the stability of the modeled process.

(a) Parameter space

The main input parameters are the masses of donor and
accretor stars, denoted by M1 and M2 (M1 ≤ M2 ), correspondingly. The main goals of the study are:
• understand the evolution of WD systems from the
onset of mass transfer until the merger,
• identify accurately the parameter space region
where detonations may occur in the lead-up to the
merger or at surface contact,
• compare against previous SPH and grid-based calculations, in particular, examine the duration of stable mass transfer phase.

4.2.3

Though the simulated phenomena are volumetric, they
are supposed to be symmetric with respect to the plane
parallel to the stars’ orbits and passing through the centers of mass of the stars. In the following, we call this
plane a cross-section. Footprints of fields on this plane
are usually shown by astrophysicists in their demonstrations to illustrate findings. Thus, we decide to construct
a 2D regular grid on the cross-section and interpolate
scalar fields at the grid nodes using native SPH approximation. Such data arrays serve as elements of the attribute space in our algorithm. Their comparison can be
handled as done for the climate simulation data.

The available part of the dataset consisting of 78 simulations can be classified according to the chemical
composition of WDs: double Carbon-Oxygen (COCO), double Helium-Carbon-Oxygen (HeCO-HeCO),
and Oxygen-Neon / Carbon-Oxygen (ONe-CO) binaries, see Figure 6a. Every simulation involves 40k particles (20k particles for each star) and includes two vector fields (velocity and gravity), six scalar fields (particle radius, internal energy, mass, density, temperature,
and electron density), and many chemical units records.
The simulations are stopped after a timescale of more
than three initial orbital periods from the merger momenta, which results in different number of time steps
for different simulations ranging from 600 to 1, 600.
The total size of the dataset exceeds 0.5TB.

When orbiting, stars change their absolute position
in space, whereas their relative position may remain
nearly the same. It is desired to perform analyses
which are invariant to the absolute positions of stars.
Our solution relies on the fact that, while the donor
star is being disrupted, the accretor remains a relatively
stable object. Thus, the vector pointing out of the
center of total mass towards the center of mass of
the accretor defines the orientation of the system.
Therefore, we align the x-direction of the constructed
grid with this vector, shift it in order to place the center

Choosing Data Space

To build up a representative subset D0 of the whole data,
which is possible to operate in reasonable time, we took
every tenth recorded time step from each simulation and
skipped the part of data related to chemical components
of stars. The resulting data consist of 6, 231 time steps
taking 32GB of disk space.
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Definition of Attribute Space

It is not possible to compare different time steps from
the dataset directly due to the unstructured character of
the spatial data. Particle positions change significantly
from one time step to another within a simulation. Their
locations in different simulations are not related in any
way. Thus, a re-sampling of fields of interest on a common sampling pattern fixed in space is necessary.

Both M1 and M2 (measured in units of the solar mass)
take real values. It is assumed that the simulation output
continuously depends on the governing parameters.

4.2.2

(b) Attributes computation

Figure 6: (a) Sampling of the parameter space in SPH
dataset. Masses of two stars are given in units of solar
mass. Colors encode chemical composition of WDs:
red stands for double CO binaries, simulations involving HeCO stars are shown in green, and ONe-CO systems marked as blue. (b) Construction of attribute vector for SPH dataset. Shown is an initial stage of mass
transfer between donor (blue) and accretor (red) WDs.
A regular grid is built in the plane containing orbits of
stars. The center of mass of the accretor is placed at a
certain position on the grid. After a scalar field of interest is approximated at grid nodes, these values are
used to characterize the current state of the system and
compare it against other time steps.
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Figure 7: Cross-sections with approximated density
(left) and temperature (right) field of a ONe-CO binary
with masses M1 = 0.65 and M2 = 1.1. A dark (cold)
region inside the accretor star is due to the cold and
isothermal initial WD approximation used in the simulation. The heating processes take place at the boundary
of the accretor star when merging.

(a) Projected view (density)

of the heaviest star at the point (0.75, 0.0) (relative grid
coordinates), and perform no scaling. The extents of
the grid are chosen to cover the space occupied by stars
in any simulation. An example is shown in Figure 6b.

(c) Selection in parameter space (d) Selection in projected view
(temperature)

Figure 8: Outliers detection on projected view built for
density field from SPH dataset. Simulation trajectories
follow an arc-like paths in the clockwise direction in
the layout (a). There is a good localization of chemical
composition classes and a clear distribution of simulations among different layout regions. Some trajectories do not follow a common pattern. Their selection is
shown in (b). Corresponding selection in the parameter
space is presented in (c). Not all of the detected outliers can be identified when using projected view built
for temperature field (d).

In our experiments, we worked with grids of size 1282 .
For example, cross-sections with approximated density
and temperature field of a ONe-CO binary with masses
M1 = 0.65 and M2 = 1.1 are shown in Figure 7.

4.2.4

Visual Exploration with Projected Views

Projected views are helpful for the analysis of multi-run
simulation data, especially, in tasks of outlier detection
and interactive classification of results. We started our
analysis of the multi-run SPH simulation dataset with
the generation of projected views for density and temperature fields using the PCA algorithm. The layout
for the density field (see Figure 8) shows a good localization of chemical composition classes, a clear pattern
of simulation evolution in form of arc-like paths, and a
good layer-wise separation of trajectories according to
their input parameters. At the same time, several trajectories not following the common pattern can be easily
distinguished. Some are highlighted in Figure 8b and
the corresponding parameter settings are highlighted in
the parameter visualization in Figure 8c.

fast disruption of stars. For fast processing, its symmetry can be easily broken by numerical noise. That
means that for the selected six outlier simulations, the
numerical algorithm failed to preserve their symmetry
by producing physically unreliable results. These simulation were already on the “black list” of our collaborators, since their number of orbits did not fit the overall
picture, which made them suspicious. For slow evolving systems with low total mass (smaller than 1.6), we
observed that the results still show physical soundness.

We detected three groups of outliers. The first one consists of 6 simulations from the red group (double COstar systems), in which both stars have same masses (diagonal elements in the parameter space corresponding
to M1 = M2 = 0.8, . . . , 1.05). Their trajectories start in
the middle part of the projected view in Figure 8b and
turn to the top-right direction instead of following arclike paths. Since both stars have equal masses, there are
no donor and accretor roles in these systems. Both stars
should merge symmetrically and that explains the different shape of their trajectories. We asked our collaborators who provided the data why the rest three COsystems with M1 = M2 = 0.65, 0.7 , 0.75 do not show
any deviation from the pattern behavior. We were told
that high total mass of the binary (M1 + M2 ) leads to
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(b) Outliers selection

The second group of outliers consists of five simulations belonging to the ONe-CO group (shown in blue
color). Their paths reach the most top-right region
that is occupied by nodes and then go vertically down.
Analysis of the parameter space in Figure 8c shows that
these outliers have large values of total mass. This fact
affects the physics, which can be better explained when
looking to the temperature field, see below.
Finally, the last outlier, which is the red trajectory in
Figure 8b that starts at the lower-right corner of the projected view, shows a strange behavior in the last part of
its evolution. Its trajectory goes in reverse direction and
then stabilizes around a certain position. Our collaborators explained us that this simulation was not stopped

46

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

after three initial orbital periods from the merger momentum. It was decided to run computations longer,
since the remnant object proved to be stable. Using our
projected view, we were able to easily identify this run.
Now, we make use of coordinated interaction between
multiple projected views. The outliers identified above
are shown in Figure 8d on the projected view built for
the temperature field. It is worth to note that two of the
three outlier groups identified above can also be identified in this layout. However, the equal masses outlier
group, which was the first one we discussed, does not
look odd. This means that developed instability of computations mostly affected the density distribution and
not so much the temperature field.

(a) Projected view (temper.)

Now, we investigate the entire picture of the projected
view built for the temperature field, see Figure 9a, and
start a similar analysis as for the projected density view.
Here, we identified two subgroups for further investigations, namely the two groups of blue polylines marked
as “H” and “C” in (b). Group “H” includes the blue
outlier group identified above. The groups differ in the
mass of the donor star, as follows from the parameter
space visualization (c). Then, we looked at the attribute
space visualizations to find reasons for different trajectory shapes. We figured out that the inner part of the accretor remains cold along paths from group “C”, similar
to the case presented in Figure 7 (right). The remnants
from group “H”, on the other hand, show intensive heating up of the internal region. A physical explanation relies on the fact that massive donors deliver more matter
to the accretor, which shifts the location of the maximal
temperature inside the star and leads to its heating up.
The two groups detected are hard to distinguish on the
projected view constructed for the density field (d), as
they show a similar behavior. Hence, it is important to
use multiple coordinated projected views to detect and
analyze all possibly interesting trajectories.

(c) Selection in parameter space (d) Selection in projected view
(density)

Figure 9: Subgroups selection on projected view for
temperature field from SPH dataset (a). Two subgroups
of the ONe-CO simulation class (blue) show different
behavior (b). They correspond to the parameter settings
presented in (c). Same subgroups exhibit a common
pattern on the projected view built for density field (d),
thus, they can not be identified there.
is easy to estimate the number of orbits resolved in each
simulation and record the found values as simulation attributes. Figure 10 shows a projected view created by
means of MDS algorithm with l2 -distance measure for
the density field. Color coded are the number of orbits
represented in each simulation ranging from small (red,
rapid merging with intensive heating) to high (blue,
gradual merging). Colors in the parameter space match
the colors for trajectories. We observe that the number of orbits is more sensitive to variation of M1 (mass
of the donor star) than to changing the second parameter (mass of the accretor). However, since there was
no strict criterion to stop simulation and different runs
lasted different number of periods from the merger momenta, the results in Figure 10 characterize the simulation performance rather than the modeled processes.

We note that simulations involving stars with He in
their composition (green group) do not show big evolutionary changes as opposed to the binaries with a CO
companion star. The trajectories of the green group
are bound to a small space in the view, which requires
zooming in for further analysis. These systems have
very low total mass and, thus, the magnitudes of density and temperature changes are very low, which is
reflected in the respective projected views we generated. In fact, direct comparison of binaries with He- and
CO-WDs is not fair. Much lower temperature value is
needed to trigger nuclear burning for He-stars than for
CO-stars. The systems from the green group more frequently end their evolution with explosion. Thus, such
binaries should be processed and analyzed separately.

Figure 10: Projected view (left) and parameter space
(right) color coded according to the number of orbits
within each simulation. Red stands for high and blue
for low values.

When computing the attribute space elements, the 2D
grid was rotated and translated according to current positions of stars. Looking to the rotation angle history, it
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(b) Subgroup selection
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5

CONCLUSION

We have presented a framework for the visual analysis of multi-run time-varying multi-field data that allows for effective and intuitive detection of patterns and
outliers in multi-run data. We applied our framework
to two instances of different character (gridded climate
simulations and astrophysical particle simulations) to
show its general applicability. The most excessively
used component of our framework is the projected view,
which is based on similarity within a metric attribute
space. However, linked views to parameter space visualization and spatial data visualization allowed for a
comprehensive visual analysis.
Currently, we apply our framework in a post-processing
analysis setting. In future work, we plan to extend it
such that we can interpolate and extrapolate in parameter space to guide the application scientists towards
interesting parameter setting. Hence, our framework
could serve as a computational steering tool.

6
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ABSTRACT
Image features are obtained by using some kind of interest point detector, which often is based on a symmetric
matrix such as the structure tensor or the Hessian matrix. These features need to be invariant to rotation and to
some degree also to scaling in order to be useful for feature matching in applications such as image registration.
Recently, the spinor tensor has been proposed for edge detection. It was investigated herein how it also can be
used for feature matching and it will be proven that some simplifications, leading to variations of the response
function based on the tensor, will improve its characteristics. The result is a set of different approaches that
will be compared to the well known methods using the Hessian and the structure tensor. Most importantly the
invariance when it comes to rotation and scaling will be compared.
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Interest Point Detector; Features; Invariance; Spinor Tensor; Harris Detector; Hessian matrix.

1

INTRODUCTION

to some degree to scaling. Moreover, it will be discussed how it could be improved in several ways.

Several novel interest point detectors based on the
spinor tensor are proposed and it is shown that
they are invariant.

2

Interest points are used as base points for comparing image features for many types of applications in many fields of computer vision, such as
tracking [ST94], image registration and stitching
[BL07, Sze06], just to mention a few.

In this section both the Harris detector based on
the structure tensor and the detector based on the
determinant of the Hessian will be explained in
detail. In the following section it will be shown
how the spinor tensor is different but also very
similar to the already explained techniques.
The image derivatives of an image I will be denoted Ix and Iy for the derivatives in the x and
y direction respectively, and so on. These can
be computed efficiently using convolution [Has14]
and simple cubic filters were used for the presented
evaluation.

Several methods for extracting such interest or
feature points from images have been proposed.
Some of the most notable are the Harris corner
detector [HS88], which is based on the so called
structure tensor and the determinant of the Hessian, used for SURF [BETVG08]. Another approach is based on the difference of Gaussians
(DOG), which is used for SIFT [Low04, BL07].
More feature point detectors are found in literature such as [TH98, SB97] and several overviews
of different detectors have been published [SMB98,
SMB00, TM07, GHT11, ZKM04].

2.1

The Structure Tensor

The Harris detector is based on the so called structure tensor, or second moment matrix, T of an
image I, which is defined as
"
#
Ix2 Ix Iy
T =
(1)
Ix Iy
Iy2

A novel interest point detector is investigated,
which is based on the so called spinor tensor. It
will be shown that it is invariant to rotation and

In the original paper, Harris and Stephens
[HS88], proposed to compute the response using
the trace and determinant of the matrix as

Permission to make digital or hard copies of all
or part of this work for personal or classroom use
is granted without fee provided that copies are
not made or distributed for profit or commercial
advantage and that copies bear this notice and the
full citation on the first page. To copy otherwise, or
republish, to post on servers or to redistribute
to lists, requires prior specific permission and/or a fee.
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R = det(T ) − k · tr2 (T ),

(2)

where k is a constant, typically set to 0.04. However, the formulation by Noble [Nob89] will be
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3

used herein since it does not involve any constant
and is therefore, in some sense more general. See
also [Foe86]. The response is therefore computed
as
R = det(T )/(tr(T ) + ),
(3)

Spinors form a subalgebra of geometric algebra
[Hes71], which in its turn is a Clifford algebra. In
fact quaternions are related to spinors.
Recently, the spinor tensor was derived by
Batard and Berthier [BB13a] building on the
work by Friedrich [Fri98]. It has got applications such as the spinor Fourier transform
[BB13c, BB13b] and for color edge detection
[BSJB09]. Especially, Berthier [Ber13] shows
in details how to derive the spinor tensor from
the fact there is an one to one correspondence
between a spinor field ϕ∗ of constant length on
a Riemann surface and isometric immersions of
the image, regarded as a 3D surface, where the
gray level intensities are the height values of that
surface.
The spinor tensor Sϕ∗ , which is obtained from
the derivative of the spinor field ϕ∗ is defined as

where  is a small constant used to avoid division by zero. This approach will be referred to as
Harris in the following sections. The geometrical
interpretation of equation 2 is that it fires for corners, i.e. both eigenvalues λ1 and λ2 of the tensor
T are high. Remember that
det(T ) = λ1 λ2
tr(T ) = λ1 + λ2

(4)
(5)

Hence, the corners corresponds to where the response function R has its local maximas. Therefore, it is necessary to suppress non local maximas
in the response [NVG06].
One of the key ideas is to make use of a Gaussian
window, i.e. the elements in the matrix in equation 1 are filtered using a Gaussian kernel. This
was an improvement compared to the early detector by Moravec [Mor80], which used a square window, yielding non isotropic responses. Nonetheless, the Gaussian is needed as the determinant
would otherwise be zero. As an example, the determinant is computed as

Sϕ∗

Sϕ12∗

Sϕ21∗

Sϕ22∗

#

Sϕ12∗ = Ixx Ixy + Ixy Iyy + Ixx Ixy Iy2 + Ixy Iyy Ix2

(10)

(13)

2
− Ixy
Ix Iy − Ixx Iyy Ix Iy

Sϕ21∗ = Sϕ12∗

(14)

As already mentioned, a Gaussian window is
typically applied to each of the elements of the
matrices in equations 1 and 7 when the response
is computed. In section 4 the response from doing this on equation 10 (with the factor multiplied
into the matrix) is reported and it is obvious that
both the determinant and the trace can be used as
interest point detectors as well as the determinant
divided by the trace as in equation 3. These approaches will be referred to as Spinordet , Spinortr
and Spinordet/tr , respectively in the subsequent
sections.
Nonetheless, they will perform noticeably worse
than the Hessian in equation 8. Therefore it was
investigated what result could be obtained by using the expansions of both the determinant and
the trace of equation 10 and then performing the
Gaussian convolution on each of the resulting elements.

The Hessian matrix used for SURF by Bay et al.
[BETVG08], is defined as
"
#
Ixx Ixy
H=
(7)
Ixy Iyy
They proposed to use the determinant of H
(8)

This approach will be referred to as Hessian in
the subsequent sections. Furthermore, the trace
can also be used for interest point detection and
it can be noted that
(9)

which is known as the Laplacian.
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Sϕ11∗

2
2
2 2
2
Sϕ22∗ = Iyy
+ Ixy
+ Iyy
Ix + Ixy
Iy2 − 2Iyy Ixy Ix Iy (12)

Features by using the Hessian

tr(H) = Ixx + Iyy = ∇2 I,

"

2
2
2
2
Sϕ11∗ = Ixx
+ Ixy
+ Ixx
Iy2 + Ixy
Ix2 − 2Ixx Ixy Ix Iy (11)

The parameter σ will determine the size of the features being detected and a larger value will help
detecting larger features. However, for clarity the
Gaussian is omitted in the equations presented
here.

2
det(H) = Ixx Iyy − Ixy

1
=
2
2(Ix + Iy2 + 1)2

with

det(T ) = (G(σ)∗Ix2 )G(σ)∗Iy2 −(G(σ)∗Ix Iy )2 (6)

2.2

INTEREST POINTS FROM
THE SPINOR TENSOR

50

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

3.1

Simplifying the Determinant of
the Spinor Tensor

Here it is important to note that the terms in
equation 20 (after expansion) are all of higher degree than the terms of equation 21 and will therefore have almost no impact of the result, as will be
shown in section 4. In fact 21 can be rewritten by
removing the divisor, but keeping the constant, as

The expansion and addition of the resulting 57
terms in the determinant of equation 10 is a simple
but tedious algebraic exercise left for the reader
and therefore only the final result is shown in the
following equation


2
2
2
(1/2) Ixx
+ Iyy
+ 2Ixy
=

1
det(Sϕ∗ ) =
2
2(Ix + Iy2 + 1)4
4
4
4
2 2
Ixy
+ Ix2 Ixy
+ Iy2 Ixy
+ Ixx
Iyy

(22)

2

(1/2) (Ixx + Iyy ) − 2(Ixx Iyy −
− (Ixx Iyy −

(15)

2
2
−2Iy2 Ixx Iyy Ixy
− 2Ix2 Ixx Iyy Ixy

2
Ixy
)

2
Ixy
)


2

− (1/2)(Ixx + Iyy )

=


(23)
(24)

The right hand side of the expression can be
factorized into
1
2 2 2
(Ixx Iyy − Ixy
) (Ix + Iy2 + 1) (16)
2(Ix2 + Iy2 + 1)4

Note that the left term of equation 24 is the
determinant of the Hessian and the right one is
the trace of the same matrix. Also note that it
is written in a form resembling equation 2, with
k = 1/2. However, using the Hessian instead of
the structure tensor. Hence the trace of the spinor
tensor can be approximated by

The determinant of equation 10 can therefore be
simplified as


R = − det(H) − 1/2 · tr2 (H)

2
2
2 2
2
+Ix2 IIxx
Iyy
+ Iy2 Ixx
Iyy − 2Ixx Iyy Ixy

det(Sϕ∗ ) =

2 2
)
(Ixx Iyy − Ixy
2
2
2(Ix + Iy + 1)3



This approach will be referred to as
Harris of Hessian from now on.
The geometrical interpretation of this response
curve, still with the Hessian in mind, is the following

(17)

Note that the dividend is actually the square of
the determinant of the Hessian: det2 (H). Furthermore, the divisor is related to the norm of
the surface normal as explained by Batard and
Berthier [BB13b]. Since the values of Ix2 and Iy2
are much smaller than 1, the divisor will have almost no impact on the final result as reported in
section 4. Hence, the determinant of equation 10
and thereby the response can be computed as
R = det2 (H)

R = − λ1 λ2 − 1/2(λ1 + λ2 )2
=

(18)

3.3

(Ix Iyy − Iy Ixy )2 + (Iy Ixx − Ix Ixy )2

2
2
2
+ Ixx
+ Iyy
+ 2Ixy
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(26)

A new type of Interest Point
Detector

R=
"

The trace of equation 10 can be factorized into
1
2(Ix2 + Iy2 + 1)2

λ21 + λ22
2

It turns out that equation 20 can be used alone
to compute the response as well. This time it is,
however, not possible to rewrite the response as
a determinant or the trace of a single tensor as it
contains terms from both the structure tensor and
the Hessian. Nevertheless, it is composed of two
determinants

Simplifying the Trace
tr(Sϕ∗ ) =



This implies that R will fire for all three mentioned cases as well. However, it will be enough
that just one of the eigenvalues are large. Hence,
it will detect edges rather than corners.

In fact, the result will be even better than for
Spinordet ,as will also be shown in section 4, where
this approach will be referred to as Hessian2 ,
which emphasizes what it in fact is.
The Geometrical interpretation of the Hessian
matrix in equation 7 is that positive eigenvalues
indicate a local maxima, negative ones indicate a
local minima and different signs indicate a saddle
point. Hence, the determinant in equation 8 will
fire for local maximas only. Equation 18 will on
the other hand fire for all these three cases since
(λ1 λ2 )2 will always be a positive value regardless
of the type of point in question.

3.2

(25)

2

det

(19)

Ix

Iy

Ixy

Iyy

#

"
2

+ det

Iy

Ix

Ixy

Ixx

#
(27)

This approach will be referred to as Asymmetric2
from now on since it is based on the square of two
asymmetric matrices.

(20)
(21)
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4

INVARIANCE TO ROTATION
AND SCALE CHANGES

A series of testes were performed where the top
2500 feature points were computed for an image
and also for a rotated variant of itself ( 5◦ − 45◦
with step size 5◦ ) in order to find out whether if
the detector is sensitive to rotations or not. The
images were all cropped so that matching was performed on the inner circular disc, as shown in figure 1 and 2. The ratio between features appearing
in the same position after rotation and the total
number of features was computed. This was performed for triplets of images so that the mean result is computed. All distances less than 1.5 pixels
in the original image was considered as being in
the same position after rotation. Moreover, this
was also done on an image downscaled to have
sides that are 75% of their initial size, giving a
scale of 1 : 4/3.
Both figure 1 and 2 show three images to the left
that were rotated and feature points extracted.
The diagrams to the right show the average result from the three images, using both scale 1 : 1
(upper bundle of curves) and 1 : 4/3 (lower bundle of curves). The y-axis shows the ratio of feature points that are preserved during rotation and
the x-axis shows σ. The Hessian is depicted
in blue and Harris in green, in both diagrams,
so that they could be easily compared with the
spinor tensor and its variations. The diagram to
the left shows Spinordet (red), Spinortr (cyan)
and Spinordet/tr (magenta). The diagram to the
right shows Hessian2 (red), Asymmetric2 (equation 27) (cyan), Harris of Hessian (equation 25)
(magenta), Hessian2 /Harris of Hessian (yellow). Where the latter is an approximation of
Spinordet/tr .
The σ was varied in the same way for the none
rotated reference image and the rotated image.
One can note that the upper three curves in each
diagram come closer to a ratio of 1.0 than the
lower ones do, since the upper represent the none
scaled images.
In table 1 each triplet of images used in
both figures was used to compute the similarity
between pairs of detectors. In each column the
percentage of detected points falling within a
radius of 0.1 pixels is reported. The columns
corresponds to A: Hessian2 , with our without the
divisor. B: Harris of Hessian, one detector with
both the divisor and the elements of equation 20,
compared to the approach without both of them.
C: Hessian2 and Harris of Hessian (both without divisor). D: Hessian2 and Asymmetric2 .
E: Harris of Hessian (without divisor) and
Asymmetric2 .
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A

B

C

D

E

1
2
3

99.81
99.88
99.63

99.57
99.74
99.34

5.87
7.89
10.07

0.03
0.00
0.00

0.39
0.27
0.73

1
2
3
4
5

99.87
99.47
99.74
99.83
99.66

99.61
96.27
99.39
99.53
99.37

5.08
2.17
2.82
5.20
7.54

0.02
0.00
0.01
0.08
0.00

10.27
0.18
0.28
0.55
0.28

Table 1: Comparison of how equal detectors are, showing the percentage of features
detected within a radius of 0.1 pixels from
each other of two different detectors. Each
first three rows in the table corresponds to
each row in figure 1, while the last four
rows corresponds to each row in figure 2.
A: Hessian2 with and without divisor. B:
Harris of Hessian with divisor and elements
of equation 20 or without both. C: Hessian2
and Harris of Hessian (both without divisor). D: Hessian2 and Asymmetric2 . E:
Harris of Hessian and Asymmetric2 .
One can note (column A and B) that the divisor really is not necessary as it has a very small
impact on the result, as already concluded. Moreover, the Hessian2 and Harris of Hessian (column C) are different but sometimes come close to
each other. The Asymmetric2 is, however, quite
different from both of them.

5

DISCUSSION

It is very important that an interest point detector is invariant to rotation so that the response
function will fire for the same positions (i.e. features) in the image, regardless of orientation. It is
also desirable that the response function fires for
the same features regardless of image scale. These
are the reasons why one image was compared to a
rotated variant of itself. Furthermore, the rotated
image was down scaled in size, in a second evaluation, to investigate if the response function would
still fire in the same places as for the original sized
image. It can be noted that both Hessian and
Harris do very well, almost regardless of σ for
the first case, with rotation only. However, when
there is a difference in scale it is obvious that σ
will be more important. This is why the curves in
the lower bundle has smaller peaks than the upper
bundle of curves.
It was chosen to use three images for each diagram so that a mean value was computed for the
ratio and it would be less dependent on that particular image. Moreover, it was considered de-
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Figure 1: Evaluation of the invariance of the different detectors. The three images to
the left were rotated and feature points extracted. The diagrams to the right show the
average result from scale 1 : 1 (upper curves) and 1 : 4/3 (lower curves), where the yaxis shows the ratio of feature points that are preserved during rotation and the x-axis
shows σ. The Hessian is depicted in blue and Harris in green, in both diagrams. The
diagram to the left shows Spinordet (red), Spinortr (cyan) and Spinordet/tr (magenta). The
diagram to the right shows Hessian2 (red), Asymmetric2 (cyan), Harris of Hessian (magenta)
and Hessian2 /Harris of Hessian (yellow). Two top rows c MiBAC-ICCD, Aerofototeca
Nazionale, fondo RAF. Third row c The Human Protein Atlas (HPA) project [PSAE11].
is the Harris of Hessian, which obviously
has the worst performance, even if it for some
images performs better than the three Spinor
approaches. The reason for this is most probably
due to the fact that the response function in
equation 26 will fire for situations where just one
of the eigenvalues is large, i.e. edges are found
rather than corners. It is clear from the diagrams
that also Spinortr generally performs worse than
Spinordet , since Harris of Hessian is a valid
approximation of Spinortr , i.e. it will also fire for
edges.

sirable to test different groups of images showing
different details. The first two rows in figure 1
contains historical aerial photos with two rather
different characteristics. Row three shows breast
tissue samples, while the rows in figure 2 show
buildings and trees at different scales.
It was not investigated how the σ can be set
by some kind of automatic scale space selection
[Lin98, Lin99, MS01]. The proposed methods
might benefit from using adaptive settings of σ
and this is proposed for future research.
One can note several things from the diagrams
in both figures. The diagrams to the left show
that both Hessian and Harris generally performs
better than Spinordet , Spinortr and Spinordet/tr ,
with a few exceptions for certain values of σ.

One can also note that the Hessian2 and
Hessian2 /Harris of Hessian performs almost
equally good in all cases. The reason for this
is that they often find the same interest points,
or points close to one another, just as Spinordet
and Spinordet/tr do. After all, the first two are
variants of the latter. These facts are also visible
in figure 3.

The diagrams to the right, on the other hand,
reveal that some of the so called variations,
perform better and they are almost as good as
the methods based on the structure tensor and
the Hessian. In fact, they often do even better
for images of different scales. One exception
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The Asymmetric2 is perhaps the big surprise
since it is just the residual of the trace of the spinor
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Figure 2: Evaluation of the invariance of the different detectors. The three images to
the left were rotated and feature points extracted. The diagrams to the right show the
average result from scale 1 : 1 (upper curves) and 1 : 4/3 (lower curves), where the y-axis
shows the ratio of feature points that are preserved during rotation and the x-axis shows
σ. The Hessian is depicted in blue and Harris in green, in both diagrams. The diagram
to the left shows Spinordet (red), Spinortr (cyan) and Spinordet/tr (magenta). The diagram
to the right shows Hessian2 (red), Asymmetric2 (cyan), Harris of Hessian (magenta) and
Hessian2 /Harris of Hessian (yellow). All images c Anders Hast.
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Figure 3: Comparison of different detectors, with a close-up of Ponte Vecchio in Florence (rightmost image, row 3 in figure 1) detected using σ = 1.0 with the following detectors: Spinordet (red ∆), Spinortr (cyan ∆) and Spinordet/tr (magenta ∆), Hessian2 (red
+), Asymmetric2 (cyan +), Harris of Hessian (magenta +) and Hessian2 /Harris of Hessian
(yellow +).
tensor. Even if its impact on the trace is negligible, it still turns out to do very well when used as
a response function on its own. For low values of
σ it outperforms all other methods in most cases
when scaling (lower bundle of curves). Actually it
tend to follow the Hessian even closer than what
the Hessian2 does.
One interesting question is: what is actually
detected by the proposed detectors? In figure
3 an example is shown of the different detectors. It is obvious that some will find corners
and others tend to be more sensitive to edges,
like the long dark edge in the top of the image. To the latter category belongs Spinortr and
harris of Hessian. This is an direct effect of
equation 26, which allow just one eigenvalue to be
large.
Finally, it was concluded in the previous section
that the divisors in equation 17 and 19 do almost
have no impact at all for the images used in the
tests as shown in table 1. Nevertheless, it should
be kept in mind that the impact of the divisors
will be larger for images with higher derivative
variations. In any case, the detectors in question
are proven to be invariant without the divisors.

and the Harris detectors are known to perform
well for moderate changes in scale. The so called
spinor tensor has recently been introduced and it
was compared to these approaches. However, it
turns out that they generally do noticeable worse.
Therefore, some variations was introduced that do
just as good or even better than both Harris and
DoH, especially for differences in scale. These
variations are based on expansions of the determinant and the trace and many terms will cancel
out, giving at hand simpler formulations.

6

8

7

CONCLUSION

Invariance with respect to rotation and scaling are
two important features of any interest point detector. The determinant of the Hessian (DoH)
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FUTURE WORK

The proposed variations of the spinor tensor’s determinant and trace should be investigated further. Especially it is interesting to find out what
automatic scale space selection would add to their
performance when it comes to scale differences.
Moreover, it seems likely that the approach referred to as Asymmetric2 could be described in
another way than presented here, i.e. as the sum
of the square of two asymmetric determinants.
Perhaps there are some symmetric tensor that describes the very same thing, still waiting to be
found.
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ABSTRACT
Within the computer vision community, the reconstruction of rigid 3D objects is a well known task in current
research. Many existing algorithms provide a dense 3D reconstruction of a rigid object from sequences of 2D
images. Commonly, an iterative registration approach is applied for these images, relying on pairwise dense
matches between images, which are then triangulated. To minimize redundant and imprecisely reconstructed 3D
points, we present and evaluate a new approach, called Correspondence Chaining, to fuse existing dense twoview 3D reconstruction algorithms to a multi-view reconstruction, where each 3D point is estimated from multiple
images. This leads to an enhanced precision and reduced redundancy. The algorithm is evaluated with three
different representative datasets. With Correspondence Chaining the mean error of the reconstructed pointclouds
related to ground truth data, acquired with a laser scanner, can be reduced by up to 40%, whereas the root mean
square error is even reduced by up to 56%. The reconstructed 3D models contain much less 3D points, while
keeping details like fine structures, the file size is reduced by up to 78% and the computation time of the involved
parts is decreased by up to 42%.

Keywords
Computer vision, Dense 3D reconstruction, Perspective SfM, Multi-view reconstruction

1

INTRODUCTION

precise 3D models of objects, which can even compete with those produced by laser scanner techniques
[Nöl12]. However, these methods demand a highly
controlled environment for capturing the images, and
are particularly sensitive against difficult lighting conditions. Therefore, in practical daily out-of-lab situations, the 3D reconstruction technology still faces challenging problems.
A widely used approach to 3D reconstruction is to recover the 3D structure from pairs of images of the object, which is known as the two-view reconstruction
[Har00, Cho02]. In a two-view reconstruction each
3D point is reconstructed based on only two images,
which is the minimum number of images required for

In this work, we consider 3D reconstruction as the generation of a digital 3D model of a rigid object from a sequence of 2D digital images. This topic, which is focus
of intensive research within the computer vision community, deals with the estimation of the relative camera
motion and the recovery of the 3D structure of rigid objects from perspective images. It provides applications
in many areas such as archeology, virtual reality, human recognition, medical diagnosis, multimedia communication for purposes like documentation, presentation and representation [Cho02].
The topic is especially interesting, since nowadays digital cameras are cheap, widely used and contained in
numerous devices such as mobile phones, tablet computers, laptops or even watches. Image-based 3D reconstruction algorithms are able to produce dense and

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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Figure 1: (a) Reference input image of the civetta
dataset (sculpture of Gino Cortelazzo [Cor]) and 3D reconstruction results without (b) and with (c) the proposed Correspondence Chaining approach.
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(a)

(b)

Furthermore, the depth map fusion approach of Merrell
et al. [Mer07] can be applied under this assumption.
However, these methods require calibrated images for
the dense estimation and we do not want to restrict our
method on this assumption.
Moulon at al. [Mou12] presented an algorithm to
fuse spare correspondences in long uncalibrated image
sequences like videos based on the Union-Find algorithm. However, their approach focuses more on low
computational complexity than on accuracy. Furthermore only sparse correspondences were considered.
Koch et al. [Koc98] investigated the field of chaining
dense two-view correspondences.
However, they
validate their generated multi-view correspondences
exclusively based on statistics.
Furthermore the
validation depends on the position of the point in the
chain. Valid correspondences behind outliers are not
considered any more [Koc98].

(c)

Figure 2: Exemplary input images of the three different datasets. (a) lion dataset (27 images, 2808×1872
px). (b) civetta dataset (28 images, 2288×1520 px).
(c) temple dataset (47 images, 640×480 px).
a triangulation. Thus, the triangulation is not robust
against imprecise correspondences between pixels. A
small baseline between the images results futhermore in
a narrow triangulation angle for a two-view reconstruction, which leads to further imprecision of the triangulation. Another problem are redundantly reconstructed
3D points, since identical scene content is reconstructed
multiple times for a series of images. These drawbacks
can be addressed by a multi-view reconstruction, where
each 3D point is triangulated using more than two image points. According to Rumpler at al. [Rum11] a
multi-view reconstruction outperforms a two-view reconstruction in terms of precision and redundancy.
In this paper the new Correspondence Chaining algorithm is proposed, which extends existing dense twoview 3D reconstruction algorithms (see Figure 1a) to a
multi-view reconstruction (see Figure 1b). The result is
a dense 3D model with enhanced precision and reduced
redundancy. The algorithm is evaluated based on three
representative datasets, which are illustrated by exemplary images in Figure 2, in terms of precision, redundancy, runtime and storage consumption.

3

The proposed Correspondence Chaining algorithm extends existing algorithms for dense two-view reconstructions on uncalibrated images to allow for multiview reconstruction. To perform two-view reconstruction, any kind of dense correspondence estimation such
as optical flow, block matching or patch match methods [Har00] is assumed to be provided. Since common implementations of the listed estimation methods
are applied exclusively in a pairwise manner to two
neighbored images Ii and Ii+1 in an image sequence
S = {Ik |k = 1, 2, 3, . . . , n}, multiple partial reconstructions of the objects are obtained, when reconstructing
rigid objects.

The remainder of this paper is organized as follows:
Section 2 gives an overview over related work. Section 3 explains the proposed Correspondence Chaining
algorithm, which extends existing dense two-view 3D
reconstruction algorithms to a multi-view reconstruction. Section 4 evaluates our new method and discusses
its results and limitations. The work is concluded in
Section 5.

2

Initial state: In this work, these results of the dense
two-view estimation serve as input for the Correspondence Chaining algorithm, opting for a unification of
those to one common enhanced 3D reconstruction. The
results of the dense estimation are considered to be represented as disparity matrix Di j between image pairs,
containing for each pixel xi = (ui , vi ) of an image Ii an
estimated disparity vector diu,v to the neighbored image
Ii+1 . This disparity vector holds the estimated horizontal and vertical offsets between the pixels xi and xi+1 ,
whereas xi and xi+1 are supposed to represent identical content of the captured object within their images
Ii and Ii+1 . Commonly, the disparity matrix Di j does
not contain a mapping between all pixels of the images,
since partial occlusions of the scene might occur due
to the shifted point of view between images Ii and Ii+1 .
Depending on the chosen object or scene, the dense estimation might furthermore fail, when it comes to the
matching of untextured image areas or the formation
of view-point dependent specular reflections. The procedure of two-view reconstruction is depicted for one
pixel in Figure 3a. Each correspondence xi → xi+1 is

RELATED WORK

Rumpler et al. [Rum11] compared in their work
two-view against multi-view 3D reconstructions in
terms of accuracy and redundancy. According to
their results a multi-view reconstruction outperforms a
two-view reconstruction by at least one order of magnitude. However, many algorithms in the literature are
two-view reconstructions. Thus there is a demand on
extending existing two-view reconstruction algorithms
to multi-view reconstructions.
When assuming calibrated images the reconstruction
quality can also be enhanced with methods like dynamic programming or belief propagation [Sun03].
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(a) Two-View Reconstruction

(b) Multi-View Reconstruction

Figure 3: Two types of reconstruction for four exemplary images.
then triangulated to one 3D point. The result is a dense
pointcloud of the captured object.
A major drawback of this pairwise estimation approach
is the poor handling of redundant image content, since
several input images contain in general identic scene
content multiple times. Content of a scene, which is
for example contained in m image pairs, will be reconstructed m − 1 times, leading to redundant 3D points
in the resulting reconstruction. While this is neither
memory nor runtime efficient, the angle of the triangulation for one correspondence between neighbored
images is generally narrow, leading to unreliable triangulation results [Har00]. Since the pairwise triangulations are based on the minimum number of required
2D points, the 3D points are not robust against outlier.
Considering more than two 2D points for the triangulation process implies therefore more robust results. To
demonstrate this effect, a pointcloud of the lion dataset
using the two view reconstruction scenario is visualized in Figure 7 (a), whereas the civetta dataset can be
seen in Figure 8 (a) and the temple dataset in Figure 9
(a). Wide parts of the models contain imprecisely reconstructed 3D points, since many points are located in
front or behind the surface of the objects, having obviously a wrong position.

Figure 4: Algorithm of Correspondence Chaining.
initialized with second image and works for every pixel
of the reference image.
A check, whether the pixel is already contained in a
Correspondence Chain is performed. If this check fails,
a new Correspondence Chain, initialized with the actual pixel, is created and the method proceeds with the
new Correspondence Chain. Afterwards the existence
of a correspondence between the actual pixel and the
target image (the next neighboring image), provided by
the dense estimation, is checked. If this is the case,
this correspondence is validated, since the dense correspondence estimation can be imprecise. For the validity check an extended Round Trip Check (eRTC),
which will be detailed subsequently, is applied. The
correspondence is only added to the Correspondence
Chain C, if it passes the validity check. If the validity
check is not passed or if no correspondence was provided, the length of the existing Correspondence Chain
is checked: It is rejected, if it has less than two chain
links, because two is the minimum number of chain
links for a chain. With two or more entries the chain
is marked to be completed. For the next iteration step
the target image is set as reference image and the next
image of the dataset is set as target image.
Iterating over all images of an image sequence S results
commonly in long chains of precise correspondences.
Afterwards each chain can then be triangulated to one
3D point with improved reliability by applying a multiview triangulation step, since the generated chains invariably passed the mentioned validity check (eRTC)
to eliminate outliers. To further increase the precision

Correspondence Chaining: Relying on those results,
we propose the Correspondence Chaining algorithm,
which extends a dense two-view reconstruction to a
multi-view reconstruction, to improve the overall reconstruction quality. Within this algorithm the given
dense estimations between image-pairs are chained iteratively to obtain chains with maximum possible length.
The iterative procedure of Correspondence Chaining is
depicted in Figure 4. The algorithm requires a reference
Image, initialized with first image and a target image,
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(a) Ideal Case

Figure 6: Evaluation of the chain length with Correspondence Chaining. The diagram shows the ratio of a
given chain length with respect to the total number of
3D points.

(b) Real Case

Figure 5: Extended Round Trip Check (eRTC) for five
exemplary images.
of the method, the Correspondence Chaining algorithm
provides a functionality to filter short chains (e.g. with
only two or three chain links), avoiding them to affect
the resulting 3D pointcloud. Within the current work,
chains of length two were removed to not contribute to
the reconstruction.

(un , vn ) in the last image (i = n) to the pixel x1 = (u1 , v1 )
in the first image (i = 1). The result is the correspondence xn → x1 . In the ideal case (see Figure 5a) this
correspondence can also be estimated in the opposite
direction from the pixel x1 = (u1 , v1 ) in the first image (i = 1) to the pixel xn = (un , vn ) in the last image
(i = n). The result is then the correspondence x1 ↔ xn .
However, in praxis the forward and backward dense estimation must not be a bijection (see Figure 5 (b). In
general holds

Vadility check: As mentioned before the proposed
Correspondence Chaining contains a validity check.
This validity check is needed, since the dense estimation is not necessaritly exact and can be imprecise
at some points. A precise correspondence is in this
work considered to map image content given in image Ii to identical image content given in image Ii+1 :

xn = (u, v) → x1

precise

x1 → xn0 = (u+a, v+b), (1)

where a and b are typically small values (e.g. 1 - 2
pixel). While chaining the correspondences, the small
errors a and b accumulate. A disparity d between the
pixel, where the estimation started, and the pixel, where
the estimation in the opposite direction ended, occurs
and this disparity d can be used as a quality measure.
If the maximal disparity d is below a given threshold
(e.g. two pixels), the new chain link passes the validity
check, otherwise not.

xi −−−−→ xi+1 in pixel precision with xi = (ui , vi ) and
xi+1 = (ui+1 , vi+1 ), while for some pixel xi = (ui , vi ) an
imprecise

0
imprecise correspondence is given as xi −−−−−→ xi+1
0
with xi+1 = (ui+1 + ∆ui+1 , vi+1 + ∆vi+1 ). With values
∆ui+1 , ∆vi+1 > 0 image content is not matched correctly
anymore, whereas ∆ holds typically small values in
the order of few pixels such as ∆ = [−2, 2], whereas
extreme outliers (k∆k  2) are also possible. In the
two-view triangulation ∆ui+1 and ∆vi+1 lead of course
to imprecise results, but – as ∆ui+1 and ∆vi+1 are small
– their impact is limited. However, in the Correspondence Chaining the deviations ∆ui+1 and ∆vi+1 can lead
to problems. While chaining the correspondences, the
small deviations ∆ui+1 and ∆vi+1 can accumulate. For
example, for a chain with ten chain links and a constant
deviation ∆ = 2, the estimated chain sums up an error
of 20 pixels. To overcome this issue of accumulating
errors, a validity check is applied. This check detects
imprecision in the dense estimation at a given position
by verifying, whether a new chain link together with the
already existing chain is plausible.
For Correspondence Chaining we propose the new extended Round Trip Check (eRTC) as a validity check.
The eRTC verifies a new chain link cn+1 together with
the already existing chain C = {c1 , . . . , cn } based on a
forward and backward dense estimation, with backward
estimation as estimation from Ii+1 to Ii . The dense estimation with Correspondence Chaining can estimate
a correspondence on a set of images for a pixel xn =
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EVALUATION AND RESULTS

In this Section the Correspondence Chaining algorithm
is evaluated. First is the proposed chaining approach
investigated by inspecting the resulting chain length at
different positions within the 3D model. Furthermore
are the runtime and the storage consumption analysed.
To verify the precision of the reconstructed pointclouds,
a comparison against ground truth data is performed.
Finally, meshes are created from the pointclouds to inspect the details in the reconstructed models.
Since the Correspondence Chaining algorithm extends
an existing two-view reconstruction to a multi-view reconstruction, an exemplary two-view reconstruction algorithm is required for the evaluation. In this paper we
used a estimation method provided by Sony.
Correspondence Chaining: Table 1 and Figure 6 show
the number of generated chains for the lion dataset
listed with respect to their length. The longest chains
are based on more than ten images and are located at
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lion dataset
Without CC CC + eRTC
# Chains of length 2
15,989,224
(706,364)
# Chains of length 3
0
590,325
# Chains of length 4
0
561,709
# Chains of length 5
0
593,856
# Chains of length 6
0
533,260
# Chains of length 7
0
488,775
# Chains of length 8
0
362,480
# Chains of length 9
0
163,219
# Chains of length 10
0
79,074
# Chains of length 11
0
25,944
# Chains of length 12
0
6,757
# Chains of length >12
0
675
Table 1: Evaluation of the chain length with Correspondence Chaining (CC) for the lion dataset with 27 images. The chains of length two are kept out.

lion dataset
Without CC CC + eRTC Deviation
3D Points 15,989,224
3,406,074
- 79%
Filesize
1,163 MB
322 MB
-72%
civetta dataset
Without CC CC + eRTC Deviation
3D Points 17,782,646
3,309,250
- 81%
Filesize
1,361 MB
295 MB
-78%
temple dataset
Without CC CC + eRTC Deviation
3D Points
2,106,557
394,884
- 81%
Filesize
72.7 MB
32.9 MB
-55%
Table 2: Evaluation of number of points and file size
for all datasets with Correspondence Chaining (CC).
lion dataset
Without CC With CC Deviation
Chaining
1m 14s
2m 43s
+120%
Triangulation
8m 10s
2m 43s
-67%
Both
9m 24s
5m 26s
-42%
Table 3: Evaluation of the execution time of Correspondence Chaining (CC) for the lion dataset.

the flank of the lions head, which is visible in a wide
set of images. The majority of chains is based on five to
seven images, whereas only a few 3D points rely only
on three images. These last mentioned points are all
close to a brink, whereas occlusions limit the number
of cameras, which see these points. Chains, which are
based on only two images, are kept out, because they
tend to be unreliable. The chains of a given length for
the civetta dataset and the temple dataset (see Figure
6) are distributed in a similar manner as for the lion
dataset. The temple dataset has by trend longer chains,
since it has almost the double number of input images
compared to both other datasets.

cies of the 3D reconstruction. It outperforms the initial
method in terms of higher storage efficiency and faster
execution time. In Figure 7 (c) the resulting pointcloud of the lion dataset with Correspondence Chaining is depicted. Nearly all imprecisely reconstructed
points are removed in this 3D model, as indicated by
the groundtruth comparison in Figures 7(b) and 7(d).
Overall a reduction of 3D points by 79% was performed, while the surface is still dense in most parts
of the dataset. Small holes within the surface (Figures 7(c)), indicating missing 3D data, are exclusively
limited to the dark parts of the input images, which
are mainly reasoned by the locally concave character
of the object: This does not allow for good illumination and simultaneously excludes the generation of long
chains since those areas are only visible for a few cameras. Finally is the dense estimation not very reliable,
since the image areas do not contain a characteristic
texture for a unique matching. Therefore many pixels in this region are filtered when applying the validity
check. Since the Correspondence Chaining approach
leaves out chains of length two, especially points in
dark areas are affected by this regulation. In Figure 8c
and 9c the resulting pointclouds of the civetta dataset
and the temple dataset with Correspondence Chaining
are depicted. They show similar properties as the lion
dataset. Wrongly reconstructed 3D points are removed
especially around the head of the civetta and between
the pillars of the temple.

Without applying the proposed Correspondence Chaining is each 3D point based on only two images, resulting in chains, which have exclusively a length of
two. The lion dataset containes therefore without Correspondence Chaining 15,989,224 points in the pointcloud (see Table 2). With the proposed algorithm of
Correspondence Chaining the number of points was reduced by 79% to 3,406,074 points, reducing directly the
storage consumption. The pointcloud without Correspondence Chaining needed 1,163 MB, while the new
method needs 322 MB, which is a reduction of 72%.
The application of Correspondence Chaining requires
additional processing time (see Table 3) for the chaining, an increase of 120% from originally 1m 14s to 2m
43s is obtained to set up all matches for triangulation.
However, this calculation time is saved during the triangulation step, because due to Correspondence Chaining
much less points must be triangulated: The execution
time for triangulation is reduced by 67% from 8m 10s
to 2m 43s. In total, the execution time for Correspondence Chaining and triangulation is reduced by 42%,
while running these experiments for the lion dataset on
an Intel Xeon W3565 with 4 cores and 3.2GHz. In
summary the new method of Correspondence Chaining produces fewer 3D points by reducing redundan-
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3D reconstruction quality: In Figures 7(a) and 7c
show the resulting pointclouds of the lion dataset with
and without the proposed Correspondence Chaining approach, indicating the enhanced reconstruction quality.
Without Correspondence Chaining a lot of 3D points
are imprecisely reconstructed, but with Correspondence
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lion dataset
Without CC
With CC
Deviation
Mean Error 0.7018 mm 0.5288 mm
-25%
RMS Error 1.1752 mm 0.7461 mm
-37%
civetta dataset
Without CC
With CC
Deviation
Mean Error 2.5620 mm 1.5470 mm
-40%
RMS Error 4.8428 mm 2.1512 mm
-56%
Table 4: Comparison of the reconstructed pointclouds
of the lion/civetta dataset against the ground truth reconstructions of the Orcam [Köh13] and the laser scanner [Nex] respectively.

two Figures. All wrongly reconstructed 3D points in
front of the surface are coloured red, while correct
reconstructions are shown in green. The mean error
for the lion dataset sums up to ∼ 0.7mm, while for the
civetta dataset a mean error of ∼ 2.6mm is acived. For
the lion dataset we measured a root mean square error
of ∼ 1.2mm and for the civetta dataset of ∼ 4.8mm.
In Figure 7(d) and Figure 8(d) the pointclouds with
Correspondence Chaining of the lion dataset and the
civetta dataset respectively are compared against the
groundtruth data. Much less 3D points are colored red
in these Figures, i.e. 3D points with a big distance to
the ground truth reconstruction are removed. The main
part of the surface is colored green and fits thus to the
ground truth. Only a few 3D points, which are located
in holes or depressions, are colored red, because they
can not be reconstructed precisely. The mean error
of the lion dataset is reduced with Correspondence
Chaining to ∼ 0.5mm, which is a reduction of 25%,
while the root mean square error is reduced by 37%
to ∼ 0.7mm. The mean error of the civetta dataset is
even reduced by 40% and the root mean square error
by 56%. This high reduction of both root mean square
errors is an indicate that especially the points with big
distance to the ground truth are reconstructed with
Correspondence Chaining more precisely.
The temple dataset is taken from the middlebury
datasets (TempleRing) [Sei06] and ground truth data
for a self-made evaluation is not publicly available.
However, from a visual point of view the precision was
enhanced in a similar manner as in both other datasets.
Summarized, Correspondence Chaining reduces the
redundancy of the reconstructed 3D model and the
reconstructed 3D model is in average much more
precise. Especially the 3D points with huge distances
to the ground truth models are removed. In a next step
meshes are created from the reconstructed pointclouds
to verify that details are still preserved in the 3D reconstruction. Details in this context are fine structures in
the surface of the object that is reconstructed.
In Figure 9 the meshes of the reconstructed pointclouds
of the temple dataset without (9b) and with (9d) Correspondence Chaining are depicted. The meshes were
created in an external tool, called MeshLab [Cig08],
by using Poisson meshing (for more details [Kaz06]).
Without Correspondence Chaining the surface is very
rough. The stairs are almost flat, the pillars have a
rough surface and the roof contains nearly no details.
This is due to many imprecisely reconstructed pixels
in the pointcloud, which are flying in front of the
surface and which are considered by Poisson meshing
since this approach is very outlier sensitive. With
Correspondence Chaining (see Figure 9d) the surface
is much smoother. This is due to the removed flying
pixels, but the details are preserved in the mesh. The

Chaining nearly all 3D points are located on the objects
surface. Especially at the edges of the lion without Correspondence Chaining a lot of 3D points are wrongly
reconstructed in front of the surface leading to the unsharp edges. With Correspondence Chaining nearly no
flying 3D points are visible and the edges are sharp.
This comparison can be found in Figure 8 and 9 for
the civetta dataset and the temple dataset. Again both
datasets show similar properties like the lion dataset.
Thus, from a visual point of view the pointcloud with
Correspondence Chaining is much more precisely reconstructed. To verify this enhanced precision a comparison against ground truth data is performed. For
the comparison of the pointclouds against the ground
truth data the one-sided Hausdorff Distance [Ruc96]
was used, which is defined as
sup inf d(x, y).
x∈X y∈Y

(2)

X represents the reference model (generated pointcloud), Y the target model (ground truth), while d(x, y)
holding the distance between 3D points x and y. The
one-sided Hausdorff distance finds for each 3D point in
the generated pointcloud the closest point in the ground
truth model. Since image based 3D reconstructions
are in general only up to scale, an absolute distance
measure cannot be directly estimated.
However,
the size of the reconstruction can be mapped to a
meter-scale by measuring corresponding distances in
the reconstruction and on the real object.
In Table 4 the resulting pointclouds of the lion dataset
and the civetta dataset with and without Correspondence Chaining are compared against ground truth
data. The ground truth data for the lion dataset is
generated by the Orcam [Köh13], which is a very
accurate 3D reconstruction tool with sub-millimeter
precision, while the ground truth data for the civetta
dataset is generated by a laser scanner (NextEngine
3D Scanner HD [Nex]). The bounding box diagonal
of the Lion is around 40cm and of the Civetta 50cm.
In Figure 7(b) and Figure 8(b) the pointclouds without
Correspondence Chaining of the lion dataset and the
civetta dataset respectively are compared against the
groundtruth data. Note the different scales of the
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stairs are clearly visible, the pillars contain also fine
structures and the roof is full of details. We also
created meshes for the lion dataset and the civetta
dataset, but because of the high number of points in the
pointcloud without Correspondence Chaining, around
48GB main memories were needed for meshing. With
Correspondence Chaining around 10GB main memory
were needed for this two datasets only. The results
were similar to the temple dataset.

5

Prof. Guido M. Cortelazzo for the possibility to use his
private Gino Cortelazzo [Cor] collection.
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CONCLUSION

The introduced Correspondence Chaining approach
extends existing two-view reconstruction algorithms
to allow for multi-view reconstruction by chaining
pairwise correspondences between images to long
chains of correspondences. The correctness of the
correspondences is validated using the extended Round
Trip Check (eRTC), which was introduced in this work.
The triangulation of long chains of correspondences is
based on a wide angle and exploiting information from
multiple images leading to an increased reliability of
the 3D points. These claims have been evaluated on
three datasets: the lion dataset, the civetta dataset and
the temple dataset, where the applied Correspondence
Chaining produced a nearly outlier free and precise 3D
reconstruction. In comparison to the dense two-view
reconstruction, the implemented algorithm delivers a
dense multi-view reconstruction with improved precision and reduced redundancies; the enhanced results
are achieved with less storage consumption and faster
computation time. In the comparison with ground truth
data the mean error of the reconstructed pointclouds
was reduced up to a factor of 40%, whereas the root
mean square error was reduced by up to 56%, indicating that especially 3D points with originally large
deviations from the ground truth data are reconstructed
more precisely with Correspondence Chaining. When
applying the Correspondence Chaining algorithm,
the computation time of the involved parts within
reconstruction process (Correspondence Chaining and
triangulation) was reduced by up to 42%, while file
size of the reconstructed 3D models was decreased by
up to 78%. The proposed Correspondence Chaining
algorithm is applicable with every kind of dense estimation algorithm between image-pairs and is a starting
point for further processing steps of the datasets, which
rely on consistent and precisely reconstructed models.
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(a)

(b)

(c)

(d)

Figure 7: Reconstruction results for the lion dataset (27 images) accompanied by color-encoded comparisons to
the corresponding groundtruth: Without (a,b) and with (c,d) the proposed Correspondence Chaining algorithm.

(a)

(b)

(c)

(d)

Figure 8: Reconstruction results for the civetta dataset (28 images) accompanied by color-encoded comparisons
to the corresponding groundtruth: Without (a,b) and with (c,d) the proposed Correspondence Chaining algorithm.

(a)

(b)

(c)

(d)

Figure 9: Reconstruction results for the temple dataset (47 images) accompanied by visualizations of polygon
meshes created on the basis of the pointclouds: Without (a,b) and with (c,d) the proposed Correspondence Chaining
algorithm.
Communication Papers Proceedings

64

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

Interactive Guidance and Navigation for Facilitating
Image-Based 3D Modeling
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ABSTRACT
Here we present an interactive guidance and navigation system that assists user in acquiring pictures for image
based 3D modeling. To reconstruct an object’s 3D model, user follows our instruction to take a set of images for
an object in different angles, we calculate their relative viewing positions and spare point cloud data using
structure from motion technique. After we obtain sufficient number of images, we use Patch-based Multi-View
Stereo (PMVS) [1] software to generate dense point cloud data. When displaying dense point cloud, we provide
user an interface to eliminate those noise data points yielded from background construction or re-projection
errors. Afterwards we reconstruct surface mesh as output. Our system provides informative message for failures
while calculating camera poses and helps user how to resolve those problems. Furthermore, we assess the quality
of camera poses reconstruction and generated point cloud to reveal the lack of angles for captured images and
guide user to remedy those information.

Keywords
Image based modeling, 3D reconstruction, User interface, Point cloud, Structure from motion.
and tripod, to maintain the consistency of features
and geometry, it is not suitable for condition like in
an outdoor environment or for objects of heavy
weight. Therefore, the goal of our interactive
guidance and navigation system is to let user shoot
around objects using handheld camera, ensuring
input images are sufficiently surrounded the object
and each image’s camera parameters can be
calculated so as to guarantee 3D model can be
successfully reconstructed.

1. INTRODUCTION
More and more applications, such as movies, games,
or 3D printers, need plenty of realistic 3D models.
Therefore, many image based modeling systems have
been proposed by previous research and also have
significant results that can provide sufficient 3D
object information. For ordinary users who are not
familiar with modeling, they may have difficulty in
getting a complete image set for reconstruction due
to lack of knowledge and experience. Sometimes,
like in travelling or shopping, it is costly to reacquire that complete information. For this reason,
we aim to build an interactive system that guides user
to get a proper image set that can be contributed to a
successful 3D reconstruction.

2. RELATED WORK
Traditionally, 3D models are generated manually that
requires specific skill thus putting up barriers for
ordinary users. There are several ways to generate
realistic 3D models automatically such as using a
laser scan device or image based modeling technique;
the former can provide very accurate 3D data but
those devices are usually expensive; the latter only
needs a camera for input so that it is affordable for
ordinary users. In recent years, many approaches
have been proposed to image based modeling. In this
section we describe prior works of image based
modeling (Section 2.1) and interactive modeling
(Section 2.2).

In general, we can use images and their relative
captured position data to calculate a point’s 3D
location in real world. That means reconstruction of
an object’s 3D model not only requires the image set
surrounding the object, but also the camera
parameters data for each image. One of the prior
researches, called Structure from Motion (SfM), can
estimate camera parameters from the same feature
point in different images; it extracts and matches
feature points from each image, then it uses those
feature points to estimate object’s motion and
structure. While SfM tracks feature points in each
image, it may fail to match feature points if angle,
distance, or luminance has huge difference between
images. Even though feature points are matched, it
still may fail to estimate object’s motion and
structure if there is poor geometry consistency.
Although we can use some devices, like a turntable
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2.1 Image based modeling
The information of relative position or camera
parameters in each image was indispensable. There
are several ways to get such information, which is
called
“camera
calibration”.
Baumberg et al. [2] presented a commercial software
solution to 3D scanning. They used a calibration
target for camera calibration. Because the
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relationships of calibration pattern are already known,
it can be used to estimate cameras position. After
estimating cameras position, they used “shape from
silhouettes” approach to reconstruct object’s 3D
model so that their system can handle untextured or
reflective objects and uncontrolled lighting. Using
calibration target can easily estimate cameras
position but it limits objects scale. In other words,
objects must be smaller than calibration target that is
able to place on it. Hua and Liu [3] introduced an
approach for 3D surface reconstruction from two
uncalibrated views. They used feature points (i.e.,
corners) matching between two images to estimate
fundamental matrix and computed camera parameters.
Subsequently they used camera parameters to
compute projection matrix and reconstructed 3D
structure. Because they only use corners as feature,
their approach can only reconstruct the polyhedron
object. Furthermore, they did not propose multi-view
solution, implying that their approach may fail to
reconstruct multi-images. Liu et al. [4] developed a
multicamera 3D studio to capture multiview video
and proposed a reconstruction algorithm. Their
algorithm can overcome occlusion, noise, textureless
problem and reconstruct a free-viewpoint video, but
their system used twenty cameras placing in a dome
region that is unfit for ordinary users. Snavely et al.
[5] presented structure from motion (SfM) and an
image based rendering algorithm which is able to
reconstruct numerous well-known world site scenes.
They detected and matched the same SIFT feature in
different images, then used those feature points to
reconstruct cameras and sparse geometry. Other
works also used SfM to reconstruct camera
parameters and sparse 3D point cloud, and used
several ways to refine [6, 7] or reconstruct 3D scenes
[8-11]. Kim et al. [11] proposed an instant
reconstruction of 3D surface. They selected reference
and target image, then integrated and refined 3D
triangular patch. On the other hand, some research
used low-cost and easy-to-use consumer depth
cameras like Kinect to digitalize 3D objects [12].

video camera with three keyboard keys as interaction
devices for modeling and tracking. Using camera
movement and keyboard click in correct position,
user draws a line stroke in video image then
constructs a polyhedral model. Their system focuses
on polyhedral scenes so it cannot reconstruct
complex objects. K. Kim et al. [15] proposed a realtime solution for modeling and tracking. User defines
a planar facet and extends site to create the 3D model,
and system automatically fits the facet edges to the
image contour to refine the control points. Through
this way, they can build polygonal prisms and
cylinders model. Their system can immediately build
various models but the models must be polygonal or
circular-based. L. Quan et al. [16] proposed a semiautomatic technique for modeling plants directly
from images. This technique not only used SfM for
modeling, but also extracted and reconstructed leaf
and branch structure via plant’s physical presence.
They used the similarity of plants to generate leaf and
branch, this method specifically suits for plants but
not suits for other object. K. Fudono et al. [17]
proposed an interactive 3D modeling interface that
indicates camera movement and displays preview of
reconstruction result. They used marker sheet to
estimate camera position and posture, then used
shape from silhouette method to reconstruct 3D
model. Furthermore, they initialized a voxel model
placed on the center of the marker sheet and
computed colored and uncolored voxels for
determining and indicating best view position.
Because they used shape from silhouette method, the
base color of marker sheet, region of table, and the
region of wall surface have to be of the same color,
those restrictions limit the flexibility of modeling. Q.
Pan et al. [18] demonstrated an augmented reality
guidance method guiding the user in an interactive
modeling process based on ProFORMA [19]. First,
they used bundle adjustment to create point cloud,
then converted points into a mesh through a
Delaunay tetrahedralisation. Second, they assumed
an icosahedron placed at its center of mass and
calculated each face’s uncertainty score. High
viewpoint’s uncertainty scores represent orientations
which should be visited, whereas low viewpoint’s
scores represent orientations from which there is
already a lot of information. Using the score and
augmented arrow guide users to rotate the object for
providing new information. When in modeling, their
system needs user to rotate the object in front of a
stationary camera. However, sometimes the object
cannot be rotated, so that our system needs user to
capture images around object instead of rotating the
object. H. Du et al. [20] utilized Kinect style
consumer depth cameras to scan personal spaces into
3D models. They used SIFT feature and depth
information to indoor 3D mapping. When matching
failures, their system will “Rewind and Resume”.

H. M. Nguyen et al. [13] evaluated the most
promising 3D reconstruction software packages.
Their evaluation shows that in deficient images
condition using correspondence-based approaches is
better than silhouette-based methods. Their
evaluation also shows that minimum number of input
images is twelve, and the number of input images for
good details is greater than or equal to twenty.
2.2 Interactive modeling
There are many methods that can generate 3D model
using only 2D images. However, the result of
reconstructed model depends on the input images.
Therefore, there is other research for interactive
modeling system. G. Simon [14] described a pure
image based modeling system. Their system used
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That is the system will pause the mapping process,
and wait for a new frame that can be successfully
registered. Moreover, they considered a bounding
box that contains the currently reconstructed point
cloud. Using 3D grid voxels to represent inside of the
bounding box and classify voxels into one of the
three categories: occupied (Red), empty (Green), and
unknown (Blue), that can assist users in finding
uncaptured areas. User’s goal is then to paint all
areas in either green or red by exploring the 3D space.
Since the consumer depth cameras have not been
widely available for every user and it does not suit
for outdoor environments, we want to build a
modeling system which solely uses hand-held
cameras for modeling.

determine those conditions and guide user to fix
those problems. So the goal of our system is guiding
user to get sufficient information for modeling, i.e.,
input image set not only has to successfully estimate
CP but also has to have surrounded object
sufficiently. For this reason we designed an acquiring
process that takes images captured from user as input,
and interactive guides user where needs to take next
image. At the same time, system estimates image’s
camera parameters between each image and
evaluates input image set to see whether it is
sufficient for reconstructing the entire 3D model. Our
system flowchart is shown in Figure 1. The rest of
the section describes the factors that affect estimation
of CP and failure handling. Furthermore, in some
application like augmented reality, we desire to know
the size of a model in real world, which means we
have to know the transformations from real world to
virtual 3D space and the transformations are
described as well.

3. APPROACHES
When modeling an object from images, it first needs
to know each image’s camera parameters (CP), then
uses images and their corresponding camera
parameters to generate 3D model. In our experiments,
we used “Bundler” [21] to estimate CP and made
some modification to suit for our system. Bundler is
a structure from motion system for unordered image
collections; it takes a set of images, image features,
and image matches as input then produces a 3D
reconstruction of camera and (sparse) scene
geometry as output. In our system we sequentially
guide user to take images input, the new input images
will only relate to those images which is nearby. For
this reason we made some modification: when
matching feature points from an image pair, rather
than match all images pairs, system only matches
those images pairs which differ from previous
azimuth angle by an amount smaller than or equal to
45˚; that is, given two images and their previous
azimuth angles 𝜙𝜙𝑖𝑖 , 𝜙𝜙𝑗𝑗 , system only matches those
images which have �(𝜙𝜙𝑖𝑖 − 𝜙𝜙𝑗𝑗 )� ≤ 45° . After
inputting new captured images (including the initial
two images), we use an expected azimuth angle, i.e.,
the place where system expects user to capture image
of the object, since there does not have any
information. This modification to Bundler not only
saves the execution time of matching features, but
also solves the problem of estimating wrong position
in input images having similar pattern. When object
has similar pattern in different face, Bundler will
mistakenly consider those images were shot from the
same face because they have similar SIFT features.

Start
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Successful
Estimate CP
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o
Discard Image
and
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Figure 1. System flowchart.
3.1 Factor affecting estimation
In our experiments we found two common conditions
that caused failure for estimating CP: 1) far distance
between existing image set and new input image, and
2) poor existing geometry (Figure 2). When inputting
a new image, system will find the existing feature
points which can be matched by new image then
estimate CP. If existing image set and new image
have a far distance, it fails to estimate CP because
new image can only be matched few feature points in
existing geometry; on the other hand, if existing
geometry only has few feature points, even if the new

While SfM estimating CP, it may fail to estimate due
to reason like new image is too far from previous
images, lack of feature or blurred. Without CP, it is
impossible to reconstruct object’s 3D model even
though it has depth information generated from depth
sensors like Kinect. However, even if it can
successful estimate CP, it may still compute wrong
CP due to similar feature or mis-matching (false
positive). For this reason, system must have ability to
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the expected azimuth angle is more than 60˚, then we
consider it is a position error since we only match
those images which differ from previous azimuth
angle by an amount smaller than or equal to 45˚.
Note that we do not examine whether user moves
forward or backward in this step, i.e., even though
user takes a shot backward, this image is still useful
for modeling as long as this image can be contributed
to successfully estimate CP.

image is close to existing image set, only few feature
points can be seen so that it still fails to estimate CP.
Existing 3D
geometry

Existing image set

New input
image

(a)

Existing 3D
geometry

Existing 3D
geometry
New input
image

Existing image set

(b)

Before system evaluates the sufficiency of existing
information and calculates hint while guiding user, it
needs to define the virtual space coordinates. That is
because CP is described as a relative position in each
camera, it lacks information of object center, the
direction of x, y, z axis, and azimuth angle. In our
experiments we averaged center of mass and user
focus point as object center. User focus point is the
intersection points of all images’ normal vectors.
After defining object center, we want to know the
axis directions. We used regression plane as a
horizontal plane to define the z-axis direction, and
used the direction from origin to first image as x-axis
direction. Regression plane is a plane minimizing the
sum of distance from plane to every image. We also
added a weighted object center to prevent the plane
tending to images.

Existing 3D
geometry
New input
image
New input
image

Existing image set

(c)

Existing image set

(d)

Figure 2. The relationship between existing
information and new input image; Red points
represent points that can be seen in the new input
image; (a) Rich 3D geometry and near distance case;
(b) Rich 3D geometry and far distance case; (c) Poor
geometry and near distance case; (d) Poor geometry
and far distance case.
In experiments we found that 1) if existing geometry
had rich amount of feature points but new input
image was far from existing images, it failed to
estimate the new input image’s CP; on the other hand,
2) if existing geometry only had few feature points
but new image was close to existing images, it not
only failed to estimate the new input image’s CP, but
also failed to estimate the closest images’ CP.
Because when Bundler optimizes CP it will detect
and remove outlier points, and there are only few
points in existing geometry so that the close image is
likely to be removed after re-running the
optimization. In case 1), system simply guides user to
re-shoot close to existing images; in case 2), system
detects where needs to replenish points by finding the
local farthest distance, then guides user to move
backward to re-shoot at that position. Note that if
both of those conditions cause failure to estimate CP,
system will only guide user to shoot close to existing
images since we do not know where user last time
shot this image.

Now system can evaluate existing information, Q.
Pan et al. [18] used a viewpoint uncertainty
icosahedron to score and display existing information.
The uncertainty scores were calculated using surface
triangles and cameras orientation. Here we made
some modification in our system: instead of using
uncertainty scores, we used “certainty scores” which
are high certainty scores representing the certain face
already has a lot of information and low certainty
scores representing the orientation which needs to be
visited. We used points and cameras’ orientations to
calculate certainty scores. Here we made two
modifications because our system did not have
surface triangles to estimate unseen faces.
Furthermore, we let icosahedron to “stand alone zaxis”, that is, there are ten faces surrounded z-axis
and other ten faces are above/below the top/bottom,
because we consider the horizontal direction is more
important than other directions.
After calculating the certainty score, it can simply
use certainty scores to guide user to move to the face
which is lack of information. But if the face is too far
for existing image set, it will fail to estimate CP since
there has no matched feature points. Even though it
can successfully estimate CP, it is inconvenient for
users because system may guide users to change
moving direction rather frequently. Therefore our
system has two types of hint: horizontal hint and
replenish hint. System initially guides user to move
around the object horizontally since we consider the
horizontal is more important than others and it also

After system successfully estimates CP, we examine
the new input image to see whether it is at expected
position. For this we perform three examinations:
backward to the object examination, upside down
examination, and different from hint position
examination. When user takes a picture of object, he
or she must face the object and hold camera upright.
If estimated position is backward to the object or
upside down, it must be a wrong position and system
should reject this image. Furthermore, if the
difference between new image’s azimuth angle and
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provides convenience and consistency. After the
horizontal direction moving is finished, system
calculates replenish hint that guides user to complete
insufficient information using certainty score.

with an Intel Core i7-2600 with 8GB of main
memory. Images were captured by Canon EOS 400D
with Canon EF-S 18-55mm f/3.5-5.6 Lens. The
following subsections describe the details.

3.2 Geometry verification

4.1 Image acquirement and modeling

After acquiring sufficient amount of images and
computing their CP, user can reconstruct dense 3D
geometry using PMVS [1]. In our experiments, the
result of PMVS often generated noise points due to
table’s surface texture, background or reprojection
error. We provide multiple user interfaces for user to
clean out those noise points: delete plane,
delete/preserve polygon, and delete cube. After user
finished cleaning process, he or she can reconstruct
mesh and mapping surface texture from images. We
use “Fourier surface reconstruction [22]” to
reconstruct surface mesh because it is robust to
noises and tends to outperform other methods in [23].
Since our work focuses on acquiring sufficient
images for modeling, we do not further exploit other
methods to refine or replenish the mesh.

We tested several objects including those have
similar pattern, non-uniform shape, partially lack of
feature. The objects we tested are shown in Figure 3.
Table 1 shows the detailed information of input
images and the results. In our experiments, all input
images’ resolution is 2816 x 1880.

Figure 3. Testing objects; from left to right is Asahi,
Dinosaur, Penguin, and Gouf.
Table 1. Input images’ information.

3.3 Size estimation
When modeling an object, it involves series of
transformations from real world to virtual 3D space:
camera projects the lights from real world to sensor
that transforms world coordinates to sensor
coordinates, sensor transforms the lights to digital
image that transforms sensor coordinates to image
coordinates, and image based modeling technique
transforms 2D images to 3D model that transforms
image coordinates to virtual 3D coordinates. The
corresponding equation can be written as:
𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅(𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝 )
𝑅𝑅𝑅𝑅𝑅𝑅𝑅𝑅 𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊𝑊(𝑚𝑚𝑚𝑚 ) × 𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀𝑀 ×
𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆 𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆(𝑚𝑚𝑚𝑚 )

×

𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼𝐼 𝑡𝑡𝑡𝑡 𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶𝐶 (𝑢𝑢𝑢𝑢𝑢𝑢𝑢𝑢
𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹𝐹 𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿𝐿 ℎ (𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝𝑝

)

)

= 𝑉𝑉𝑉𝑉𝑉𝑉𝑉𝑉𝑉𝑉𝑉𝑉𝑉𝑉 𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆𝑆(𝑢𝑢𝑢𝑢𝑢𝑢𝑢𝑢 )

(1)

The magnification ratio depends on the distance from
camera to object and the focal length; the unit is unit
length in OpenGL. When bundler estimates CP, it
uses focal length (in pixel) of initial image to set as
the distance from initial image to object, then
projects image’s feature points into virtual space. For
Equation 1, we use “jhead” [24] to get image’s EXIF
(Exchangeable Image File format) information which
includes resolution, sensor size, focal length, and
distance, then use focal length and distance to
estimate magnification ratio value. Since we have the
corresponding equation, we can approximate the
scale of object in real world. We provide user an
interface to select two points on the screen, system
automatically calculates using Equation 1 then
outputs the result.

Dinosaur

Penguin

Gouf

Total input
(#images)

35

45

39

73

Successful
estimation
(#images)

29

34

31

59

Far distance
(#images)

6

11

8

14

Lack of
geometry
(#images)

1

0

0

1

Average
features
(#points)

7,581

6,277

7,742

2,101

Reconstructed
points
(#points)

458,239

243,319

311,251

321,965

Points after
cleaning
(#points)

423,026

180,385

295,024

258,463

Vertices of
mesh
(#vertices)

557,781

172,272

589,152

223,810

1,113,920

344,540

1,178,272

447,572

Face of mesh
(#faces)

Asahi: Asahi is an ideal object for testing horizontal
hint because its shape is a simple cylinder with rich
features, it also has a similar pattern between 180
˚;
but it has poor features at top face so that it was
frequently failed to estimate CP on replenish hint. It
has three failures in horizontal moving because that
is impossible for user moves to instructed position
rather precisely. Figure 4 (a) shows our system can
effectively guide user to capture images. The result

4. EXPERIMENTS
We have implemented our interactive guidance and
navigation for image based modeling. All
experiments were run on a PC running Windows 7
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also shows our system can successfully estimate CP
from the object which has a similar pattern. The
result after performing PMVS is shown in Figure 5
(a), and the triangle mesh after performing Fourier
surface reconstruction [22] is shown in Figure 5 (e).
(a)

Dinosaur: Dinosaur is a complex object with various
surface textures and rich features; it is suitable for
testing system’s error toleration and flexibility since
it has a non-uniform shape, i.e., it needs to be shot
densely in both front and rear side, otherwise it
cannot estimate CP. As shown in Figure 4 (b), we
notice failures are all gathering at front and rear side
where it has narrow shape with less features. When
failed to estimate CP, system guides user to shoot
closer by decreasing hint’s azimuth angle, related
distance, and the length of direction arrow and letting
user rapidly find appropriate position. The result after
performing PMVS is shown in Figure 5 (b), and the
triangle mesh after performing Fourier surface
reconstruction is shown in Figure 5 (f).

(a)

(c)

(b)

(e)

(f)

(c)

(g)

(d)

(h)

Figure 5. Dense geometry and triangle mesh of (a)(e)
Asahi; (b)(f) Dinosaur; (c)(g) Penguin; (d)(h) Gouf.

Far distance

Gouf: Gouf is a complex object too. Unlike Dinosaur,
Gouf does not have various surface texture so that it
has less feature points than Dinosaur’s. The
characteristic is that it has a frame for standing upper
table so that it can capture images below horizontal
line. In this object, there have forty-two images for
replenish that is more than other objects; not only
because it can be shot below horizontal, but also it is
an lanky object so that it needs to be taken more
images from horizontal to replenish target. The result
after performing PMVS is shown in Figure 5 (d), and
the triangle mesh after performing Fourier surface
reconstruction is shown in Figure 5 (h).

Lack geometry

4.2 Size estimation
To test the accuracy of our size estimation, we placed
a ruler next to objects and modeling objects using
turntable and tripod, then measured the ruler after
performing PMVS to generate dense 3D geometry.
We measured the reconstructed ruler per centimeter
ten times, then averaged the results for reducing
measurement
error.
As
shown
in
Table 2, the result shows our system can reasonably
estimate object’s size. The average accuracy of size
estimate is 86.8%. The Coca-Cola 1 and Coca-Cola 2
are the same object in different distance and altitude
so that they have different accuracy. Since the
distance, focal length, altitude etc. will affect the
accuracy, here we tested the relation between
distance and focal length; we first fixed the distance
between camera and object to test the effect of focal
length, then fixed focal length to test the effect of
distance.

(d)

Figure 4. The estimated CP position of (a) Asahi; (b)
Dinosaur; (c) Penguin; (d) Gouf. The arrow points
out where the errors accrue.
Penguin: Penguin is an object which has nonuniform features; it has rich features at middle
around object and poor features on upper/lower side.
In this object, there are five failures in replenish since
it has poor features on upper side. Figure 4 (c) shows
failures are all gathering at both sides of the wings
where it has less features. Even though the object is
partially lack of features, our system still successfully
estimated CP; as shown in Figure 5 (c), it did not
generate 3D points on upper and lower side because
PMVS is not suitable for smooth surface. Since we
have images’ CP, it can use other algorithm, like
shape from silhouettes or voxel coloring, to generate
3D geometry. The triangle mesh after performing
Fourier surface reconstruction is shown in Figure 5 (g).
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(b)

Table 3 shows that the focal length has a small effect
to size estimation’s accuracy, but the distance
between camera and object has a significant effect to
accuracy. Since Bundler, PMVS and our work all use
pinhole camera model for estimation, there have a
discrepancy between pinhole camera and real camera
that cause inaccurate size estimation; furthermore,
size estimation also involves viewpoint of camera,
CCD/CMOS size, camera parameters estimation,
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modeling algorithm etc., we think it has room for
improvement in the future.

displaying existing information, then use octree to
divide space for calculating the density of points as
score value for providing more precise prediction of
appropriate position where user needs to capture
more images.

Table 2. Result of size estimation; “Object’s Height”
is measure by ruler in real world; red font number
indicates the maximum of average error; green font
number indicates the minimum of average error.
Distance Focal Length

Object’s
Height

Accuracy
(per
centimeter)

Asahi

0.46m

55mm

122.48mm

88.1%

Dinosaur

0.77m

55mm

143.59mm

92.4%

Penguin 1

0.35m

55mm

94.92mm

81.3%

Gouf

0.59m

41mm

195.64mm

92.3%

CocaCola 1

0.35m

38mm

116.68mm

74.5%

CocaCola 2

0.27m

37mm

116.68mm

97.0%
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ABSTRACT
This paper presents a novel system for 3D scene reconstruction and obstacle detection for visually impaired people,
which is based on Microsoft Kinect. From the depth image of Kinect a 3D point cloud is calculated. By using both,
the depth image and the point cloud a gradient and RANSAC based plane segmentation algorithm is applied. After
the segmentation the planes are combined to objects based on their intersecting edges. For each object a cuboid
shaped bounding box is calculated. Based on experiments the accuracy of the presented system is evaluated. The
achieved accuracy is in the range of few centimeters and thus sufficient for obstacle detection. Besides, the paper
gives an overview about already existing navigation aids for visually impaired people and the presented system is
compared to a state of the art system.

Keywords
3D scene reconstruction, electronic travel aid, Microsoft Kinect, obstacle detection, RANSAC plane segmentation,
visually impaired

1

INTRODUCTION

tinuous tracking of the position within a given map).
PLDs are used for positioning (e.g. GPS) and thus often are applied within an EOA.

For safe traveling in known and unknown environments
blind as well as visually impaired people depend on
travel assistance devices. Until now the white cane and
the guide dog are the most popular ones. Nevertheless,
both the white cane and the dog are not able to detect
suspended objects, which are hanging at head height
in front of the visually impaired person. Besides, the
range, especially of a white cane, is limited to one to
two meters and a dog often cannot be used indoor. Alternatively, or supportive to these conventional devices,
electronic navigation devices can be used. In this paper we are especially interested in so called electronic
travel aids (ETAs), which are devices that do not require
any additional infrastructure like GPS and man-made
landmarks or prior knowledge about the environment.
Other systems can be categorized in electronic orientation aids (EOAs) and position locator devices (PLDs).
EOAs provide information to reach a certain destination. This can be offline information (e.g. the floor plan
of a building) as well as online information (e.g. a con-

The main goal of an ETA is to warn a visually impaired
person about upcoming obstacles and impart perception of her or his surroundings. Even though there exist
plenty of assistance devices, most of them are not well
accepted by the community of the blind and visually
impaired. Most of the existing ETAs warn the user only
about obstacles right in front of her or him but do not
give any further perception about the person’s environment. Other camera based systems try to impart perception of the scene but tend to overwhelm the user’s
senses by conveying redundant information. Section 2
gives a short overview about existing systems and research projects.
The idea of this paper is to develop a system which
records the blind person’s environment and reduces the
recording to a minimum amount of significant information. To record the environment Microsoft Kinect is
used. The advantages of Kinect compared to other camera systems is its low price as well as the extensive software development kit (SDK). Thus, Kinect gives the
ability to develop a low priced prototype system without a long familiarization period, making it ideal for
rapid prototyping.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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Based on the depth image of Kinect, an algorithm is developed which detects obstacles in a scene and models
them by a small number of cuboid objects. The infor-
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mation needed to describe these cuboids easily can be
modulated onto stereo audio signals for example.

on a time-of-flight (TOF) line scan camera. The camera scans a horizontal plane in front of the blind user
and transforms it into stereo audio signals. One big advantage of this system is the long range of about 15 m.

Although the algorithm is developed based on the depth
image captured by Kinect, it can be applied to any other
depth images. Thus, the presented system is ideal to
verify the feasibility of the proposed idea and the presented algorithm easily can be combined with other
depth camera systems, e.g. a stereo camera system or a
plenoptic camera included in glasses.

Other ultrasonic based systems are NavBelt and GuideCane developed by Shoval et al. [Sho03a]. Both systems are based on the same ultrasonic sensors, which
scan the surroundings. In the NavBelt system the sensors are attached to a belt, which is carried by the user.
GuideCane is a small vehicle at the end of a long cane
on which the sensors are arranged. Based on the sensor data, signal processing algorithms calculate a safety
path in traveling direction. In the NavBelt system, the
user is informed about the safety path by audio signals,
while GuideCane steers into the direction of this path.
One big disadvantage of GuideCane is that the system
is not able to pass or detect steps.

The presented algorithm first performs a plane segmentation. This segmentation is a combination of a gradient based 2D image segmentation and a random sample consensus (RANSAC) based plane segmentation
[Fis81a], which is applied to the 3D point cloud. The
plane segmentation will be described in Section 3. The
second step of the algorithm is the object modeling and
thus the reconstruction of the recorded scene. This approach is based on finding intersecting edges between
neighboring plane segments. The object modeling will
be presented in Section 4. In Section 5 the algorithm is
analyzed based on its accuracy and Section 6 shows the
results of the system applied in test environments. Section 7 compares our system to a state of the art system
[Rod12a] and Section 8 draws conclusions.

2

Other ultrasonic systems, like the project of Cardin et
al. [Car05a] use tactile feedback to transmit the sensor’s
information.
More sophisticated than systems based on distance sensors are camera based systems. These systems try to
convey perception of the users environment instead of
just cautioning against upcoming obstacles. One commercially available system is vOICe [vOI13a]. Here
the image of a camera, which is arranged in glasses, is
transformed into spatial audio signals. These signals
are presented to the user by headphones. GonzalezMora et al. focus on a similar idea. In [Gon06a] a
system is described which uses Head Related Transfer
Functions (HRTFs) to modulate audio signals with the
image information. Even though these systems show
promising results, interpreting those signals involves a
long lasting training period. Besides, the often very
sensitive aural sense of blinds cannot be used for other
tasks. Thus, other systems try to reduce the camera data
to a small amount of significant information before it is
transmitted to the user. Dakopoulos for example describes in his PhD-thesis a prototype system [Dak09a]
that uses a binocular stereo camera to receive a depth
image of the scene in front of the user. The depth image is reduced to a resolution of 4 pixel × 4 pixel. This
depth information is presented to the user by a 4 × 4
vibration motor array, which is attached to her or his
stomach.

STATE OF THE ART

This section gives an overview about already existing ETA systems. Beside some commercially available tools, there exists a variety of research activities focusing on ETAs. In [Dak10a] Dakopoulos and
Bourbakis give a good overview about already existing
ETAs, as well as research activities in this field. Manduchi and Coughlan [Man12a] present a more general
overview about electronic assisting devices for blind
people. Most of the commercially available systems
rely on distance sensors for detecting obstacles within
the surroundings of a blind person. K-Sonar [Zab06a]
for example is a tool which uses ultrasonic sensors to
perceive obstacles in front of the user. The received information is conveyed to the user by stereo headphones.
K-Sonar either can be used as hand held device or can
be mounted on a long cane. A similar system as KSonar is the Laser Long Cane [Rit01a, Rit02a] from
Vistac GmbH [Vis13a]. In this system laser distance
sensors are attached to a long cane. The sensors monitor the area in front of the user on upper body height.
The system warns the user by vibrations in the sensor
device about obstacles.

Saez Martinez and Escolano Ruiz also work on a stereo
camera based system for obstacle detection [Sae08a].
Here, algorithms are used to combine sequences of
depth images to a 3D-map. For obstacle detection
the user’s motion is estimated based on the image sequences and thus obstacles in travel direction are detected. However, the system only warns the user about
upcoming obstacles and does not use the image information for scene percipience.

Beside these commercially available products, there exist various research projects, which are focusing on distance sensor based ETAs. Manduchi and Yuan are developing a system for detecting steps using laser distance sensors [Yua04a, Yua05a]. Dunai et al. work on
a system called CASBliP [Dun12a]. This tool is based
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After calculating the gradient vector ~g(XI ), it is filtered
by a median filter. The median filter reduces the number
of outlying values caused by interpolation artifacts and
quantization errors.

Rodriguez et al. describe another stereo camera based
system [Rod12a]. A short description of this approach
is given during the comparison in Section 7.
Most of the camera based systems developed so far
mainly focus on detecting obstacles with more or less
high spatial resolution. Thus, they can prevent the user
from being overwhelmed by a huge amount of data. But
thereby they also reduce very much the conveyed information. We in contrast are interested in remodeling the
recorded scene. This later will give us the opportunity
to classify the remodeled objects. For example by classifying a number of steps as a stairway, which otherwise
would be considered as an insuperable obstacle. Thus,
we can provide to the user a high amount of information
with limited amount of data.

3

For segmentation each pixel is compared with each of
its four neighboring pixels. Two neighboring pixels XiI
and XIj are assigned to the same segment if the following two conditions are satisfied:
1. The norm of the difference vector ∆g between ~g(XiI )
and ~g(XIj ) has to be below a threshold Tg .
 

(2)
∆g = ~g XiI −~g XIj
2. The difference ∆d between the real depth value
ˆ j ) at the
d(XIj ) and the estimated depth value d(X
I
position XIj has to be below a threshold Td .
 
 
(3)
∆d = d XIj − dˆ XIj
!
 

T x j − xIi
(4)
dˆ XIj = d XiI +~g XiI · Ij
yI − yiI

DEPTH IMAGE PLANE SEGMENTATION

A pixel in the depth image is defined by its 2D image
coordinates xI and yI and will be denoted by the vector
XI = (xI , yI )T in this paper. Each pixel contains a depth
value d, which represents the distance to the corresponding object point. In the following the depth value
for a pixel XI will be denoted by d(XI ) or d(xI , yI ).

3.2

The 3D world coordinate system is defined based on
the orientation and position of Kinect. A point in the
world coordinate system is defined by the coordinates
xW , yW , and zW and will be denoted by the vector XW =
(xW , yW , zW )T . All three coordinates (xW , yW , and zW )
have the unit centimeter.

3.1

As already mentioned above, the RANSAC algorithm
will be performed based on a set of 3D points in world
coordinates. Thus, each pixel in the depth image XI has
to be transformed into a 3D point in world coordinates
XW . This is done based on the transformation matrix
A, which is a 4 × 4 matrix defined in eq. (5). The transformation defined by A is a combination of a rotation, a
translation and the central projection performed by the
camera. To describe the non-linear central projection by
a system of linear equations the homogeneous component k has to be introduced as a fourth dimension. For
the given definition it is considered that the unit vector
of the depth component ~ed is orthogonal to the image
plane but independent of the homogenous component k
as given in eq. (5).


 
k · xI
xW
k · yI 
yW 


 
 d  = A · zW 
k
1
  

a11 a12 a13 a14
xW
a21 a22 a23 a24  yW 
  
=
a31 a32 a33 a34  · zW  (5)
a41 a42 a43 1
1

Gradient based depth image segmentation

The gradient based depth image segmentation is used
to perform a rough preprocessing, which reduces false
segmentation during the RANSAC algorithm. Besides,
the gradient based algorithm is very sensitive in detecting small steps, which could be disregarded by the
RANSAC algorithm. To perform the algorithm, out of
the depth image d(XI ), its gradient vector ~g(XI ) is calculated. The gradient vector ~g(XI ) can be calculated
based on any common gradient filter (e.g. Sobel or
Canny operator). For the experiments presented in Sections 5 and 6 the gradient vector ~g(XI ) is defined as
given in eq. (1). This gradient definition is very sensitive on small edges and steps since no low pass filtering
is applied to the depth image. Compared to the Sobel
and Canny operator the computation time of the filter
in eq. (1) is very low. Besides, the calculated gradient
does not have to be very accurate since after the gradient based segmentation the RANSAC algorithm performs an accurate plane segmentation.


d(xI + 1, yI ) − d(xI , yI )
~g(XI ) =
(1)
d(xI , yI + 1) − d(xI , yI )
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Depth image to point cloud transformation

From the system of equations given in eq. (5) the equations (6) and (7) are received by inserting the fourth
row into the first and second and rearranging them afterwards. Eq. (8) is received as the third row in eq. (5).
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constraint the number of trials needed can be calculated
as follows.

Since all three equations are linear in the coefficients of
A and image as well as world coordinates can be measured by calibration points, all 15 coefficients of A can
be estimated by linear regression.
xI = a11 · xW + a12 · yW + a13 · zW + a14
− a41 · xW xI − a42 · yW xI − a43 · zW xI
yI = a21 · xW + a22 · yW + a23 · zW + a24
− a41 · xW yI − a42 · yW yI − a43 · zW yI
d = a31 · xW + a32 · yW + a33 · zW + a34

Ntrails =


log (1 − p)
log (P (at least 1 sample is an outlier))

(11)

(6)
For the experiments presented in Sections 5 and 6 the
probability, that at least one trial occurs where none of
the three samples is an outlier, was set to p = 0.99.

(7)
(8)

The number of inliers nIN in eq. (9) does not result from
the best fitting plane Πn but from a randomly chosen
plane Π. Thus the minimum needed number of trails
Ntrails is always overestimated except for the case that
the plane Π is already the best fitting plane.

Equivalently to the image points XI in the 2D segmentation the 3D points XW can be aligned in segments.

3.3



RANSAC plane segmentation

After all pixels XI are projected into 3D points XW , to
the 3D points of each segment the RANSAC algorithm
[Fis81a] is applied.

The RANSAC algorithm results in an estimated plane
Πn , a set of inliers, which builds a new segment and a
set of outliers. To the set of outliers again the RANSAC
algorithm is applied until the number of outliers is underneath a defined minimum segment size.

RANSAC is an iterative method to robustly estimate
a certain model from a number of measurements. In
our application RANSAC is used to fit planes to the 3D
point cloud XW .

4

Based on the plane segments, geometric objects are
modeled. This is done by combining planes to objects.
At the current state of the algorithm only cuboid objects are modeled. Most scenarios where people move
are dominated by man-made objects, which can be described more or less by cuboids. In further development
steps it will be considered to include also different geometric shapes (e.g. cylinders or spheres). However, for
obstacle warning, cuboid objects are sufficient. The object modeling is divided in several steps. In the first step
intersecting edges between neighboring planes are calculated. Then the floor plane is detected and extracted.
In the third step the cuboid objects are modeled out of
the plane segments and the intersecting edges.

In each iteration step the algorithm randomly picks
1 , X2 , and X3 ) out of the set
three sample points (XW
W
W
of input points and defines a plane Π fitting these three
points. For each point XW in the set the distance dΠ to
the plane Π is calculated. It is checked whether the distance dΠ is underneath a threshold TRAN or not. Points
with a distance dΠ smaller than TRAN are considered to
be part of the estimated plane. All other points are considered to be outliers. This procedure is repeated Ntrials
times to find the best fitting plane. Best fit is defined in
the sense of lowest number of outliers.
The number Ntrials of iteration steps which are needed
to reach convergence can be calculated as follows: If
we consider that an iteration step results in nIN inliers
by a total number of nPT S points in the input set, the
probability that all three independently picked samples
1 , X2 , and X3 ) are inliers can be estimated as given
(XW
W
W
in eq. (9).

P (all 3 samples are inliers) ≈

nIN
nPT S

4.1

(9)

To solve this problem a neighborhood graph is calculated. Even though all plane segments are defined already in 3D world coordinates, the neighborhood graph
is built based on image coordinates. This is because the
computational effort for finding neighbors in a 2D pixel
grid is enormously reduced compared to the case of a
3D point cloud. Due to the known transformation between image and world coordinates, after establishing
the neighborhoods the graph easily can be translated to
the 3D points.

From eq. (9) the probability that at least one of the three
samples is an outlier is given in eq. (10).

(10)

We define the constraint that with a certain probability,
which is denoted by p in eq. (11), there must be at least
one trial without any sample being an outlier. With this
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Plane intersection

Since, by definition, a plane has infinite extent, there
always exists an intersecting edge between any two
planes which are not parallel to each other. The challenge in the intersecting edge retrieval is to consider
only those edges as existent which do exist in the
recorded scene.

3

P (at least 1 sample is an outlier) =
1 − P (all 3 samples are inliers)

OBJECT MODELING
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Π1

In this graph each segment (plane) defines a vertex. All
vertices, for which the segments i and j are direct neighbors, are connected by an edge ei j . Out of the marginal
3D points between two segments a straight line L̂ci j is estimated by linear regression. Besides, the real intersecting edge between the planes Πi and Π j Lci j is calculated
analytically. Within the range of adjacent points between both planes the maximum distance between the
estimated and the analytically calculated edge is determined. If the maximum distance between both edges
lies below a defined threshold, the edge is considered to
exist.

~n2
~n1 ×~n2
Π2
(a)

−~n and ~n define the same plane and thus normal vectors, which are pointing away from the optical center,
just can be flipped. Since the intersecting edge Lci j between the planes Πi and Π j has a certain direction, such
that Πi is left and Π j is right of the edge in pointing direction, this property is used to classify the edges. If the
cross product of ~ni and ~n j points to the same direction
as the direction vector d~i j of Lci j , the edge is classified
as convex. Otherwise the edge is classified as concave
(see Fig. 1).

~n
d~
~ni
convex if
× k~n jj k = ~i j
ij
k~
n
k
i
kdi j k
Lc =
b
(12)
concave else.

After defining intersecting edges there will be pixels
that are assigned to the wrong segment. This mean pixels of the segment i which are on the right side of Lci j and
pixels of j which are on the left side of Lci j . These pixels are assigned to the respectively other segment and
the 3D points XW are projected onto the corresponding
plane.

After classifying all edges into convex or concave objects are built. All planes connected by a convex edge
are combined to one object.

Floor plane extraction

Before objects can be built, the floor plane has to be
extracted. This is done based on two parameters. The
plane orientation, which is defined by a reference normal vector~nre f and the distance between the floor plane
and the optical camera center ~c, which is defined by
dre f .

For each object a cuboid shaped bounding box is calculated. To avoid underestimation of the object dimensions the boundaries are chosen such that all 3D points
assigned to the object are included within the cuboid
bounding box. This mostly results in an overestimation
of the object size but nevertheless potential obstacles
never will be neglected.

To classify a plane as floor plane the angle between the
plane normal vector and the reference ∆φ has to be underneath a threshold Tφ and the distance to the camera
center ∆d has to be lower than a threshold Tdist .

5

All plane segments, which are lying underneath the
floor plane, are erased. This of course does not conform all scenes but simplifies the processing. Planes underneath the floor plane result, for instance, from stairs
going downwards. In future development these planes
as well as gaps within the floor plane will be considered
because detecting downward stairs and gaps in the floor
is an absolute must for a reliable system.

4.3

ACCURACY ANALYSIS

In this section two different experiments are shown,
which evaluate the accuracy of the described algorithms
applied to images gathered with Microsoft Kinect.

5.1

Plane accuracy

In the first experiment planar panels (size
19 cm × 29 cm) are placed parallel to the depth
image plane of Kinect. Each panel is placed on a
defined position within the world coordinate system
(see Fig. 2(a)). The scene is recorded by the depth
camera of Kinect and the algorithm is applied. Each
panel results in a rectangular object in the reconstructed
scene, defined by its four corner points. Based on
the position of the reconstructed object, the accuracy
of the system can be measured. In this experiment
only the z-component of an object is evaluated since

Object reconstruction

To build objects out of the plane segments each intersecting edge Lci j is classified to be either a convex or a
concave edge from Kinect’s perspective.
To classify the intersecting edges the normal vectors ~n
of the plane segments have to point to the direction of
the optical camera center ~c . This can be realized since
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(b)

Figure 1: Classification of a concave crossing edges.
(a) Two planes Π1 and Π2 connected by a concave intersecting edge Lc12 (red line). (b) Cross product of the
normal vectors ~n1 and ~n2 .

All retrieved intersecting edges are defined as directed
straight lines. This means the direction vector d~i j of Lci j
has to be defined with a certain direction. By definition
the segment i is on the left and the segment j on the
right side of the projection of Lci j onto the depth image
plane in pointing direction.

4.2

~n1
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RMSE [cm]

4

(a)

(b)

Fig. 3 presents the root mean square error (RMSE)
of the retrieved planes for different distances to Kinect
(blue asterisks). For each corner of a plane the error ei
of the z-component between retrieved and given value
is calculated, resulting in four error values for each
panel. Four panels were recoded in each distance resulting in a total number of N = 16 error values per distance. Out of these error values the RMSE is calculated
as given in eq. (13).
s
1 N 2
(13)
RMSE =
∑ ei
N i=1
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APPLICATION

In this section the results of the algorithm for two different scenes are presented to get a qualitative assessment
of the system.
Fig. 4(a) shows the RGB image of the first recorded
scene. The scene includes several items, which are supposed to be detected and modeled as objects. The table in the back of the scene represents a large obstacle,
which should be modeled as one object. Also the trash
bin and the book lying on the floor are supposed to be
detected. These two objects represent dangerous obstacles a person might trip on. Fig. 5(a) shows the RGB
image of the second scene. In this scene a stairway is
recoded. The main goal for this scene is to model the
single steps as objects. Additionally, in both scenes the
floor plane must be classified to reconstruct the scene
correctly.

As one can see, the RMSE rises approximately quadratically with the distance. Nevertheless, even in a distance of 2.5 m still an RMSE of 1.7 cm is reached.

Intersecting edge accuracy

In the second experiment the panels are arranged as
shown in Fig. 2(b). The intersecting edge between the
two panels lies on a defined position in the world coordinate system. The scene is recorded by Kinect and the
algorithm is applied. The algorithm calculates an intersecting edge between the two planes resulting from
the panels. The error between the real and the calculated edge ei is defined as the distance between both
edges at the two marginal points of the edge. Thus, for
each recorded edge two error values are received. For
each distance six objects were recorded, resulting in a
total number of N = 12 error values. For this setup the
RMSE is also calculated as given in eq. (13).

Fig. 4(b) shows the output of the algorithm corresponding to the scene in Fig. 4(a) and Fig. 5(b) the one
corresponding to Fig. 5(a), respectively. In both figures an object is represented by its bounding box in 3D
world coordinates. Besides, the floor plane as well as
the boundaries of the field of view are plotted in the figure. As one can see, in both scenes the floor plane was
detected correctly.
In the first scene (Fig. 4) the objects of main interests,
the book, the trash bin and the table, were detected and
modeled as objects by the algorithm. Nevertheless, the
result of the scene reconstruction is not perfect. For example the left edge of the table is separated into several
small object. This comes from the high quantization
of the depth information d for large values. The quantization causes planes standing in a steep angle to the
image plane to result in a stepped gradient, instead of
a homogenous depth gradient. Thus, the single steps
are segmented into single planes by the algorithm instead of one large plane. The reconstructed scene also
includes wrongly modeled objects for the items standing on the table. Nevertheless, those items are not of
major interest for the task of obstacle detection.

Fig. 3 shows the RMSE for different distances to the
Kinect sensor (red circles). As one can see, only distances below 1.5 m are evaluated. The reason for that is
the threshold of the RANSAC algorithm, which is increased linearly, dependent on the depth value d. With
rising depth value d, the range of the quantization steps
also rises and thus the accuracy decays. To avoid false
segmentation resulting in many small planes, the segmentation thresholds (Td , Tg , and TRAN ) are adjusted.
Thus, the two panels will be segmented as one consecutive plane at far distances. Nevertheless, for close distances up to about 1.5 m experiments show very accurate results.

Communication Papers Proceedings

1

Figure 3: Accuracy analysis. Blue asterisks: RMSE
of retrieved planes. Red circles: RMSE of retrieved
intersecting edges.

the algorithm will overestimate the boundaries in the
directions xW and yW as described in Section 4.3.

5.2

2

0

Figure 2: Setups for accuracy analysis.

Planes
Edges

3

In Fig. 5(b) one can see that this scene was reconstructed very well, too. The lowest five steps of the
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Figure 4: Result of the obstacle detection system for
test scene 1.

Figure 5: Result of the obstacle detection system for
test scene 2.

stairway are modeled as separate object. All further
steps are out of range for the depth image system. The
banisters are not modeled very well since they have
very small and reflective surfaces. The left sidewall also
results in several objects since it is separated by the left
banister. This problem has to be minded in the further
development process.

tem and on what we have to focus in further developments.
The system presented in [Rod12a] is a stereo camera
based system. From the stereo images a disparity map
and thereby a 3D point cloud is calculated. By using
RANSAC for plane fitting, the floor plane is extracted
from the point cloud. All 3D points, which are not part
of the floor plane, are divided into bins. This is done
by projecting all points on the floor plane and defining a polar grid, which forms the bin margins. Each
bin, which contains a sufficient high amount of points,
is considers as obstacle. The system already has an
audio feedback included, which is based on bone conduction technology and thus, does not block the user’s
ears. Even though [Rod12a] is not based on Microsoft
Kinect, it is quite comparable to the approach presented
here. Our approach easily can be adapted to a stereo
camera system just as [Rod12a] can be adapted to Microsoft Kinect.

Both scenes show good results of the algorithm. However, there are scenarios the system cannot handle properly, especially when there exist lots of undefined areas
within the depth image. These undefined areas result
when items shadow each other but also at the presents
of direct solar irradiation [Ell12a]. Thus, Kinect is inappropriate for outdoor scenarios.

7

COMPARISON TO A STATE OF THE
ART SYSTEM

In this Section the algorithm presented in this paper is
compared to the system presented by Rodriguez et al.
in 2012 [Rod12a]. This comparison shows the novel
contribution of our approach to the research field of
ETAs. [Rod12a] is quite comparable to our approach
since it also focuses on simplifying the recorded 3D
point cloud. Besides, the paper contains a very extensive experimental part with feedback from visually impaired persons, who were testing their system. Based
on this feedback we can foresee the demand on our sys-
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At the current state of development, there are two big
advantages of the system presented by Rodriguez et al.
compared to our approach. Firstly, it is already running
in real time and secondly it has already audio feedback
included.
In terms of conveying information about the user’s surrounding our system is much more precise than the one
in [Rod12a]. While Rodriguez et al. have 12 rigid po-
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sitions in front of the user where objects can occur, in
our approach objects are placed independently from any
grid in the 3D space. The necessity of placing the obstacles independently from any grid is confirmed by the
feedback of testing persons in [Rod12a]. The visually
impaired, who where testing the system demanded for
more resolution in the depth domain since they were not
able to estimate the relevance of an obstacle.

Electronics Society, IECON, vol.38, pp.42084215, 2012.
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Another advantage of our approach compared to
[Rod12a] and basically all other existing systems is
that our system tries to preserve the approximate shape
of a recorded object. Thus, in further development
stairs as well as other objects can be classified based
on their characteristic shape. Nevertheless, still an
appropriate interface to the user has to be developed.

8

CONCLUSIONS

The overview of state of the art systems in Section 2
shows that until now there is no operating ETA which
satisfies all demands of blind people. Besides, the
feedback of visually impaired people documented in
[Rod12a] states a demand of high sophisticated ETAs.
This demand is very encouraging for our system to be
developed further.
The accuracy analysis presented in this paper shows
that the developed system works accurately in the range
of a few meters in front of the user. In addition the two
applications presented in Section 6 show the capability
of the system. Scenes can be reconstructed in detail by
primitive cuboid objects and even small objects can be
detected.
In further development our system has to be miniaturized and has to be combined with a feedback system.
Besides, experiments with testing persons have to be
organized.

9
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ABSTRACT
Depth sensor data is commonly used as the basis for Natural User Interfaces (NUI). The recent availability of
different camera systems at affordable prices has caused a significant uptake in the research community, e.g.
for building hand-pose or gesture-based controls in various scenarios and with different algorithms. The limited
resolution and noise of the utilized cameras naturally puts a constraint on the distance between camera and user at
which a meaningful interaction can still be designed for. We therefore conducted extensive accuracy experiments
to explore the maximum distance that allows for recognizing finger-tips of an average-sized hand using three
popular depth cameras (SwissRanger SR4000, Microsoft Kinect for Windows and the Alpha Development Kit of
the Kinect for Windows 2), with two geometric algorithms and a manual image analysis.
In our experiment, the palm faces the sensors with all five fingers extended. It is moved at distances of 0.5 to 3.5
meters from the sensor. Quantitative data is collected regarding the number of finger-tips recognized in the binary
hand outline image for each sensor, using two algorithms. For qualitative analysis, samples of the hand outline are
also collected.
The quantitative results proved to be inconclusive due to false positives or negatives caused by noise. In turn our
qualitative analysis, achieved by inspecting the hand outline images manually, provides conclusive understanding
of the depth data quality. We find that recognition works reliably up to 1.5 m (SR4000, Kinect) and 2.4 m (Kinect
2). These insights are generally applicable for designing NUIs that rely on depth sensor data.

Keywords
Natural User Interaction, Depth sensor, Finger-tip recognition, SwissRanger SR4000, Microsoft Kinect, Kinect for
Windows 2 alpha development kit

1

INTRODUCTION

on inexpensive commodity color cameras (e.g. based
on CMOS or CCD technology) with high resolution.
Their down-side is that segmenting the image and
analyzing its content is computationally challenging
and negatively affected by varying lighting conditions.
Thus, many solutions instead use depth sensors which
allow for simple, thresholding-based scene segmentation. Unfortunately the depth data quality is negatively
affected by noise and low image resolution. These
issues are a challenge for recognition algorithms,
especially at higher distances where objects decrease
in size due to perspective foreshortening. Therefore we
investigate the sensor-specific maximum hand distance
where hands and finger-tips are still recognizable.
We are not concerned about the minimum finger-tip
recognition distance as it relates to the minimum
distance for which a camera can report depth values2 .

In Human Computer Interaction, mouse, keyboard and
touch screens are today’s standard input methods. As
the user’s interaction space is limited due to being
bound by physical contact, Natural User Interfaces
(NUI) have gained popularity in the research community. Hand gesture interfaces are an important NUI
branch and recently consumer-grade applications have
emerged1 which are based on depth cameras. Such
vision-based approaches allow for non-intrusive interaction, where no physical contact between user and
device is required. Generally solutions are often based
1

Examples include Intel Perceptual Computing SDK
http://software.intel.com/en-us/vcsource/
tools/perceptual-computing-sdk,
Leap
Motion
https://www.leapmotion.com
or
various hand and body gesture recognition tools
based on SDKs like the Microsoft Kinect SDK
http://www.kinectforwindows.org or the SoftKinetic iisu http://www.softkinetic.com/en-us/
products/iisumiddleware.aspx.

Communication Papers Proceedings

2

At low distances, perspective foreshortening is no longer an
issue and noise can be effectively dealt with using various
filtering techniques.
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SwissRanger SR4000 (SR4k) and Microsoft Kinect for
Windows (K4W), which are sensors often used by hand
gesture recognition researchers. For an outlook, results
are also provided for the alpha development kit of the
Microsoft Kinect for Windows 2 (K4W2alpha), the retail version4 of which being expected in the second half
of 2014.

Figure 1: Hand segmentation by skin-color classification using LCCS method

Related work is sparse which measures the feasibility to
detect the number of fingers in a depth image in relation
to the hand distance. The majority of works (e.g. [1, 7,
9, 10, 12, 13]) examine the noise characteristics, that is,
precision, jitter, repeatability, etc. of reported Z values
of a depth sensor, some also investigate lens distortion.
Mishra et al. [11] do examine the X-Y accuracy by
using a monkey wrench. For different aperture sizes
ranging from 0.2 to 1.6 cm, the authors measured the
maximum distance for which the aperture hole would
still be visible. Unfortunately, the gap between fingertips exceeds the range used in their experiments (fingerto-finger distance being ∼ 2.5 cm).

The rest of this work is structured as follows. Section
2 presents related work, together with background information regarding depth cameras and hand gesture
recognition algorithms. The geometric algorithms that
detect finger-tips are explained in section 3. The experiment and its results are found in section 4 and 5
respectively. A conclusion of this work is given in section 6.

2

BACKGROUND & RELATED WORK

Two prominent depth sensing technologies used by sensors found on the market are Time-Of-Flight (TOF) and
Infrared-Structured-Light (IRSL). TOF cameras have
only become affordable recently3 while IRSL was established on the market by PrimeSense, with vendors
such as the Microsoft (Kinect) and ASUS (Xtion). The
disadvantage of depth sensors is their relatively low resolution, often around 250x250 px for TOF or 320x240
px for IRSL. Sensors like the Microsoft Kinect provide
depth and RGB data, but it should be noted that obtaining the hand outline by performing skin-color classification on the RGB data is very challenging in realworld environments. We found that pixels of (parts) of
the hands are represented by RGB colors that are not
of skin color, causing any parametric or non-parametric
method to fail. Results of performing skin color classification using log-chromatic color space (LCCS) [8] on
RGB images obtained using the Kinect can be seen in
figure 1.

We therefore designed an experiment where we present
a single hand with 5 fingers, the palm facing the camera, at varying distances between 0.5 and 3.5 meters.
We use the 3DMT [5] implementation which uses this
5-finger pose to locate the hand, providing tracking for
the hand and fingers. By extending 3DMT with a second algorithm, convexity defects, the number of fingers
are determined by both algorithms in parallel, logging
the results to disk. The two algorithms analyze the hand
geometrically and are briefly introduced in section 3.
In addition to this quantitative analysis, the discernibility of fingers is also evaluated qualitatively by judging
whether the binary hand silhouette exhibits all 5 fingers
clearly. The result serves as guideline for hand gesture
researchers who want to be informed about the limitations of common depth sensor hardware.

3

Various classes of hand gesture recognition algorithms
exist, see [4], such as appearance-based, partial and
full-DOF pose estimation. For any of these classes the
quality of incoming data, depth values in our case, is of
crucial importance. Hand pose estimation analyzes the
pixels belonging to hands and fingers, which is challenging due to the low depth image resolution (see table 1) and due to perspective projection causing the
size of objects to shrink in the image with increasing
distance. If data is missing, e.g. an individual finger
that disappears in the depth image, any recognition algorithms will intermittently fail. For this reason this
paper provides an analysis regarding the discernibility
of individual fingers in the depth image produced by the
3

In 2008 the SR4k costed ∼ 10000e whereas today similar
products, such as the SoftKinetic DS311 (< 300 USD) or the
Creative Senz3D (∼ 175 USD) are much less expensive.
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ALGORITHMS

In this work two partial pose estimation algorithms
were used to determine the number of fingers. In partial pose estimation, a simple hand model is used which
consists of the palm (approximated by a circle) and
finger-tips, as well as finger-pipes in some cases. The
two algorithms used here are 3D multi touch (3DMT)
and convexity defects (CD), presented in the following
subsections. Both analyze the pixels with a geometric
approach to extract the palm and finger-tips.

3.1

3D Multi Touch

The 3DMT toolkit [5, 6] was developed by Georg
Hackenberg in 2010 at Fraunhofer FIT. It extracts
from the depth image a hand model that consists
4

Improvements of the depth data quality between the alpha development kit and the retail version are possible.
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SR4k
TOF
∼7000 e
0.1 - 5.0 m
172x144
43.6◦ , 34.6◦
∼30 Hz
yes

K4W
IRSL
∼190 e
0.4 - 4.0 m
640x480
58◦ , 45◦
30 Hz
no

K4W2alpha
TOF
N/A
0.5 - 4.5
512x424
84.1◦ , 53.8◦
30 Hz
yes

Techn.
Price
Range
Depth res.
FOV (H, V)
Refresh rate
Outdoor
usage
Table 1: Depth sensor technical specifications

Adapted from [2], the SR4k data sheet and the preliminary K4W2alpha technical specification sheet.

(a) Finger-tip circle check

Figure 2: Palm radius determination by [6]

Figure 3: Finger-tip and -pipe checking

of a palm and 0-5 fingers. In this model a finger is
made of a finger-tip which is connected to the palm
via a finger-pipe. To determine the dimension of the
palm, a circle is placed around the preliminary center
(based on distance-transform) of each hand. Its radius
is iteratively increased, until the depth values along
the circle are no longer approximately equal to the
center’s depth value, see figure 2. The next step is
to find finger-tips by finding pixels that are finger-tip
candidates. A fixed-circle test is passed if the depth
values along the circle can be grouped in two segments,
one where the values deviate strongly from the one of
the center and one where the deviation is low (below a
threshold), see figure 3a. A similar fixed-size circle test
is performed for computing candidates for finger-pipes,
see figure 3b. This results in a map indicating the
presence of finger-tips and pipes respectively. False
positives are eliminated through smoothing, and fingertip candidates are connected to palms via finger-pipes
wherever it is geometrically plausible. The result can
be seen in figure 4.

Figure 4: Finger-tips and -pipes

3.2

Convexity Defects

"Convexity defects (CD) in a (convex) hull is the space
between the contour line and the actual object." [14]
This is best illustrated in figure 5. It shows an object
(white), its contour or outline (red), convex hull (green)
and the convexity defects (brown). An efficient implementation is provided by OpenCV [3] for determining convexity defects. While the 3DMT finger recognition algorithm operates directly on the depth image,
CD needs the hand outline. Therefore, depth thresholding is applied to obtain the binary hand silhouette from

The original work was modified to support the K4W
and K4W2alpha sensors in addition to the SR4k. The
algorithm was also made scale-adaptive, s.t. the experimentally determined parameters (regarding the circle
checks, distance thresholds, etc.) are adjusted according to the hand distance.
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(b) Finger-pipe circle check
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(a) 320x240

Figure 5: Convexity defects

applying the recognition algorithm. This rules out runtime performance differences that arise when executing
recognition on depth frames of varying resolution (see
table 1). The K4W was operated at 320x240 pixels instead of 640x480, because we found that the higher resolution does not improve the level of detail, as can be
seen in figure 7. While recording, the hand is initially
placed at a distance of 1.0 m and then moved towards
the camera until the respective minimum distance of
the sensor, followed by moving it away to a distance
of up to 3.5 m, see figure 8. The SR4k and K4W2alpha
sensors cannot be operated simultaneously due to infrared inference, thus only one device was active at a
time while recording. The hand movement sequence
was executed twice to obtain more data, resulting in two
recordings for each sensor. While replaying the recordings, the 3DMT and CD algorithms were applied while
logging the results to disk.

(a) Sensor setup

5
(b) Hand pose and dimensions

which the contour, convex hull and CD’s are extracted.
OpenCV describes the CD area in terms of the outline,
providing the start and end index, which coincide with
the finger-tips. To remove false positives around the
wrist, only those points which are above the palm center (in image space) are considered to be finger-tips.
The 3DMT implementation was extended to carry out
the CD-based finger-tip extraction in parallel to the
original 3DMT algorithm. Finally, logging functionality was added to write tuples (hand distance, 3DMTfingers, CD-fingers) to disk.

EXPERIMENT

All 3 sensors were positioned and oriented so that they
capture approximately the same environment, see figure 6a. One hand was presented to the sensors with all 5
fingers extended, as shown in figure 6b. The 3DMT implementation comes with recording functionality where
the incoming depth frames are stored to disk without
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RESULTS

We first present our quantitative results, represented by
the bar plots shown in figure 9. It contains plots of
the average number of detected fingers together with
the standard deviation, in relation to the hand distance,
binned in 10 cm intervals. Only the K4W2alpha and
SR4k provide values for distances below 0.8 m. Although the K4W sensor does support a minimum distance of 0.4 m in near-mode, its use was discarded because it has a negative effect on depth image quality for
objects at larger distances (beyond 1 m), compared to
normal mode. The performance of the 3DMT algorithm
for the SR4k at near (1.0 m) to mid distances (1.5 m) is
below par (i.e., less than 5 fingers are recognized) due
to noise leading to incoherent finger-pipe maps. If no
sufficiently large, continuous finger-pipe blob between
a finger-tip candidate and the palm is found, the fingertip is not counted as detected finger.

Figure 6: Experiment setup

4

(b) 640x480

Figure 7: K4W depth data resolution comparison (hand
at a distance of 2.4 m)

The bar plots alone do not provide a conclusive answer
to the aims of this work. In theory, one could conclude
that the sensor’s depth data quality is sufficient to allow
the recognition of all fingers for a certain distance if the
respective bar shows a perfect finger count in both figure 9a and 9b. In practice, we found that the 3DMT
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Figure 8: Snapshots of the evaluation sequence (SR4k)
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(b) Results (convexity defects algorithm)

Figure 9: Quantitative analysis results
algorithm undershoots, while the CD algorithm overshoots, due to random noise that is present for every
sensor. Exemplary, according to CD, the K4W2alpha
is able to find nearly all fingers at a distances of 3.0 m,
which is incorrect, as we will show below. Discarding
CD as inappropriate measure, we can still use 3DMT
and define an (arbitrary) lower-bound threshold of, say,
4.5 fingers, in which case the maximum distances were
as follows:

In order to make a conclusive statement a qualitative,
manual analysis was performed on the image data. A
sample is presented in table 2 for each sensor. It shows
binary hand silhouettes extracted from the depth image
using a simple thresholding of ±9 mm around the palm
center. It should be noted that 3DMT and CD apply
light filtering to the input to reduce the effects of noise,
such as Median smoothing and morphological closing.
The images in table 2 do not contain this filtering to
allow for a more distinct judgment. They are scaled
to a uniform size and include the width of the hand in
pixels in the original, unscaled image, which relates to
the width of the real hand of 18 cm.

• SR4k: 1.4 m
• K4W: 1.8 m
• K4W2alpha: 2.6 m
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Distance [m]

0.6

0.8

1.2

1.5

1.8

2.1

2.3

2.7

3.0

SR4k
Width [px]

69

55

36

30

25

20

16

10

9

K4W
Width [px]

N/A

60

40

34

26

24

21

16

16

K4W2alpha
Width [px]
110
85
58
46
40
33
30
24
Table 2: Qualitative analysis results: binary hand outlines at different distances
From the image analysis we find the following maximum distances where all five finger-tips are visible:

and its recognition algorithm to find the hand and its
finger-tips. We extended it with a second geometrical
algorithm, convexity defects, and added disk-logging
of hand distance and number of found finger-tips. This
quantitative data was summarized in histograms, see
figure 9.

• SR4k: 1.5 m
• K4W: 1.5 m
• K4W2alpha: 2.4 m

Comparing the algorithms we found that the convexity
defects algorithm consistently overshoots regarding the
number of found finger-tips, due to noise at increasing
distances. This is also confirmed by the authors in [4],
suggesting the use of local palm-to-finger-tip distance
maxima in future work. The 3DMT algorithm instead
provides a conservative estimation, i.e., undershoots the
true number of recognizable finger-tips.

Note that these numbers result from analyzing several
hand images with approximately the same distance to
determine jitter in the images, such as disappearing fingers. Exemplary, the hand at distance 1.8 m in the SR4k
row in table 2 looks correct and thus one might assume
that the SR4k supports finger-tip recognition at this distance. Unfortunately, at such a high distance fingers
become 1 px thin and begin to disappear sporadically.
At a distance of 1.5 m finger-tips have a stable appearance. Table 3 shows a sample of hand outline images,
all taken at the respective maximum distance for each
sensor, corresponding to the list above. Its last row exemplifies that the result of 2.6 m for the K4W2alpha
from the quantitative analysis is not appropriate, as fingers sporadically disappear.

6

To make a conclusive statement an additional qualitative analysis was performed on the image data, see table 2 and 3. We find that recognition is possible up
to 1.5 m with the SwissRanger SR4000 and Kinect
for Windows and up to 2.4 m for the alpha development kit of the Kinect for Windows 2. The main advantages of the new Kinect over its predecessor are
the depth measurement technology (Time-Of-Flight vs.
Infrared-Structured-Light) and high resolution (in the
realm of Time-Of-Flight cameras) of 512x424 pixels.
With depth sensor resolutions improving in the future,
one can expect a larger interaction space for hand gesture applications. A confirmation of the results with the
retail version of this sensor is left as future work.

CONCLUSION

In this work we tested the appearance of hands and
finger-tips in depth images produced by three depth
sensors frequently used in hand gesture research, the
MesaImaging SwissRanger SR4000 (released in 2008),
Microsoft Kinect for Windows (released in 2010 5 ) and
the alpha development kit of the Kinect for Windows 2
(retail version expected Summer 2014). In an experiment we presented a single hand with all 5 fingers extended to the sensors, at hand-to-sensor distances ranging from 0.5 to 3.5 meters. We used the 3DMT toolkit
5

The main contribution of this work is a method to determine the maximum hand distance that allows for
geometric finger-tip recognition using depth cameras,
including its limitations when using only quantitative
data. We hope that authors pick up on our work using
extended parameters, such as testing different sensors,
varying sunlight conditions or differently sized hands.
Our results provide hand gesture researchers with an
orientation and guideline regarding the finger-tip recognition capabilities of present depth sensor hardware.

The XBox 360 Kinect was released in 2010, whereas the
Kinect for Windows was officially released in 2012. The underlying technology is the same, IRSL by PrimeSense.
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SR4k (1.5 m)

K4W (1.5 m)

K4W2alpha (2.4 m)

K4W2alpha (2.6 m)
Table 3: Qualitative analysis results: binary hand outlines at maximum distance
Note that for K4W2alpha, this is preliminary software and/or hardware and APIs are preliminary and subject to
change.
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ABSTRACT
Microscopic car-following models are widely used to generate traffic flow simulations. In some cases
visualization on macroscopic scales (both spatial and temporal) are required to provide relevant feedback to
researchers. Recent studies have indicated that the life time of highway traffic jams is severally influenced by
temporary deviations of the driving style of individual motorists. The most influential parameters are the
longitudinal acceleration and the headway distance produced by car drivers soon after leaving a congestion
situation. To study the effects of acceleration profiles on the life times of congestions it is crucial to generate
traffic flow simulations which can be viewed at highly varying spatial and temporal scales. The influence of
adaptive cruise control (ACC), for example, is one of the factors that can be forecasted using traffic flow
simulations.

Keywords
Traffic flow simulation, microscopic driving model, feedback to researcher
(Treiber 2000).

1. INTRODUCTION
Queues of highway traffic cause time delays for the
passengers involved but are also known to reduce the
highway’s capacity. The discharge flow from a
bottleneck is commonly at a lower rate, for which
several reasons have been hypothesized. It could be
explained by a memory effect, in response of drivers
after being trapped in a jam. As a reaction, once they
leave a jam, they adapt only slowly to an almost free
road ahead of them and will accelerate in a lazy style
[Treiber 2003]. This deteriorates the dissipation of
the traffic jam. However, the opposite effect has also
been observed: the discharge flow following a
capacity drop often recovers to a higher rate for a
short period of time before returning to the “normal”
rate [Kim 2012, Laval 2006].

2. MAXIMAL ACCELERATION AND
RELAXATION TIME
To analyse the effects of change of driving style of
individual chauffeurs we need a model that permits
behaviour parameters to be dependent on time.
Further, the parameters can be different for different
drivers and dependent on the specific traffic
situation. As a modelling scheme we therefore chose
microscopic car following. In this study we focus on
the longitudinal driving behaviour of highway traffic
on a single lane, discarding lane change and ramp
inflows/outflows. The specific, time dependent
driving styles can be modelled by a simple extension
of the IDM. The IDM itself is suited for our analysis
purpose as its parameters are measurable, intuitive
and extendable (Kesting 2008).

In this paper we analyze the effect of changing
driving styles using simulations based on a dedicated
microscopic traffic flow model, which is a modified
version of the Intelligent Driver Model (IDM)

The single-lane version of the IDM describes the
positions of N cars as a function of time. The
acceleration a(s, v, ∆v) of a car is modeled as
function of the net distance s to the nearest vehicle in
front, the velocity v and ∆v, the velocity relative to
the car in front. The IDM is expressed as

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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assuming that the simulation starts at t = 0. vdelay is
the maximal velocity that is perceived by a driver as
uncomfortable or causing delay. Both vdelay and Trelax
serve to model the degree of the drivers’ motivation
to react promptly on the behaviour of cars ahead.

where amax is the maximum acceleration that could
occur in the model. In most simulations amax is a
constant, e.g. set to 1.5m/s2 but in our study we will
make it situation dependent. v* is the speed a driver
would like to achieve on an empty road, often set as a
constant. s* is the distance to the leading car that a
driver would like to achieve. In the IDM


v ∆v
s *(v, ∆v) = s0 + max  0, vT +

2 amax bmax


3. THE EFFECTS OF vdelay, aout AND
Trelax ON TRAFFIC FLOW




,

Using the adapted IDM of equation (2) for
simulations we have analysed the behaviour of cars
that leave a jam. The parameters of the IDM were set
as T = 1.5s, v* = 33.3m/s or 120km/h, amax =
1.5m/s2, bmax = 2.0m/s2 and s0 = 2m. We designed an
initial, simple scenario to simulate the development
of a row of N = 200 cars, each having a length of l =
5m, driving on a single lane of a straight road without
on- or off-ramps. At t = 0, all cars drive in the
positive x-direction, equidistantly at constant speed
vi(0) = 2.778m/s2 or 10km/h for i = 1, ..., N.

where s0 is the minimum net distance that should
ever occur between two consecutive cars even at zero
speed; vT a velocity dependent net safety distance
that should at least be maintained to the preceding
car. The time gap, or time headway T is typically set
between 0.5s and 1.5s in simulation runs, either as a
constant for all cars or according to some distribution
model (Hoogendoorn 1998). bmax is the maximum
comfortable deceleration.

The scenario prescribes that at t = 60s the leading car
accelerates with a = 1.111m/s2 during 25s, thus
linearly increasing its speed from 10 to 110km/s. The
simulated behaviour of the following cars is
governed by equation (1) and will depend on the
values of afree and Trelax unless the speed of all cars
would exceed vdelay. If we set vdelay = 0km/h then a’ =
a and equation (1) reduces to the original IDM. We
refer to the setting of vdelay = 0 as the D0 condition.
The velocities of car 1, 2, 100 and 200 obtained
during the 20 minutes of simulated time in the D0
condition is depicted in Figure 1.

We have adapted the model slightly by allowing any
positive acceleration a to change to a higher or lower
value at time tout and then to gradually returns to the
“normal” function during the time span [tout , tout +
Trelax]. tout is the point in time that a particular car gets
out from a traffic jam. Trelax is the relaxation time,
that is the time it takes for the driver to “forget” the
jam in which he or she was stuck. We have defined
the modified acceleration function a′ as

a '(s, v, ∆v, t) =
F ( t ) a ( s, v, ∆v, t )

a( s, v, ∆v, t )


if a ( s, v, ∆v, t ) > 0

(1),

if a ( s, v, ∆v, t ) ≤ 0

where

t −t
a
a
F(t) =  out + out (1− out )
amax
amax Trelax

1


if tout ≤ t ≤ tout +Trelax
elsewhere

.

Here we have assumed a linear “return to normal”
during relaxation time Trelax. The precise
interpretation of the relaxation time and its
quantification remain speculative. In the literature,
values of 1 minute up to 10 minutes have been
suggested. As mentioned in Kesting (2008), typical
values for amax and bmax are 1.4 and 2.0m/s2,
respectively, whereas ranges between 0.3 and
3.0m/s2 have been suggested as well. If we set amax =
1.5m/s2 as the “normal” value, then the range aout =
0.3m/s2 to 3m/s2 would correspond to F(tout) = 0.2 to
2.0.

Figure 1. Results of simulations in condition D0.
Development of speeds of cars indexed 1, 2, 100
and 200 in the specified scenario, using the IDM.
At t ≈ 350s the 200th car begins to accelerate, about
4½ minutes later than the first car did. At t = 405s
car 200 reaches an acceleration of 0.45m/s2, the
largest during the simulation, significantly less than
the maximal accelerations exhibited by cars 1 to 10
(between 1.0 and 1.1m/s2). This is in line with the
fact that the gaps between cars increase with growing
speed, which damps the accelerations. In general, the
cars catch up with their predecessor and reach a
speed of v* = 120km/h and then decelerate to
110km/h to adapt to the platoon. The length of the
row of cars increases from 2.2km at t = 0 to 11.3km
at t = 432s and then stabilizes to10.4km from t =

tout is itself a function of t and can be defined as the
latest moment prior to t for which v < vdelay:

tout (t ) = max({u ∈[0, t ]| v(u) < vdelay}∪{−Trelax})
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740s onwards, where the cars form a stable platoon
with s = s* = 10.4km/199 – l = 48m. We define the
delay di of car i due to the fictive jam by the time loss
1200

di =

∫
0

v * −vi (t )
dt
v*

,

which amounts to 161s for the leading car, up to 408s
for the final car.
Figure 2. Speed development of
conditioned by aout, vdelay and Trelax.

If we change the condition by setting vdelay = 30km/h,
the accumulated delay of each car (except the leading
one) increases. The final car experiences an extra
delay of 52s up to 414s, depending on the settings of
aout and Trelax.. For vdelay = 60km/h the extra delay of
the 200th car can get as large as 482s in the
simulation. The length of the row increases to
26.1km.
The development of speed holds back for higher vdelay
and decreasing aout, as shown in Figures 2, 3 and 4
for the final car of the platoon. We now analyse
another traffic scenario (referred to as scenario B),
with a more varying behaviour of the leading car, see
Figure 5. In the time interval t = 60s to t = 300s the
leading car accelerates and slows down in alteration.
The speed profile is designed to reflect the
participation of the cars in busy traffic.

car

200

Figure 3. Delay of 200th car at t=1200s, plotted
against aout and vdelay. Trelax = 1s.

About the visualization modes of the traffic
simulations we learned that the researcher calls for
varying degrees of zoom and acceleration in order to
gain initial understanding of the model and the
conditions that could be experimented.

a) Condition D0
0s
300s
1200s
b) vdelay = 60km/h, aout = 0.1m/s2
0s
300s
1200s

Figure 4. Abstract pictures of the road with row of cars at t = 0s, t = 300s and t = 1200s for a) D0 condition
and b) vdelay = 60km/h, aout = 0.1m/s2, trelax = 1s. The snapshots are taken from a simulation movie (see AVI
files submitted to the conference). The cars are moving to the right; the distance between the white
markings is 5km
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Figure 5. Speed development of car 200 in
scenario B under two conditions defined by aout, vdelay and Trelax.

NGSIM (2012), US Department of Transportation.
NGSIM - Next Generation Simulation. http://ngsimcommunity.org.

4. CONCLUSIONS
We have proposed a modified version of the IDIM
traffic simulation model which supports the control
of parameters defining drivers’ behaviour such as
delayed acceleration, demotivation and relaxation
time. These parameters are important if the effect of
adaptive cruise control and/or the behaviour of
human drivers are to be studied. We have designed
two simple scenarios of road traffic and studied the
effects of the parameters on journey delay, on the
distribution of cars on the road and on jam formation
and dissipation. Although the effects are significant
and well quantifiable, their influence on a
macroscopic scale can only be intuitively understood
by presenting the space-time behaviour of the system
on various scales: relaxation time is measured in
seconds and a journey in hours; intervehicle distances
are measured in metres and the road segment under
study has a length of 25km. It appeared that
simulation movies at variable playing speed could
provide feedback to the researcher effectively.
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ABSTRACT
In this paper Fuzzy Rough Set is used for feature selection in the Content Based Image Retrieval system. Noisy
query images are fed to this Content Based Image Retrieval system and the results are compared with four other
feature selection methods. The four other feature selection methods are Genetic Algorithm, Information Gain,
OneR and Principle Component Analysis. The main objective of this paper is to evaluate the rules which are
extracted from fuzzy rough set and determine whether these rules which are used for training the Support Vector
Machine can deal with noisy query images as well as the original queried images. To evaluate the Fuzzy Rough
set feature selection, we use 10 sematic group images from COREL database which we have purposely placed
some defect by adding Gaussian, Poisson and Salt and Pepper noises of different magnitudes. As a result, the
proposed method performed better in term of accuracies in most of the different types of noise when compared
to the other four feature selection methods.

Keywords
Fuzzy Rough Set, Content Based Image Retrieval system, Noise.
be produced by the sensor and circuitry of a scanner
or digital camera. Image noise can also originate in
film grain and in the unavoidable shot noise of an
ideal photon detector [11]. Image noise is an
undesirable by product of image capture that adds
spurious and extraneous information [7, 9].

1. INTRODUCTION
Content Based Image Retrieval (CBIR) systems
have been one of the important research areas [1,
2]. Many researchers work on different parts of the
CBIR systems to improve them, such as classifiers
[3], relevance feedback [4], retrieval process [5],
features [6] and etc. In this paper, working with
noisy queried images is investigated and an
efficient method for dealing with noisy query
images is proposed.

Fuzzy Rough Set has produced good results when
used as a feature selection in the COREL image
database [12-15] and other databases [16], as
compared to other feature selection methods. In this
paper, we want to evaluate the performance of
Fuzzy Rough Set feature selection for noisy images.
We want to know the semantic rules which were
extracted from Fuzzy Rough Set can work with
noisy images, and which of these rules can
recognise noisy images and allocate them to their
related semantic groups.

Image noise is a random (not present in the object
image) variation of brightness or colour information
in them, and is usually an aspect of electronic noise
[7, 8]. Noise represents unwanted information
which can deteriorates image quality [9, 10]. It can
Permission to make digital or hard copies of all or part
of this work for personal or classroom use is granted
without fee provided that copies are not made or
distributed for profit or commercial advantage and that
copies bear this notice and the full citation on the first
page. To copy otherwise, or republish, to post on
servers or to redistribute to lists, requires prior specific
permission and/or a fee.
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In this paper, a COREL image dataset is used to
obtain the experimental results. This image dataset
does not have any noise, so we added noise to the
queried image to compare the performance of the
Fuzzy Rough Set feature selection with other
feature selection methods in a noisy environment.
The main purpose of doing this is to evaluate the
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effect of noise on the feature selection techniques.
Three types of noise that are the Gaussian noise,
Poisson noise, and salt and pepper noise are used.
Using the Matlab software from Mathworks, the
three noises were added to the queried images.

0.01 respectively for an image with Gaussian Noise
(see Figure 1 in (b)).

2.2.

Poisson Noise

The Poisson noise, also known as Photon noise, is a
basic form of uncertainty associated with the
measurement of light, inherent to the quantized
nature of light and the independence of photon
detections [20]. Its expected magnitude is signal
dependent and constitutes the dominant source of
image noise except in low light conditions. Matlab
syntax generates the Poisson noise from the data
instead of adding artificial noise to the data. Figure
1 in (c) shows an image with Poisson noise.

In this paper, one of the feature selection methods
used to compare with the proposed method is
Genetic Algorithm, as Genetic Algorithm is one of
the soft computing methods that has demonstrated
effective feature selection capability [17, 18]. In
addition, Information Gain, OneR and Principle
Component Analysis are well-known feature
selection methods, and many researchers used these
methods for their feature selection tasks. Therefore,
it is essential to compare the proposed method with
them.

2.3.

Salt and Pepper Noise

Impulsive noise is sometimes called the Salt and
Pepper noise or Spike noise [21]. An image
containing Salt and Pepper noise will have dark
pixels in its bright regions and bright pixels in ITS
dark regions [21, 22]. Section (d) in Figure 1,
represents an image with Salt and pepper noise. The
noise density in this image is 0.02.

The paper is organised as follows: in section 2, the
different kinds of noise are presented. In section 3,
the stages of our proposed work are shown. Section
4 and 5 present the experimental results and
conclusion respectively.

2. IMAGE NOISE

3. THE PROPOSED FRAMEWORK

For a better understanding of the difference
between these three kinds of noise, a brief
discussion of each type of noise is provided below.
Figure 1 shows the three types of noises added to
the original image (a), with (b), (c) and (d) showing
the different effect each type of noise can produce.

In this section, the fuzzy rough set feature selection
method used in this paper is briefly described. This
session will also present how the proposed feature
selection method fit into the stages of our previous
proposed CBIR system.

3.1.

Fuzzy Rough Set

For the purpose of the research, the algorithm used
in [23] was selected and as shown in Figure 2.
, the set of all conditional features;
, the set of decision features.
(1)
(2) Do
(3)
(4)
(
)
(5)
( )
( )
(6)
(7)
(8)
( )
(9)
(10)
(11)

Figure 1. Original image (a) and images with
Gaussian, Poisson and Salt & Pepper noises
added (b, c and d)

2.1.

Gaussian Noise

Figure 2. The Fuzzy Rough Set Feature Selection
Algorithm

Gaussian noise represents statistical noise having
the probability density function (PDF) equals to
that of the normal distribution, which is also known
as the Gaussian distribution [19]. In other words,
the values that the noise can take on are Gaussiandistributed. In this paper, Gaussian white noise of
mean m and variance v was added to the queried
images. The Mean noise and variance are 0 and
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This algorithm employs the dependency function
, to choose which features are added to the
current reduced candidate. The dependency
function is defined as follows:
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∑

( )

( )(

)

The function is determined by the fuzzy cardinality
of
( ) ( ) divided by the total number of
objects in the universe. The membership of an
object
, belonging to the fuzzy positive region
can be defined by:
( )(

)

( )

Object does not belong to the positive region only
if the equivalence class it belongs to is not a
constituent of the positive region.

Figure 3. Stages of Proposed Image Retrieval
System

Fuzzy lower and upper approximations are defined
as [24]:

4. EXPERIMENTAL RESULTS
In this section, the results that compare the four
feature selection methods with the proposed
retrieval system by using the generated noisy
images modified based on the three types of noise.
To investigate the function of the image retrieval
system based on the above mentioned methods, we
use the COREL image database containing one
thousand images. In this database, images are
classified into ten semantic groups. The groups are
Africans, beach, bus, flower, mountains, elephant,
horse, food, dinosaur, and building.

( ( )
( ) ( )

( )

( )

(

( )

( )

( )

During the implementation, not all
need to be
considered. Only those where ( ) is non-zero, i.e.
where object
is a fuzzy member of (fuzzy)
equivalence class .
is called a fuzzy
rough set [25].

4.1.

The algorithm terminated when the addition of any
remaining feature does not increase the dependency.

3.2. Stages of The Content Based
Image Retrieval System
Figure 3 shows the stages of the proposed image
retrieval system used in this research. In Figure 3,
the system has training and testing phase. Firstly, in
the training phase, the shape, colour and texture
features of the image database are extracted. The
important features are then selected by using a
Fuzzy Rough Set method. Semantic rules are then
generated with these features. After that, the SVM
classifier is built using these semantic rules.

From the graphs, we observe that the proposed
retrieval system achieved better results than the
other four systems in all three kinds of noise. The
reason for this is better feature extraction algorithm
has been applied in the training phase to save
appropriate and eliminate useless image features
(see Figure 3). With these useful features, the
system can train the SVM classifier with more
accuracy and semantic rules.

Still referring to Figure 3, in the testing phase, user
feeds the noisy queried image to the system. The
system extracted the noisy queried image features
and gave these features to the SVM classifier which
is built into the training phase. This classifier will
extract the relevant images based on the noisy
queried image provided.

Communication Papers Proceedings

Precision-Recall Graph

Recall equals to the number of the related retrieval
images to the number of the related images
available in the image database. The precision
equals to the number of the related retrieval images
to all the retrieval images [1, 26]. Figure 4, 5 and 6
show the precision-recall graphs for ten semantic
groups with Gaussian noise, Poisson noise, and Salt
and Pepper noise respectively, that is used for
measuring the efficiency of the proposed retrieval
system.

97

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

defined environments. However, Rough Set
cannot work in a continuous environment such
as image features, so these features should be
discretised first. Discretization may influence
the retrieval results. Because of that, the use of
Fuzzy Rough Set has many advantages.
Firstly, it can work with continuous data. Also,
the use of the membership function of a Fuzzy
Set has many advantages in the definition,
analysis, and operation of fuzzy concepts. By
combining these methods (Rough Set and
Fuzzy Set), we can use the advantages of both
in our image retrieval system.
2) The rules extracted from Fuzzy Rough Set
feature selection are semantic rules, which
used for training the Support Vector Machine
classifier.
3) One of the features of support vector
machine is that it can perform well with
noisier data.

Figure 4. Precision-Recall Graph with Gaussian
Noise

4.2.
The
Investigation
Retrieval Accuracy

of

The

To investigate the total accuracy of the above
mentioned retrieval systems, 60 noisy images are
fed into the system as queried images. That means
60 query images with Gaussian noise (Mean=0 and
Variance= 0.01), 60 query images with Gaussian
noise (Mean=0 and Variance= 0.02) and etc. ND
for Salt and Pepper noise is referring to the Noise
Density. Three different noise densities are used in
the Salt and Pepper noise in the experimental
results. The average of the retrieval accuracy is
calculated for each system with three types of
noise. Table 1 shows the results. As expected, the
results in most cases are better using our proposed
feature selection method.

Figure 5. Precision-Recall graph with Poisson
Noise

The results extracted from Table 1 are as follows:
 The image retrieval system which used
Fuzzy Rough Set for feature selection in their
methodology had better results compared to
the other retrieval systems which used other
feature
selection
methods
in
their
methodology.
 Overall, most of the feature selection
methods had better results with the Salt and
Pepper noise.
 When the mean and the variance of the
Gaussian noise were increased, the retrieval
accuracy of all retrieval systems decreased
because the mean and the variance highly
influence the query image features. However
the Fuzzy Rough Set achieved better results
compare to other methods in this situation.
 The Genetic Algorithm had the worst
result with Poisson noise compared to other
types of noises.

Figure 6. Precision-Recall graph with Salt and
Pepper Noise
The reasons behind the superiority of our proposed
feature selection method are:
1) Rough Set theory is a useful method for
describing and modelling vagueness in ill-
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0.01), Figure 8 is a queried image with Salt and
Pepper noise applied to it (noise density 0.02) and
Figure 9 is a queried image with Poisson noise
applied to it. Referring to Figure 10, 11 and 12, the
retrieval system with the Fuzzy Rough Set method
shows more related output images to the user. The
first left image in Figure 10, 11 and 12 matched
closely to the queried image.

4.3.
The Image Comparison of the
Retrieval Systems
In the last test, we show that the retrieval results for
the queried Flower image (Figure 7, 8, and 9). The
first, second, and up to the fifth row in Figure 10,
11 and 12 is related to Fuzzy Rough Set, Genetic
Algorithm, PCA, Information Gain, and OneR
respectively. Figure 7 is a queried image with
Gaussian noise applied to it (mean=0 and variance

Figure 7. Query Image with
Gaussian Noise (M=0, V=0.01)

Figure 8. Query Image with Salt
and Pepper Noise (ND=0.02)

Figure 9. Query Image with
Poisson Noise

Table 1. Accuracy of Retrieval with Three Kinds of Noise

Figure 10. Retrieved Images According to: First Raw- Fuzzy Rough Set, Second Raw- Genetic Algorithm,
Third Raw- PCA, Fourth Raw- Information Gain, Fifth Raw- OneR
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Figure 11. Retrieved Images According to: First Raw- Fuzzy Rough Set, Second Raw- Genetic Algorithm,
Third Raw- PCA, Fourth Raw- Information Gain, Fifth Raw- OneR

Figure 12. Retrieved Images According to: First Raw- Fuzzy Rough Set, Second Raw- Genetic Algorithm,
Third Raw- PCA, Fourth Raw- Information Gain, Fifth Raw- OneR

Genetic Algorithm cannot find the best features and
stuck in a local maximum hence the best features
are not guaranteed. Furthermore, it increases the
computational complexity and (4) Information Gain
has a problem when it is applied to features that can
take on a large number of distinct values. Based on
these drawbacks, the four retrieval systems cannot
achieve better results than our proposed feature
selection method.

5. CONCLUSION
In this paper, Fuzzy Rough Set feature selection is
evaluated in a noisy environment. Gaussian noise,
Poisson noise and Salt and Pepper noise were used
to estimate the Fuzzy Rough Set feature selection
accuracy in a Content Based Image Retrieval
system. In the experimental results, Fuzzy Rough
Set feature selection was compared with four other
feature selection methods. These four feature
selection methods are Genetic Algorithm,
Information Gain, OneR and Principle Component
Analysis. From the experimental results with a
noisy queried image, it can be observed that
Content Based Image Retrieval system using Fuzzy
Rough Set feature selection has better retrieval
accuracy and Precision Recall graph, when
compared to the other four retrieval systems. The
drawbacks of these four feature selection methods
described in this paper are as follows: (1) In PCA,
the computation of the eigenvectors might be
infeasible for very high dimensional data, (2) The
OneR algorithm is topologically unstable, (3) The

Communication Papers Proceedings

By utilising Fuzzy Rough Set feature selection
method, the proposed system has the advantage that
it deals efficiently with an image feature
environment that is noisy, vague and uncertain. In
addition, rules extracted from the selecting features
of the Fuzzy Rough Set feature selection are
semantic and can train the classifier properly. An
important advantage of this work is training the
SVM with semantic rules that can separate the
relevant images from irrelevant ones more
accurately.
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ABSTRACT
The problem of determining precisely the navigation parameters of an aircraft arise when constructing a
multispectral computer vision system. In particular, these parameters are used to solve the image
superimposition task. It is necessary to superimpose the aerial photograph registered from the on-board sensors
and the image generated from the digital terrain map. Such superimposition will be successful only if this image
is synthetized for the viewpoint based on the correct navigation parameters. However, the navigation parameters
obtained from satellite and inertial navigation systems have inadmissible errors for this task. Thus it is required
to reduce the influence of the errors by using the information from the analyzed images themselves. In this paper
we suggest the technique to correct the navigation parameters in such a way. The technique is based on the
application of the contour analysis and multiple view geometry methods. These methods make it possible to
implement our technique in real time due to the low computational complexity of the contour analysis and
multiple view geometry algorithms. The results represented in the paper indicate that the further development
and application of the suggested technique for multispectral computer vision systems are promising.

Keywords
Multispectral computer vision system, multiple view geometry, contour analysis, navigation parameters
correction, object detection, homography, aircraft.
location in the horizontal plane and h determines its
altitude. The roll angle γ , the pitch angle θ and the
yaw angle ψ determine the aircraft rotation about its
longitudinal axis, its horizontal lateral axis of inertia
and the vertical axis respectively. Thus the aircraft
location and orientation in the space are completely
determined
by the six-dimensional vector
ν = ( γ , θ, ψ, λ, ϕ, h) . The navigation parameters
correction problem reduces finding to the error
vector Δν . This vector describes the divergence
between the true navigation parameters vector ν r

1 INTRODUCTION
The correct determination of the current aircraft
location coordinates and orientation in the space is
necessary for the successful execution of the flying
missions [Wol01]. Since these parameters registered
from the navigation system can contain errors the
problem of their correction become urgent. When the
aircraft has an on-board multispectral computer
vision system such correction can be done using this
system. It can be carried out by the comparison of the
current image from this system’s sensor with the
image synthetized for the digital terrain map. In so
doing the uncorrected navigation parameters are
assumed to be known [GuB08]. The problem can be
described mathematically. The main navigation
parameters are the aircraft space geographic
coordinates λ , ϕ and h and the Euler’s angles γ ,
θ and ψ which describe the aircraft orientation. The
latitude λ and the longitude ϕ determine the aircraft

and the vector ν s with the navigation parameters
registered from the navigation system Δν = ν r − ν s .
To solve this problem we assume the vector ν s is
known and the original images from the multispectral
computer vision system are available. As the original
images from this system we can use, e.g., the image
pair in Figure 1. The image in Figure 1a is the terrain
aerial photograph registered from the aircraft sensor
in the current moment of time. We can see the
Moscow River in this image. The image in Figure 1b
is the synthetized image generated on the basis of the
current navigation parameters vector ν s and the
digital terrain map. In the general case the first Earth

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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required to find the geometric transformation
determining the connection between the images.
Then it is necessary to find a mathematical method
for the calculation of the error vector Δν on the basis
of the transformation found.

surface image can be registered from
f
the sensors
which work not only in the visible spectral
s
range but
in the other spectral ranges, e.g., infrared
i
range. In
the example considered the synthhetized image is
represented by the lines. These liines describe the
main terrain objects’ contours. As another
a
alternative
the synthetized image can contaain the objects’
contours filled with the texture. We
W can notice in
Figure 1 that the synthetized image viewpoint differs
from the aerial photograph viewpooint. The cause is
the existence of the errors when determining the
current navigation parameters vector ν s . The
discrepancy degree of these imagges can be seen
especially clearly when superimpoosing the original
synthetized image on the aerial phootograph. Figure 2
represents two examples of such superimposition.
The image in Figure 2b contains thhe visible horizon
and the image in Figure 2a does noot. The technique
suggested in the paper can be used inn both the cases.

2 RELATED WORK
The satellite navigation systems (e.g. GPS,
GLONASS) in combinatioon with the inertial
navigation systems are maiinly used in modern
aircraft to solve the navigatioon tasks [GWA01]. The
satellite navigation system principle
p
of operation
consists in the measurement of
o the distance from the
aircraft antenna to the satelliites. When there is no
signal from the satellites thhe autonomous inertial
navigation system is used to correct
c
the coordinates.
The main point of the inerrtial navigation is the
determination of the objectt acceleration and its
angular velocity with the heelp of special devices.
Then this information is used for the current aircraft
t
other parameters
location coordinates and the
correction. The navigation parrameters calculated this
way have the errors. These errrors play a significant
part in certain tasks, particularrly when superimposing
the images in the multispeectral computer vision
systems [FoP01, MVR09, ShS01]. Hence the study
of other approaches to coonstruct more precise
navigation systems is urgeent [BSM04]. Let us
assume that the aircraft has a multispectral computer
vision system on board. Then the investigation of the
possibility to solve the navigation
n
parameters
correction problem on the baasis of the information
from the multispectral com
mputer vision system
images analysis is of particulaar interest [BSM04]. At
present, most developed directtion in the construction
and the improvement of thhe navigation systems
which use the information from the images is
devoted to the correlationn navigation systems.
However, the methods usedd in such systems are
based on the direct comparisonn of the images’ pixels.
This requires high computationnal efforts. At the same
time in the multispectral compputer vision system the
image registered from the aircraft sensor is compared
with the image synthetized onn the basis of the digital
terrain map. Such a synthhetized image in fact
describes only the main terrainn objects’ contours. The
main idea of using the multisppectral computer vision
system for the navigation paraameters correction is to
detect the supporting terrain sections in the available
aerial photographs and the synnthetized images. These
terrain sections are considerred as the objects of
interest. In the case of the suuccessful detection and
comparison of such objects itt is possible to perform
the navigation parameters corrrection. To do this the
current aircraft location binds to the available terrain
O
such method
map using the found objects. Obviously,
would work only when the terrain in the images has
enough singled out objects. These objects can be

(a)
(b)
Figure 1. The original image pair for the analysis:
ph and
(a) the aerial photograp
(b) the corresponding synthettized image.

(b)
(a)
mple synthetized
Figure 2. The examples of the sim
image superimposition on the aerrial photograph
(a) for the images without visible horizon line and
(b) for the images with visible horizon line.
i fact the aerial
The discrepancy occurs because in
photograph and the synthetized image are the
observed scene projections on different planes.
Figure 3 explains the interconnectionn between them.

Figure 3. The geometric interrconnection
between the planes of the origginal images.
The observed scene is the visiblee segment of the
Earth surface. The desired vecctor ν r and the
known ν s specify the positions off the cameras’ C
and C ′ centers and the projectionn planes. So it is
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used to compare the aerial photograph and the
synthetized image.

based on the corresponding points are investigated
deeply enough for the case when the images have the
same nature, e.g. two aerial photographs [BET08].
However, in our case of the images of various
natures such methods are inapplicable. It is because
these methods are based on the intensity gradient
variation analysis but one of the compared images
initially consists of lines. Thus it becomes necessary
to solve the task of the corresponding point pairs
finding in the images on the basis of the contour
analysis methods and algorithms. Our tasks are to
find the geometric interconnection between two
image planes and to determine the camera parameters
from the information obtained from these images
themselves. Usually to solve these tasks the
corresponding point pairs are used. Recently, such
approaches have been studied a lot theoretically and
practically. The main results are expounded in the
multiple view geometry [HaZ04]. This geometry has
been rapidly developed in the recent decades. It is
known that the affine geometric transformations such
as rotation, translation and scaling are implemented
within one plane. So we can’t use affine
transformations to establish the connection between
the original images which are the projections to the
different planes. Therefore to solve the navigation
parameters
correction
problem
using
the
multispectral computer vision system images it is
required to consider the more general class of
transformations, viz. the projective geometric
transformations [SNN13b].

The considered problem of the navigation parameters
correction using the information from the
multispectral computer vision system images and the
aircraft navigation system sensors is a complex
mathematical problem. We can highlight three main
task groups. It is necessary to solve the tasks of each
group to derive the navigation parameters correction.
These tasks are the detection of the most significant
objects in the original images; the comparison of the
detected objects with each other on the basis of the
found corresponding point pairs on these objects’
contours; the finding the geometric transformation
which binds the original images, and the navigation
parameters correction using the obtained binding
information. Next we consider sequentially the
known approaches to the solution of the listed tasks.
There are a lot of different approaches to object
detection and comparison in images. Among them
besides the correlation methods we can mark out the
image comparison methods based on morphological
similarity measures [GoW08] and the methods based
on the extraction of the corresponding points using
the
intensity
values
in
these
points’
neighborhoods [BET08]. However, we should take
into consideration the solvable problem specificity
when choosing the methods, viz. we need to work in
real time [Lap04], and we have the synthetized image
represented by the lines describing the main terrain
objects’ contours. Therefore it is interesting to
investigate more intellectual and less time-consuming
methods. The complexity of the object detection in
the terrain aerial photograph is also conditioned by
the possible distortions of the intensities and
geometry of the observed objects. The intensity
distortions can be caused by the difference in the
registration conditions of the aerial photographs. The
influences of the illuminance, the season, the day
time, the meteorological conditions, and the sensor
quality matter a lot. The geometric distortions are
attributed mainly to the difference between the image
acquisition viewpoints. This leads to the difference
between the forms of the same object in the images
for the different viewpoints. In the light of the
mentioned circumstances the contour analysis
methods application seems the most effective. It does
not to take into account the intensity specifics but
only the objects’ forms [Fur02, NSN13]. The further
comparison of the objects on the basis of the
comparison of their contours’ fragments gives us the
possibility to reduce the influence of the geometric
distortions and also to solve the problem of the
objects partly overlapping. We obtain the vector
descriptions of the detected objects using contour
analysis methods. Further these descriptions can be
used to find corresponding point pairs in the original
images. At present the image comparison methods
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In this paper we suggest the navigation parameters
technique for real time multispectral computer vision
systems. This technique is based on the application of
the contour analysis [Fur02, NSN13] and multiple
view geometry methods [HaZ04].

3 TECHNIQUE AND METHODS
OVERVIEW
The methods can be divided into three main groups
according to the tasks classification in Section 2.

3.1 Technique Overview
By virtue of the investigations carried out we suggest
the following navigation parameters correction
technique using the multispectral computer vision
system information.
1. The aerial photograph, the synthetized image and
the estimated current navigation parameters vector
are acquired as the original data.
2. The distinctive objects in the aerial photograph are
detected, and the transition to the aerial photograph
vector description is performed.
3. The contours’ fragments of the objects in the aerial
photograph and in the synthetized image are
compared.
4. The corresponding point pairs in the available
images are found.
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the space location differences between the cameras’
centers C and C ′ for the aerial photograph and the
synthetized image and between these cameras’
orientations. These differences are defined by the
translation vector t and the rotation matrix R
respectively. The translation vector t is given by

5. The corresponding point pairs for the projective
geometric transformation calculation are selected.
6. The homography and the cameras’ internal
calibration matrices are calculated.
7. The Euclidean homography decomposition is
done.
8. The navigation parameters determination errors are
calculated, viz. the error vector Δν .
9. The current aircraft location coordinates are
corrected: ν r = ν s + Δν .
To implement the image object detection and
comparison stages it is suggested to use the known
algorithms and our specially developed algorithms
based on the contour analysis methods
application [NSN13, SNN13a]. The application of
multiple view geometry methods consists of finding
the geometrical interconnection between the planes
of the original images and in the algebraic expression
of this interconnection [HaZ04, FSS10, SNN13b]. To
the effect the information about the corresponding
point pairs obtained by the analysis of these images
themselves is used. It is known that if the observed
scene is a plane (Figure 3) then such interconnection
can be described using the homography matrix
⎛ h11
⎜
H = ⎜ h21
⎜h
⎝ 31

h12
h22
h32

h13 ⎞
⎟
h23 ⎟ .
1 ⎟⎠

t = (t x , t y , t z )T and the rotation matrix R is given by
⎛ r11
⎜
R = ⎜ r21
⎜r
⎝ 31

r22
r32

r13 ⎞
⎟
r23 ⎟ .
r33 ⎟⎠

(2)

The components of the rotation matrix R can be
determined from the Euler’s angles in the following
manner:
r11 = cos ψ ⋅ cos θ, r12 = cos ψ ⋅ sin θ ⋅ sin γ − sin ψ ⋅ cos γ ,
r13 = cos ψ ⋅ sin θ ⋅ cos γ + sin ψ ⋅ sin γ ,
r21 = sin ψ ⋅ cos θ, r22 = sin ψ ⋅ sin θ ⋅ sin γ + cos ψ ⋅ cos γ ,
r23 = sin ψ ⋅ sin θ ⋅ cos γ − cos ψ ⋅ sin γ,
r31 = − sin θ, r32 = cos θ ⋅ sin γ, r33 = cos θ ⋅ cos γ.
Hence if the rotation matrix R is known it is easy to
calculate the Euler’s angles (the roll γ , the pitch θ

and the yaw ψ ): γ = arctan
(1)

⎛
r31
θ = arctan⎜⎜ −
2
r32 + r332
⎝

However this interconnection between the projection
planes of the aerial photograph and the synthetized
image is defined implicitly. We can easily recalculate
point coordinates of one image to another image
plane using the homography matrix H . But to solve
the navigation parameters correction problem it is not
enough. The projective geometric transformation in
the large is defined by all of the homography
matrix H components. However we can highlight
the meanings of the particular components of this
matrix. The components h11 , h12 , h13 , h21 , h22 , h23
define the scaling, the rotation and the translation. If
the remaining components h31 and h32 are zero then
the homography matrix H defines an affine
transformation. Thus the components h31 and h32
describe directly the projective distortions. The
experimental results of the homography matrix H
calculation are considered next. These results show
that these components for the analyzed multispectral
computer vision system image pairs have the greatest
values in magnitude in comparison with the rest of
the components. To solve the navigation parameters
correction problem it is necessary to estimate the
existing errors in their determination in the aircraft
navigation system, viz. the error vector Δν . After the
calculation of the geometric transformation
connecting the original images the homography
matrix H is known. The error vector Δν describes
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r12

r32
;
r33

⎞
⎟ ; ψ = arctan r21 .
⎟
r11
⎠

Thereby the rotation matrix R makes it possible to
calculate the Euler’s angle errors Δγ , Δθ and Δψ .
At the same time we can easily determine the current
aircraft location errors Δλ , Δϕ , Δh from the known
translation vector t . For that it is enough to come
from the aircraft coordinate system to the
geographical coordinate system. Hence we can
completely define the required error vector Δν by
the known rotation matrix R and the translation
vector t and then correct the current aircraft
location. So the main problem of the suggested
technique implementation is the obtaining the
rotation matrix R and the translation vector t from
the known homography matrix H . This problem is
called the Euclidean homography decomposition. At
the present time there are a number of approaches to
this complex mathematical problem. These
approaches underlie the developed algorithms for the
Euclidean homography decomposition [MaV07,
KBC13]. As a rule to perform such decomposition
successfully it is additionally required to know the
camera intrinsic calibration matrices K [IAM04]. If
these matrices are unknown nevertheless they can be
estimated from the keypoints in the video image
sequence
obtained
from
the
evaluable
cameras [HaZ04].
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column numbers of the pixelss in the sample original
images with islands in the Medditerranean Sea.

3.2 Object Detection in the Aerial
A
Photographs and Synthetized Images
for the Subsequent Compariison
The synthetized image initially reppresents the main
objects’ contour description. Thhese objects are
specified in the digital terrain mapp. But the aerial
photograph should be subject to prepprocessing for the
purpose of the main object detectiion and obtaining
their contours vector description. Only
O
after that the
existing objects’ contours in both thhe original images
become comparable. The processiing and analysis
technique of the original aerial photoograph consists in
the application of a number of algoorithms [GoW08].
Since it is required to detect thhe main objects’
contours in the aerial photograph and to represent
them in the vector form, the first image processing
algorithm which is used is an edge detection
algorithm. We can use, e.g., the Caanny algorithm or
our own gradient algorithm [SNN13a]. Further we
o
existing in
can obtain closed contours of the objects
the aerial photograph using the morphological
processing algorithms. Then it is neccessary to discard
the insignificant objects and to retaain only the main
objects, which are probably alsso exist in the
synthetized image. After that we need
n
to obtain the
schematic representation of the main objects for the
subsequent comparison. So we cann smooth over the
small insignificant details. To do so, we use the
approximating polygon finding algorithm. This
d
of the
algorithm lets us obtain the vector description
closed contours for the objects of interest with
different degrees of detail. This algoorithm is based on
the approximating polygon vertexx selection using
local maxima of angle cosine estim
mations for these
vertices. The remaining closed coontour points are
removed. The angle cosine estimatioons are calculated
using least square fit to a certain nuumber of neighbor
points on both the sides of the vertex [SNN13a,
NSN13]. After obtaining the vectoor description for
the main objects in original imagess it is possible to
implement the object comparison stage.
s
The objects
detected in both the original imagges are compared
with each other. Objects’ contouurs are compared
pairwise. A problem is that the saame object has in
general a different number of vertices in the different
contour descriptions. Another prooblem is that an
object can be partly overlapped by something in the
image. Because of these problems we estimate the
local similarity of the contours. Foor this purpose an
auxiliary subcontour is generated for
f each vertex of
the main analyzed contour Γ = {(( x1 , y1 ), ( x2 , y2 ),...

(a)
(b)
Figure 4. The examples off the objects’ closed
contours with the generated
d subcontours (a) for
the first image and (b) forr the second image.

3.3 Finding Correspond
ding Point Pairs
on the Detected Objects’ Contours
To establish the correspondencce between the detected
objects’ contours fragments we can use different
complementary contour anaalysis algorithms. In
particular, we can use the subcontour generation
algorithm and then comppare these auxiliary
subcontours by the autocorrelation function τ . Then
each subcontour of one contouur is compared to all of
the subcontours of the other contour
c
for the purpose
of finding the similar fragm
ments of the existing
contours. As the similarity measure
m
for subcontours
we use the autocorrelation fuunction in combination
with additional parameters of the vertex. We
fu
as follows. The
calculate the autocorrelation function
autocorrelation function is a vector τ whose
(Γk , Γ0 )
, k = 1, 2, ..., n − 1
components are τ k =
(Γ0 , Γ0 )
n

n

(

m=1

(

)

)

)

and (Γ0 , Γ0 ) = ∑ xm2 + ym2 .
m =1

The similarity measure for eacch subcontour γ m of the
second contour and a certain fixed subcontour γ of
a follows:
the first contour is calculated as
0

[n / 2 ]

Δ m = ∑ τ (km ) − τ (k ) .
k =1

0

(3)

The calculated values Δ m are compared with a given
threshold ε . If Δ m < ε thhe subcontour γ m is
included in the set of the contours close to the
subcontour γ . Otherwise, it is excluded from this
set. The selection among thee close subcontours is
performed using additional parameters for the
comparing main contour vertiices such as the vertex
angle and the mutual positionn of the vertex and the
other contour vertices. On thee basis of this analysis
we can select the most likely point
p
pairs belonging to
the same fragments of both thee contours. To visualize
the result the selected corresponding point pairs also
can be connected as closedd contours. They are
represented in such a way as gray contours in
Figure 5. This technique invvolves the step-by-step
0

( x N , y N )} . These subcontours arre used for the
comparison of the main contour. Thhe examples of the
comparing objects’ contours markked by the black
color with the examples of the generrated subcontours
marked by the gray color are represented in Figure 4.
The axes in Figures 4 and 5 indiccate the row and

Communication Papers Proceedings

(

where (Γk , Γ0 ) = ∑ (xm + iy n ) ⋅ xk +m (mod n ) − iy k +m (mod n )
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implementation of a number of contour analysis
algorithms.
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where h = ( h h h h h h h h ) is
the column vector which elem
ments are the elements
of the homography matrix (1).
When the matrix H is knownn we can recalculate the
coordinates of the synthetized image points
S i ( xis ; yis ) to the aerial photograph plane (the
11

21

31

12

22

32

13

23

points Ri ( xir ; yir ) ):
⎛ xir
⎜
⎜ yir
⎜ r
⎜ zi
⎝

s
3

S 2 ( x , y ) , S3 ( x , y ) ,

s
4

mage respectively.
S 4 ( x , y ) in the synthetized im
Besides to determine the homoggraphy matrix H
unambiguously it is necessary that no three of these
points belonging to one image lie on
o the same line.
Moreover, the experiments show that the most stable
results are obtained when the poinnts are as far as
possible from each other. To increasse the accuracy of
the homography matrix H deteermination it is
desirable to find as many correspoonding point pairs
as possible. Then we can discardd the superfluous
point pairs, e.g., by using the RANSAC
c
out some
algorithm [FiB81, BaB02]. We carried
experiments with this algorithm buut we need more
investigations to implement it in our technique to
determine automatically the requuired point pairs
which can be used directly for the homography
matrix H calculation. The correcttness of selecting
the desired points is important becaause the accuracy
of this matrix calculation strongly depends on that.
Therefore the more corresponding objects are found
the more it is likely to find coorrect point pairs
automatically for the homograaphy matrix H
calculation. The correct seleection of the
corresponding point pairs is a ratheer difficult image
analysis problem. The successful soolution of this task
is only possible when there is a suffficient quantity of
the distinctive objects or their partts in the both the
original images. When the four corrresponding point
pairs are known the homogrraphy matrix H
calculation is done as follows. We
W can shape the
matrix using these points’ coordinates
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0
0

3

s
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−yx ⎞
⎟
−yx ⎟
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⎟
−yx ⎟
⎟ (4)
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s
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0
y
y

s
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−1

To calculate the matrix H it is enoough to have four
correct corresponding point pairss in the original
images, viz. the points R1 ( x1r , y1r ) , R2 ( x2r , y2r ) ,
s
2

1 0
0 x
0 x

s
2

s

1

h=A B

The projective geometric transform
mation connecting
the original images is done using the homography
o freedom.
matrix H which has eight degrees of

s
1

y
0
0

0 −x x
0 −x x
0 −x x
0 −x x
1 −x y
1 −x y

1
1
1

and also the vector
B = (x x x
Then

3.4 Calculation of the Geomeetric
Transformation Connecting the Aerial
Photograph and the Synthettized Image

s
1

0
0
0

s

1

2

(a)
(b)
Figure 5. The automaticallly found
corresponding point pairs on the objects’
o
contours
(a) on the contour from the firrst image and
(b) on the contour from the seecond image.

0
0
0

y
y
y
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'

⎞
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⎟
⎜ ⎟
T
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⎟
⎜⎜ ⎟⎟
⎟
⎝1⎠
⎠

⎛ xir ⎞ ⎛ xir / zir
⎜ ⎟=⎜
⎜ yr ⎟ ⎜ yr / zr
⎝ i⎠ ⎝ i i
'

'

'

'

⎞
⎟.
⎟
⎠

(7)

After that the transformed synnthetized image can be
superimposed on the aerial phhotograph to verify the
correctness
of
the
p
projective
geometric
transformation. This superimpposition result can also
be used as the solution of the synthetized image
superimposition task with the aerial
a
photograph.

4 RESULTS
In this section the examples of the experimental
results are represented. We have developed a number
of algorithms to obtain these
t
results [NSN13,
SNN13a, SNN13b]. Let us consider
c
the process of
the homography matrix H calculation and the
implementation of the corrresponding synthetized
image transformation to the aerial
a
photograph plane
for the original images in Figgure 1. When analyzing
such images it should be takenn into consideration that
the most distinctive objects which can be detected in
the Earth surface images are water objects, viz. the
rivers, the lakes, the seashoress, the islands in the sea.
That is why when there are such objects in the
images the task of finding corrresponding point pairs
is significantly simplified. When there are no
distinctive objects in the images
i
the suggested
technique can’t be implemented. The water object is
the Moscow River for both the examples represented
in Figure 2. To carry out the experiment the
following four correspondingg point pairs belonging
to the river contours in the aeerial photograph and in
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the synthetized image are seleected (Figure 6):
R1 (42; 200) and S1 (118; 274) , R2 (412; 358) and

S2 (401; 378) ,

R3 (409; 152)

andd

S3 (391; 241) ,

R4 (321; 77) and S4 (321; 187) . The
T
homography
matrix H is calculated by the seleccted point pairs in
accordance with formulas (4-6):

(a)
(b)
Figure 8. The superimpositiion of the synthetized
image geometrically transforrmed with the original
aerial photograph (a) for th
he first example and
(b) for the second
d example.

− 0,0150 − 0,0001⎞
⎛ 1,1783
⎜
⎟
H = ⎜ − 0,1999
1,2316
− 0,0003 ⎟ . (8)
⎜ − 46,2831 − 154,8272 1,0000 ⎟
⎝
⎠

5 CONCLUSION AND FUTURE WORK
In this paper the navigation parameters correction
technique based on the multisppectral computer vision
system images is suggested. The application of the
contour analysis and the muultiple view geometry
methods makes it possible to perform
p
such correction
in real time. The obtained thheoretical and practical
results argue that the researcch continuation in the
considered direction is promising. The first six stages
of the suggested technique aree already implemented.
But it is necessary to optimize the developed
algorithms. The remaining stages require deeper
mathematical study and then implementation. As an
allied task we can indicate the image superimposition
problem in the multispecttral computer vision
system [SNN13a]. The solutioon of this task follows
logically from the solutionn of the navigation
parameters correction probblem. Moreover, the
successful application of thee suggested navigation
parameters correction techniqque on the basis of the
multiple view geometry methods
m
will make it
possible to significantly redduce or to completely
eliminate the need to exhauustively search for the
correct viewpoint for the synthhetized image. But this
is only possible when there are enough distinctive
objects which can be detecteed in the images. The
continuation of this research work will provide the
possibility to use the multisppectral computer vision
system for aircraft navigation parameters correction.
As the main directions of thiss continuation work we
suggest the following: the improvement of the
contour analysis algorithms foor automatically finding
the corresponding point pairs on the objects’
contours; the development of
o the algorithms for
verifying the correctness of thhe projective geometric
transformation calculation on the basis of estimating
the quality of the objects’ conntours superimposition;
the implementation of the alggorithms for the camera
intrinsic calibration matrix determination by the
images from this camera; the investigation of the
Euclidean homography decom
mposition methods and
algorithms; and the experimenntal validation of all the
algorithms which are addittionally developed to
implement the navigation parameters correction
technique using the multispeectral computer vision
system.

Further we can perform the projjective geometric
transformation of the original syntthetized image to
the aerial photograph plane by formulas
f
(7). The
obtained transformed synthetizzed image is
represented in Figure 7.

(a)
(
(b)
Figure 6. The corresponding poiint pairs for the
homography matrix calculation (a)
( in the aerial
photograph and (b) in the synth
hetized image.

Figure 7. The synthetized
d image
after the projective geometric trransformation.
We can compare the original syntthetized image in
Figure 1b and the synthetized image after the
projective geometric transformationn in Figure 7. We
can notice that both of them represeent the models of
the same terrain for the differentt viewpoints. To
verify that the new viewpoint coorresponds to the
original aerial photograph in Figure 1a the
transformed synthetized image can be
b imposed on the
original aerial photograph. The result of such
superimposition is shown in Figure 8a. The
effectiveness of the aerial phottograph and the
synthetized image superimposittion using the
geometric transformation based on the homography
matrix follows from the set of succeessful experiments
carried out by the described techniqque. The result of
the analogous experiment carried ouut for the example
in Figure 2b is represented in Figurre 8b. In this case
the following homography matrix H describing the
geometric interconnection between the original
images is calculated by the four seleected point pairs:

− 0,12
− 0,0004⎞
⎛ 1,7375
⎜
⎟
H = ⎜ − 1,0284
2,1215
0,0013 ⎟.
⎜133,4345 − 196,3565 1,0000 ⎟
⎝
⎠
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ABSTRACT
Computer vision researchers have developed various learning methods based on the bag of words model for image
related tasks, including image categorization, image retrieval and texture classification. In this model, images are
represented as histograms of visual words (or textons) from a vocabulary that is obtained by clustering local image
descriptors. Next, a classifier is trained on the data. Most often, the learning method is a kernel-based one. Various
kernels can be plugged in to the kernel method. Popular choices, besides the linear kernel, are the intersection, the
Hellinger’s, the χ 2 and the Jensen-Shannon kernels. Recent object recognition results indicate that the novel PQ
kernel seems to improve the accuracy over most of the state of the art kernels. The PQ kernel is inspired from a set
of rank correlation statistics specific for ordinal data, that are based on counting concordant and discordant pairs
among two variables. In this paper, the PQ kernel is used for the first time for the task of texture classification.
The PQ kernel is computed in O(n log n) time using an efficient algorithm based on merge sort. The algorithm
leverages the use of the PQ kernel for large vocabularies.
Texture classification experiments are conducted to compare the PQ kernel with other state of the art kernels on
two benchmark data sets of texture images. The PQ kernel has the best accuracy on both data sets. In terms of
time, the PQ kernel becomes comparable with the state of the art Jensen-Shannon kernel. In conclusion, the PQ
kernel can be used to obtain a better pairwise similarity between histograms, which, in turn, improves the texture
classification accuracy.

Keywords
kernel methods, rank correlation measure, ordinal measure, visual words, bag of words, textons, texture analysis,
texture classification.

1

INTRODUCTION

which represents an image as a histogram of local
features, has demonstrated impressive levels of performance for image categorization [ZMLS07], image
retrieval [PCI+ 07], texture classification [XZYZ10], or
related tasks [IPG13].
One of the early approaches of building a vocabulary of
features is [LM01]. The main idea in [LM01] is to construct a vocabulary of prototype tiny surface patches,
called 3D textons. Textons obtained by k-means clustering are used for texture classification. Textons are
elements of texture perception that are widely used in
texture analysis. In [XZYZ10], a novel texture classification method via patch-based sparse texton learning
is proposed. The dictionary of textons is learned by
applying sparse representation to image patches in the
training data set. The authors of [VZ05] model textures
by the joint distribution of filter responses. This distribution is represented by the frequency histogram of
textons.
This work is focused on improving the BOW model
by treating texton histograms as ordinal data. In the
BOW model, a vocabulary (or codebook) of textons

The classical problem in computer vision is that of
determining whether or not the image data contains
some specific object, feature, or activity. Particular
formulations of this problem are object recognition,
image classification, texture classification.
Computer vision researchers have recently developed
sophisticated methods for such image related tasks.
Among the state of the art models are discriminative
classifiers using the bag of words (BOW) representation [ZMLS07, SRE+ 05] and spatial pyramid
matching [LSP06], generative models [FFFP07] or
part-based models [LSP05a].
The BOW model,

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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(also termed visual words) is obtained by clustering local image descriptors extracted from images. An image is then represented as a histogram of textons (also
known as bag of visual words or bag of features). Next,
a classifier is trained on the data. Most often, the
learning method is a kernel-based one. Various kernels can be plugged in to the kernel method. Popular
choices, besides the linear kernel, are the intersection,
the Hellinger’s, the χ 2 and the Jensen-Shannon (JS)
kernels. All the common kernels used in computer vision treat histograms of textons either as finite probability distributions, either as quantitative random variables
whose values are the frequencies of different textons in
the respective images. The PQ kernel [IP13] treats the
histograms of textons as ordinal data, in which data is
ordered but cannot be assumed to have equal distance
between values. In this case, a histogram will be interpreted as a ranking of textons according to their frequencies in that histogram. Usage of the ranks of textons instead of the actual values of the frequencies may
seem as a loss of information, but the process of ranking can actually make PQ more robust, acting as a filter
and eliminating the noise contained in the values of the
frequencies.

data sets, with a computational time that is less than two
times higher than that of the Jensen-Shannon kernel.
The paper is organized as follows. Section 2 presents
the bag of visual words model. The PQ kernel for texton histograms is discussed in Section 3. The efficient
algorithm to compute the PQ kernel is presented in Section 4. All the experiments are presented in Section 5.
Finally, the conclusions are drawn in Section 6.

2

In computer vision, the BOW model can be applied to
image classification and related tasks, by treating image descriptors as words. A bag of visual words is a
vector of occurrence counts of a vocabulary of local image features. This representation can also be described
as a histogram of visual words. The vocabulary is usually obtained by vector quantizing image features into
visual words. In the context of texture classification,
visual words are also referred to as textons.
The BOW model can be divided in two major steps.
The first step is for feature detection and representation. The second step is to train a kernel method in
order to predict the class label of new image. The
feature detection and representation step works as follows. Features are detected using a regular grid across
the input image. At each interest point, a SIFT feature [Low99] is computed. This approach is known as
dense SIFT [DT05, BZM07]. Next, SIFT descriptors
are vector quantized into visual words and a vocabulary (or codebook) of visual words is obtained. The
vector quantization process is done by k-means clustering [LM01], and visual words are stored in a randomized forest of k-d trees [PCI+ 07] to reduce search cost.
The frequency of each visual word is then recorded in a
histogram which represents the final feature vector for
the image. The histograms of visual words enter the
training step. A kernel method is used for training. Several kernel functions can be used, such as the linear kernel, the intersection kernel, the Hellinger’s kernel, the
χ 2 kernel, the JS kernel, or the recently introduced PQ
kernel [IP13].

There is a common perception to avoid rank correlation
statistics, such as Kendall’s tau [UC04], because
they are thought to be computationally expensive.
Statements like “the Cayley and Hamming distances
are computed in linear time rather than quadratic time
like Kendall’s tau” from [ZCKB12] can be encountered even in recent publications. Actually, a rank
correlation measure based on counting concordant and
discordant pairs can be computed in O(n log n) time
based on merge sort [Kni66]. Another algorithm to
compute Kendall’s tau in O(n log n) is based on AVL
Trees [Chr05]. The author of [Chr05] also ignores the
previous work of [Kni66], by stating that: “Traditional
algorithms for the calculation of Kendall’s tau between
two data sets of n samples have a calculation time of
O(n2 )”.
In this work, an efficient algorithm is used to compute
the PQ kernel in O(n log n) time. While the PQ feature
map proposed in [IP13] has a quadratic dependence on
the number of visual words, the fast algorithm based on
merge sort enables the use of the PQ kernel (in the dual
form) for large visual word or texton vocabularies.

It is important to mention that the model described
so far ignores spatial relationships between image features. Despite of this fact, visual words showed a high
discriminative power and have been used for region or
image level classification [CDF+ 04, FFP05, ZMLS07].
However, the performance can be improved by including spatial information. This can be achieved by dividing the image into spatial bins. The frequency of each
visual word is then recorded in a histogram for each bin.
The final feature vector of the image is a concatenation
of these histograms, which gives a spatial pyramid representation [LSP06] of the image.

Recent object class recognition results of [IP13] indicate that the novel PQ kernel seems to improve the accuracy over most of the state of the art kernels. In this
paper, texture classification experiments are conducted
in order to assess the performance of different kernels,
including PQ, on two benchmark data sets of texture
images, more precisely, the Brodatz data set and the
UIUCTex data set. The empirical results show that the
PQ kernel has the best recognition accuracy on both

Communication Papers Proceedings

BAG OF VISUAL WORDS MODEL

112

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

3

PQ KERNEL

All the above three correlation statistics are very related. If n is fixed and X and Y have no ties, then P,
X0 and Y0 are completely determined by n and Q. Actually, all are based on the difference between P and Q,
normalized differently. Following this observation, the
PQ kernel between two histograms X and Y is defined
as:

The PQ kernel was introduced in [IP13]. For the sake of
completion, the PQ kernel is also presented next. However, it is worth mentioning that the presentation of the
PQ kernel provided in this section follows the original
presentation given in [IP13].
All common kernels used in computer vision treat histograms either as finite probability distributions, for instance, the Jensen-Shannon kernel, either as quantitative random variables whose values are the frequencies of different textons in the respective images, for
instance, the Hellinger’s kernel (Bhattacharyya’s coefficient) and the χ 2 kernel. Even the linear kernel can be
seen as the Pearson’s correlation coefficient if the two
histograms are standardized. However, the histograms
of textons can also be treated as ordinal data, in which
data is ordered but cannot be assumed to have equal
distance between values. In this case, the values of histograms will be the ranks of visual words according to
their frequencies in the image, rather than the actual
values of these frequencies.

kPQ (X,Y ) = 2(P − Q).
The following theorem proves that PQ is indeed a kernel, by showing how to build its feature map.
Theorem 1 The function denoted by kPQ is a kernel
function.
Proof: To prove that kPQ is a kernel, the explicit feature map induced by kPQ is provided next.
Let X,Y ∈ Rn be two histograms of visual words. Let
Ψ be defined as follows:
Ψ : Rn → M n,n Ψ(X) = (Ψ(X)i, j )1≤i≤n,1≤ j≤n ,

An entire set of correlation statistics for ordinal data are
based on the number of concordant and discordant pairs
among two variables. The number of concordant pairs
among two variables (or histograms) X,Y ∈ Rn is:

with

 1
−1
Ψ(X)i, j =

0

P = |{(i, j) : 1 ≤ i < j ≤ n, (xi − x j )(yi − y j ) > 0}|.

if xi > x j
if xi < x j , ∀1 ≤ i, j ≤ n.
if xi = x j

In the same manner, the number of discordant pairs is:

Note that Ψ associates to each histogram a matrix that
describes the order of its elements.

Q = |{(i, j) : 1 ≤ i < j ≤ n, (xi − x j )(yi − y j ) < 0}|.

If matrices are treated as vectors, then the following
equality is true:

Goodman and Kruskal’s gamma [UC04] is defined as:

kPQ (X,Y ) = 2(P − Q) = hΨ(X), Ψ(Y )i ,

P−Q
.
γ=
P+Q

where h·, ·i denotes the scalar product. This proves that
kPQ is a kernel and provides the explicit feature map
induced by kPQ .

Kendall developed several slightly different types of ordinal correlation as alternatives to gamma. Kendall’s
tau-a [UC04] is based on the number of concordant versus discordant pairs, divided by a measure based on the
total number of pairs (n is the sample size):
τa =

P−Q
n(n−1)
2

According to [VZ10], the feature vectors of γhomogeneous kernels should be Lγ -normalized. Being
linear in the feature space, PQ is a 2-homogeneous
kernel and the feature vectors should be L2 -normalized.
Therefore, in the experiments, the PQ kernel is
L2 -normalized:

.

kPQ (X,Y )
.
k̂PQ (X,Y ) = p
kPQ (X, X) · kPQ (Y,Y )

Kendall’s tau-b [UC04] is a similar measure of association based on concordant and discordant pairs, adjusted
for the number of ties in ranks. It is calculated as the
difference between P and Q divided by the geometric
mean of the number of pairs not tied in X and the number of pairs not tied in Y , denoted by X0 and Y0 , respectively:
τb = p

4

It is important to note that for vocabularies with more
than 1000 textons, the kernel trick should be employed
to directly obtain the PQ kernel matrix instead of computing its feature maps, since there is a quadratic dependence between the size of the feature map and the

P−Q
.
(P + Q + X0 )(P + Q +Y0 )
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number of textons. In general, the kernel trick [STC04]
refers to using the dual representation given by the kernel matrix of pairwise similarities between samples instead of the primal representation given by the feature
maps. This will greatly reduce the space cost of the
PQ kernel. The problem of the time complexity remains to be solved. In the dual form, the PQ kernel
between two histograms can be directly computed using an algorithm with a time complexity of O(n log n),
n being the number of textons. The algorithm described
in this section follows the work of [Kni66], which proposed a similar algorithm for computing the Kendall’s
tau measure. The algorithm is based on the key insight
of Kendall which, in his book [Ken48], proves that the
number of discordant pairs Q between two rankings is
equal to the number of interchanges (or swaps), denoted
by s, required to transform one ranking into the other.
Another important observation is that, given a pair of
indices (i, j), interchanging the corresponding values in
the same time in the two histograms X and Y , respectively, does not change the number of discordant pairs.
Thus, sorting the two histograms X and Y in the same
time, using as sorting criteria first the values of X and
second (for ties in X) the values of Y , will end up with a
new pair of variables X 0 and Y 0 that will have the same
number of discordant pairs as X and Y . At this point,
X 0 is completely sorted while Y 0 is not. To represent the
same ranking as X 0 , Y 0 must also be sorted. This implies
that the number of swaps needed to sort Y 0 will be the
number of discordant pairs between X 0 and Y 0 . As described above, the number of swaps needed to sort Y 0 is
also the number of discordant pairs between X and Y .
A slightly modified merge sort algorithm can be used
to sort Y 0 while computing the number s. Algorithm 1
computes kPQ between two histograms X,Y ∈ Rn based
on these observations.

mined by the number of discordant pairs, the total numbers of pairs denoted by t = n(n − 1)/2, the number of
equal pairs in X denoted by eX , the number of equal
pairs in Y denoted by eY , and the number of pairs that
are equal in both X and Y denoted by eX∧Y . More precisely, P can be expressed as follows:
P = t + eX∧Y − eX − eY − s.
Thus, the difference between P and Q can also be expressed in terms of t, eX , eY , and eX∧Y , as in step 7 of
Algorithm 1.
The analysis of the computational complexity of Algorithm 1 is straightforward. The time for steps 2 and 7 is
constant. Steps 1 and 5 are based on merge sort which
is known to work in O(n log n) time. Because X and
Y are already sorted, steps 3, 4 and 6 can be computed
in linear time with respect to the number of textons n.
Consequently, the time complexity of Algorithm 1 is
O(n log n).

5 EXPERIMENTS
5.1 Data Sets Description
Texture classification experiments are presented on two
benchmark data sets of texture images. The first experiment is conducted on the Brodatz data set [Bro66]. This
data set is probably the best known benchmark used for
texture classification, but also one of the most difficult,
since it contains 111 classes with only 9 samples per
class. Samples of 213 × 213 pixels are cut using a 3 by
3 grid from larger images of 640 × 640 pixels. Figure 1
presents three sample images per class of three classes
randomly selected from the Brodatz data set.
The second experiment is conducted on the UIUCTex
data set of [LSP05b]. It contains 1000 texture images of
640×480 pixels representing different types of textures
such as bark, wood, floor, water, and more. There are
25 classes of 40 texture images per class. Textures are
viewed under significant scale, viewpoint and illumination changes. Images also include non-rigid deformations. This data set is available for download at http:
//www-cvr.ai.uiuc.edu/ponce\_grp. Figure 2 presents four sample images per class of four
classes representing bark, brick, pebbles, and plaid.

Algorithm 1: PQ Kernel Algorithm
1

2
3
4

5

6
7

Sort X and Y in the same time using merge sort,
according to the values in X in ascending order. If two
values in X are equal, sort them according to Y in
ascending order.
Compute the total number of pairs as t = n(n − 1)/2.
Compute the number of equal pairs in X as eX .
Compute the number of pairs that are equal in both X
and Y as eX∧Y .
Sort Y using merge sort in ascending order and sum
the differences of swap positions into s.
Compute the number of equal pairs in Y as eY .
Finally, compute
kPQ (X,Y ) = 2(t + eX∧Y − eX − eY − 2s).

5.2

Details about the particularities of the learning framework are given next. In the feature detection and representation step, a variant of dense SIFT descriptors extracted at multiple scales is used [BZM07]. The implementation of the BOW model is mostly based on the
VLFeat library [VF08].

Steps 1 and 5 of Algorithm 1 compute the number of
discordant pairs Q between X and Y , given that Q = s.
The number of concordant pairs P is completely deter-
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Figure 1: Sample images from three classes of the Brodatz data set.
each kernel, on a subset of texture images from the Brodatz data set.

the L2 -normalized linear kernel, the L1 -normalized
Hellinger’s kernel, the L1 -normalized intersection
kernel, the L1 -normalized Jensen-Shannon kernel, and
the L2 -normalized PQ kernel. The norms are chosen
according to the authors of [VZ10], that state that
γ-homogeneous kernels should be Lγ -normalized. It
is important to mention that all these kernels are used
in the dual form, that implies using the kernel trick to
directly build kernel matrices of pairwise similarities
between samples.

Table 1 compares the accuracy rate of the SVM based
on the PQ kernel with the accuracy rates of the SVM
based on various state of the art kernels, using 3 random samples per class for training. The accuracy rates
presented in Table 1 are actually averages of accuracy
rates obtained over 50 runs for each method, in order to
reduce accuracy variation induced by the random selection of training and testing samples. The accuracy of the
state of the art kernels is well above the accuracy of the
baseline linear kernel. More precisely, the state of the
art kernels are roughly 2 − 3% better than the baseline
method. However, the BOW model based on the linear
kernel achieves comparable results with other state of
the art techniques, such as [LSP05b]. In [LSP05b], the
accuracy rate reported on the Brodatz data set using the
same setup with 3 training samples per class is 88.15%.
Among the state of the art kernels, the PQ kernel gives
the best accuracy rate. Indeed, the accuracy of the PQ
kernel (92.94%) is roughly 0.6 − 0.8% above the accuracy rates of the other state of the art kernels. The
empirical results on the Brodatz data set show that the
PQ kernel can outperform the other evaluated kernels
for the task of texture classification.

A state of the art kernel classifier is used in the experiments, namely the Support Vector Machines (SVM),
which is very well-suited for binary classification tasks.
The SVM [CV95] tries to find the hyperplane that maximally separates the training examples belonging to the
two classes. In the experiments, the SVM classifier
based on the one versus all scheme is used for the multiclass texture classification tasks. More details about the
SVM are discussed in [STC04]. The important fact is
that the SVM can be trained in such a way that the feature maps are not needed, only the pairwise kernel matrices being required.

5.3

Brodatz Experiment

Preliminary experiments were performed on the Brodatz data set for parameter tuning. First, a set of experiments were conducted to choose the size of the vocabulary. Vocabularies of 1000, 2000, 3000 and 4000
textons were tested, respectively. The best results were
obtained with a vocabulary of 2000 textons. Consequently, this vocabulary was selected for the subsequent experiments. The regularization parameter C of
the SVM algorithm was chosen by cross-validation for
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Table 1 also provides the time required by each kernel
to produce the kernel matrix that contains pairwise similarities between all the texture samples from Brodatz.
Thus, the kernel matrix has 999 rows and 999 columns.
The time was measured on a computer with Intel Core
i7 2.3 GHz processor and 8 GB of RAM memory using a single Core. Using the efficient algorithm that
requires O(n log n) time to compute the PQ kernel, the
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Figure 2: Sample images from four classes of the UIUCTex data set. Each image is showing a textured surface
viewed under different poses.
Accuracy
Time (in seconds)

Lin. L2
89.63%
2.8

Hel. L1
92.27%
3.1

Int. L1
92.09%
15.9

JS L1
92.33%
103.6

PQ L2
92.94%
151.3

Table 1: Accuracy rates and running times of various kernels on the entire Brodatz data set using 3 random samples
per class for training. The PQ kernel is compared with the state of the art kernels on a vocabulary of 2000 textons.
The running time required to compute the pairwise similarity matrix for each kernel is reported in this table.
running time of the PQ kernel is now comparable to
that of the JS kernel. For a vocabulary of 2000 textons,
the PQ kernel is only 1.5 times slower than the JS kernel, which can be computed in O(n) time. The time to
compute the quadratic feature maps of the PQ kernel
was also measured on the same machine. It takes about
541 seconds to compute the PQ feature maps, thus being almost 3.6 times more computationally expensive
than the efficient algorithm for the dual representation
of the PQ kernel. While the PQ kernel remains the most
computationally expensive kernel among the evaluated
kernels, it offers an acceptable trade-off between accuracy and time. In conclusion, Algorithm 1 brings a significant speed improvement and makes the PQ kernel
practical for vocabularies of more than 1000 words.

5.4

ing. Various vocabularies of 1000, 2000, 3000 and 4000
textons were tested, respectively. On this data set, the
accuracy seems to improve as the vocabulary dimension
is increased. Consequently, the vocabulary of 4000 textons was selected for the subsequent experiments. The
regularization parameter C of the SVM algorithm was
chosen by cross-validation for each kernel, on a subset
of the UIUCTex data set.
Table 2 compares the accuracy rate of the SVM based
on the PQ kernel with the accuracy rates of the SVM
based on various state of the art kernels, using 20 random samples per class for training. This means that half
of the images are used for training, and the other half for
testing. The results of the PQ kernel on the UIUCTex
data set are consistent with the results obtained on the
Brodatz data set. More precisely, the PQ kernel outperforms again the other kernels. The accuracy rate of
the PQ kernel is roughly 0.5 − 0.6% above the accu-

UIUCTex Experiment

As in the previous case, preliminary experiments were
performed on the UIUCTex data set for parameter tun-
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Accuracy
Time (in seconds)

Lin. L2
84.44%
3.4

Hel. L1
91.24%
3.8

Int. L1
88.22%
18.2

JS L1
91.17%
199.8

PQ L2
91.74%
328.5

Table 2: Accuracy rates and running times of various kernels on the UIUCTex data set using 20 random samples
per class for training. The PQ kernel is compared with the state of the art kernels on a vocabulary of 4000 textons.
The running time required to compute the pairwise similarity matrix for each kernel is reported in this table.
racy rates of the Hellinger’s and the JS kernels. The
accuracy rate of the intersection kernel is even lower
compared to the PQ kernel. All the state of the art kernels, including the intersection kernel, obtain far better
results than the linear kernel. The best accuracy rate
of 91.74% is obtained by the PQ kernel. Overall, the
empirical results indicate that the PQ kernel can have
a better performance for texture classification than the
other state of the art kernels.

needs only O(n log n) time. The algorithm leverages
the use of the PQ kernel in BOW models with large
vocabularies. Several texture classification experiments
were conducted to show that the PQ kernel can indeed
be used with large vocabularies of up to 4000 textons.
Futhermore, the empirical results showed that the PQ
kernel can improve the BOW model for texture classification in terms of accuracy, by treating texton histograms as ordinal data.
In future work, other methods inspired from ordinal
measures can be investigated. For example, the most
common correlation statistic for ordinal data, namely
the Spearman’s rank-order coefficient [UC04], or its
L1 −version, namely the Spearman’s footrule, are successfully used in text processing [DP09]. It is perfectly
reasonable to use them for image categorization in the
context of the BOW model, since the BOW model is
also inspired from text processing (more precisely, from
text retrieval). Methods to transform such ordinal measures into kernels would also have to be developed.

The time required by each kernel to produce the kernel matrix that contains pairwise similarities between
all the texture samples from the UIUCTex data set is
also presented in Table 2. In this experiment, the kernel
matrix has 1000 rows and 1000 columns, but the number of textons is 4000 this time. The time reported in
Table 2 was measured on a computer with Intel Core i7
2.3 GHz processor and 8 GB of RAM memory using
a single Core. Again, the PQ kernel remains the most
computationally expensive kernel, but the running time
of the PQ kernel computed with Algorithm 1 is comparable to the time of the JS kernel. The PQ kernel is
roughly 1.6 times slower than the JS kernel. Compared
to the Brodatz experiment, the vocabulary is twice as
large, containing 4000 textons instead of 2000. However, the proportion between the time of the PQ kernel
and the time of the JS kernel does not change by much.
The time to compute the quadratic feature maps of the
PQ kernel could not be measured on the same machine,
since the 8 GB of RAM memory is not enough to store
the 1000 feature maps of 16 million features each. This
supports the claim that Algorithm 1 makes the PQ kernel practical for large vocabularies, of more than 1000
words. Another fact to support this claim is that the
object recognition experiments presented in [IP13] are
based on vocabularies of only 500 words, since it is
more expensive to compute feature maps of the PQ kernel. More precisely, the feature maps can be computed
in O(n2 ) time, while the PQ kernel can be computed in
the dual form in O(n log n) time with the efficient algorithm presented in this paper.

6
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ABSTRACT
Intelligent systems for vacant parking spaces detection present an important solution to facilitate finding an available parking place for the drivers. Many real world challenges can face these vision based systems like weather
conditions and luminance variation. In this paper, we are interested in the problem of inter spaces occlusion, where
one or more place of a parking can be hidden by another parked vehicle. In order to overcome this problem we
propose a new on-street surface based model for parking model extraction and we perform vehicle tracking in order
to detect the events of "Entering" and "Leaving" of a car to a parking place.
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Vacant; Parking; On-street surface model; Tracking.

1

INTRODUCTION

or "Leaving" a parking lot in real time. So we can decide of the occupancy or vacancy of each parking place.

In this project, we are interested in the intelligent systems for vacant parking places detection based on the
vision techniques. In practice these systems suffer from
many challenging problems like the environmental conditions, the lighting variations and specially the problem of inter spaces occlusion. This problem of occlusion is considered as a major problem that can affect
the performance and the precision of our system. This
problem occurs when parked vehicles hide all or a part
of the parking places next to it because of the scene disposition relatively to the camera.

This paper is organized as follow: Section 2 presents a
review of the existent solutions with their different approaches. In section 3, we introduce an overview of
our approach with the used techniques. Section 4 evaluates the performance of our approach to overcome the
problem of inter spaces occlusion. Finally, section 5
concludes our work and presents ideas for feature ameliorations.

2

Several approaches were proposed in the literature trying to overcome this problem. To solve this issue we
have to take into our consideration the outdoor context
and the fact that the system will be applied for different
parkings that can have different types and different dispositions of cars. Our objective is to develop a new approach which can be adapted for several parking cases
and overcome principally the problem of occlusion. We
introduce a new approach for parking modelling and
we adapt the tracking of the foreground objects in the
scene in order to detect the car events while "Entering"

Many existent researches are dealing with the problem
of finding vacant parking places based on vision techniques. Different approaches of presenting the parking
model and detecting the vacancies are proposed.
[RFS14] represents the parking spaces as rectangular
ground area in order to detect the existent cars by extracting their energy based descriptors. Rectangular regions of interest are also used in [TNK13] and are classified based on their descriptor vectors to decide of the
status occupied or vacant.
A two categories classification of the existent methods was proposed in [WHW07], [HTW13]. The authors classify the approaches of parking spaces modelling into : the car-oriented approaches which usually work on the image area where can exist the cars
in a parking place and try to extract the characteristics
of vehicles within this area, and the space-oriented approaches which rely on the analyse of the ground extracted area of a parking space. Then they present their
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Figure 1: Proposed process.
new surface-based approach as a third category of vacant parking spaces detection system. In this approach
they integrate the 3D scene information and consider
the parking lot as a set of six surfaces. The method
presented in [DDB13] is also based on a 3D model for
parking spaces. The volume of each parking lot is estimated with a parallelepiped having a height of half of
the average lengths of the four base sides. [Tom13] proposes a probabilistic model that represents all possible
positions of a car within a parking space. This approach
provides a set of discriminative features and provides a
3D probabilistic model to decide of the presence of a
vehicle.

we proceed with an Adaptive Background Subtraction
algorithm for foreground objects detection. These detected objects are then tracked based on the Kalman filter in order to follow their trajectories and detect the
events car "Entering" or car "Leaving" a parking place.

3

Our process is presented in Fig.1. It proposes a first
phase of off-line configuration in which a new approach
for defining a parking model is presented. The on-line
phase of parking states detection relies on the adaptive
background subtraction algorithm for motion detection
then on the tracking of detected objects over time. The
real time tracking of the vehicles allows us to detect
when a car cross an on-street surface of our extracted
model and to decide of the vacancy and occupancy of
the parking places.

All these presented methods are different in their used
techniques but they are all based on the extraction of
a parking model and provide their results according
to a local treatment for each extracted parking lot
in the model. These techniques where classified in
[MWJ14] into recognition based approaches and
appearance based approaches, but there is another
category of methods which relies on the learning and
the classification of trajectories or events. In [LSW11]
and [WWA12] the authors extract feature vector for
each trajectory of object in motion and detect the
vacancy or occupancy of a parking space based on a
combination of a pedestrian event followed by a car
event or the opposite. [NC12], [WAK10] and [WA10]
presents a trajectory analysis approach for activities
recognition. An event is trained according to a features
vector containing motion trajectory and contextual
informations describing its size and velocity. The
classification of an input event is by evaluating its
similarity to the definition of the events in the training
phase.

Parking Model Extraction
The phase of defining the parking model is a crucial
step that can influence the results of our work. The
Fig.2 presents firstly the main two used model in the
existent researches.
The first presented model is a basic model for parking lots extraction based on the ground tracing of the
places. The use of such a model can cause different problems of inter spaces occlusion. As shown in
Fig.2.(a), a parked car can cover an important part of its
adjacent place next to it. The second model, presented
in Fig.2.(b), is a 3-d model used in order to evaluate the
hole volume of each parking place presented as a cube.
In Fig2.(c), we present our proposed model, which is
partially inspired from the 3-d model. But we are only
interested in the on-street surface of the parking place
in order to detect the vehicle’s events. The idea is to
preserve from the hole 3-d cube presenting a parking
place, the most important area that can give us reliable
results with a great reduction of the inter car occlusion
problem. Whatever is the position of the camera and

In our paper we aim to introduce a new solution to provide robust results for the parking vacancies and to face
the problem of inter places occlusion. For the parking
model extraction we propose a new model based on the
on-street surfaces as it is the less occluded model. Then
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(a) Ground Model

as we are exploring the video stream from the videosurveillance cameras that are already installed in the
street. So we can benefit from the fact that we are dealing with scenes with fixed background. The adapted
algorithm for the adaptive background subtraction is
the Gaussian Mixture Model as presented in [MAA13]
. The MGM presents each pixel with a mixture of N
Gaussians. It is used to estimate parametrically the distribution of random variables modeling them as a sum
of several Gaussians called kernel. In this model, each
pixel I (x) = I (x, y) is considered as a mixture of N
Gaussian distributions, namely

(b) 3-d Model

p (I (x)) = ∑Nk=1 ωk N (I (x) , µk (x) , Σk (x)) .

(1)

(c) Proposed Model
with N (I (x) , µk (x) , Σk (x)) is normal distribution
multivariate and ωk is the weight of the k th normal.

Figure 2: Different parking models presentation.

N (I (x) , µk (x) , Σk (x)) =


1
T −1
ck exp − (I (x) − µk (x)) Σk (x) (I (x) − µk (x)) .
2
(2)

the disposition of the cars in the scene, these parking
places on-street surfaces presented in the Fig.2.(c) with
red area, can represent the parking model with the less
possible occlusion and provide good performances for
parking events detection. The extraction of this model
can be performed independently of the position of the
installed camera according to the parked cars, it was
tested even with a parking disposition where the rows
of the parked cars are completely parallel to the camera
direction as presented in Fig.3.

and ck is a coefficient defined by
ck =

1
n
2

1

.

(2π) |Σk | 2

(3)

Each mixture component k is a Gaussian with mean µk
and covariance matrix Σk . This model is updated dynamically in order to affect each pixel to its corresponding distribution. This allows to separate the foreground
mask of the scene from the fix background. The Fig.4
represents the extraction of the foreground mask of the
scene extracted using the GMM model and presenting
the foreground scene in motion.

Figure 3: Case of Parking Model Extraction.
The extraction of this model is performed in an off-line
phase. Using a graphical interface, the user is able to
draw the corners of each on-street surface. This model
is saved and can be reloaded for in-line use.

Foreground Objects Detection and Tracking

Figure 4: Foreground Mask Extraction.
The generated foreground mask is a binary image with
a black background presenting the foreground objects
in white pixels. We can detect one or more objects in
the same foreground image. The Fig.5 shows the case
where the foreground presents two different vehicles
in motion and each object will be extracted separately
based on the white blobs detection. then we are able to
track these detected objects throw the scene in order to
explore their behaviour for the detection of the state of
the parking places.

Our objective is to provide a new solution that can be
adapted with several outdoor parking contexts and dispositions. To achieve this objective we avoid the methods based on a training phase or the methods that treat
locally the parking places and we propose an event
based detection approach.
We use the adaptive background subtraction algorithm
in order to detect the moving vehicles extracted as foreground objects. The use of this technique is possible
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Each detected foreground object is extracted and
tracked separately. At an instant t we can obtain the
position pt of the object defined by the center of the
bounding box delimiting the object. Based on this
position we can verify if the object is overlapping with
the parking model or not. The Fig.6 presents the case
of the already detected vehicles in motion. In this
sample we verify the case of each vehicle separately
and we determine if it is out of the parking or it is
overlapping with one of its lots.
Figure 5: Foreground Objects Detection.

Assuming that an on-street surface of a parking place
is represented by four segments of lines (L1 , L2 , L3 , L4 ),
as shown in Fig. 2.(c), we can decide if a tracked object
is inside this surface or not by comparing its position
pt (x, y) relatively to these representative lines. A position of a given point (x, y) to a line L1 (p11 , p12 ) is given
by:

The phase of object tracking is performed using the
Kalman filter which is a recursive solution to estimate
the state of a given process. It consider that a real state
xt of a process at a time t is obtained from its previous
state xt−1 .
xt = Ft xt−1 + Bt ut−1 + wt

d1 = (p12 .x − p11 .x) × (y − p11 .y)−
(p12 .y − p11 .y) × (x − p11 .x)

(4)

with Ft the transitional state model applied to the state
xt , Bt the control-input model applied to the control vector ut and wt the process noise to be drawn from a zero
mean multivariate normal distribution with covariance
Qt .
wt ∼ N (0, Qt )
(5)

With the same manner we can calculate d2 , d3 and d4 ,
and a tracked object is considered crossing a parking
surface only if the measurements of these four distances
are all positive.This solution can give us an idea about
its behaviour in real time and we can define and detect
several events according to the model of the parking.
The main four events in which we are interested in our
case are:

An observation zt of the true state of the system xt is
measured based on
zt = Ht xt + vt

(8)

(a) A car is "Entering" to a parking space.

(6)

(b) A car is "Leaving" a parking space.
(c) A car is "In" a parking space.

Ht is the model which maps the true state space into the
observed space and vt is an observation noise assumed
to be zero mean Gaussian white noise with covariance
Rt .
vt ∼ N (0, Rt )
(7)

(d) A car is "Out" of all the parking spaces.
The definition of these events is closely related to the
tracked positions of the object over time, so we perform
a temporal integration of the previously extracted positions pt−2 and pt−1 , like presented in Table.1, in order
to decide of the current event. The "Entering" state of
a car to a parking space is detected when the vehicle
passes from the state "Out" of the parking model to the
state "In" a defined parking lot. The same logic is applied for the state "Leaving" which is detected when a
vehicle passes from the state "In" to "Out".

Decision and temporal integration
The final phase of our process is to make a decision
about the vacancy of the parking lots based on several
detected events. This phase relies on the already extracted model of the parking and the results of the previous step of vehicles tracking.

pt−2
pt−1
Event
Out
Out
Out
Out
In
Entering
In
In
In
In
Out
Leaving
Table 1: Temporal integration for events definition.
The Fig.7 shows a case where a new entering vehicle
in the scene is detected as a foreground object. The car
is tracked over the time and kept the same identifier of
object. The sample presents a succession of detected

Figure 6: Simultaneous Events Detection.
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(2) Car "Entering"

(1) Car "Out"

(3) Car "In"

Figure 7: Car event detection.
events for the moving car. First (1) the object is "Out",
then in (2) it is "Entering" to a parking space and finally
in (3) it is "In" the parking lot.
By defining and detecting these events, we can conclude on the change of states for the parking places defined in the parking model. In the case we detect the
event "Entering" of a car in a parking space, we can
conclude that this place is being "Occupied" and it is
presented in Red color in 7. In the same way, when
we detect the event of w car "Leaving" a parking space,
then this place is being "Vacant" and it is presented in
Green color.

4

False Positive, FN: False Negative, TP: True Positive
and TN: True Negative. We notice that the results given
by the method 1 in this case are confused and that each
parked car hides the place next to it. But we can conclude that our proposed approach can handle this case
and overcome the problem of occlusion. Because our
state decision relies on the detection of the on-street surface that was overlapping with the vehicle on motion.
Method

Occupancy FP FN TP TN
(a) O,O,O
0
2
1
0
Method 1
(b) O,O,O
0
1
2
0
(a) O,V,V
0
0
1
2
Method 2
(b) O,O,V
0
0
2
1
Table 2: Event detection for occlusion handling.

EXPERIMENTAL RESULTS

To evaluate the performance of our proposed solution,
we are interested in the evaluation of the advantages
of the new introduced parking model based on-street
surfaces and the new approach based event detection.
The implementation of our approach was performed
based on the library OpenCv [BK08] and the tests
were performed using the database of videos VIRAT
[OHP11], which includes five different video scenes
presenting five different parking dispositions.

Our approach was also tested in different parking dispositions. The tests for each parking were performed using several number of video sequences presenting different parking scenarios. In this part we will be interested in the comparison of our results with those given
by the method 1 in the case where there are a lot of inter
spaces occlusion cases.
F-measure Recall: R Precision: P
Method 1
0.88
0.89
0.87
Method 2
0.91
0.93
0.90
Table 3: Tests and results comparison.

(a) case a

The results in Table.3 recapitulates the average measurements performed for each method for several parking cases. We perform our study based on the measurements of Recall,

(b) case b

Figure 8: Case of inter spaces occlusion.

R=

The Fig.8 presents a case of parking disposition where
a parked car can occlude the parking spaces next to
it. For studying this case, we perform our tests based
on the Method 1 which is the approach proposed in
[MWJ14] and the Method 2 which is our new presented
approach. In this sample we are interested in three successive parking places, and we present their states with
"O" if the place is occupied and with "V" if it is vacant.
The Table.2 shows the obtained results for these two
methods and presents for each case the measures of FP:
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T P + FN

(9)

The measures of Precision,
P=

TP
T P + FP

(10)

And Finally the F-measure which combines the Recall
and the precision previously calculated and presents the
weighted average.
F − measure = 2 ∗
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Recall ∗ Precision
Recall + Precision

(11)
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The results show that our proposed approach provides
better performance and can handle the problem of occlusion and returns reliable results for the real time
parking spaces vacancy. Our new approach improves
to measurements of the precision and recall of the system in the presence of the problem of occlusion. It better the results up to 0.90 of precision in comparison of
0.87 given by the Method1.

5
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CONCLUSIONS

The purpose of this paper is to provide a new solution
to prevent the problem of inter spaces occlusion in the
vision based systems for vacant parking lots detection.
Our proposed approach is based on an on-street surface
model which was considered as the less occluded model
to represent a parking model independently of its disposition. The tracking approach of each vehicle in motion
allows the study and the detection of the vehicle behaviour. It can detect the events of car "Entering" or
"Leaving" a parking space when it is crossing a parking
place surface. This approach was proposed in order to
reduce the effects of inter spaces occlusion and to improve the performances of the system and the obtained
results shows that it improves the accuracy of the system and prevents the confusions.

6

ACKNOWLEDGMENTS

The authors would like to acknowledge the financial
support of this work by grants from General Direction of Scientific Research (DGRST), Tunisia, under
the ARUB program. The research and innovation are
performed in the framework of a thesis MOBIDOC financed by the EU under the program PASRI.

7

REFERENCES

[BK08] D. G. R. Bradski and A. Kaehler. Learning
Opencv, 1st Edition. O’Reilly Media, Inc., first
edition, 2008.
[DDB13] Robert P Loce Diana Delibaltov, Wencheng
Wu and Edgar A. Bernal. Parking lot occupancy
determination from lamp post camera images. In
IEEE Intelligent Transportation Systems Conference, 2013.
[HTW13] Ching-Chun Huang, Yu-Shu Tai, and
Sheng-Jyh Wang. Vacant parking space detection
based on plane-based bayesian hierarchical framework. Circuits and Systems for Video Technology,
IEEE Transactions on, 23(9):1598-1610, 2013.
[LSW11] Haowei Liu, Ming-Ting Sun, Ruei-Cheng
Wu, and Shiaw-Shian Yu. Automatic video activity
detection using compressed domain motion trajectories for h.264 videos. J. Vis. Comun. Image
Represent., 22(5):432-439, July 2011.

Communication Papers Proceedings

124

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

Mesh Partitioning for Parallel Garment Simulation
M. Hutter
M. Knuth
A. Kuijper
Fraunhofer IGD
Fraunhofer IGD
TU Darmstadt
Fraunhoferstr. 5
Fraunhoferstr. 5
Fraunhoferstr. 5
64286 Darmstadt,
64286 Darmstadt,
64286 Darmstadt,
Germany
Germany
Germany
marco.hutter@igd.fraunhofer.de martin.knuth@igd.fraunhofer.de arjan.kuijper@igd.fraunhofer.de

ABSTRACT
We present a method for partitioning meshes that allows a simple and efficient parallel implementation of different
simulation methods. It is based on a generalization of the concept of independent sets from graph theory to sets
of simulation elements. The general description makes it versatile and flexibly applicable in existing simulation
systems. Every simulation method that formerly worked by sequentially processing a set of simulation elements
can now be parallelized by partitioning the underlying set, without affecting the behavior of the simulated model.
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Computer Graphics, Animation, Simulation, Parallel Programming

1

INTRODUCTION

ory is generalized to simulation elements (for example,
the primitives of the mesh) as well as sets of simulation
elements.

The simulation of garments has various fields of application, like computer-generated movies, computer
games the virtual prototyping of garments. These applications cause a constant demand for increased visual
realism, efficiency and accuracy of the underlying simulation models. Especially in engineering applications,
increased efficiency is usually immediately expended
for increasing the accuracy, e.g. by using meshes with
a higher resolution.
With the advent of the multi-core era, parallelization
started to become increasingly important in garment
simulation. Like all other compute-intensive applications, garment simulation systems should be able to exploit the processing power of all available computing
devices in order to scale with future hardware generations. Therefore, methods have to be developed that
allow a flexible distribution of the workload among
the computing devices and minimize the overhead for
scheduling and synchronization.
In this paper, we give a general description for a strategy that allows us to partition the simulated elements
of the mesh into multiple subsets in a way that allows
an efficient simulation on multiple CPU cores or many
GPU cores, without the need for explicit synchronization. The concept of independent sets from graph the-

The remainder of this paper is organized as follows:
Section 2 gives an overview of the related work, focussing on the different methods for garment simulation
and parallelization and the combination thereof. The
concept for the mesh partitioning presented in this paper is detailed in Section 3. Section 4 shows the implementation and how the method has been evaluated and
applied to different simulations, leading to the results
that are summarized in Section 5. A discussion of the
advantages and limitations is given in Section 6, and
Section 7 gives a conclusion and an outlook for future
work.

2

Many strategies for accelerating garment simulation have been developed since Weil [26] and
Terzopoulus et al. [21] presented their first work about
models for cloth simulation. Some of them focussed
on the simulation model itself. The seminal work of
Baraff and Witkin [1] aimed at increasing the stability
and thus the possible time step size by using implicit
integration. Other approaches model the cloth as a
set of constraints in order to efficiently and robustly
simulate the behavior of cloth, based on the work of
Provot [16]. This usually refers to edge constraints,
but has also been applied to triangle constraints in
order to support the anisotropic behavior of cloth [24]
or bending constraints [25]. Position-based dynamics
for cloth simulation have been examined by [14].
Alternative approaches include Lagrange multipliers
[7] or finite element methods [5]. A recent survey on
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cloth simulation literature can be found in [11], and
more details on the subject in the context of garment
simulation in [12].

rely on a transfer of the simulation- or collision data
between the CPU and the GPU memory space.
Our focus in this paper is on the parallelization of the
material simulation which is usually summarized as the
computation of internal forces or constraints and the
time integration.

General approaches for parallel cloth simulation have
already been considered in [6], where a message-based
method for the simulation of interacting particles is introduced. Parallelization methods for the solution of
sparse linear systems with conjugate gradient methods
have been developed for many engineering applications
(see for example [2]), and applied to cloth simulation as
well [17], [22]. The latter may rely on a decomposition
of the simulated cloth into several subsets, for example,
using mesh decomposition toolkits like Metis [9].

Most of the approaches for parallelizing these steps that
have been presented so far make assumptions about the
structure of the simulated object that make a practical application of these approaches difficult. These assumptions refer to limitations regarding the shape of
the simulated cloth, and particularly the mesh structure. For example, many of the aforementioned approaches rely on the mesh consisting of regular triangles or quadrilaterals.

Other works partitioned the primitives of the simulation mesh into independent sets that can be treated in
parallel. Such an approach for independent sets of particles has been described by Zara et al. [27]: Each processor receives a subset of the particles that the simulated object consists of, and computes the forces and
state changes for this subset. In a dedicated computation step, the interactions between the particle subsets
are handled. Specifically, a dependency graph is used
for the computation of the final state.

The partitioning strategies that have been presented for
general or irregular meshes are usually specific for a
certain kind of mesh primitive: They subdivide the sets
of vertices, edges or faces, based on specific rules for
the particular primitive type.
The approaches that try to abstract from the primitive type and apply general partitioning methods to the
whole simulation mesh require an explicit synchronization at the borders of the subsets of the mesh.

For the parallel treatment of edges on many-core architectures, different approaches have been developed.
Some authors employed sampling techniques and hierarchical solvers to perform an efficient simulation of
cloth on the GPU, for example, Schmitt et al. [18].
Methods that are based on partitioning the set of primitives have also been developed (e.g. [28]) and are already implemented in the Bullet library [4]. Here, the
set of edges is partitioned into "batches", where each
batch is a set of edges, and no two edges of one batch
have a common particle.

Our goal is to overcome these limitations, and therefore
we present a method that allows a simple parallelization
of simulations that formerly consisted of a sequential
processing of mesh primitives. It consists of a versatile
partitioning strategy that does not require explicit synchronization between the partition elements and may be
applied to arbitrary meshes with arbitrary primitives.

3

The majority of the cloth simulation methods referred
to in the previous section operate on a triangle- or
quadrilateral mesh that represents the geometry of the
cloth. Depending on the actual simulation model, different primitives of this mesh are relevant for the actual
computation that is to be performed.

The approaches for parallelizing cloth simulation are
not restricted to the simulation of the intrinsic behavior
of the cloth like the time integration and computation
of internal forces. Several authors developed methods
for parallelizing other elements of the cloth simulation
process, particularly the detection and treatment of collisions, contact and friction between the cloth and other
objects. Selle et al. [19] proposed an improved, parallel collision detection method similar to that of Bridson et al. [3], where the particles of the cloth mesh are
distributed among several processors. An architecture
for parallelizing the whole cloth simulation pipeline,
including time integration, collision detection and collision response was proposed by Tang et al. [20]. They
define streams of data for the state of the simulated garment, consisting of positions and velocities, as well as
for the collision- and collision response information.
These streams are processed in parallel, solely on the
GPU, in order to achieve a high speedup compared
to CPU based implementations or hybrid methods that
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CONCEPT

The following subsections will give a general description of possible representations of the cloth model, and
show how this description may serve as the basis for our
partitioning method. The conditions that must hold for
the parallel simulation of cloth on the CPU or the GPU
are explained. We will show how to partition the simulation model so that these conditions are satisfied, and
how the existing simulation methods may be applied to
the partitioned simulation model.

3.1

Simulation model state

We describe the simulation model in its most general
from to contain a set of simulation elements M. These
simulation elements are usually constructed from certain primitives of the mesh. For example, the vertices
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of the mesh may be converted into a set of particles,
where each particle pi contains a position xi , a velocity
vi , a mass mi , and either an acceleration ai , or alternatively, a force fi where fi = mi ai . For particle-based
simulation methods like that of Zara et al. [27], these
particles may already be the actual simulation elements.
For other approaches, like classical, edge-based massspring models or the position based approach of Muller
et al. [14], the simulation elements are the springs or
distance constraints that are imposed by the edges of
the simulation mesh or inserted between two opposite
particles of two triangles that share a common edge in
order to model a bending resistance. For triangle-based
simulation methods like that of Volino et al. [24] or the
2D strain limiting approach described in [25], each triangle is a simulation element. When the bending resistance of the cloth is computed from the angle between
the normals of adjacent triangles, as in [25], or the inplane deformation of two adjacent triangles as in [23],
one pair of triangles may also be a simulation element.
Other simulation models may involve even higher-order
simulation elements like tetrahedrons.

Our goal is now to partition the simulation elements so
that the same algorithm can be run in parallel, regardless of the type of the simulation elements.

3.3

3.4

A generalization of the concept of independent sets allows us to define two sets of simulation elements as being adjacent when any simulation element of one set is
adjacent to any element of the other set. The set of simulation elements M may therefore be divided into several subsets, as discussed in Section 4, yielding a partition P(M) = {M0 , ..., Mn−1 }. These subsets are tested
for pairwise adjacency. Let A be the set of tuples of
adjacent sets (Mi , M j ), then G = (P(M), A) is an adjacency graph on which a vertex coloring can be computed in order to determine a set of independent sets of
sets of simulation elements.

Sequential processing

Given a simulation model state based on a set of simulation elements M, we assume that the simulation algorithm in its most abstract and generic form can be
written as in Algorithm 1.
Input is the set of simulation elements M
for all simulation elements mi ∈ M do
perform computation for mi

3.5

Vertex coloring

A vertex coloring is a partition of the vertex set of a
graph so that each element of the partition is an independent set. More formally, a c-coloring of the graph is
a set R = {R0 , ..., Rc−1 } where each Ri = {vi0 , vi1 , ...} is
an independent set, each corresponding to one color.

Algorithm 1: Sequential algorithm
The computation that is performed for each simulation element may, for example, be the computation of a
force for one structural spring of a mass-spring-model,
or position corrections for the particles in an edge- or
face-based strain limiting approach.
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Independent sets

In graph theory, an independent set is a set of vertices
where no two vertices are connected by one edge. Two
simulation elements can be considered as being adjacent when they share any data. That is, when the computation of the new state of the simulation model for
one simulation element modifies or depends on the state
of the other simulation element. Particularly, in many
cases it can be said that two triangles or edges are adjacent if they share a common particle. An adjacency
graph for the simulation elements may thus be defined
as a graph G = (V, E), where the vertex set V of the
graph contains the set of simulation elements, and the
edge set E of the graph is defined as the set of 2-tuples
of simulation elements that are adjacent.

The similarity of the term "simulation elements" to the
term finite elements is not a coincidence: In both cases,
the elements can be considered as the smallest elements
of a decomposition of the problem. These elements are
the basic building blocks of a computational model of
the simulated object. Thus, the simulation elements
are associated with a representation of the simulation
model state. This state is the actual basis for the computation that is performed for each simulation element.
In many cases, a simulation element mi corresponds to
set of particles that it consists of: mi = {pi0 , ..., pin }.
For example, the simulation model state of an edge in
a mass-spring model is given by the positions, velocities and accelerations (or forces) that are stored in the
respective particles.

3.2

Partitioning simulation elements

The basic idea of partitioning the simulation elements
into independent sets that we describe in the following
sections is conceptually similar to the computation of
the "edge batches" by Zeller et al. [28], and has already
been implemented in [4] or [8]. These descriptions and
implementations are currently restricted to edges as the
simulation elements, with the intention to perform the
simulation on the GPU. Extending this idea to arbitrary
simulation elements is straightforward, and thus will
not be described here in detail. Instead, we will focus
on the extension of this approach to sets of simulation
elements.

The smallest number of colors needed to color a graph
is called the chromatic number of the graph, and the
corresponding coloring is called an optimal coloring.
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Computing such an optimal coloring is an NP-complete
problem, and thus not feasible for larger graphs, even as
a preprocessing step.
Instead of computing the chromatic number of the
graph, one can compute a coloring of the graph with an
optimal coloring number, as defined by [15]. An ordering of the vertices that results in an optimal coloring
number copt can be computed using the smallest-last
coloring algorithm introduced by [13]. This coloring
number is bounded by the maximum degree dmax of
any vertex in the graph. A simple greedy strategy
thus allows us to compute a coloring with a number of
colors that is bound by dmax in linear time.
The overall process of computing independent sets of
sets of simulation elements based on a coloring of the
adjacency graph is summarized in Figure 1.

IndependentGSetG1

M0

ThreadG1
ThreadG2
ThreadG3

2.GIndependentGsetsGofGsimulationGelements,GprocessedGbyGmanyGGPUGthreads
ThreadG1

ThreadG8

IndependentGSetG2
IndependentGSetG3

Figure 2: Sketch of the different schemes for dispatching sets of simulation elements to the CPU or simulation elements to the GPU
elements are created from the input mesh. The set
M of simulation elements is partitioned into P(M) =
{M0 , ..., Mn−1 } as described in Section 4. The independent sets R = {R0 , ..., Rcopt −1 } are computed based on
the adjacency graph. Each Ri = {Mi0 , Mi1 , ...} is a set
of sets of simulation elements, and these sets are not
adjacent to each other. Thus, the elements of each Ri
may be processed in parallel, each with the sequential
Algorithm 1.

M4

M5

M3
4.cColoringcandcresultingcindependentcsets

3.cAdjacencycgraph

M0

M0

M1

M1

M4
M2

M5

M4
M3

M2

R0c=c{cM0,cM5c}
R1c=c{cM1,cM3c}
R2c=c{cM2c}
R3c=c{cM4c}

M5

Input is the set of independent sets of sets of simulation elements R
for all independent set Ri ∈ R do
for all subsets of simulation elements Mi j ∈ Ri in
parallel do
apply Algorithm 1 to Mi j

Figure 1: Process of the computation of independent
sets of sets of simulation elements.

Dispatching to CPUs or GPUs

Within the taxonomy of parallel techniques, we focus
on the architectures using a shared address space. These
may refer to multi-core architectures, namely CPUs
with two or more cores, or to many-core architectures
like GPUs with hundreds or thousands of cores.
The conditions that must hold for the parallel processing of simulation elements are the same for the
CPU- and the GPU-case: In both cases, the simulation elements that are processed concurrently may not
be adjacent. However, multi-core CPUs are capable
of task-parallel processing, whereas GPUs are usually
wide SIMD implementations that are tailored for dataparallelism. That means that multiple CPU cores can
concurrently process the elements of an independent set
of sets of simulation elements, whereas a GPU is better suited for concurrently processing the elements of an
independent set of simulation elements. This difference
is sketched in Figure 2.

3.7

...

IndependentGSetG1

M1

M2

3.6

IndependentGSetG2 IndependentGSetG3

2.cSetscofcsimulationcelementsc(triangles)

1.cInputcmesh

M3

1.GIndependentGsetsGofGsetsGofGsimulationGelements,GprocessedGbyGmultipleGCPUGthreads

Algorithm 2: Parallel algorithm
It is important to note that, according to the construction of the set R, there is no data shared between the
elements of sets Mia and Mib that are processed in parallel. They do not have any common simulation elements. And particularly, according to the definition of
being "independent", the state of the simulated model
that is represented with each simulation element from
Mia is completely unrelated to the state that is represented with a simulation element from Mib .

4

The concept of computing independent sets of simulation elements has been implemented for different cloth
simulation methods. An example implementation of the
basic concept using edge constraints has been shown in
[8]. Within the Future Fashion Design project the concept has been generalized and integrated into a commercial garment simulation system, where a large variety of
simulation schemes are combined. This involves edge

Parallel cloth simulation

In order apply the sequential Algorithm 1 in parallel to
multiple sets of simulation elements, we propose Algorithm 2: In a precomputation step, the simulation
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springs, edge strain constraints, triangular springs, triangle strain constraints, bending edges and pairs of triangles that are used to compute bending forces or bending constraints, and various combinations thereof.
For the implementation of a parallel cloth simulation on
a multi-core CPU based on independent sets of sets of
simulation elements, we create the simulation elements
from the input mesh. In our current implementation,
this may either be
• The edges of the underlying mesh
Figure 3: A coloring on the graph whose nodes correspond to sets of simulation elements of one pattern
yields a set of independent sets of sets of simulation elements.

• Bending edges between opposite particles of pairs
of triangles with a common edge
or

Each Ri contains sets of simulation elements, namely
Ri = {Mi0 , Mi1 , ...}. According to the construction of
these sets, the simulation model state of any simulation
element in Mia does not affect or depend on the simulation model state of any Mib for a 6= b, so the elements
of Ri may be be processed in parallel using Algorithm
2.

• The triangles of the mesh
• Pairs of triangles with a common edge
each being used as springs or constraints.
Once these simulation elements have been created, different strategies may be employed to split these elements into multiple subsets. Many of these strategies
are conceptually similar to that for the construction of a
bounding volume hierarchy (see for example the work
of Klosowski [10]): The sets of simulation elements
may be constructed bottom-up, by combining adjacent
elements into groups, or top-down, by splitting the initial set into smaller subsets. For the latter approach,
there are several choices for selecting the split axes and
the number of subsets that is created in each step. The
goal usually is to obtain a balanced hierarchy - which
corresponds to subsets of approximately equal sizes in
our case.
In our test scenes, the cloth is initially given in a rest
state in the xy-plane. A very simple splitting strategy
for this case is the recursive subdivision: A bounding
box is computed for the set of simulation elements M.
Then the set is split at the bounding box center along
the x- or/and y-axis, yielding 2 or 4 new sets, respectively. This subdivision step is repeated on the resulting
sets, until a stopping criterion is met, yielding a partition P(M) = {M0 , ..., Mn−1 }.
There are several possible stopping criteria for the
recursive subdivision: The recursion may either stop
when the number of simulation elements in each set
falls below a certain threshold, or when a certain
number of partition elements is reached. This is a
tuning parameter that will be detailed in Section 5.
Figure 3 shows the result of the computation of the independent sets of sets of simulation elements, for one
pattern of a garment, using triangles as the simulation
elements. It shows the full pattern, as well as the respective independent sets R0 , ..., R3 , each with a different color.

Communication Papers Proceedings

5

RESULTS

We integrated our mesh partitioning method into an existing garment simulation system in order to verify its
practical applicability. The system uses many different
kinds of simulation elements, which are combined in
order to perform an isotropic or an anisotropic material
simulation.

5.1

Simulation types

The isotropic simulation is edge-based. The simulation
elements are different kinds of edges:
• Edge Forces (EF) are springs that correspond to the
edges of the triangle mesh
• Edge Constraints (EC) are distance constraints for
the edges of the triangle mesh
• Edge Bending Constraints (EBC) are distance constraints that are inserted between opposite particles
of two triangles that share one edge, to model bending resistance (these constraints are of the same type
as the Edge Constraints)
The anisotropic simulation is triangle-based. The simulation elements are triangles and pairs of triangles:
• Triangle Forces (TF) are spring forces that are computed based on the deformation of the triangles of
the mesh
• Triangle Bending Forces (TBF) are spring forces
that are computed for pairs of triangles that share
one edge, which are used in the computation of the
bending resistance

129

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

• Triangle Constraints (TC) are constraints enforcing
the triangles of the mesh to be in their rest shape

5.2

The current focus of our research is on interactive virtual prototyping applications. Therefore, our benchmarks consist of meshes with a resolution that still allows an interactive simulation. We ran several artificial benchmarks with different mesh resolutions, and
the speedup that was achieved was largely independent
of the actual mesh resolution.

Benchmark scenes

In order to evaluate the speedup that can be achieved
with our method, we used two different test scenes: The
first one, shown in Figure 4, is an artificial scene of a
large circular piece of cloth that is draped on a torus.
The cloth consists of 45k particles, 95k triangles and
155k edges.

5.3

Benchmark setup

The simulation system is implemented in Java. The
tests have been run on an Intel Xeon 2.4GHz, with 6
cores (12 virtual), 24 GB RAM, Windows 7 / 64bit, using the Java JRE 7u11. Each benchmark run consisted
of starting the simulation with a time step of 1ms, and
running for a predefined number of steps until the cloth
approached a rest state.

5.4

Benchmark results

For both test cases, the default number of subsets that
was created during the recursive subdivision was 128
(also see the section about the Benchmark Parameters
below). The first test scene was run for 600 steps, and
the second scene was run for 200 steps. The following tables contain the average duration for the computations for each simulation element type in the last 25
time steps. The durations are given in milliseconds.

Figure 4: Benchmark scene 1: A cloth with 45k particles, 95k triangles and 155k edges, draped over a torus

Note that these timings do not include miscellaneous
computation steps like the collision detection or rendering updates. They only refer to the core of the
simulation which is parallelized using our partitioning
method. The computation that is performed for each
subset of simulation elements is exactly the same as for
the serial version. Thus, the overall behavior and drape
of the garment is not noticeably affected by the parallelization.

The second benchmark is a realistic shirt worn by an
artificial character, as shown in Figure 5. The shirt consists of 10 patterns, with 60k particles, 116k triangles
and 176k edges in total.

N
EF
EC
EBC
Total
1 9.06 104.16 50.76 163.99
2 3.79 53.78 26.56 84.14
4 2.51 29.95 15.99 48.47
6 2.63 24.24 13.80 40.68
8 2.52 23.20 13.85 39.58
10 2.48 22.87 13.49 38.86
12 2.22 22.92 13.99 39.14
Table 1: Computation time for the first benchmark
scene, in milliseconds, using the edge-based simulation. N = Number of threads, EF = Edge Forces, EC
= Edge Constraints, EBC = Edge Bending Constraints,
as detailed in 5.1
The diagrams 6 and 7 show the total speedup of the
computation for all simulation elements in the edgebased and the triangle-based simulation method, respectively, depending on the number of threads.

Figure 5: Benchmark scene 2: A shirt consisting of 10
patterns, with 60k particles, 116k triangles and 176k
edges in total
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It can be seen that the speedup increases nearly linearly with the number of threads, up to the number of
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Speedup

N
TF
TBF
TC
Total
1 9.56 47.85 270.23 327.65
2 5.93 22.48 132.38 160.81
4 2.88 11.49 99.75 114.13
6 2.54 9.74
56.52
68.81
8 2.27 9.16
47.48
58.92
10 2.24 8.95
48.54
59.74
12 2.17 7.94
47.97
58.09
Table 2: Computation time for the first benchmark
scene, in milliseconds, using the triangle-based simulation. N = Number of threads, TF = Triangle Forces,
TBF = Triangle Bending Forces, TC = Triangle Constraints, as detailed in 5.1
N
EF
EC
EBC
Total
1 10.45 175.08 98.50 284.03
2
5.37 103.44 88.11 196.93
4
3.52
50.82 32.70 87.04
6
2.97
42.14 27.83 72.94
8
2.94
40.44 27.80 71.19
10 2.16
40.60 29.46 72.23
12 2.11
39.37 26.75 68.24
Table 3: Computation time for the second benchmark
scene, in milliseconds, using the edge-based simulation. N = Number of threads, EF = Edge Forces, EC
= Edge Constraints, EBC = Edge Bending Constraints,
as detailed in 5.1
N
TF
TBF
TC
Total
1 10.09 51.79 565.72 627.61
2
5.96 27.53 220.35 253.85
4
3.55 15.66 120.66 139.88
6
3.04 11.59 101.32 115.96
8
2.54 13.40 97.09 113.04
10 2.71 11.90 91.16 105.78
12 2.75 11.18 88.55 102.48
Table 4: Computation time for the second benchmark
scene, in milliseconds, using the triangle-based simulation. N = Number of threads, TF = Triangle Forces,
TBF = Triangle Bending Forces, TC = Triangle Constraints, as detailed in 5.1
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Figure 6: Speedup for the edge-based simulation
method depending on the number of threads on a 6-core
machine
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Figure 7: Speedup for the triangle-based simulation
method depending on the number of threads on a 6-core
machine
ments of the individual test scenes as well as the number
of CPU cores of the target machine are known beforehand, whereas in other application scenarios, a criterion
based on the size of the subsets may be more appropriate.
The number of subsets that are created with the subdivision process affects the dispatching and processing in
two ways: A larger number of smaller subsets (which
results in larger independent sets) allows a more finegrained scheduling and makes it possible to distribute
the workload more evenly among the available cores.
On the other hand, when the number of subsets is too
large compared to the number of elements they contain, the overhead for dispatching them will increase
and might degrade the overall performance. However,
we found that for large meshes, the overall performance
did not change significantly when the number of subsets
was between 8 and 64 times the number of available
cores, as illustrated in Figure 8.

Benchmark parameters

As mentioned in Section 4, there are several degrees of
freedom for the computation of the initial subdivision
of the set of simulation elements. The recursive subdivision that we use in our implementation allows two
different stopping criteria: Either depending on the size
of the resulting subsets, or depending on the number of
subsets. For our analysis, we focus on the latter, because for our test cases, the number of simulation ele-

Communication Papers Proceedings

4
Scene 1

available physical cores. Thus, our method allows us to
achieve a significant speedup for all kinds of simulation
elements, and scales well with an increasing number of
physical cores.

5.5

2

For example, in our first benchmark scene, the set of
95k triangles is subdivided into 128 subsets. The graph
coloring yields 5 independent sets, each containing approximately 26 subsets, each on average containing 744
elements.
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Computation time [ms]

Similar concepts have been developed for a many-core
GPU-based simulation. The increasing number of
different computing devices, ranging from CPUs and
GPUs to specialized DSPs, will make it necessary
to tailor applications for heterogeneous computing.
The methods presented here may be one step towards
this goal: It is possible to create independent sets of
sets of simulation elements for the CPU, as well as
independent sets of simulation elements for the GPU.
Once there is a common execution- and memory model
for both device types, it could be possible to split the
workload that is imposed by a large simulation mesh
into smaller workloads whose structure is appropriate
each of the available computing devices, respectively.
That means that one part of the simulation mesh may
be treated efficiently by several CPU cores, whereas
another part is treated by multiple GPUs.
Another aspect that is to be examined is the combination of the presented approaches with changes in the
topology of the underlying mesh. This may refer to
small and local changes that may happen when sewing
or otherwise modifying patterns, as well as to large and
global changes that may happen in a simulation that
adaptively changes the mesh resolution. In this case,
simulation elements are removed or created on the fly,
and the sizes and structure of formerly independent sets
may change so that a recomputation or adaption of these
sets may be necessary. For this purpose, we are examining data structures that allow a description of the
structure of independent sets in form of a hierarchy that
may be updated efficiently in response to changes in the
topology.
Acknowledgment : The research leading to these results has received funding from the European Commission, Seventh Framework Programme (FP7/2007-2013)
under grant agreement 285026.
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Figure 8: Dependency of the running time on the number of subsets that are created during the recursive subdivision. The test was performed with scene 1, using
the edge-based simulation, and running with 8 threads.
The time is given in milliseconds.

6

DISCUSSION

The main advantage of the partitioning scheme presented here is that it may be applied to all kinds of simulation elements, and may easily be integrated into existing simulation applications. A given implementation of
an algorithm that sequentially processes simulation elements, as sketched in Algorithm 1, may easily be converted into a parallel version according to the scheme
sketched in Algorithm 2, after partitioning the simulation elements as described in this paper.
We consider it as important to point out that the proposed method does not require an explicit synchronization among the elements that are processed in parallel, since they are independent by construction. Other
methods divide the simulated mesh into several parts
and treat these parts in parallel, but still require a synchronization at the border of these parts. When the parallelism should be increased, by increasing the number
of parts that are created, then the synchronization overhead grows accordingly. This is not the case for our
method.

8
[1]

It is not obvious how a similar partitioning scheme may
be applied to an algorithm that involves data structures
of a more global nature — for example, matrices that
contain constraint information that has been derived
from the structure of the whole mesh, and which is used
as the input for SLE solvers. Another challenge may
be topological changes of the underlying mesh, which
may make it necessary to update the internal data structures. Since one of our goals is general applicability of
the method, these aspects will also be addressed in our
future work.

7

[2]

[3]

CONCLUSION AND FUTURE
WORK

[4]
[5]

The description of the implementation in this paper
focussed on parallel simulation for multi-core CPUs.
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ABSTRACT
Calibration of the LiDAR sensor with RGB camera finds its usage in many application fields from enhancing
image classification to the environment perception and mapping. This paper presents a pipeline for mutual pose
and orientation estimation of the mentioned sensors using a coarse to fine approach. Previously published methods
use multiple views of a known chessboard marker for computing the calibration parameters, or they are limited to
the calibration of the sensors with a small mutual displacement only. Our approach presents a novel 3D marker for
coarse calibration which can be robustly detected in both the camera image and the LiDAR scan. It also requires
only a single pair of camera-LiDAR frames for estimating large sensors displacement. Consequent refinement step
searches for more accurate calibration in small subspace of calibration parameters. The paper also presents a novel
way for evaluation of the calibration precision using projection error.

Keywords
camera, LiDAR, Velodyne, calibration, marker

1

INTRODUCTION

This paper deals with an automatic calibration of RGB
camera with Velodyne LiDAR (Light Detection And
Ranging) sensor (also called laser radar or scanner).
The Velodyne sensor scans the whole area around the
rotating beam using 32 or 64 laser rays and finds its
use in many applications such as autonomously driving Google car. Using techniques proposed in the following chapters, the extrinsic parameters – position and
orientation of the LiDAR related to the camera – can
be computed as is shown on Figure 2. This problem is
commonly named as searching for 6 degrees of freedom
(6DoF) - rotation and translation against all the three
axes of 3D space.

(a)

(b)

When solving such calibration problem, the most challenging tasks are: the ability to deal with large sensor
displacement and minimal requirements for a specific
scene setup while preserving accuracy of the resulting
calibration.

(c)

In order to fulfill these goals, the proposed cameraLiDAR calibration pipeline performs the calibration in
two consequent steps. First, a large sensor displace-

Figure 1: Using the calibration for fusion of the camera
image (a) and Velodyne scan (b) obtaining a coloured
point cloud (c).

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.

ment is estimated using a special, but still simple, 3D
marker and then a refinement is applied in order to obtain a more accurate calibration. Using the proposed
projection error, it will be proved that the coarse calibration reaches similar or even better accuracy than the
manual one (the operator sets and visually verifies the
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calibration parameters) in the task of sensor displacement computation. The consequent refinement process
further improves the calibration accuracy and exhibits
5% better results than the previously proposed method
by Levinson and Thrun [LT13].
Fusion of the aligned camera with the LiDAR sensor
was recently used in many tasks of computer vision
in order to enhance their performance. Douillard et
al. [DBR09] use a 3D classifier based on the fused
Velodyne data with the monocular color imagery for
modelling semantic content in scenes. Colour point
clouds obtained through the camera-LiDAR fusion
proved to be useful in velocity estimation for precise
vehicle tracking and autonomous driving [HLT13].
Figure 1 demonstrates results of the Velodyne point
cloud colouring. A combination of the aligned LiDAR
with the camera was also successfully used in the
process of building 3D geological maps [NMV10] or
for preserving cultural heritage by the 3D modelling of
historical buildings [BJCK11].

Figure 2: Problem of a camera – Velodyne calibration.
The solution of the problem are the vectors t and R describing the translation and the rotation of Velodyne LiDAR related to the RGB camera.
first group of methods [KP10, PMSE10, GMCS12] requires a chessboard-like marker for an automatic calibration. Other methods [TN13, LT13] assume an arbitrary markerless scene for automatic calibration but
their capability of calibration is reduced just to a refinement of small differences in position and orientation
between sensors. Some of the recently used methods
[BCK13, LN09, PPRJ13] use a sequence of captured
frames and compute the calibration parameters from the
motion obtained through the feature tracking or special
IMU units.

The method described in this work extends the solution
proposed by Levinson and Thrun [LT13]. The biggest
asset of the mentioned paper is the proved assumption
that the edges can be robustly detected in both the camera image and the LiDAR scan.
The novelty of our method is the two-level calibration
scheme dividing the problem into two consequent parts.
The large displacements in sensors position are computed using the camera-LiDAR correspondences found
via a fully automatic 3D marker detection. The novel
marker also allows to perform the coarse calibration
from a single camera image and the corresponding LiDAR scan what is an advantage over traditional "multiframe" techniques. Finally, the obtained calibration is
refined using a simple exhausting dense search in a
small subspace of the calibration parameters. Both the
marker detection and the refinement are based on the
robust edge detection proposed by Levinson and Thrun
[LT13].

An automatic alignment of the camera with 2D laser
rangefinder where typical checkerboard marker must be
observed from multiple views was proposed by Zhang
and Pless [ZP04]. Constraints based on this observations are solved minimizing an algebraic error and followed by a nonlinear process. The external calibration
of a 3D laser scanner with an omnidirectional camera
system [PMSE10] requires also a planar checkerboard
pattern to be observed simultaneously from the laser
scanner and the camera system from a minimum of 3
views. Normals of the planar surface form a non-linear
optimization problem that is solved for the extrinsic calibration parameters. All the mentioned techniques suffer from the necessity of the presence of some known
marker in the scene. Moreover the marker must be observed from multiple points of view. A toolbox for
the automatic camera-Velodyne calibration presented
by Geiger et al. [GMCS12] recovers intrinsic and extrinsic camera parameters using a single view of multiple chessboard instances placed in the scene what is
still quite impractical.

In its experimental part, the paper also introduces a new
way how the calibration methods can be evaluated automatically using an image segmentation. The process
assumes that in the calibration scene foreground and the
background can be easily separated both in the camera
image and the LiDAR point cloud. As the error metric, the ratio of the correctly projected 3D points onto
proper image segments is used.
Using this metric will be proved that our modification
of the refinement process reaches 4% lower miscalibration error than the basic solution.

2

A structure-from-motion technique [BCK13] for
camera-laser fusion which uses a 2D laser sensor and
multiple cameras, was also presented. The laser points
are projected onto the images and tracked using KLT
algorithm [ST94] to other frames in order to be used
as 3D-2D correspondences. The paper by Núñez et al.

RELATED WORK

Methods of the automatic camera calibration with the
LiDAR sensor can be divided into several groups. The
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3

[PPRJ13] proposes a method to perform the extrinsic
calibration between a camera and a 3D-LRF observing
a checkerboard pattern with the aid of motion obtained
by Inertial Measurement Unit (IMU). The limitation of
these methods is the need for multiple instances and
this special type of hardware.

Our proposed solution consists of two consequent steps.
First, an approximate coarse calibration is estimated. In
this step, we assume that the translation of the laser sensor against the camera is much more significant than the
rotation. For the coarse calibration step, a special "3D
marker" which can be easily found in both the camera
and the Velodyne data was designed. Found correspondences are further used for deterministic computation
of the translation between the camera and Velodyne.

A “golden” calibration method which would require no
marker, single observation of the scene, no further HW
requirements and still provides sufficient results is still
missing. Recently, techniques which work with markerless arbitrary scenes assuming some shared property
by both the camera image and the LiDAR scan appears. Method [TN13] is based on a hypothesis that
the horizontally oriented planes are displayed on the
camera image with higher intensity. The searching for
the proper calibration parameters is performed as a particle swarm optimization [KE95] with the cost function based on mutual information between the image
and projected point cloud also used by Pandey et al.
[PMSE12]. However, this techniques come with an
other limitation which is the need for a small displacement of the sensors in both their orientation and position.

In the next step, the calibration of sensors including the
rotation is refined.. This fine calibration is based on
the solution proposed by Levinson and Thrun [LT13]
with further simplifications which brings computation
speed-up and higher reliability of obtained results.
To be more specific, the coarse to fine calibration
pipeline works in the following steps:
1. Coarse calibration
(a) edge detection in the Velodyne point cloud and
the camera image,

A real time miscalibration detection and the transformation adjustment introduced by Levinson and Thrun
[LT13] enables online and automatic camera-laser
calibration in arbitrary environments. In the mentioned
work, the miscalibration detection is performed by
probabilistic monitoring. Consequently, a continuous
calibration optimizer adjusts transform offsets if
miscalibration was previously detected. This solution
is based on the assumption that edges can be robustly
and reliably detected in both the camera image and the
LiDAR scan which proved to be right. The objective
function based on the matching edges detected in both
modalities and which is used for the optimization is
convex only in a small subspace around the global
optimum. Thus the calibration task is limited to only
small variations in the position and the orientation
between the camera and LiDAR.

(b) 3D marker detection (circles’ centres and the radius),
i. in the camera image, using the Hough transform [YPIK90],
ii. in the point cloud, using our detection algorithm based on RANSAC [FB81] which is described below in detail.
(c) Estimation of the translation between both the
sensors in the 3D space.
2. Calibration refinement
(a) initialization using estimated coarse calibration
parameters,
(b) dense search in the small subspace of the calibration parameters,

The main drawback of the two previously mentioned
methods [LT13, TN13] – the limitation of the position
and the orientation between sensors just to a small subspace of 6DoF parameter space – is relaxed in this paper using a special type of 3D marker which allows
coarse to fine calibration of the sensors using just a single frame captured by the camera and LiDAR from a
single point of view and a single instance of the marker
in the scene. Our method of marker detection is based
on the proved assumption [LT13] that edges can be robustly detected in both the camera image and the LiDAR point cloud. The final step of the sensor alignment
proposed in this paper is the calibration refinement by
means of searching in a small subspace of calibration
parameters.
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CALIBRATION OF CAMERA WITH
LIDAR

i. projection of the point cloud with detected
edges to the image plane
ii. edge detection and the inverse distance transform of the camera image
iii. cross correlation of these two images
(c) pick the calibration solution based on the mentioned cross correlation criteria

Sensors Description
Calibration techniques presented in this work were developed and tested with sensors mounted on our robotic
platform shown on Figure 3a.
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Figure 4b shows how edges of various geometrical
shapes are captured using the Velodyne LiDAR. One
can observe that the vertical position of shapes with
horizontally oriented edges can not be determined precisely with Velodyne-like sensor which scans the surrounding environment in horizontal rings.

(a)

(b)

Figure 3: Our robotic platform (a) and an example of
the Velodyne scan (b).
The source of the camera image is the Kinect c 1 sensor
mounted on our robot. Besides the RGB frames it provides a depth map which is not used in the calibration
process.
Source of the laser radar scan is the Velodyne c 2 LiDAR sensor – the HDL-32 model with 32 lasers having field of view 360◦ horizontally and 40◦ vertically.
The sensor rotates 10 times per second and captures
700 000 points per second which are organized into 32
rings (one per each laser). An example of the scan provided by this sensor is displayed on Figure 3b.

(c)

(d)

Figure 4d shows the final version of our plannar marker
with circular holes in it. Thus, both the horizontal and
the vertical position of the circles can be clearly determined visually and automatically.

Coarse Calibration
The initial step of the calibration estimates the coarse
calibration parameters using the novel 3D marker. This
estimation allows a large position displacement of the
sensors and it is further refined in the consequent step.

Detection in Velodyne Data
Edge detection in Velodyne data is based on the assumption that depth discontinuities in laser data represent edges in the real scene [LT13, BCES11].

Marker Description

The frame of Velodyne LiDAR is processed through the
rings as it is natural way for this type of the sensor. It is
possible to assign a value to each measured point which
depends on its depth measurement and the depth of its
direct neighbours:

Usage of a marker for the calibration purposes is
nothing new. A typical example of marker used
for calibration is chessboard pattern which was also
successfully used for the camera-LiDAR calibration
[GMCS12, PMSE10, KP10]. The biggest drawback of
this marker is the need for multiple observations of the
marker from different view points.

2

(b)

Figure 4: Planar marker with holes of different geometrical shapes (a) and edges detected in its LiDAR scan
(b). Our proposed marker (c) and the detected edges
(d).

The robot runs ROS Hydro for unificated control and
the access to sensoric data. We assume that the sensors
themselves are already calibrated and the ROS topic
interfaces provides auxiliary data as the intrinsic camera parameters (focal length and the principal point) in
form of the projection matrix.

1

(a)

r
r
, 0)γ
Xi = max(Pi−1
− Pir , Pir − Pi+1

(1)

The design of our marker undergoes the condition that
it has to be easily detected in both the camera image
and the Velodyne data and only one observation of the
marker is sufficient for estimation of the calibration parameters. The pre-processing of the camera and the LiDAR data includes an edge detection which will be described in the next sections.

where Pir represents the range of the i-th point of the
point-clout gained from Velodyne and γ is the constant
(γ = 0.5 was used in our experiments). The lower γ
is, the higher value will be assigned to the points of
low distortion relatively to the points with high distortion. Afterwards, the Xi values are normalized into the
range (0; 1).

http://www.xbox.com/en-US/kinect
http://velodyneLiDAR.com/

For efficiency, the points with assigned value under
a certain threshold (0.1) are discarded. This leads
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to reduction of the number of points (about 90% of
points are removed) while preserving the detection accuracy. The threshold value was derived from the work
of Levinson and Thrun [LT13]. Our experiments confirmed that the suggested value is reasonably restrictive
(values 0.01 or 0.03 might result in a loss of significant
information while higher values 0.3 or 0.5 do not bring
any detection improvements and slow down the computation).

4. After detection of a given number of spheres their
mutual position is verified – distances of the centers
(blue lines on Figure 5b) are checked. If verification succeeds the whole marker is detected and the
algorithm ends.
5. Otherwise the algorithm continues with a phase of
pointcloud pruning for the next iteration of the algorithm. The input of this step is the same set of
points representing the planar marker (see Step 1).
As we know the mutual distance of the circle centres in the marker, we can say for the each detection
where the 3D points of the other circles should be located – coloured areas on Figure 6a. The algorithm
preserves only the points which belong to such an
area of at least one the detections found in Step 3.
If at least one of the detections was correct, this step
of the algorithm preserves all of the points belonging to the circle holes of the marker. The algorithm
then continues with Step 3.

For the detection itself we assume that the size, number
and mutual position of circles in the marker are known.
Another assumption is that the marker is visible for both
Velodyne and the camera and the circular holes in the
marker can be considered as a planar object - an intersection of a plane with spheres. These assumptions are
used for the detection verification.
The marker detection in the Velodyne point cloud repeats three major phases - detection, verification and
pointcloud pruning:
1. The marker is roughly located as the plane detected
by the RANSAC algorithm [FB81] with the model of
the plane. The outliers are discarded and the rest of
the points are further processed.
2. Borders of the marker are removed using the
RANSAC algorithm for the line detection in 3D
space. These borders would cause inaccuracies in
the circles detection process because the Velodyne
data are sparse and only few (15 − 20) points
represent each circular hole. Figure 5a shows a
situation when the borders were not discarded and
the detection failed.

(a)

(b)

Figure 6: Process of the pointcloud pruning (a).
Each detection (purple circle) yields the coloured areas (green for nearer circles and the blue for the circle
laying on diagonal) where the points of other marker
circles may be located. These points are preserved
and process is repeated for each detection. Remaining points are discarded. The detection continues from
Step 3 using the resulting pruned point cloud (b).
The progress of the described algorithm can be seen on
Figure 7 where the marker was found after two iterations.

(a)

(b)

Detection in the Camera Image

Figure 5: Situation when the circular holes were found
incorrectly (a) because of lack of the data and preserving the vertical borders of the marker. A correct detection of the 4 marker holes after the marker borders
are discarded (b). Verification was done by checking
distances of circle centres.

The detection process of the circles in RGB camera image starts with the edge detection using Sobel operator
which produces less noisy outputs then the previously
proposed detector by Levinson and Thrun [LT13].
The circles are then detected using Hough transform for
circles [YPIK90]. This detection proved to be robust
enough and no further validation is necessary.

3. The algorithm detects 4 best candidates for the
marker holes also using RANSAC with model of
the sphere (intersection of the spheres and the plane
are the circles the algorithm is looking for).
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In the most general case of the calibration, all six degrees of freedom describing translation and rotation
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where f is the camera focal length and [ox , ox ] are the
coordinates of the principal point in pixels – i.e. the
known intrinsic camera parameters. The only unknown
variables we need to compute are the components of
the translation vector [tx ,ty ,tz ]. Remember that the rotation between the sensors is omitted in the process of
the coarse calibration and these degrees of freedom are
computed during the calibration refinement.

(a)

The translation vector is estimated from the found correspondences of the circles (centers and radii) gained
through the detection of the marker in both the Velodyne scan and the camera image described in previous
sections.

(b)

(c)

The first unknown component of the translation, which
is necessary to be solved, is the depth difference between the sensors tz . Assuming the marker is planar
and neglecting the influence of the perspective projection (marker is approximately straight in front of the
robot), it is possible to compute tz just using corresponding radii of circles detected in the image (r2D ) and
circles detected in the point cloud (r3D ). Equation (5)
can be derived from Equation (2) considering the mentioned assumptions, where Z is the depth coordinate of
the circle center.

(d)

Figure 7: Progress of the marker detection in the pointcloud (a). After first detection (b) the validation fails
and the new pointcloud is generated (c). In the second
iterations the detection succeeds (d).

tz =
must be considered. As we assume that the difference
of the position between the camera and LiDAR is much
more significant than the rotation itself we reduce the
potential geometrical transformation just to the translation.

tx =
ty =

f
P= 0
0


0
f
0

1
 0

C=T =
0
0

ox
oy
0
0
1
0
0
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(6)
(7)

Equations (6) and (7) indicate that a single correspondence can be used to estimate the translation parameters.

(2)

In this work, the translation is estimated for each circle correspondence independently and then the gained
translations are combined using simple averaging.

where P is the known camera projection matrix and C
is the calibration matrix describing geometrical transformation between the sensors. Both the projection P
and the calibration matrix C reduced to three translation parameters are presented in following equations:


(x − ox ).(Z + tz )
−X
f
(y − oy ).(Z + tz )
−Y
f




X
x
 Y 

 y  = P.C. 
 Z 
w
1


(5)

Other components of the translation vector can be
roughly estimated using Equations (6) and (7) also
derived from (2).

The calibration process transforming homogeneous coordinates of 3D point [X,Y, Z, 1] to the point [ wx , wy ] in
2D plane can be described using the following equation:


r3D . f
r2D − Z

Fine Calibration
After the approximate coarse calibration is found using
the 3D marker, a more precise calibration is estimated
by searching for all the 6 degrees of freedom (the translation and the rotation) in a small parameter subspace.



0
0 
1

(3)

This searching is performed using a dense sampling of
the neighbourhood of the approximate calibration vector [tx ,ty ,tz , 0, 0, 0] obtained in the previous process of
the coarse calibration where the rotation was omitted
(zero initial rotation parameters in the vector).



0 tx
0 ty 

1 tz 
0 1

(4)
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During the search for the calibration parameters, the
ability to evaluate each set of parameters is essential.
It means that we need a cost function f (Equation (8))
which assigns a value proportional to the quality of the
calibration to each set of 6DoF parameters between the
sensors.
f : R6 → R

(8)

Cost Function Based on the Edges
Figure 8: Application of the Sobel operator and IDT to
the image on Figure 1a

We adopt the error metric used by Levinson and Thrun
in their online miscalibration detection system [LT13].
Their error metric is based on the assumption that the
edges can be robustly found in the camera image and
matched with the range discontinuities in the LiDAR
point cloud.
Processing of the data during the fine calibration is
similar to the processing during the process of the 3D
marker detection.
First, the edges are found in the Velodyne point cloud.
During this process, value Xi described in Equation (1)
is assigned to the each point and it is considered to be
intensity value of this pixel. Then the point cloud is
transformed using the parameters we want to evaluate.
Finally these points are projected on the image plane
using the projection matrix (Equation (3)) and can be
compared against the preprocessed camera image in 2D
space using some traditional similarity criteria.
The camera image preprocessing consists of edge detection – in 2D case using simple Sobel operator creating edge image E. In order to make the cost function
smoother, we apply Inverse Distance Transform (IDT)
[LT13] using L1 norm to the edge image (Equation 9).
IDT assigns each pixel on coordinates [i, j] the value
Di, j proportional to the distance and the strength of the
edge Ex,y in the pixel’s neighbor on coordinates [x, y].

Optimization
Previous works [LT13, TN13] showed that the optimization criteria, such as criteria based on the edge detection, are highly non-convex. It causes that the traditional optimization techniques based on the gradient
descent/ascent or Newton’s method for the optimization
would fail.
In our solution the refinement of the previously established coarse calibration is performed by a regular sampling of the small subspace of the calibration parameters around the point of the coarse calibration. This idea
follows the process of regular grid search proposed by
Levinson and Thrun [LT13] for their miscalibration detection.
Each point of the calibration parameter space can be
evaluated by the criteria (Equation (10)) and this value
refers to the fitness of the calibration. The final calibration parameters are than chosen as the point of the
parameter space with the maximal cost function or the
point obtained by averaging of the multiple points with
the fitness value above some threshold.

4

In our experiments, real data from sensors mounted on
the robotic platform (see Figure 3a) were used. The
RGB images were captured using the Kinect sensor
(43◦ vertical and 57◦ horizontal field of view), while the
3D point cloud was scanned using the Velodyne HDL32E LiDAR producing 32 horizontal scans that cover
360◦ horizontally and 40◦ vertically. The depth information provided by Kinect mounted on our robot was
used neither for the calibration process nor for the experiments.

Di, j = α.Ei, j +(1 −α) . max{Ex,y .β max(|x−i|,|y− j|) } (9)
x,y

The α factor increases strength of the neighbour edges’
impact (0.33 was used in our experiments) and the factor β enlarges the area an edge effectively impacts (0.98
was used in our experiments).
The output of the IDT applied on image 1a is shown
on Figure 8. Application of this transform causes that
the closer the parameters of the calibration to the ideal
parameters are the higher value of the cost function are
reached.
Finally, the cross correlation similarity criteria (Equation (10)) is applied to the projected point cloud IV and
processed camera frame IC in order to get value of the
cost function.
SE = ∑ ∑ IC (x, y) ∗ IV (x, y)
x

Miscalibration Error
A novel criteria to experimentally evaluate quality of
the calibration is proposed in this paper. 3D points obtained by the Velodyne LiDAR are projected on the image segment occupied by this object. The projection is
performed according to Equation (2) using projection
matrix P (known intrinsic camera parameters) and calibration matrix C we try to evaluate.

(10)

y
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This type of criteria requires a prepared scene so
the foreground in both the Velodyne pointcloud and
the camera image can be easily distinguished from
the background using the the image segmentation.
The more 3D points are projected on a wrong image
segment, the higher error is obtained.

points projected on the camera image as an overlay in
a different color channel so the operator can visually
verify the calibration.
Evaluation of the coarse calibration was performed using the miscalibration error E p which is computed both
for the manual and the coarse calibration estimated using the rotated marker.

In this work, a dark 3D marker (Figure 4c) positioned against the white wall was used to evaluate
the precision. The segmentation in the camera image
was performed using adaptive intensity thresholding.
The foreground and the background segment in the
Velodyne scan was obtained using Otsu thresholding
[Ots79] based on the range information of points.

Miscalibration error of coarse calibration

Miscalibration error [%]

20

The value of projection error PE is computed as the
number of incorrectly projected points E (i.e. foreground points projected on the background segment and
vice versa) divided by the total number of points in the
point cloud P:

Manual calibration
X axis rotation
Y axis rotation
Z axis rotation

18
16
14
12
10
0

E
EP =
P

(11)

20

Figure 9: Miscalibration error (ratio of incorrectly projected points) of the coarse calibration against the manual one dependent on the rotation of the marker around
the X, Y and Z axis.

Coarse Calibration Results
To evaluate the robustness and the accuracy of proposed
calibration scheme, we collected data of a distorted 3D
marker in front of a wall while adding additional clutter
(chairs, shelves, . . . ) in the background.

Figure 9 presents the miscalibration errors EP of parameters obtained through the process of the coarse calibration compared to the error of manually annotated
parameters. The results prove that the camera-LiDAR
pose estimation using the 3D marker yields similar miscalibration error as the manual calibration.

Table 1 shows the ratio of correctly detected markers
rotated around the X, Y and Z axis to the total number of the detections performed. A marker is correctly
detected if the verification phase of detection algorithm
succeeded. For each marker pose, 5 pairs of Velodyne
and RGB images were retrieved. The algorithm of the
marker detection proved to be robust enough to handle
these rotations and provides reliable detections for further coarse calibration computation.

In comparison to the previously used calibrations techniques using chessboard markers
[KP10, PMSE10, GMCS12], our approach with
the 3D marker brings practical improvement – only
a single frame from the camera and the LiDAR with
a single marker appearance is needed for the sensors
calibration. In contrary, the chessboard marker techniques require observations of the marker from various
view points or a single observation of multiple marker
instances placed in the scene.

Without Our iterative
verification
algorithm
X axis rotation
0.84
0.96
Y axis rotation
0.72
1.00
Z axis rotation
0.76
0.93
Table 1: Percentage of the marker detection (recall) using only RANSAC versus our iterative algorithm with
the verification and pointcloud pruning. Marker was
rotated around the all 3 axis in range 0 − 20◦ for this
evaluation.

Fine Calibration Results
After the initial coarse estimation of the calibration parameters, the refinement process follows in order to increase the calibration accuracy. The goal of this experiment is to evaluate impact of the refinement process on
the precision of the calibration.

Table 1 shows that the verification and the pruning step
of our algorithm brings the significant improvement
comparing to the basic approach using only the detection of 4 best candidates for marker circular holes.

Figure 10 shows the different solutions evaluated by
the edge cost function SE (Equation (10)) proposed by
Levinson and Thrun [LT13] and also by our novel miscalibration error EP (Equation (11)) which may be considered as an objective factor evaluating each approach.

Ground truth for the captured data was manually annotated using our tool enabling a user to change the translation between the sensors. The tool displays the 3D
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The solutions compared in Figure 10 use different cost
functions for the calibration parameters evaluation dur-
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Miscalibration error
20
15

EP [%]

SE . 106

Edge cost function
3.4
3.35
3.3
3.25
3.2
3.15
3.1
3.05
3

10
5
0

Error as

(c)

(d)

(b)

Figure 10: Refinement of the calibration results for the
different evaluation criteria compared with the manual
calibration. [LT13] maximizes the edge cost function
SE , the Averaging method computes the fine calibration
as an average of all calibration vectors with higher SE
than the initial one. Miscalibration error EP minimization is directly used in the search process of the last
approach.

Figure 11: Coloured point cloud of our 3D marker
when using the coarse calibration (a), results of refinement with edge cost function (b) (from [LT13]), our
modification that averages all the parameters better that
the initial one (c), and refinement computed using our
projection error criteria as the cost function (d). The
red ellipses highlight the largest errors caused by the
inaccuracies of the calibration.

ing the search. This table also shows that the edge cost
function SE proposed by Levinson and Thrun [LT13]
and used for refinement process does not correlate with
the miscalibration error EP . We would expect that the
higher cost the solution has the lower error will be
reached.

The consequent step refines the coarse calibration using a dense search in a small 6DoF calibration parameter subspace. The proposed modification of the calibration refinement process decreases the projection error
by 5%.

According to Figure 10, the best results were obtained
using our projection error EP criteria as the cost function for the calibration parameters. The drawback of
using this error as a cost function is the requirement of
the scene which has to be segmented into foreground
and the background in both the LiDAR scan and the
camera image.

The paper also introduces a novel miscalibration error metric for the calibration evaluation. This criterion
comes from the basic calibration requirement that the
points of particular object should be projected on the
image segment occupied by this object. The objectivity
of this evaluation function was also proved by the correlation with the visual quality of the point cloud colouring.

The modification of the search process using the averaging of the all found calibration vectors better than the
initial coarse one (see Averaging method on Figure 10)
seems to be reasonable compromise between the calibration accuracy and the no requirement for the scene
segmentation.

6
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Figure 11 presents that the calibration of lower projection error (see Figure 10) yields also better visual results
in the task of the point-cloud coloring. This fact also
votes in favour of the miscalibration error rather then
the edge cost function in objectivity of the calibration
evaluation.

5

(b)

cost

g

cost

g

in
Averag

[LT13]
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CONCLUSION
7

This paper presents a pipeline for the RGB camera calibration with Velodyne LiDAR. The first step in the calibration process estimates a coarse calibration using our
novel 3D marker which allows to estimate the calibration precisely using a single pair of image-point cloud
data and even a discplacement between the sensors is
large (tens of centimeters).
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ABSTRACT
This paper presents a comparison among different texture descriptors and ensembles of descriptors for music
genre classification. The features are extracted from the spectrogram calculated starting from the audio signal. The
best results are obtained by extracting features from subwindows taken from the entire spectrogram by Mel scale
zoning. To assess the performance of our method, two different databases are used: the Latin Music Database
(LMD) and the ISMIR 2004 database. The best descriptors proposed in this work greatly outperform previous
results using texture descriptors on both databases: we obtain 86.1% accuracy with LMD and 82.9% accuracy
with ISMIR 2004. Our descriptors and the MATLAB code for all experiments reported in this paper will be
available at https://www.dei.unipd.it/node/2357 .

Keywords
Music genre, texture, image processing, pattern recognition.

1

INTRODUCTION

information useful for musical genre discrimination.
Several works have since been published describing
the performance of some well-known texture operators on spectrogram images (e.g., for papers using
the gray-level co-occurrence matrix, see (GLCM)
[Cos11a, Cos12b], for local binary patterns (LBP),
see [Cos12a, Cos12b, Cos13a], for Gabor Filters, see
[Wu11a, Cos13b], and for local phase quantization
(LPQ), see [Cos13b]). These operators both preserve
and do not preserve local information about the
extracted features. In all these studies, the texture
descriptors were used to train a support vector machine
(SVM) to discriminate genre.

The field of music genre classification has grown
significantly since 2002, when Tzanetakis and Cook
[Tza02a] first introduced music genre classification as a
pattern recognition task. This interest can be explained
by the exponential growth of information available on
the internet [Gan08a], especially the massive amounts
of digital music being uploaded daily, which is making
it more necessary than ever for search engines, music
databases, and other web services to automatically
organize music for easy retrieval. Musical genre is
one of the most common ways people think about and
organize music, and it is probably the most widely
used scheme for managing digital music databases
[Auc03a]. Automatic music genre classification is thus
becoming an increasingly important machine learning
problem.

In this work we expand previous studies by comparing
and combining more than ten texture descriptors, and
for more robust comparison, two different databases are
used: the Latin Music Database (LMD) [Sil08a] and the
ISMIR 2004 [Gom06a] database. Very impressive results are reported on both databases, with some of our
descriptor sets outperforming previous state-of-the-art
approaches based on texture descriptors. In our comparative studies, we also present the performance of
each descriptor extracted from the following: a) the entire spectrogram, b) different subwindows of the spectrogram obtained by linear zoning, and c) different subwindows of the spectrogram obtained by Mel scale zoning. In general, better performances are obtained using
Mel scale zoning, where, for each subwindow, a different feature vector is extracted and used to train a dif-

In 2011, Costa et al. [Cos11a] started investigating
the use of features extracted from spectrogram images
for music genre recognition, the rational being that
the textural content in spectrogram images contains

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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2.1

ferent SVM; the set of SVMs is then combined by sum
rule.

2

Global vs local

The texture descriptors are tested in three different
ways:

FEATURE EXTRACTION

In order to reduce the amount of signal to be processed
in further steps, we first perform the time decomposition approach presented in [Cos04a], using three 10second segments extracted from the beginning, middle, and end of the original audio signals, as depicted
in Figure 1. After performing signal decomposition,
the next step converts the audio signal into a spectrogram. A spectrogram describes how the spectrum of
frequencies varies with time and can be described by
a graph with two geometric dimensions: one where
the horizontal axis represents time and the other where
the vertical axis represents frequency. A third dimension describing the signal amplitude in a specific frequency at a particular time is represented by the intensity of each point in the image. For spectrogram
generation, the Discrete Fourier Transform is computed
with a window size of 1024 samples using the Hanning
window function, which has good all-round frequencyresolution and dynamic-range properties.

• Global, where the features are extracted from the
whole spectrogram;
• Linear, where the spectrogram is divided into 30
equal-sized subwindows and from each subwindow
a different feature vector is extracted, as depicted in
Figure 2;
• Mel, where the spectrogram is divided into 45 subwindows, as described previously, and from each
subwindow a different feature vector is extracted.
Figure 3 depicts this zoning scheme.

Figure 2: Linear zoning used to extract local information.

Figure 1: Mel scale zoning used to extract local information.
As described in previous works by Costa et al.
[Cos11a, Cos12a, Cos12b], keeping some local information about the extracted features by zoning the
spectrogram image is a good way to improve general
performance in the classification task. Moreover, in
[Cos12a] it was shown that a nonlinear image zoning,
which takes into account frequency bands created
according to the human perception of sound using the
Mel scale [Ume99a], produces better results. Thus,
in this work, we also examine results using Mel scale
based zoning. In this case, 15 zones with different
sizes are created in the region related to each one of
the three segments originally extracted from the audio
signal, which produces a total of 45 zones in the entire
spectrogram image.
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Figure 3: Mel scale zoning used to extract local information.
The features extracted with Linear/Mel are not concatenated and fed into one SVM as in Global. Rather an ensemble of 30/45 SVMs is trained (one for each subwindow), and the results of each SVM are then combined
by sum rule.
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2.2

Texture descriptors

The following approaches are compared in this

2.2.1
paper1 :

LBP

The LBP texture operator was introduced by Ojala et al.
in [Oja02a]. LBP takes into account for each pixel C,
P neighbors equally spaced at a distance of R. LBP is
an acronym that stands for Local Binary Pattern, these
patterns are obtained taken into account the intensity
differences of C and its P neighbors, and an histogram
h of LBPs found in the image is used to describe the
textural content of the image.

• LBP-HF [Zha12a], multi-scale LBP histogram
Fourier feature vectors with radius 1 and 8 sampling
points and with radius 2 and 16 sampling points.
Details about this operator can be found in section
2.2.2;
• LPQ [Oja08a], multi-scale LPQ with radius 3 and 5.
Details about this operator can be found in section
2.2.4;

As stated by Mäenpää and Pietikäinen in [Mae05a],
much of the information about the textural characteristics is preserved in the joint difference distribution:

• HOG [Dal05a], histogram of oriented gradients with
number of cells = 5 × 6;

T ≈ (g0 − gC , ..., gP−1 − gC )

• LBP [Oja02a], multi-scale uniform LBP with radius
1 and 8 sampling points and with radius 2 and 16
sampling points. Details about this operator can be
found in section 2.2.1;

where gC is the gray level intensity of pixel C (the central pixel), and g0 to gP−1 corresponds to the gray level
intensities of neighbors 0 to P − 1. The invariances to
changes in the value of the central pixels when comparing with its neighbors is an important characteristic of
this descriptor.

• HARA [Har79a], Haralick texture features extracted
from the spatial grey level dependence matrix;
• LCP [Guo11a], multi-scale linear configuration
model with radius 1 and 8 sampling points and with
radius 2 and 16 sampling points;

Considering the resulting sign of the difference between
C and each neighbor P, it is defined that: if the sign is
positive the result is 1, otherwise 0. Thus, it is possible
to obtain this invariance of the intensity value of pixels
in gray-scale format. Equations 2 and 3 describe this.

• NTLBP [Fat12a], multi-scale noise tolerant LBP
with radius 1 and 8 sampling points and with radius
2 and 16 sampling points;

T ≈ (s(g0 − gC ), ..., s(gP−1 − gC ))

• DENSE [Yli12a], multi-scale densely sampled complete LBP histogram with radius 1 and 8 sampling
points and with radius 2 and 16 sampling points;

where


s(x) =

• CoALBP [Nos12a], multi-scale co-occurrence of
adjacent LBP with radius 1, 2 and 4;

1
0

• WLD [Che10a] , Weber law descriptor.

(3)

P−1

LBPP,R (xC , yC ) =

We use SVM with a radial basis function kernel for
classification. For all approaches and for both datasets,
we use the same SVM parameter set (to avoid the risk
of overfitting since small training sets are used) where
C=1000; gamma=0.1. Before the training step, the features are linearly normalized to [0,1].

∑ s(gP − gC )2P

(4)

P=0

assuming that xC ∈ {0, ..., N − 1}, yC ∈ {0, ..., M − 1}
for a N × M image sample.

2.2.2

LBP-HF

In [Aho09a], Ahonen and Pietikäinen proposed a rotation invariant image descriptor based on uniform local binary patterns. The new approach was named Local Binary Pattern Histogram Fourier (LBP-HF). In this
proposal, the Discrete Fourier transform (DFT) is used
to extract a class of features that are invariant to rotation
of the input image starting from the histogram rows of
the uniform LBP patterns.

Some of the texture operators aforementioned presented a noticeable performance in the results described
in section 4. The next subsections present more details
about these approaches.
The MATLAB code we used is available so that misunderstandings in the parameter settings used for each method can
be avoided (see abstract for MATLAB source code location).
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if x ≥ 0
if x < 0

(2)

By this way, the LBP value can be obtained by multiplying the binary elements for a binomial coefficient.
Assigning a binomial weight 2P to each sign s(gP −gC ),
the differences in a neighborhood are transformed into
a unique LBP code, a value 0 ≤ C’ ≤ 2P . Equation 4
describe how this code is obtained.

• RICLBP [Nos12b], multi-scale rotation invariant
co-occurrence of adjacent LBP with radius 1, 2
and 4. Details about this operator can be found in
section 2.2.3;

1

(1)
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Let us denote a specific uniform LBP pattern by U(n, r),
it specifies an uniform pattern so that n is the number of
1-bits in the pattern and r is the rotation of the pattern.
The uniform LBP histograms h(U(n, r)) is the number
of occurrences of uniform pattern U(n, r) in the image.
The LBP-HF approach is based on the idea of applying
the Discrete Fourier Transform (DFT) to the histogram
of standard uniform LBPs, i.e:

g(x) = f (x) ∗ h(x)

(7)

where x = [x, y]T is the spatial cordinate vector and h(x)
is the point spread function. So, considering the Fourier
space, one can express
G(u) = F(u).H(u)

(8)

(5)

where G(u), F(u), and H(u) are the Discrete Fourier
Transforms (DFT) of the blurred g(x), f (x) and h(x),
respectively, and u = [u, v]T is the frequency coordinate
vector.

Finally, features are extracted using H, for details see
[Aho09a].

By this way, one can separate the magnitude from the
phase with

P−1

H(n, u) =

∑ h(U(n, r))e

− i2πur
P

, 0 ≤ u ≤ P−1

r=0

2.2.3

RICLBP

To enhance the descriptive ability of LBP, it has been
extended by introducing the concept of co-occurrence
among LBPs, so that it is possible to extract information
related to the global structures of the input image. The
approach used in this paper, named Rotation Invariant
Co-occurrence among adjacent LBPs (RICLBP),was
proposed by Nosaka et al. [Nos12b]. RICLBP can simultaneously provide a high descriptive ability and invariance to image rotation. The basic idea is that LBP
does not preserve structural information among binary
patterns, and that such information could be useful for
classifying the image. The Co-occurrence among adjacent LBP (LBP pair) at i (i = (x, y) be a position vector
in the image) is written as follows:
P(i, ∆i) = (LBP(i), LBP(i + ∆i))

6

G(u) = 6 F(u) ∗ 6 H(u).

(10)

The Fourier transform is always real-valued when the
blur h(x) is centrally symmetric. Its phase is given by
the following two-valued function

6

H(u) =

0
π

if H(u) ≥ 0
if H(u) < 0

(11)

so that H(u) is positive at those frequencies where the
original and the blurred image have the same phase.
Taking into account the finite size of the observed image, it is known that the blurring invariance cannot be
strictly achieved. If the image size is comparable to the
blur size, the border effect causes a strong loss of information.

(6)

The aforementioned properties of blur invariance are
the foundation of LPQ. From each image pixel position
x of an image f (x), a rectangular window Nx of size M
by M is taken to calculate the local phase information
using STFT:

The number of possible combination patterns of an
LBP pair is significantly larger than that of the original
LBP. The histogram feature generated from these LBP
pairs contains information on the structure of the image, since it describes the frequency of LBP pairs that
are located near to each other.

F(u, x) = ∑y∈N f (x − y)e−2πu

LPQ

x

Originally created to capture the textural content of
blurred images, the Local Phase Quantization (LPQ)
has shown good performance both on blurry and clear
images. This operator is based on the blur invariance of
the Fourier Transform Phase [Oja08b]. For each pixel,
the blur insensitive information is found using the phase
of 2D Short Term Fourier Transform (STFT) over a
rectangular window.

Ty

= wTu fx

(12)

where wu is the 2-D DFT basis vector at frequency u,
and fx is a vector which contains all M 2 samples of image from Nx .
Four frequency vectors are considered on the LPQ operator: u1 = [a, 0]T , u2 = [0, a]T , u3 = [a, a]T , and
u4 = [a, −a]T , with a sufficiently small to last below
the first zero crossing of H(u) that safisfies

Lets express g(x), a blurred image resulted of the spatially invariant blurring of an original image f (x), by

Communication Papers Proceedings

(9)

and

where ∆i = (i cosθ , i sinθ ) is a displacement vector between an LBP pair. The value of i is an interval between
an LBP pair, and θ = 0, π/4, π/2, 3π/4.

2.2.4

|G(u)| = |F(u)| ∗ |H(u)|

6
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G(u) = 6 F(u), f or all 6 H(u) ≥ 0.
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3.1

If we put

Fxc = [F(u1 , x), F(u2 , x), F(u3 , x), F(u4 , x)]

(14)

and
Fx = [Re{Fxc }, Im{Fcx }]T ,

(15)

then the 8 by M 2 transform matrix is

W = [Re{wu1 , wu2 , wu3 , wu4 }, Im{wu1 , wu2 , wu3 , wu4 }]T
(16)
so,
Fx = W fx .

(17)

(18)

where V is an orthonormal matrix found by derivation
from the singular value decomposition of the covariance matrix of the transform coefficient vector Fx.
Gx is computed for all the image positions. So, a quantization of the obtained vectors is done with the scalar
quantizer:
qj =

if g j ≥ 0
if g j < 0

1
0

4

(19)

• F1, sum rule among LBP-HF, LPQ and LBP;
• F2, sum rule among LBP-HF, LPQ, LBP, RICLBP
and DENSE;

8

∑ q j 2 j−1

EXPERIMENTAL RESULTS

In tables 1 and 2, we compare our texture descriptors
on both the LMD dataset (table 1) and on the ISMIR
2004 dataset (table 2). The following ensembles are
also reported:

where the j − th component of Gx is g j . The following
binary coding is used to turn the quantized coefficients
in integers ranging from 0 to 255:

b=

ISMIR 2004

The ISMIR 2004 is one of the most widely used
datasets in music information retrieval research. This
database contains 1,458 music pieces assigned to
six different genres: classical, electronic, jazz/blues,
metal/punk, rock/pop, and world. The artist filter
restriction cannot be used with this dataset as the
number of music pieces per genre is not uniform. Due
to the signal segmentation strategy used, it was also
not possible to use all the music pieces: the training set
used in our experiments is composed of 711 from the
728 music pieces originally provided and the testing
set is composed with 713 from the 728 music pieces
originally provided.

Considering a Gaussian distribution, a whitening transform can achieve independence



The Latin Music Database was specially created to support music information retrieval tasks. This database
contains originally 3,227 music pieces assigned to 10
musical genres: axe, bachata, bolero, forro, gaucha,
merengue, pagode, salsa, sertaneja, and tango. Training and classification experiments are carried out with
LMD using a threefold cross-validation protocol. In
this work, we decided to use the artist filter restriction
[Fle07a], where all the music pieces of a specific artist
are placed in one, and only one, fold of the dataset. As
a result, a subset of 900 music pieces taken from the
original dataset was used. This reduction is required
since the distribution of music pieces per artist is far
from uniform. The LMD results reported below refer
to the average recognition rate obtained using the threefold cross-validation protocol.

3.2

In order to preserve the information as much as possible, the decorrelation of the coefficients need to be done
before quantization.

Gx = V T Fx

LMD

(20)
• F3,sum rule among LBP-HF, LBP and RICLBP;

j=1

Then, a feature vector is built with these integer values
in order to be used in classification tasks.

• WF, weighted sum rule among LBP-HF (weight 2),
LBP (weight 3), and RICLBP (weight 1).

3

Examining tables 1 and 2, the following conclusions
can be drawn:

MUSIC DATABASES

Our experiments are performed on the LMD and the
ISMIR 2004 databases. These databases were chosen
because they are among the most widely used in studies on music genre recognition; this makes comparing
systems reported in the literature easier.
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• In both datasets the best stand-alone descriptor is the
multi-scale uniform LBP;
• Mel typically outperforms Global and Linear;
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METHOD

Global

Linear

METHOD
Accuracy (%)
1
F1-Mel
84.7
F3-Mel1
86.1
WF-Mel1
86.1
LBP-Mel1 [Cos12a]
82.3
LBP-Global1 [Cos12a]
79.0
GLCM1 [Cos12b]
70.7
LPQ1 [Cos13b]
80.8
Gabor filter1 [Cos13b]
74.7
MARSYAS features2 [Lop10a] 59.7
GSV-SVM+MFCC2 [Cao09a] 74.7
(MIREX 2009 winner)
Block-level2 [Poh10a]
79.9
(MIREX 2010 winner)
Principal Mel-spectrum
82.3
components2 [Ham11a]
(MIREX 2011 winner)
Time Constrained Sequential
77.0
Patterns2 [Ren12a]
(MIREX 2012 winner)
Multiple Rhythmic Signatures 77.6
Patterns2 [Pik13a]
(MIREX 2013 winner)
1 Visual features 2 Acoustic features
Table 3: Comparison with the state-of-the-art on the
LMD dataset using artist filter restriction.

Mel

Computation
time(s)1
LBP-HF
74.2
79.4
82.8 0.141
LPQ
77.8
79.9
83.3 0.161
HOG
70.2
72.3
77.2 0.095
LBP
78.8
81.2
84.9 0.134
HARA
68.6
69.3
49.9 1.004
LCP
66.2
55.8
41.0 0.305
NTLBP
67.4
74.9
77.4 7.028
DENSE
77.4
80.8
84.1 0.596
CoALBP
69.3
67.0
77.1 0.289
RICLBP
77.6
80.8
84.3 0.464
WLD
67.9
69.9
71.7 0.767
F1
80.1
80.5
84.7 0.436
F2
80.3
81.6
84.3 1.496
F3
81.8
82.9
86.1 0.739
WF
81.5
82.6
86.1 0.739
1 Computation time (seconds) coupled with Mel
Using Matlab 2013a, CPU i5-3470 3.20 Ghz, 8GB
RAM using the parallel toolbox.
Table 1: Performance on the LMD dataset.
METHOD Global Linear Mel
LBP-HF
76.7
81.1
80.7
LPQ
78.3
80.6
80.5
HOG
74.3
70.7
72.1
LBP
80.5
81.1
81.4
HARA
72.1
76.3
77.3
LCP
73.2
4.6
42.9
NTLBP
72.4
74.9
76.2
DENSE
80.2
80.5
80.6
CoALBP
73.9
46.3
58.6
RICLBP
77.3
78.8
79.4
WLD
74.6
75.3
71.9
F1
82.9
80.9
82.0
F2
80.5
79.7
79.9
F3
81.9
80.8
80.9
WF
80.8
81.4
81.6
Table 2: Performance on the ISMIR 2004 dataset.

METHOD
Accuracy (%)
F1-Mel1
82.0
F1-Global1
82.9
F3-Mel1
80.9
Wf-Mel1
81.6
LBP-Mel1 [Cos12a]
76.7
LBP Global1 [Cos12a]
80.6
Gabor filter1 [Wu11a]
82.2
GSV+Gabor filter3 [Wu11a] 86.1
Block-level2 [Poh10a]
88.3
LPNTF2 [Pan09a]
94.4
1 Visual features 2 Acoustic features
3 Visual plus acoustic features
Table 4: Comparison with the state-of-the-art on the ISMIR 2004 dataset.

• The best result on both datasets is obtained by an
ensemble of descriptors (F3 and WF in LMD and
F1 in ISMIR 2004);
• The ensembles are mainly useful when a Global approach is used (note: this approach would be of
value for reducing the computation time, e.g., when
performing classification on a smartphone. Recall
from subsection 2.1 that in Global, one SVM is
trained for each descriptor, while Mel needs to train
45 SVMs for each descriptor).

ter restriction is taken into account, while on the ISMIR 2004 dataset (table 4) our proposed ensemble
outperforms previous works using texture descriptors
(visual features), but it is outperformed by other approaches. Regarding these other approaches, it is important to underline the highly successful performance
obtained using Block-level features, which are able to
capture more temporal information than other features
(see [Poh10a, Sey10a], for more details). The same can
be said for LPNTF (Locality Preserving Non-negative
Tensor Factorization), a multilinear subspace analysis
technique (see [Pan09a], for more details). Both features are described here as acoustic features because

In tables 3 and 4, our best approaches are compared
with the state-of-the-art on both LMD and ISMIR 2004
datasets.
On the LMD dataset (table 3) our proposed ensemble outperforms all previous approaches when artist fil-
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they are extracted straight from the signal, without
spectrogram generation.

[Cao09a] Cao, C., and Li, M. Thinkit’s Submission
for MIREX 2009 Audio Music Classification and
Similarity Tasks (MIREX-09), International Conference on Music Information Retrieval, Kobe,
Japan, 2009.
[Che10a] Chen, J., and Shan, S., and He, C., and
Zhao, G., and Pietikäinen, M., and Chen, X. et
al., WLD: A robust local image descriptor, IEEE
Transactions on Pattern Analysis and Machine
Intelligence, vol. 32, pp. 1705-1720, 2010.
[Cos04a] Costa, C.H.L., and Valle Jr, J.D., and Koerich, A.L. Automatic Classification of Audio
Data. International Conference on Systems, Man,
and Cybernetics, pp. 562-567, The Hague, The
Neterlands, 2004.
[Cos11a] Costa, Y. M. G., and Oliveira, L. E. S., and
Koerich, A. L., and Gouyon, F. Music Genre
Recognition Using Spectrograms. 18th International Conference on Systems, Signals and Image
Processing, pp. 151-154, Sarajevo, Bosnia and
Herzegovina, IEEE Press, 2011.
[Cos12a] Costa, Y. M. G., and Oliveira, L. E. S., and
Koerich, A. L., and Gouyon, F., and Martins, J.
G. Music Genre Classification Using LBP Textural Features. Signal Processing, vol. 92, number
11, pp. 2723-2737, 2012.
[Cos12b] Costa, Y. M. G., and Oliveira, L. E. S., and
Koerich, A. L., and Gouyon, F. Comparing Textural Features for Music Genre Classification. IEEE
World Congress on Computational Intelligence,
pp. 1867-1872, Brisbane, Australia, IEEE Press,
2012.
[Cos13a] Costa, Y. M. G., and Oliveira, L. E. S., and
Koerich, A. L., and Gouyon, F. Music Genre
Recognition Based on Visual Features with Dynamic Ensemble of Classifiers Selection. 20th
International Conference on Systems, Signals and
Image Processing, pp. X-Y, Bucharest, Romania,
IEEE Press, 2013.
[Cos13b] Costa, Y. M. G., and Oliveira, L. E. S., and
Koerich, A. L., and Gouyon, F. Music Genre
Recognition Using Gabor Filters and LPQ Texture Descriptors. 18 th Iberoamerican Congress
on Pattern Recognition, pp. 67-74, Havana, Cuba,
2013.
[Dal05a] Dalal, N., and Triggs, B. Histograms of oriented gradients for human detection, Conference
on Computer Vision and Pattern Recognition, vol.
1, pp. 886-893, San Diego, USA, 2005.
[Fat12a] Fathi, A., and Naghsh-Nilchi, A. R. Noise
tolerant local binary pattern operator for efficient
texture analysis, Pattern Recognition Letters, vol.
33, pp. 1093-1100, 2012.
[Fle07a] Flexer, A. A closer look on artist filter for mu-

The best results obtained in previous works that only
used visual features (i.e. 82.3% [Cos12a] on LMD
and 82.2% [Wu11a] on ISMIR 2004), however, were
lower than those reported using our approach. Our proposed approach is very successful in its category, and
produces the best reported result ever described on the
LMD dataset using artist filter. Regarding the ISMIR
2004 dataset, our best result is not the best reported in
the literature, but is the best one obtained using only
visual features. Moreover, note that our proposed approach works well on both datasets without ad hoc tuning. The best previous work where visual features were
tested on both datasets was [Cos12a]. In that work
the best method for LMD (LBP-Mel) was different for
the best method for ISMIR 2004 (LBP-global): here
F1-Mel and F3-Mel outperform both these methods on
both datasets.

5

CONCLUSION

In this work an examination of 10 different texture descriptors (and their combinations) for music genre classification is performed. Three different methods are
tested for feature extraction: Global, Linear, and Mel,
where the descriptors are extracted from 45 subwindows taken from the spectrogram, calculated starting
from the audio signal and obtained with Mel scale zoning. For each subwindow, a different feature vector is
extracted and a set of 45 SVMs are trained for each texture descriptor. This set of SVMs is then combined by
sum rule.
The presented results are obtained on two well-known
datasets (ISMIR 2004 and LMD) by combining different texture descriptors. Our ensembles outperform previous studies on both datasets using texture descriptors
extracted from spectrogram. The best result obtained
on the LMD dataset is the best ever obtained on this
dataset considering the use of artist filter.
In the future, we plan on investigating bag-of-featurebased approaches. Moreover, we plan on coupling
acoustic features with the ensemble propose in this paper (i.e., acoustic features + texture features) to see
whether this combination enhances performance further.
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ABSTRACT
In this work, we discuss and evaluate the reliability of first order uncertainty propagation results in context of
spherical Structure from Motion, concluding that they are not valid without restrictions, but depend on the choice of
the objective function. We furthermore show that the choice of the widely used geodesic error as objective function
for a reprojection error optimization leads to disproportional pose uncertainty results of spherical cameras.
This work identifies and outlines alternative objective functions to bypass those obstacles by deducing Jacobian
matrices according to the chosen objective functions with subsequent conduction of first order uncertainty propagation. We evaluate the performance of the different objective functions in different optimization scenarios and
show that best results for uncertainty propagation are obtained using the Euclidean distance to measure deviations
of image points on the spherical image.

Keywords
Computer vision, 3D reconstruction, spherical imaging, uncertainty propagation, error propagation, camera pose
optimization, spherical SfM

1

INTRODUCTION

tainties for spherical cameras by applying uncertainty
propagation steps through spherical SfM algorithms.

Spherical imaging recently experienced increasing attention, since projects such as Microsoft’s StreetSide
or Google’s Street View [3] provide numerous spherical
images to online users. Furthermore, imaging devices
for professional [35, 41] or private consumers [8, 17]
widen the user groups being able to capture spherical
images.

In this context, the applied mathematical optimization
steps represent an essential component, which is in general for science and in particular for computer vision
a wide spread approach to retrieve optimal solutions
for mathematical problem statements. Especially overparametrized systems of equations in combination with
noisy input parameters do commonly not allow for analytically exact solutions. Therefore, a huge variety
of prominent optimization algorithms such as GaussNewton or Levenberg-Marquardt [24] is available to
handle such problem formulations by identifying globally optimal solutions.

The availability of multiple spherical images of a
scene allows for its reconstruction based on spherical
Structure from Motion (SfM). But while spherical SfM
is well understood [31, 39], uncertainty propagation
throughout the applied algorithms is often neglected.
Though the consideration of input parameter uncertainties and their propagation allows for a confidence quantification of obtained results and can be utilized for outlier rejection, accuracy estimation of the reconstruction
or mesh generation. The current work therefore proposes the consistent estimation of camera pose uncer-

These algorithms essentially rely on the formulation of
objective functions to rate the quality of estimated solutions. The derivation or numerical approximation of Jacobian matrices from these functions with respect to the
input parameters in the course of the optimization process is necessary to determine the direction of further
convergence towards an optimal solution (Figure 1).

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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When performing first order uncertainty propagation,
such an optimal solution is chosen as linearization point
to derive the Jacobian matrix of the objective function
with respect to the provided input parameters. This allows a reliability quantification of the resulting solution
based on uncertainties of the input parameters.
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within images, the work of Ochoa and Belongie [29]
discusses the propagation of uncertainties for guided
matching techniques.
Sur et al. introduced approaches to perform uncertainty
propagation through the 8-point algorithm, which is
needed to calibrate initial camera poses against each
others [37, 38]. Di Leo et al. introduced a method
for covariance propagation to estimate uncertainties in
stereo vision [9], whereas Eudes et al. provide an approach for error propagation for local bundle adjustment [11]. Apart from the SfM reconstruction focus,
Bleser et al. introduced in their work methods for error
propagation through SLAM-algorithms [5].
Outline: The proposed approach is outlined in Section 2. Evaluation and results are elaborated in Section 3. Section 4 concludes this work.

Figure 1: Outline of first order uncertainty propagation:
Assuming x0 to identify a position of interest for a given
measurement function, the first derivative of f (x) at x0
(red/thick line) is calculated to quantify the resulting
uncertainty for f (x0 ) from the uncertainty of parameter
x. For a m-dimensional function f (x), depending from
n parameter x = (x1 , x2 , . . . , xn ), the derivatives with respect to the elements of x are commonly summarized in
a m × n Jacobian matrix.

2

In the course of this work, the considered uncertainties are assumed to be Gaussian-distributed, so that
their propagation is achieved by propagating their corresponding 1-σ -environment represented by a covariance matrix. For a given function f : x 7→ y with x ∈ Rn ,
y ∈ Rm a linear uncertainty propagation is obtained
as [16]

Related work: Applying the Monte Carlo method [25]
is a very general and resource intensive way to perform
uncertainty propagation. The algorithm of interest is
executed multiple times with varying input parameters
and the influence of individual input parameters onto
the result can be deduced. Since the number of required
iterations scales highly nonlinear with the number of
input parameters this method was not considered in the
current work.


cov(y) =

∂f
∂x





∂f
cov(x)
∂x

T
(1)

The calculation of Jacobian matrices ∂∂ xf corresponds to
the first term of a Taylor expansion and approximates
the original function linearly, while relying on the differentiability of the objective function at the point of the
resulting solution.

Applying the concept of unscented transform [18] allows for a less resource intensive deduction of uncertainties for a given algorithm by choosing representative sigma points. The distribution of sigma points
within the domain of input parameters is known. Evaluating their distribution within the results domain allows
then for the deduction of resulting uncertainties from
input uncertainties.

Examining the pose uncertainty estimation of spherical
cameras, we elaborate in this work the consequences
of non-differentiability at the point of an optimal solution. For this purpose a scenario of uncertainty propagation will be considered, which quantifies camera
pose uncertainties of spherical cameras from uncertainties of extracted image features. To study and avoid
non-differentiabilities, different objective functions for
pose optimization will be introduced and evaluated. But
prior to outlining the detailed problem statement, we
introduce needed definitions as well as the underlying
concept of Structure from Motion (SfM), which was
considered for this work.

Within the current work, we considered first order
uncertainty propagation, since the requirement of
linearization around the optimal point yields acceptable
results. When focusing on the topic of SfM, various
contributions recently considered different parts of the
reconstruction pipeline under the aspects of uncertainty
propagation:

Specific background: We consider as input data for the
optimization problem a set of unordered images with
overlapping field of view (FOV) from a given scene,
such as [34, 36] or datasets on [1]. To make use of such
a set of images, many processing approaches in the field
of computer vision rely on the recovery of the camera
parameters [10, 13, 19, 28]. The minimal set of camera

To give a measure for the location uncertainty of extracted image features from a given set of input images,
Zeisl et al. provided an estimation of location uncertainty for scale invariant feature points [44] with evaluations for SIFT [23] and SURF [4] features. When
it comes to the subsequent feature matching process
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Figure 2: (a) Projection of a 3D point Mw (x, y, z) in world coordinate system wcs to its image point Ms (θ , φ )
(short: m) for a spherical camera on position C. (b) The resulting image of the camera, used in the course of this
work, is a high dynamic range (HDR) image with a resolution of 70 000×140 000 pixel. The images are parametrized
in the image coordinate system (ics) using spherical coordinates θ [0, π] and φ [0, 2π). (c) Out of these images, a
3D pointcloud representing the captured environment is finally obtained.

parameters to be recovered consists of extrinsic parameters specifying the transformation (translation tcw and
rotation Rcw ) from the world coordinate system (wcs)
into the camera coordinate system (ccs).

Firstly a rough guess of camera positions was estimated
for two images. This linear alignment step uses the essential matrix E estimated from matched image features
[14] to align two initial cameras against each other.
Further camera positions were then estimated through
alignment towards the triangulated 3D points of the first
two cameras by applying the concept of 2D-3D correspondences. These correspondences were used to solve
the PnP-problem by exploiting the EPnP-algorithm as
proposed by Moreno-Noguer et al. [12].

This set of parameters is commonly accompanied by a
set of intrinsic parameters, depending on the used camera type. For perspective cameras, they list up to focal
length in relation to CCD-chip-size, principal point as
well as skew-value and are commonly considered in the
camera matrix K [14]. Existing radial or tangential lens
distortion as described in [15] can be summarized to a
distortion function D. K and D can be recovered from
the images of the scene [6, 26, 32], from accompanied
exif-data or from previously taken images depicting
special calibration patterns [7, 40]. Since for the present
work, a spherical camera was used [41], no intrinsic
but only extrinsic parameters have to be recovered [31].
The resulting spherical images are hereby considered as
a mapping from a given three-dimensional environment
through the camera center onto a unit sphere, making
the definition of intrinsic parameter obsolete (Figure 2).

In a second step, the obtained rough alignment of camera poses and 3D points is optimized by applying nonlinear optimization techniques. To perform this task a
wide range of implementations such as [2, 22, 42, 43]
is at hand. The authors of this work chose the implementation of Lourakis et al. [22], which uses internally
the Levenberg-Marquardt optimization.
To formulate/provide the required measurement function the collinearity constraint described by Schenk
[33] was applied. This constraint assumes 3D points
Mw , the cameras center of projection C and the image
point Ms (short: m) to be in line. A general formulation, which holds for perspective and spherical cameras
enforces the cross product between the according vectors to be zero:

To regain the needed extrinsic camera parameters in this
work, image feature extraction and matching was performed. To account for the spherical character of the
images, a modified version of affine SIFT features (ASIFT) [23, 27] was applied to extract in average up to
100, 000 features per image. The process of feature
matching was hereby constraint by the simultaneous
estimation of the Essential Matrix as proposed by Laganière [21], resulting in a significantly more accurate
set of feature matches between image pairs.

!

m × (Rcw · Mw + tcw ) = m × Mc = 0

with Mw representing a 3D point in wcs, Mc describing
this point in ccs and m its corresponding image point
within the spherical image coordinate system (scs).
Deviations from this constraint during the registration
process are mainly caused by non-optimized model parameter (camera parameter + 3D points) and are de-

The subsequent camera calibration to regain the extrinsic parameters is split into the following two steps:
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Figure 3: (a) The geodesic distance d g between an image point m and the corresponding backprojection on a
unit sphere m0 as defined in Equation 4. The collinearity constraint for cameras assumes 3D points, the center
of projection and the projection of the 3D points onto the image sensor to be in line. (b) Deviations from this
constraint are quantified as reprojection error.

scribed by the concept of reprojection error d (Figure
3). Averaging this error d between image point m and
the reprojection m0 of the corresponding 3D point Mw
for all k 3D points leads to the averaged reprojection
error d¯ and allows a rating of the overall optimization
quality:
1 k
j
(3)
d¯ = ∑ d(m j , m0 )
k j=1

product (mT m0 ) converges to 1. For the first order
derivative of d g , we obtain then

Since differently formulated objective functions can
be applied to perform the optimization step outlined
above, the introduced distance d has to be computed in
a corresponding manner. Examples are the squared distance in case of perspective images or, for the considered spherical scenario, error models such as geodesic
error, projected distance, tangential error for epipolar
distance or tangential error for reprojection distance as
proposed by Pagani et al. [31].

d d g (mT m0 )
= −∞,
T 0
(mT m0 )→1 d(m m )

d 0g =

lim

(6)


implying that good optimization results (mT m0 ) ≈ 1
exclude a meaningful first order uncertainty propagation: When relying on the geodesic distance d g as
the measurement function, improvements of the camera
pose estimation at constant input parameters will result
in an increased pose uncertainty.

2.1

Approach

As previously motivated, the geodesic distance function
d g (Equation 4) is not suitable for consistent first order
uncertainty propagation.

(4)

Therefore we evaluate multiple approximations of d g
such as the tangential distance d t with

for spherical images and represent valid approaches to
perform global optimization with varying quality of the
results as detailed in [31].

r
t

We demonstrate below, that such an approximation of
Equation 4 is even necessary to perform first order uncertainty propagation, since the geodesic distance d g results in corrupt uncertainty estimations as shown below.

d =2

1 − m · m0
1 + m · m0

(7)

as well as the Euclidean distance d e between m and
m0 to perform camera pose optimization and first order
uncertainty propagation within the context of spherical
imaging. d e is hereby given as

Problem statement: When minimizing the geodesic
distance d g between two points m and m0 , the scalar
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(5)

which encloses a singularity for (mT m0 ) = 1 (Figure 4b). For (mT m0 ) → 1, we furthermore obtain

The mentioned objective functions approximate the exact formulation of the geodesic distance d g for a given
2D-3D correspondence


d g mT m0 = cos−1 mT m0

d d g (mT m0 )
1
= −p
d(mT m0 )
1 − (mT m0 )2
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• Jacobian towards Mw :
∂hj
= Mcj
∂ Mwk

!

3

∑

c
Rcw
lk Ml

−

l=1

Rcw
jk
kMc k

(12)

• Jacobian towards Rcw :
Mwl
∂hj
1 c c w
−
δ
=
−
M
M
M
jk
j
k
l
∂ Rcw
χ
kMc k
kl
Figure 4: (a) Error measure d g given as scalar product
between m and m0 with optimized result at (mT m0 ) =
1. (b) The first derivative of d g shows the infinite
descend of the geodesic distance d g when m and m0
are aligned parallel against each other ((mT m0 ) → 1).
When performing first order uncertainty propagation
leads this to infinite impact of an arbitrarily small error (See Figure 1).

with
χ = (Mcx )2 + (Mcy )2 + (Mcz )2

∂hj
1
1
= − Mcj Mck − δ jk
ck
∂ tcw
χ
kM
k

= km − m0 k = km −
= km −


σcp =


ξ=

= δ jk

with δ jk as Kronecker delta

1 j=k
δ jk =
0 j=
6 k
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T
·ξ

−1



∂hj
·
∂ tcw
k

!−1
(16)



  e   e T
∂dj
∂dj
∂hj
∂hj T
σ
+
σn
3Dw
w
w
∂ Mk
∂ Mk
∂ mk
∂ mk
(17)

(9)

3

EVALUATION AND RESULTS

We evaluated the impact of the different error measures onto the resulting pose uncertainty estimation of
the spherical cameras. The considered image points of
the spherical images were hereby extracted from images of the St.-Martinsplatz dataset (Figure 2(b)) with a
resolution of 14000 × 7000 pixel [30]. Since those images provide easily up to 100,000 features when applying feature extraction algorithms, only a small subset
of features of the original number of features was used.
This allowed for a reasonable resource consumption using Matlab software, whereas especially the inversion
of the matrices as introduced in Equation 16 implied
maximum processing load throughout the runtime of
the algorithm. In the course of this evaluation further
assumptions were introduced, diverging from the standard processing approaches to obtain 3D reconstruction

• Jacobian towards m:
∂ mk

∂hj
∂ tcw
k

Analogously, we deduced the corresponding Jacobian
matrices for d t and d g as error measure, being evaluated
in the following section.

Derivation of Jacobians: To perform first order uncertainty propagation with the proposed Euclidean measurement function (Equation 8), the according Jacobian matrices were derived towards all input parameters based on the rewritten Equation 9. The indices
j, k, l ∈ {1, 2, 3} identify thereby the components of the
respective vectors. For the different Jacobian matrices,
we obtain:

∂ d ej

(15)

with

Mc
k
kMc k

Rcw Mw + tcw
k.
kRcw Mw + tcw k

(14)

Relying on those derivations, the final expression for
the impact of the uncertainty σn of spherical image
points represented through the normal vector representation proposed in [20] onto the camera pose uncertainty σcp sums up to:

d = km − m k
(8)
as shown in Figure 3.
Camera pose optimization was therefore done by minimizing the Euclidean distance d e between the unit vectors m and m0 . To constrain all vectors m and m0
throughout the optimization to unit length, a normalization of the vectors was considered.
Since, in contrast to d g , the first order derivative of d e is
bounded and non-singular for (mT m0 ) ≈ 1, a consistent
estimation of the resulting camera pose uncertainty can
be deduced as outlined in the following:
Considering m0 as reprojection of the 3D point Mc corresponding to m, we can reformulate d e as
de

3/2

• Jacobian towards tcw :

0

e

(13)

(10)

(11)
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Figure 5: Deduced Jacobians for different measurement functions (d e , d g , d t ) influence the pose uncertainty estimation within the directed reprojection error scenario. When approaching the optimal camera pose by minimizing
the appropriate reprojection error towards 0 (Right to left on the x-axis), only the Euclidean distance d e allows
for a deduction of constant Jacobians, which is a necessary precondition to perform consistent camera pose uncertainty estimation, by depending on the uncertainties of the input data and not on the degree of pose optimization.
Within the figure, the size of the three uncertainty ellipsoid components of the camera pose are plotted for each
measurement function (—, - -, - ·, partially overlapping), being normalized against their initial value. Within this
scenario, the rotation axis was set to rα = (1, 1, 1)T (see Section 3). Note furthermore the logarithmic scaling of
the ordinate.
angle α around an axis rα . This rotation angle α along
the axis rα (here: rα = (1, 1, 1)T ) was reduced iteratively through the evaluation process to simulate an optimization of the camera pose.

results but allowing for an evaluation of additional aspects of the uncertainty estimation of the camera pose.
To enhance the comparability of the impact of feature
uncertainties, they were initialized with identical values, while for uncertainty propagation within standard
3D reconstruction pipelines methods such as [44] are
more appropriate, since the individual location uncertainties of feature points based on gradient analysis is
assured.
Reprojection errors between the previously extracted
2D image feature points and the back projected 3D
points were furthermore parametrized for the evaluation
process, in order to control a simulated optimization
process (= minimization of reprojection errors) properly. Afterwards, a successive optimization of the camera pose was simulated by iteratively minimizing the
reprojection error of the 3D points towards the 2D image point.
The effect of the different measurement functions was
evaluated with respect to the pose uncertainty of the
spherical camera under two different aspects:
Directed reprojection error evaluation: After back
projecting the 3D points onto the sphere to obtain the
image points, the camera was rotated by a predefined
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The obtained results are shown in Figure 5. Note that
the rotation angle along rα was reduced iteratively from
0.14rad towards 0rad (reading the diagram from right
to left). Since the covariances of the input variables –
namely the uncertainty regions of the image features –
remained constant throughout the optimization process,
a constant camera pose uncertainty is expected as output. Considering the differently deduced Jacobian matrices, this constant camera pose uncertainty is only assured for the objective function based on the Euclidean
distance d e as introduced above.
Undirected reprojection error evaluation: In a second evaluation scenario, a set of randomly generated
3D points was back projected onto the sphere to obtain 2D image points. Afterwards, Gaussian-distributed
noise was added to the 3D points and they were once
again reprojected onto the sphere. This noise was iteratively reduced to simulate an optimization of the camera pose. Deviating from the directed reprojection error
evaluation, where all deviations between image points

158

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

Resulting camera pose uncertainty
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Figure 6: Visualization of the impact of deduced Jacobians for different measurement functions (d e , d g , d t ) for the
undirected reprojection error scenario. When approaching the optimal camera pose by minimizing the appropriate
reprojection error towards 0 (Right to left on the x-axis), also within this scenario allows exclusively the Euclidean
distance d e for a deduction of constant Jacobians. This is a necessary precondition to perform consistent camera
pose uncertainty estimation, by depending on the uncertainties of the input data and not on the degree of pose
optimization. Within the figure, the size of the three uncertainty ellipsoid components of the camera pose is plotted
for each measurement function (—, - -, - ·, partially overlapping), being normalized against their initial value. Note
furthermore the logarithmic scaling of the ordinate.
m and back projected 3D points m0 had one common
predominant direction, the reprojection errors within
this scenario are distributed unconstrained in all directions, leading to random noise-like deviations.

Relying on the gained insights, we conclude, that a reliable and consistent uncertainty estimation can not be
performed on arbitrarily designed objective functions,
since in general the deduced Jacobians tend to concede
disproportionately high impact to small errors, when it
comes to an iterative optimization of spherical camera
poses. Based on our evaluations, we suggest the evaluated Euclidean distance d e to perform uncertainty propagation in a consistent manner, since this function exclusively assures constant result for Jacobian matrices
as elaborated in this work.

But also in this evaluation scenario entails a reduction
of the noise-level, which corresponds to a continuous
approximation towards an optimized solution, a constant change of the involved Jacobian matrices for almost all error measures. As in the first scenario leads
this to a continuously varying pose uncertainty estimation, which is not scaling with the actual expectations
of constant uncertainty estimation.

Within the presented work, we deduced Jacobian matrices for the examined objective functions and evaluated
the resulting camera pose optimization results. In general, it is worth to mention that especially the inversion
of the deduced Jacobian matrices, as outlined throughout this work, represents a significant obstacle in terms
of high processing costs, which has to be tackled whenever numerous points are considered.

Exclusively, the evaluated Euclidean distance d e between 2D image points m and reprojected 3D points
m0 leads as expected to constant Jacobians allowing
for a consistent pose uncertainty estimation of spherical cameras throughout the optimization process.

4

CONCLUSION

In the course of this work, we evaluated different objective functions to perform reasonable uncertainty propagation in SfM-frameworks using spherical images. On
the basis of those differently designed functions the uncertainty estimation of spherical camera poses was evaluated throughout different optimization scenarios.
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ABSTRACT
In computer graphics and in industrial context, Mass-Spring model is used to obtain fast and visual results in
physical simulations. A disadvantage of the method is to obtain accurate result on account of the difficulty to
define parameters of a Mass-Spring Model. Different works and results are carried out to define Mass-Spring
parameters in other domains such as in cloth animation or in soft tissue modeling. However the Mass-Spring
model is not used in some context where a real-time computation can be useful as in tire manufacturing industry
for example. In this paper, a method is presented to define the geometric configuration of a Mass-Spring system
and the tuning of the mass, stiffness and damper parameters according to physical material behaviours. Different
load cases are studied and used to conduct a sensitivity study on the network spring parameters. Then, results are
compared to Finite Element Model of same cases in order to evaluate the precision of the proposed approach.

Keywords
Physically-based simulation, Mass-Spring System, Mechanical behavior, spring stiffness

1

INTRODUCTION

Mass Spring method is widely developed to obtain fast
and accurate results in the textile and surgery domain.
Nevertheless, works about the Mass-Spring Method
show that deformation results depend on the quality
of the parameters definition. This article proposes an
approach to define Mass-Spring system configuration
and parameters for steel and rubber materials. The approach is developed to compute the shape deformations
in industrial context.

Concerning the deformation methods, two habitual
approaches are documented in the bibliography. First,
Geometrically-based methods such as the Free Form
Deformation (FFD) can be used to model deformation
of a part. However these methods do not take into
account physical parameters and results are not enough
accurate to model the physical reality [Sed86]. Second,
Physical-based methods take into account physical
parameters. These methods can be used to model the
deformation of a part integrating material characteristics in a mechanical simulation. In this category, Finite
Element Method [Bat96], Boundary Element Method
[Jam99] [Tan06], Tensor Element Method [Cot99]
[Pic03] and Mass-Spring model are the most known.

In industrial context, accuracy as well as computation
time are important criteria to validate results of a deformation method. FEM results can be very accurate to
model physical reality. However, the computation time
is too long to be acceptable for "real time simulation"
inferior to a few seconds, especially in the case where
a large number of boundary conditions should be
applied. Note that this feature is particularly important
in the case of the treated industrial problem about
contact between different parts. In this way, to reduce
the computation time of FEM, some methods based on
a pre-computation are developed for Finite Element
Method and Tensor Element Method [Pac05]. The
pre-computation enables to build a database to compute
a body deformation in several same models where
boundary conditions can be modified. The computation

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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of the database costs more time of the deformation
simulation. Nevertheless, a pre-computation must be
done for each model configuration. This disadvantage
is not acceptable in an industrial context when a
real-time computation is required.

which should be characterized according to the parts of
physical characteristics [Jar13].
About the mass distribution of a modeled object, the
used method should enable to divide the whole mass to
each particle. The discretization is able to obtain the
same inertia center than in the physics reality for an object. In this way, the Equation 1 is defined in 2D domain
for a quadrangle mesh. In this equation, mi is the mass
of the particle i, ρ the mass density and Ae j the area
of each element which the particle i (Figure 1). This
definition is commonly used in different works such as
in [Pac05] [Che07] and it is also used in the proposed
approach.

Thus, for the simulation of deformable piece according
to industrial process, the computation time of MassSpring model can be very interesting although the
accuracy is known to be lower than other physicalbased methods. The deformation accuracy modeled
by a Mass-Spring depends of the Mass-Spring system
geometry as well as the tuning of system parameters.
It includes masses of each particle, the stiffness of
each spring and the distribution of springs in the
model. Different methods to define the parameters of
a Mass-Spring system are developed and presented
in the bibliography section of this article as [Bia04],
[Pac05] and [Bau09] for example. The methods
concern particularly soft-tissue deformation and textile
modeling whereas Mass-Spring model can be useful in
other domains such as in tire manufacturing industry
too. Thus an approach to define the Mass-Spring
system parameters is presented in this article for
a special distribution method of the springs. The
interest of our approach is to model flexible materials such as rubber as very rigid materials such as steel.

n

mi =

j=1

(1)

Concerning the rigidity of each spring, the definition is
an important problem and represents a current research
topic. Indeed the influence of this parameter is important on the accuracy of the results since springs enable
to model the stiffness of the materials. To realize this
definition, different types of methods are proposed in
the literature.
First, definition of the spring stiffness can be done using
simulated annealing algorithms or genetic algorithms.
The algorithms give access to spring stiffness constants.
The principle of this method is based on the application
of random values to different springs constants and by
comparing the obtained model with some mechanical
experiments in which results are either well known analytically or can be obtained by Finite Element Methods.
However, in this definition, the characterization process must be done for each mesh configuration [Bia03]
[Bia04].
Second, another approach is developed by Van Gelder
to compute each spring stiffness according to material parameters such as Young’s modulus and Poisson’s
ratio, of the deformed object [Van98]. Van Gelder’s
approach is used with triangular meshes to simulate
hyper-elastic behavior with small or large deformation.
Therefore, the method is referenced and used in different works [Che07]. Baudet shows that Van Gelder’s approach is not valid to compute mechanical deformation

RELATED WORKS

Physically-based methods were described for the first
time by Terzepoulos et al [Ter88] [Ter87]. These methods are used to represent physical phenomena with different levels of rapidity and accuracy. Since these initial works, other methods have been used to model deformable objects and have been described in [Nea05].
The Mass-Spring model is widely used in computer
graphics context and particularly to model soft tissue,
such as deformation of organ in the surgery domain
[Tan09] or in textile deformation [Pro96]. Therefore,
Mass-Spring model can be used in the animation context [Mil88]. The method presents a simple structure
which enables to model large deformation. Indeed, the
method is based on a mesh of a part where nodes are
particles and edges are springs. Each particle owns a
mass and each spring owns a stiffness and a damping
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Figure 1: Example to compute mass of particle

The rest of the paper is organized as follows. In
the next section, some previous works dealing with
the definition of Mass-Spring system parameters are
presented. In the third section, our proposed method
to characterize mechanical system is detailed. In
the fourth section, several examples are presented to
illustrate the proposed method. Finally, conclusions
and perspectives are given in last section.
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according to the physical reality. His demonstration is
based on a Lagrangian analysis and numerical simulations [Bau06].
An approach based on the comparison of stiffness matrix computed from the studied system between MassSpring model and FEM is developed by Lloyd [Llo07].
His approach is based on several steps. First, from FEM
the stiffness matrix is analytically computed. Then, an
element for the Mass-Spring model corresponds to an
element used in the FEM is chosen. Third, equations
of the Mass-Spring model are linearized and are used
to identify the stiffness of each spring from the stiffness matrix of the FEM. This approach is based on analytically computation to define parameters, nevertheless
an FEM method close to the Mass-Spring model is required to make the computations.
In this way, another method based on an analytical theory is developed by Baudet [Bau06]. The approach is
developed in 2D domain then extended in 3D domain.
In 2D domain, each spring stiffness constant is computed according to Young’s modulus and Poisson’s ratio such as the Van Gelder’s approach. The study is
done from a quadrangle element which contains three
pairs of springs that stiffness constant must be computed for one element (Figure 2 where Kd , Kho , Klo are
the spring stiffness). Therefore, to model complex
form, elements are assembled and the spring stiffness
of adjacent elements are add up to find the equivalent
spring stiffness in the system (Figure 3). This method
is improved by Flechon who adds correction forces
to model the incompressibility behaviour of materials
[Fle11]. Nevertheless this method is only validated for
soft tissue modeling.
Note that elements of mesh such as element of the Figure 2 are not usually used in mechanical simulation.

Figure 3: System of n*m elements [Bau06]

Spring model in other industrial contexts where computation time is suitable for real-time applications.

3

PROPOSED METHOD

The goal of the proposed approach is to determinate
the spring stiffness of a Mass-Spring system to model
materials such as rubber and steel. These materials
have a Young modulus varying between 1MPa and
210000MPa. The behaviour of the studied materials is
considered linear and isotropic. These hypotheses allow to apply the same stiffness to all the springs.
In the related works, the mesh system depends on the
mechanical behaviour of the material. Indeed a regular mesh elements such as in the Figure 2 is used to
model an isotropic behaviour (Figure 4a) whereas another regular mesh (Figure 4b) is used to model an
anisotropic behaviour. The both meshes of the Figure 4
require to create a structured mesh to model the material behaviour. In this way, accuracy of the deformation
method depends on the quality of the mesh. In the proposed approach, a meshing based on the Delaunay triangulation is created. Indeed the proposed approach allows to compute meshing without building constraints.
This hypothesis allows to use any type of mesh equivalent to FEM mesh.

Figure 2: 2D Mesh element proposed by Baudet
[Bau09]
The presented works in this section introduce the definition of parameters in a Mass-Spring system. However, approaches are validated to model the behaviour
of materials with low Young modulus inferior to 1 KPa.
In this way, materials such as rubber and metal are studied in this paper to show the possibility to use the Mass-
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Figure 4: Meshs used to Mass-Spring model
Specifically, to define of Mass-Spring system parameters, two meshes based on the Delaunay triangulation
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are used. In a case, called "free meshing", the size of
the springs on the edge of the part is imposed, then the
mesh is free (Figure 5). In the other case, called "structured meshing", the size of each spring is imposed in the
whole meshing (Figure 6). Tests of traction and compression are applied on the two different meshes with
three different sizes of beam.

Figure 8: Sensitivity study to define spring stiffness to
model steel material behaviour
(beam of 200*30 and "free meshing")
Figure 5: Free Delaunay
Triangulation, "free
meshing"

Figure 6: Structured
Delaunay Triangulation,
"structured meshing"

can have an influence on the parameters definition. The
studies are done in each case with the stiffness defined
with the first sensitivity study. Results are shown in
the Tables 1, 2, 3 and 4. In each Table, the deformation error is computed about the difference of geometrical deformation computed comparing the Mass-Spring
Model to FEM model.

First, a sensitivity study is conducted for the size beam
200*30 to define stiffness which should be applied to
model steel material behaviour. This study is done for
the both mesh "structured meshing" and "free meshing" in the case of traction test. For the first mesh
type, results show that the deformation error is minimum with a stiffness of 170E6 N/m (Figure 7). For the
second mesh type, results are not shown in this article
but the deformation error is minimum with a stiffness of
185E6 N/m (Figure 8). The results show that the spring
stiffness depends on the topology of the used mesh.

Figure 9: Tests of traction and compression done in
Mass-Spring model compared to FEM
Note that a single value is given for the FEM deformation since an adapted mesh is used for this test. Moreover the sizes of beams are chosen arbitrary for this first
study to model steel material behaviour.
According to the results (Tables 1, 2, 3 and 4), stiffness
of springs does not depend on the size of the beam and
on the size of element for each type of meshing. However for an element size equal to 1mm, computation is
not always more accurate than a computation with an
element size equal to 5mm. Note that is not the case
comparing to the FEM for which a finer mesh gives better results than a coarse mesh.

Figure 7: Sensitivity study to define spring stiffness to
model steel material behaviour
(beam of 200*30 and "structured meshing")
Then, another sensitivity studies are conducted with the
traction and compression tests about the size of meshing and the size of the part. Indeed these parameters
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In the cases where the deformation error is superior to
10%, the geometrical error is inferior to 1mm. How-
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Beam Size
200*40
200*30
100*20
Material
Steel E=210000MPa
Applied Force (N)
400000
300000
200000
Size triangular Mesh (mm)
1
2
5
1
2
5
1
2
5
FEM deformation (mm)
9.49
9.5
0.475
Mass-Spring deformation (mm) 9.57 8.68 9.32 8.99 9.16 8.74 0.45 0.44 0.47
Stiffness of springs
170E6 N/m
Deformation Error (%)
0.78 8.61 1.84 7.95 3.52 5.34 3.79 6.68 0.38
Table 1: Comparison between Mass-Spring model and FEM for traction test (structured meshing)
Beam Size
200*40
200*30
100*20
Material
Steel E=210000MPa
Applied Force (N)
400000
300000
200000
Size triangular Mesh (mm)
1
2
5
1
2
5
1
2
5
FEM deformation (mm)
9.49
9.5
0.475
Mass-Spring deformation (mm) 10.04 9.58 8.74 9.97 9.81 8.13 0.44 0.55
0.39
Stiffness of springs
185E6 N/m
Deformation Error (%)
5.67 0.92 7.95 4.96 3.30 14.41 7.35 16.45 17.67
Table 2: Comparison between Mass-Spring model and FEM for traction test (free meshing)
Beam Size
200*40
200*30
100*20
Material
Steel E=210000MPa
Applied Force (N)
40000
30000
20000
Size triangular Mesh (mm)
1
2
5
1
2
5
1
2
5
FEM deformation (mm)
0.95
0.95
0.475
Mass-Spring deformation (mm) 0.97 0.88 0.93 0.88 0.93 0.90 0.45 0.45 0.48
Stiffness of springs
170E6 N/m
Deformation Error (%)
2.48 6.57 5.24 5.30 1.66 7.26 6.04 5.37 2.40
Table 3: Comparison between Mass-Spring model and FEM for compression test (structured meshing)
Beam Size
200*40
200*30
100*20
Material
Steel E=210000MPa
Applied Force (N)
40000
30000
20000
Size triangular Mesh (mm)
1
2
5
1
2
5
1
2
5
FEM deformation (mm)
0.95
0.95
0.475
Mass-Spring deformation (mm) 1.05 0.98 0.91 1.02 1.05 0.83 0.45 0.57
0.41
Stiffness of springs
185E6 N/m
Deformation Error (%)
10.96 3.38 7.74 7.06 9.38 12.73 6.04 21.12 12.68
Table 4: Comparison between Mass-Spring model and FEM for compression test (free meshing)
ever, it is important to note that the proposed approach
is used in CAD domain. Thus, applications errors are
eligible to evaluate the deformation of the studied part.

Modulus 1MPa and Poisson’s ratio 0.5). The studied case is a compression test done with a beam of
200mm*40mm. A structured meshing is used for
the Mass-Spring Model (Figure 6). Concerning the
loading, 0.1MPa pressure is applied to the large surface
of the beam and the other large surface is fixed (Figure
10).

In this section, the approach is developed for only a
steel material with two different mechanical loading
cases. Thus, in the next section, applications are done
to test the approach with different mechanical cases.
Note that for all the other tests done in this article a
"structured meshing" is used.

Before doing the test, as in the previous case, a sensitivity study is done to define the stiffness of spring which
is applied to model rubber material behaviour. Then
same traction and compression tests realized in the previous section (Figure 9) are done to define parameters
(Table 5) for a rubber material (Young’s Modulus 1MPa
and Poisson’s ratio 0.5). Results give a springs stiffness
of 800N/m in the case of a structured mesh (Figure 6).

4 RESULTS
4.1 A compression test with another material
In this section, Mass-Spring model is applied a
mechanical load case with rubber material (Young’s
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Beam Size
200*40
200*30
100*20
Material
Steel E=1MPa
Applied Force (N)
0.4
0.3
0.2
Size triangular Mesh (mm)
1
2
5
1
2
5
1
2
5
FEM deformation (mm)
1.98
1.98
0.99
Mass-Spring deformation (mm) 2.10 1.90 2.00 1.90 2.00 1.90 0.90 0.90 1.00
Stiffness of springs
800 N/m
Deformation Error (%)
5.74 4.33 0.70 4.47 0.55 4.47 9.27 9.27 0.81
Table 5: Comparison between Mass-Spring model and FEM for traction test (structured meshing)

Figure 11: Comparison between Mass-Spring system
and FEM results with rubber material
for the compression test

Figure 10: Tests done in Mass-Spring model
compared to FEM

rubber material (Young’s Modulus 1MPa) is laying on a
trapezoidal shape composed of steel material (Young’s
Modulus 210000MPa). A method based on a geometrical computation is used to detect collision when the
rectangular shape is laid on the trapezoidal shape. A
structured meshing of the both part is used for the computation of the deformation. From results of the previous application, stiffness of springs depends on the
loading and on the mesh. In this way, for this new mesh,
a sensitivity study is done to determine the spring stiffness of the rectangular shape. Thus, the stiffness used
is 6000N/m for the rectangular shape to model rubber
material and 170E6 N/mm for the trapezoidal shape to
model steel material. Concerning the mesh of the both
geometrical shapes, a structured mesh with an imposed
size of 1mm for the edge is used.

To compare the Mass-Spring method to FEM results,
visual results are shown in the Figure 11. However test
done with this stiffness of 800N/m gives a correct visual results but compared to FEM, the minimal horizontal displacement is equal to 4.1mm instead of 3.14mm.
This difference of displacement represents an error of
27%.
In this way, same test is done with a stiffness determined empirically of 1000N/m applied to each spring.
Results are given in the Figure 11, the minimal horizontal displacement is equal to 3.25mm for the MassSpring model and to 3.14mm for FEM. This difference
represents an error of 6%.
To conclude, results of the tests done with rubber material show that the defined spring stiffness depends on
the loading too. Indeed, for a given mesh, a structured
meshing in this test, the defined stiffness with the test
done in the previous section 3 is too low. In the case
where the loading is done of the large surface of the
studied beam, the spring stiffness must be upper. Nevertheless, the defined stiffness of the section 3 gives a
correct and fast visual deformation usable in CAD domain.

4.2

Figure 12: Laying of a part on another part

Laying of part on another part

To compare the Mass-Spring method and the FEM,
visual results are shown on the Figure 13 for the
rectangular shape. Results are separated to compare
the behaviour difference between the rectangular shape
and the trapezoidal shape. Concerning the rectangular

The last example allows to use results of the previous
sections with a specific mechanical test from the process of tire manufacturing in the industrial context. For
this test (Figure 12), a rectangular shape composed of
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veloped by the INRIA [All07] and the FEM tests are
performed with the software Abaqus V6.12.

shape, visual results show that the stiffness applied on
springs of the Mass-Spring model is valid for this mechanical case. Concerning the trapezoidal shape, visual
results show that the deformed part is closed to the
physical reality and the difference of the deformation
of this shape is very low for the Mass-Spring model
compared the FEM.

5

An approach to define Mass-Spring system parameters
is proposed for the simulation of body deformation in
2D domain. Different meshing, loading, and materials are studied to determine the sensitivity of the MassSpring system in different mechanical cases. All results
of these tests are compared to FEM model to evaluate
the accuracy of the proposed approach.
To conclude, definition of the stiffness of spring in
a Mass-Spring system depends on several parameters:
the mesh structure, the mesh size and the loading. Actually, as in the textile domain or in the soft tissue model,
the parameters definition is a complex problem. However, applications developed in the article show that the
Mass-Spring model allows to obtain fast geometrical
deformation close to the physical reality. This characteristic is useful in the preliminary studies in the industrial context.

Figure 13: Comparison between FEM and
Mass-Spring model for the rectangular shape
To compare the Mass-Spring method and the FEM, the
area under the rubber material is computed and it is
compared to the area of the trapezoidal shape. The
area of the initial trapezoidal shape is 585mm2 . The
hypothesis of full contact between the both shapes is
done. Thus the area under the rectangular shape should
be equal to the area of the trapezoidal shape. However, for the Mass-Spring model, the area is equal to
600.04mm2 and for the FEM, 585.62mm2 . In the case
of the Mass-Spring model the error is 2.65% and for the
FEM the error is 0.15%. For the treated industrial problem, a model is considered accurate is the error computed between theoretical model (the reference model)
and the other models (Mass-Spring model and FEM)
is inferior to 5%. So, in this case, the behaviour of
the Mass-Spring model is comparable to FEM and the
Mass-Spring model is accurate.

The approach allows to obtain an approximate stiffness
of each spring which composing a Mass-Spring system
for a specific material. However, to obtain accurate results, the stiffness should be adapted according to different criteria: topology of meshing and loading. For a
rubber material, the magnitude of the stiffness is about
1000N/m and for a steel material, the magnitude of the
stiffness is about 170E6 N/m. Then to obtain more accurate results, the stiffness values should be upgraded
for each material for each deformation problem.
For the future works, an approach should be developed
to take into account the Poisson’s ratio to model the behaviour of the deformed material. Moreover the nonlinear behaviour of materials should be take into account to model material such as rubber which stiffness
depends on strain. These studies may allow to obtain a
deformation model closer to the physical reality.

Another comparison is done between the elongation of
the rectangular shape at the end of the simulation and
the length initial of the shape. Thus, for the MassSpring model, the rectangular shape undergoes an elongation of 4.17% and for the FEM 0.54%. So the rectangular shape undergoes an elongation more important
with the Mass-Spring model than with the FEM but
the Mass-Spring model is accurate to model the treated
problem.

6
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To conclude, Results of this test show that Mass-Spring
model can be used to compute geometrical deformation
between two polygonal shapes. Moreover results of
the applications done with the stiffness computed with
the approach developed in the previous section are not
close to the physical reality, however visual geometrical
results are coherent.
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ABSTRACT
We describe a system that is able to efficiently render large-scale particle-based granular terrains in real-time.
This is achieved by integrating a particle-based granular terrain simulation with a heightfield-based terrain system,
effectively creating a level of detail system. By quickly converting areas of terrain from the heightfield-based
representation to the particle-based representation around dynamic objects which collide with the terrain, we are
able to create the appearance of a large-scale particle-based granular terrain, whilst maintaining real-time frame
rates. The system presented is a proof of concept, to show that such a system may be viable for use in real-time
applications in the future, but initial results are encouraging.
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Level of Detail, Terrain, Rendering, Simulation

1

INTRODUCTION

for simulating large-scale granular terrain. The particlebased terrain system is used to represent areas of terrain
around dynamic objects, whereas the heightfield-based
terrain is used elsewhere. This allows large-scale granular terrain to be simulated in real-time, with physically
correct dynamic interactions. This is made possible by
a novel system, which allows for terrain to be converted
from one representation to the other in real-time, while
maintaining changes made to the particle-based system
in the heightfield-based system. We use a GPU geometry clip maps implementation for our heightfield-based
terrain system, which is very efficient. This frees up
GPU resources for the particle-based simulation.

Real-time computer games and simulations often contain large virtual terrain environments. This terrain may
consist of various granular materials, such as sand, rubble and rocks. Granular terrain displays many complex
interactions, both between the constituent granules, and
with objects. Previous approaches to rendering such
terrains rely on simple textured geometry, with little to
no support for dynamic interactions.
Recently, particle-based granular simulations, such as
that of Bell et al.[Bel05] have emerged as an alternative
method for simulating volumes of granular materials.
These systems simulate granular materials by using particles to represent the individual granules, and exhibit
realistic, physically correct interactions with dynamic
objects.

The system presented is an initial attempt to create a
system capable of simulating and rendering large-scale
particle-based granular terrains. While many issues
still remain, the initial results are promising. We show
that the system is capable of simulating and rendering
multiple particle-based simulations across a large-scale
terrain, whilst maintaining real-time performance. In
one scenario, 10 high-fidelity simulations are run at the
same time, whilst maintaining 30 frames per second.
However, the number of active simulations is limited
by the computational resources of the GPU. Stuttering
during terrain representation conversions has been reduced, but unfortunately, still remains. Additionally,
the particle sizes don’t allow for sand to be realistically
simulated on current GPUs. However, other granular
materials may still be simulated.

Longmore et al.[Lon13] extended the work of Bell et
al. with a GPU-based implementation, in order to improve the simulation performance. However, the resulting system remains computationally expensive, and
only small volumes of granular material cane be simulated in real time.
In order to overcome this limitation, we extend Longmore’s system, by integrating it with a heightfieldbased terrain system to create a level of detail system

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.

Communication Papers Proceedings

We make the following contributions: a technique for
scaling particle-based terrain simulations to achieve
finer grained interactions, and a system which is able to
convert between particle-based and heightfield-based
terrain representations in real-time.
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The remainder of the paper is organised as follows: We
begin by exploring related work in the field. We then
introduce our system, giving a broad overview of how
it works. Each individual contribution is then analysed,
before we present our results. Finally we draw conclusions, and present possible future research in this field.

vertex within the grid. A value is obtained, which defines how many times the texture is repeated between
vertices in the grid. This then allows the correct texture
coordinate to be inferred for each fragment, allowing
texturing of the GPU geometry clipmap based terrain.

2.2
2

Bell et al.[Bel05] created a system to simulate a volume of granular material. The system uses particles to
represent the volume. The particles collectively form
a volume, in the same way grains of sand form a pile
of sand. Granular materials behave differently to fluids
and require a unique set of algorithms to model their
characteristics. Granular materials may flow down a
slope, like fluid, or form a static volume, like a solid.
The system thus uses specialised granular equations to
model the particle interactions.

RELATED WORK

Terrain forms an important part of virtual environments,
and the efficient creation and rendering of terrain has
thus been an active area of research for many years.
Heightfield based terrains have become popular in modern games and visual effects simulations. However,
these terrains display little to no dynamic interactions
with dynamic objects. Recently, particle-based granular terrain simulations have emerged as an alternative to
these techniques. These systems display realistic interactions, but are computationally expensive.

2.1

The sand created using this system is very high fidelity, and allows for realistic, physically correct interactions to occur with dynamic objects. The system
simulates the natural interactions of sand using rigid
bodies, which are made up of groups of four particles,
in a tetrahedral structure. Shear, normal and frictional
forces are modelled for both collisions between the various particles in the system, and the collisions of particles with dynamic objects. Each individual particle
need only check for collisions within its local neighbourhood, and thus exhibits O(n) complexity. Unfortunately, since a large number of particles are required to
represent even a small volume of sand, it is infeasible
to use such a system to represent a large area of terrain.

Heightfield-Based Terrain

Heightfields represent a terrain as a grid of regularly
sampled points, with each point in the grid storing
the elevation at the corresponding point on the terrain.
Heightfields are often stored as greyscale images, although other formats also exist. This makes them compact and highly portable. Dynamic terrain is easily supported, as one only need alter the values stored in the
grid. However, as there is only one height associated
with any point on the terrain, complex structures such
as overhangs cannot be represented. This may be overcome by adding static geometry at points on the terrain
where these structures are required.

Longmore[Lon13] extends this approach to leverage
the parallel processing capabilities of modern GPUs.
Grids are used to represent the sand particles within the
system; one grid stores the positions of the particles,
whilst another grid stores their momentums. These
grids are used to create a 3D texture, which is passed
to the GPU fragment shader, which performs the paricle simulation. The system first calculates the forces
applied to each particle, then applies these forces to update the rigid body attributes. The particles are then
updated to match the rigid bodies. Finally, the particles
are rendered using a splat-based rendering technique.

In order to render a heightfield, a mesh is created that
links each node to its adjacent nodes using triangles.
However, for large terrain such a naive approach
produces too many triangles. Level of detail (LOD)
schemes can be used to overcome this limitation. Such
schemes use different representations of an object, with
a simplified geometric structure, in order to manage
rendering efficiency [Lue02].
GPU geometry clipmaps[Asi05] is a level of detail
technique for rendering heightfield-based terrains. The
technique represents a terrain using a set of concentric
regular grids, or “clipmap levels”, of increasing sizes,
centred about the viewer. The terrain is then rendered
by translating and scaling this grid structure in the vertex shader, displacing the vertices in Y-dimension to
correspond with the clipmap heightfield. The technique
is capable of rendering large-scale terrains in real-time,
with minimal overhead.

While more efficient than a conventional CPU-based
implementation, the system may still only be used for
smaller-scale granular volumes, as the simulation remains computationally expensive. Additionally, due to
the size of the 3D texture, memory usage is a major
concern, and limits the volume of sand that can be simulated.
In order for the particle system to interact with a model,
the model must be converted to a particle-based representation. This is achieved by creating a signed distance
field[Sig03] for each model. Computing a signed distance field is expensive, so this conversion is performed

The original GPU geometry clipmaps implementation
did not provide a method for texturing the resulting terrain. Torchelsen et al.[Tor08] introduced a texturing
technique which assigns a texture coordinate to each
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(a) Barrel Model (b) Density of 0.25 (c) Density of 0.5

(d) Stanford Bunny (e) Density of 0.25 (f) Density of 0.5

Figure 1: Two models are converted to a particle-based representation. (a) barrel model. (d) Stanford bunny. The
particle-based representation for two different particle scales is presented, corresponding to two differently scaled
particle systems.
as a pre-processing step. Once the signed distance field
has been generated, particles are created at any negative value in the distance field, which lies adjacent to a
positive value (i.e. at each point on the border of the
object). The particles together form a single rigid body
within the system, in the same way that multiple particles constitute a granule. This creates a surface layer of
particles which represent the object. This is sufficient,
as even if we added particles throughout the body of
the model, collisions with external particles would first
occur with these surface particles, therefore preventing
the internal particles from colliding with external particles. In fact, by using a single outer layer of particles to
represent the objects, both memory and computational
resources are saved. Whilst the particle-based representation should interact with the terrain, the model should
still be rendered in its original form.

3

O’Brien et al.[Obr01] introduce a system which allows
for a simplified motion model to be used for particle
simulation, which effectively creates an LOD system
for particle based simulations (or “SLOD", using the
papers nomenclature). Under their system, the particle
based simulation is subdivided into groups of particles.
Each group of particles is treated as a single granule,
and the result of the interaction of this granule is applied to each of its constituent particles. However, the
particle systems for which it has been implemented are
rather simple, and it has not been shown that this system
can be extended for use with granular terrain. Furthermore, the speed up from this form of LOD would not
be sufficient to allow simulation of a complete terrain.
Solenthaler and Gross[Sol11] use two discreet particle
resolutions to perform fluid simulations. The coarser
resolution simulates the fluid as a whole, whilst the finer
resolution is only used in areas where complex interactions occur. Their system produces high quality results,
while simultaneously reducing simulation complexity.
However, the increase in performance is proportional
to the reduction in particle count, and thus, such a system could not be adapted to simulate entire terrains, as
even smaller terrains would still require far too many
particles to simulate in real-time.

The idea behind our LOD technique is fairly simple; we
convert areas of terrain around collisions to the particlebased representation, so that the object may interact
with the terrain in a realistic and believable fashion.
This creates the illusion of an entire particle-based terrain. Once the object has come to rest, updates for that
particular particle-based simulation are disabled, until
another collision occurs with it, which helps to limit
the overall number of active particle systems. It is still
rendered as the particle-based representation though,
which creates the illusion that there are more active
particle systems than there actually are. Finally, if no
further collisions occur with the simulation after a period of two minutes, the area of terrain represented by
the particle system is converted back to the heightfieldbased representation, preserving any changes made to
the terrain in the particle-based simulation. The particle simulation is then returned to the pool of inactive
simulations, so that it may be reused for further interactions.
The system is currently not very robust. For instance,
if an object is about to leave the current area covered
by the current particle simulation, a new particle system
must be added for the object to move into. Also, the resolution of the particle system is locked at initialisation.
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SYSTEM OVERVIEW

Our system is composed of three major components:
a GPU particle-based granular terrain system, a
heightfield-based terrain system, and the terrain manager (Figure 2). The terrain manager lies at the heart
of our LOD system. This component is responsible for
converting between the two terrain representations, in
both directions, and converting models to a particlebased representation, so that they may interact with
the terrain. It also holds preinitialised particle-based
simulations, so they may be quickly inserted, without
worrying about the cost of initialisation.

Figure 2: The basic system architecture.
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This means that if the camera moves closer towards a
particle system, the particle system will not be refined
to adjust for this change. We have chosen to focus on
the conversion between the two terrain representations,
and have left these issues for future work.

rigid body then stores the identifier of its first constituent particle. As each rigid body is made up of a
known number of particles, it is then simple to retrieve
the other constituent particles.

Our heightfield-based terrain system is based directly
on the work by Asirvatham and Hoppe[Asi05]. Below,
we analyse the other two components of the system:
the particle-based terrain simulation, and the conversion process.

4.1

4

The system maintains two textures for each property
that is stored for the particles/rigid bodies. Each frame,
one texture acts as the data source, and one texture
acts as the data target. The data is processed by the
GPU, and the results are written to the target texture,
which then becomes the source texture for the following frame. The advantage here is that because the result is written to a different texture, the source data remains intact, so the result for each particle is based on a
constant, non-varying set of data. The system uses the
fragment shader to process the updates, which allows
the system to remain hardware agnostic, as it does not
require any hardware specific third party libraries.

PARTICLE-BASED GRANULAR
TERRAIN

The particle-based terrain system developed by Longmore et al.[Lon13] forms the basis of our particle-based
terrain level of detail. In this section we provide a brief
description of the system. Additional details may be
found in the original paper.
The system simulates the natural interactions of sand
using rigid bodies, which are made up of groups of four
particles, in a tetrahedral structure. The particles then
interact with particles from other rigid bodies, which
applies a force to the rigid body. The system produces
realistic particle-based terrain, which exhibits physically correct interactions. The particle system leverages the computational power of modern GPUs, while
remaining hardware agnostic.

Figure 3: Granules are made up of four particles. The
corresponding particle and rigid body attributes are
stored in textures[Lon13].

Figure 4: The 3D grid is represented by a 2D texture.
Each slice in the 3D grid is stored as a tile within the
2D texture. Each texel represents a voxel within the
3D grid, and can store up to 4 particles (one per colour
channel). This diagram, from Longmore et al.[Lon13],
shows the layout for a 5 × 5 × 5 voxel area of space.

The data required for the particles and rigid bodies is
stored in a collection of textures. Textures may be used
as a data source, or a data target, and thus present an
attractive method to store this information. Additionally, texture caching allows extremely fast access to
data which is accessed in spatially local area. Each texture is a four channel floating point texture, and represents a property of the group of particles or rigid bodies.
These properties are position, orientation, momentum,
and angular momentum for the rigid bodies, and position, momentum, force and offset for the particles.

In order to detect collisions between the various particles in the simulation, a texture representing a 3D grid
is used. An example of this texture can be seen in Figure 4. This 3D grid represents the volume in which the
particles and rigid bodies exist, effectively discretising
the space into a voxelised format. The ID of each particle is added to the grid node which corresponds to it’s
position in 3-dimensional space. As each texel within
the texture is composed of four values, a maximum of
four particles may translate to a single grid node. Collisions with adjacent particles are detected by sampling

The particles are linked to the rigid bodies using unique
identifiers. Each particle is allocated an identifier, based
on its position within the texture. This identifier is
stored in the alpha channel of the position texture. The
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of the regular size. The renderer then scales the particle
sizes and positions, creating the appearance of a larger
or smaller particle size. This works well, as the particles are in a stable configuration at the default particle
scale. The velocity of the objects need not be scaled,
as this is already scaled by the scaling of the position.
Only forces external to the terrain must be scaled. The
only force that needs to be scaled is thus gravity. This is
because the distance covered by a falling object in the
virtual world should remain constant, regardless of the
scale of the particle system. As gravity results in a constant acceleration, it can be scaled linearly. Additionally, the velocity of objects entering the system should
be scaled. This scaled velocity results in appropriately
scaled forces when it collides with the terrain, and thus
the underlying algorithms can be left untouched. Although smaller particles would usually dictate smaller
time steps, in practice we had no problems with instabilities, as the scaling of these velocities did not introduce enough energy into the system to cause any instabilities.

neighbouring voxels in the grid. This requires 27 texture lookups (i.e. a 3 × 3 × 3 cube). If a particle from
another rigid body is found in an adjacent node (including its own grid node), we then perform a collision between the particles. The resultant force of the collision
is calculated using the formulas from Bell et al.[Bel05].
Particle systems are sensitive to the time step used. The
simulation uses a constant time step of 20 milliseconds.

4.2

Rendering

A splatting technique is employed to render the particles. Splatting is a technique which renders objects using points. This is usually used to render volumetric objects, but has also been adapted to render objects with a
large number of vertices[Rus00].
In order to perform the rendering, a vertex buffer object (VBO) is generated. One vertex is added to the
VBO for each particle within the simulation. Its position is the texture coordinate which corresponds to the
particle within the particle position texture. The vertices are then rendered using the glDrawArrays call,
with the rendering mode set to GL_POINTS. The vertex shader reads the position of the particle from the position texture, and sets the position of the resulting point
to that position. The points produced by GL_POINTS
are square, and thus need to be trimmed by the fragment
shader. Any fragments which lie outside of a circle are
simply discarded. This method is very efficient, and
allows the entire particle system to be rendered with a
single call.

5

The terrain manager is responsible for switching between the heightfield-based terrain and the particlebased, in both directions, and converting models to a
particle-based representation, so that they may interact
with the terrain.

5.1

However, there are a few downsides to this method.
Firstly, the particles each appear spherical, giving the
system a uniform look. However, the larger problem
for our scenario is that it doesn’t integrate well with
heightfields. We alpha blend between the two representations, but the difference is still quite obvious. In
order to overcome this, a different visualisation is required, which more closely matches the regular structure of heightfields. However, we have chosen to focus
on localised particle-based simulation and conversion
techniques, and have thus left this as future work.

4.3

Heightfield to Particle System

In order to convert from a heightfield to the particlebased terrain representation, the system needs to create
a volume of particles. The height of the volume at each
point on the x-z plane must correspond to the height
stored in the heightfield. Thus, the first step in the conversion is dividing up the area covered by the particle
system into a grid. The size of each unit in the grid
corresponds to the particle system scale. The heightfield is then sampled at each point on this grid. Bilinear interpolation[Len12] is used to infer to the height
at points which fall between texels in the heightfield.
This height is used to deduce the number of rigid bodies which must be stacked at that point in order to reach
that height on the terrain.

Scaling of Particle-Based granular
terrain

One of the features of the LOD system is the ability to
use coarser particle simulations further away from the
observer, and finer grained, more detailed particle simulations closer to the observer. However, Longmore’s
particle system lacks the ability to scale the particle
sizes. Thus, the particle system was adapted to support
particles of different sizes. We found that scaling the
equations within the updates step tended to introduce
instability to the system.

Arrays are created to store the rigid body and particle attributes. The grid is iterated over, and at each
grid point rigid bodies and their corresponding particles are inserted into the arrays, until the height of the
terrain at that point in the grid is reached. Each rigid
body and particle is assigned an index, leaving us with
the required arrays of particle and rigid body attributes,
which are ready to be inserted into the particle system.
The topmost particle in each stack is assigned a random
orientation, which helps create a more natural looking
surface.

The alternative method we devised is simple and fast.
The updates and collisions are processed with particles
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(a)

(b)

Figure 5: An example terrain with a converted particle system inserted. The inset shows a zoomed in view. (a)
Shows the result of the injected heightfield, with no filtering applied. This results in an obviously bumpy surface.
(b) Shows the same section, but with Gaussian filtering applied. No discernible discontinuities are present.

5.2

These attribute arrays are passed to an inactive particle
simulation. However, uploading all this data to the GPU
at once results in the CPU – GPU bus becoming bottlenecked, resulting in a noticeable stuttering effect. Instead, the data is uploaded over multiple frames, which
significantly reduces the stuttering.

In order to convert the terrain from the particle-based
representation to the heightfield-based representation,
a method is required which is capable of quickly converting the volume of particles to a heightfield. Surface extraction from a set of points is a difficult problem, and many techniques have been developed to solve
it, such as Gumhold et al.[Gum01], and Rosenthal et
al.[Ros08]. However, these techniques typically take a
few seconds, to minutes to complete, and thus are not
suitable for real-time applications.
We note that a useful feature of the particle system is
that while dynamic updates are expensive, the rendering of the system is comparatively cheap. Also, the
particles form a single volume of sand. Based on these
two observations, we have developed a novel rendering
based technique to perform this conversion. By performing a top-down orthographic projection of the particle system, and extracting the depth buffer from the resulting image, a depth map of the terrain is obtained. As
the position of the camera above the terrain is known,
it is fairly simple to convert this resulting depth map
into a heightmap. As the z-buffer sampling for an orthographic projection is linear, the following formula is
used to convert the depth value to a height value:

The particle system is then left to settle. Once injected
into the system, the rigid bodies shift from their initial
positions. This appears unnatural, as the particle system should be representing terrain at rest. Introducing
a settling period effectively negates this issue. However, depending on the terrain, particles may continue
to move after this settling period, thanks to the “cascading" property of sand. Additionally, in some cases,
such as objects moving quickly across the terrain, we
cannot afford to wait for the system to settle first before displaying the terrain. Both of these issues could
potentially be solved by precalculating various stable
particle configurations, and combining them to match
the outline of the terrain.
Once the particle system has settled, the particle-based
terrain manager alpha blends in the particle system over
the course of one second. However, rendering order is
an issue. If the terrain is rendered first, particles which
lie beneath the level of the terrain will be discarded,
yet they will be visible once the blending is complete,
which will lead to a noticeable popping effect. Additionally, particles which intersect with the terrain will
only be partially rendered, resulting in unsightly artefacts. If the particle system is rendered first, then the
terrain will not be rendered behind the particles, and the
particles will appear to pop in, and blend between black
and their resulting colour. We use the following solution. First, the terrain is rendered as a first pass. The
depth buffer is then cleared, and the particle system is
rendered. The particles will thus be correctly blended
with the underlying terrain. However, particles which
should not be visible will be rendered. To address this,
the terrain is rendered again, thus occluding particles
which should be occluded.
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Conversion from Particle System to
Heightfield

height = ycamera − n − z( f − n)
where ycamera is the height of the camera, n is the distance to the near plane, f is the distance to the far plane
and z is the depth value.
Performing this rendering step with a resolution equal
to the size of the particle system produced poor results. Instead, the system renders the particle system
using a resolution of 1024 × 1024. This resolution is
much higher than the number of visible particles, with
each particle covering multiple pixels. The depth map
is sampled at points which correspond to points in the
heightmap.
Although this produces better results, a stepping effect
may occur, since, depending on the positions of the
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GTX 460 GTX 770
512 × 512
Average (FPS)
393
949
Std Dev (FPS)
23
72
Shadowed Average (FPS)
169
484
Shadowed Std Dev (FPS)
23
36
1024 × 1024
Average (FPS)
315
776
Std Dev (FPS)
12
28
Shadowed Average (FPS)
129
382
Shadowed Std Dev (FPS)
7
17
Table 1: GPU geometry clipmap performance results
for the Nvidia Geforce GTX 460 and GTX 770.

particles, the same particle may be sampled multiple
times. This is corrected by applying a 3 × 3 Gaussian
filter[Sha01], to smooth out sharp transitions (Figure
5). A larger filter kernel size results in over-smoothing,
and thus the loss of subtle changes made to the terrain
in the particle system.
The resultant heightmap is inserted into the terrains
heightfield, over-writing the section of the heightfield
which corresponds to the particle system. This causes
any changes made to the terrain in the particle-based
system to persist in the heightfield-based system. However, there may be a discontinuity along the edges of
the newly injected heightmap. This is due to a sudden
transition from the original heightfield, to the heightfield representing the particle system, which may lie
slightly below or above the level of the terrain at that
point. Thus, a Gaussian filter with a 3 × 3 kernel is also
applied along the border of the inserted heightfield.

6

The system uses a total of 30MB of main memory and
40MB of graphics memory. A low memory footprint is
important, as it allows for other high quality assets to
be used in the game or simulation.

6.2

RESULTS

The system was implemented in C++, using the Microsoft Visual Studio 2010 IDE on Windows 7 (SP1)
and employs OpenGL 2.1, with GLEW 1.10.0. All results are generated at a resolution of 1920x1080. The
hardware testing platform consists of an Intel Core i7
930 processor with 6GB of DDR3 memory. Results are
presented for both an Nvidia Geforce GTX 460 with
1024 MB RAM, and an Nvidia Geforce GTX 770 with
2048 MB RAM. These two cards where chosen to represent the performance of mid- and high-end cards. The
Nvidia display driver 331.58 was used for both cards.

6.1

Particle-based Simulation

The performance of the particle-based terrain simulation is of greatest importance, as the physical correctness of the system has already been established[Lon13].
To test the particle-based system, particles are injected
into a 3D cuboid. Particles are injected in sets of
40,000, i.e. 10,000 granules at a time. The framerate
is measured for each set of injected particles.

GPU Geometry Clipmaps

In order to evaluate the performance of the GPU Geometry clipmaps implementation, we tested the performance across a range of different terrains. Ten different terrains are used in total, and the results are averaged, to provide a reasonable performance measure
against which to evaluate system performance. Each
terrain was run five times. Two different terrain sizes
are used: 512 × 512(6) and 1024 × 1024(4). The view
of the terrain is from the corner, and spans the entire
terrain. The 512 × 512 terrains produce 79,886 triangles, whereas the 1024×1024 terrains produce 103,700
triangles. The size of the terrain has a fairly minimal impact on performance, as only a single additional
clipmap level is required to render the extra terrain section in the larger terrain, due to the exponential increase
in the grid resolution.

Figure 6: Performance results of the particle-based simulation. Note that each rigid body, or granule, is made
up of four particles in a tetrahedral configuration.
The system scales fairly well with the computational
power of the graphics card used, with the more powerful GTX 770 achieving almost double the performance
of the GTX 460. The framerate is inversely proportional to the number of particles in the system.
The particle-based simulation is comprised of two primary components: the update component, and the rendering component. In order to measure the performance
of these individual components, we measure the frame
time of the entire system. Then, we disable the simulation, and simply render the system, while recording the

The systems performs very well (Table 1), with both the
midrange and the high-end graphics cards. Such high
performance from the heightfield-based component of
the system is necessary, since the particle-based simulation is computationally expensive (see Section 6.3).
Finally, the memory usage of the system is measured.
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Figure 7: The GPU profiling results for the GTX 770, for a particle system with 100,000 granules, over 45 seconds.
frame time. The difference between these two frame
times corresponds to the time taken to process the updates. The result is shown in Figure 8.

the number of textures required to store all the particle
and rigid body attributes. Fortunately, with the amount
of memory available in most modern computers and
graphics cards, this memory usage is perfectly acceptable, and allows us to use multiple particle-simulations
concurrently, along with other graphical assets. Note,
that the number of particles added to the system does
not affect the memory usage. Textures of a set size are
used to hold the particle and granule attributes. These
textures are allocated during the system set up. Thus
the memory usage is independent of the particle count.

6.3

Three scenarios were developed in order to test the various facets of the LOD framework.

Figure 8: Frame time of the particle-based simulation
components, for the GTX 770. The time spent to process updates is indicated by the red area, whereas the
time spent on rendering is shown in green.
Clearly, the updates are the major limiting factor behind system performance. This is to be expected, as
the updates entail mapping the particles to a 3D grid,
then performing collisions for hundreds of thousands
of particles, and updating the rigid bodies and particles
in response to these collisions. The frame time, both
with and without updates, is linearly proportional to the
number of particles, which accords with the previous
performance results.

Figure 9: Screen shot of the first test scene. The particle
simulation can be seen interacting with a model.

We used Nvidia Perfkit 3.1.0.13233 to measure the
GPU performance counters, in order to identify any potential bottlenecks. As can be seen from the results
shown in Figure 7, we can see that shader usage is extremely high, and is the primary bottleneck behind GPU
performance. The next closest performance metric, texture usage, peaks at less than 10%, which means that
system performance should scale well with future increases in GPU shader performance.

The first scenario contains one very high quality particle system. This is a stress test, to test the systems
ability to render and simulate a large particle system,
while also rendering the heightfield-based terrain, all
the while maintaining real-time performance. The particle system for this scenario consists of 115,502 granules (i.e. 462,008 particles).
In addition, a barrel model is dropped onto the particle
simulation. This model is made up of 6,261 particles.
This is done to showcase the realistic interactions, and

The system used 140 MB of main memory and 188 MB
of GPU memory. This memory usage is mainly due to

Communication Papers Proceedings

Integrated System

176

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

Each particle system in the scenario has a scale appropriate for the distance from the camera. The foreground
simulation contains 202,352 particles, the midrange
particle simulation contains 54,876 particles, and the
far particle simulation contains 25,776 particles. The
performance results for this scenario are shown in
Figure 12.
The final test consists of ten particle simulations. The
dynamic object for each particle system is added 10 seconds after the last. This shows off the ability of the system to handle many particle simulations, by disabling
updates once bodies have come to rest. Each simulation is fairly complex, and contains between 55,000 to
75,000 rigid bodies (220,000 particles to 300,000 particles). A particle scale of 0.33 is used for each simulation. The results are shown in Figure 14.

Figure 10: Performance results from the first test scenario.
puts further stress on the system. The performance results for this scenario are shown in Figure 10.

Figure 11: Screen shot of the second test scene. Three
simulations can be seen, each with a different scale.

Figure 13: Screen shot of the third test scene. Ten particle simulations can be seen. Active systems are outlined in green, and systems at rest are outlined in red.

The second scenario contains three particle systems,
with three different particle scales. Each scale represents a different distance from the camera. The aim of
this test is to verify that multiple particle simulations, of
different scales, may be used concurrently, whilst maintaining real-time performance. This scenario represents
the general envisaged use case, with a few simulations
taking place at different distances from the user.

While both cards generally maintain real-time frame
rates, the GTX 460 falters in scenario 3. Closer investigation showed that due to the slower updates the particle system models took a longer time to come to rest.
By this time another particle system had been populated, thus competing for computational resources. This
in turn caused the updates for both simulations to slow
down, and when another simulation was added, the effect compounded, leading to a cascading drop in performance. The GTX 770 on the other hand, is powerful
enough to ensure that this doesn’t occur. This suggests
that for mid-range and lower level graphics cards, the
particle systems used should not be too finely scaled,
in order to allow the dynamic objects to come to rest
quickly. Additionally, the number of concurrently active particle simulations may also need to be limited.
While the stuttering effect has been reduced somewhat
by inserting particle data over multiple frames, it has
not been completely eliminated. This can be seen by
the downward spike after particle insertion in all the test
scenarios. However, the framerate stays high enough
that it is not too noticeable.

Figure 12: Performance results from the second test
scenario.
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Figure 14: Performance results for the third test scenario.

7
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In this paper, we have presented our GPU-based LOD
technique for large-scale particle-based granular terrains. The resulting system can simulate large-scale
granular terrain in real-time, by seamlessly switching
between the heightfield-based and particle-based representations. Changes to the terrain in the particle-based
simulation persist in the heightfield-based system, by
virtue of a novel rendering-based conversion technique.
Performance results are promising, with both test
GPUs maintaining real-time performance, except for
in one of the three test scenarios, where the mid-range
GPU produced poor results. However, the system
requires many GPU resources to maintain real-time
performance, which currently limits its usefulness for
real applications. This limitation should hopefully be
alleviated by future increases in GPU performance.
It is important to remember that this paper represents
a proof of concept, and simply explores the potential
feasibility of such systems. Whilst this paper addresses
some of the issues with rendering large-scale granular
terrain in real-time, many issues remain, and thus there
are many possible avenues for future research in this
area. For instance, the rendering technique should be
updated to a system which more closely matches the
regular grid structure of heightfields. The heightfield to
particle system conversion could be optimised with pregenerated particle configurations to stabilise, and allow
almost instantaneous conversions, and particle systems
could be refined to finer resolutions as the camera approaches them.
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ABSTRACT
The standard starting point for the extraction of information from human face image data is the detection of key
anatomical landmarks, which is a vital initial stage for several applications, such as face recognition, facial
analysis and synthesis. Locating facial landmarks in images is an important task in image processing and
detecting it automatically still remains challenging. The appearance of facial landmarks may vary tremendously
due to facial variations. Detecting and extracting landmarks from raw face data is usually done manually by
trained and experienced scientists or clinicians, and the landmarking is a laborious process. Hence, we aim to
develop methods to automate as much as possible the process of landmarking facial features. In this paper, we
present and discuss our new automatic landmarking method on face data using 2.5-dimensional (2.5D) range
images. We applied the Scale-invariant Feature Transform (SIFT) method to extract feature vectors and the
Otsu’s method to obtain a general threshold value for landmark localisation. We have also developed an
interactive tool to ease the visualisation of the overall landmarking process. The interactive visualization tool has
a function which allows users to adjust and explore the threshold values for further analysis, thus enabling one to
determine the threshold values for the detection and extraction of important keypoints or/and regions of facial
features that are suitable to be used later automatically with new datasets with the same controlled lighting and
pose restrictions. We measured the accuracy of the automatic landmarking versus manual landmarking and found
the differences to be marginal. This paper describes our own implementation of the SIFT and Otsu’s algorithms,
analyzes the results of the landmark detection, and highlights future work.

Keywords
Feature extraction, localization, landmarking, Otsu’s algorithm
datasets. Later, we use these found values in an
automatic landmark setting with new example
datasets and compare the accuracy versus manual
landmarking.

1. INTRODUCTION
The human vision system can perceive features
such as the edges, tips or corners of an object,
without any difficulties. For example, a human is
able to detect and recognize the eyes, the tip of the
nose and/or the mouth of a person at first glance.
However, a computer is unable to do such task
easily and effortlessly [CUS13]. The human vision
system and brain mechanisms that are responsible
for the detection of features are so complex that
despite the work of neurobiologists, mathematicians
and computer scientists, it is still not possible to
replicate facial detection accurately.

Extracting facial information automatically is a
challenging process, due to linear and nonlinear
transformations, and therefore may not give a valid
representation of the objects. The extents of spatial
features differ significantly from different scales,
sizes and resolutions. Therefore, the feature
extraction methods ought to be invariant of scale
and orientation. The SIFT approach takes a face
image and transforms it into a collection of feature
vectors. These features can either be global or local,
defining the whole or a part of the image
respectively. Usually the local interest descriptors
which can be used to find distinct features on the
face are selected manually. In our project, we make

In this paper, we propose methods to obtain distinct
features on a face and label them automatically by
placing landmarks. Our objective is to first
empirically find specific landmarking threshold
values that are valid for a given set of example
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use of all the global and local descriptors to identify
distinct features. These feature descriptors are
usually in regions instead of at localised points. In
order to localise these feature regions to an exact
pixel point, a robust localisation algorithm is
proposed based on all local maxima or minima, and
the neighbouring pixels.

perception and allow one to manipulate the image
like the 3D image. In addition to range data, colour
perception on a face image is also possible. The
various sources of information from the range
image can be extracted to help derive different
features regions. 2.5D range images are thus used in
our system as a dataset to define the keypoint
descriptors by extracting the facial surface
information.

Identifying anatomical face landmarks, such as the
corners of the eyes, the tip of the nose, the end
corners of the lips, chin, etc., is a much easier task
to those who are familiar with the anatomy of the
face. On the contrary, extracting those landmarks
automatically without the intervention of a human
is a more complex process. Having to accurately
identify a landmark point with minimal error is still
a challenging problem and until today, there is no
published method that is able to automatically
extract the facial features and localise them to exact
pixel points. This detailed information is crucial
and is very important for applications such as
surgical repair to improve facial appearance from
cleft deformity, or other orthognatic surgeries, in
which errors in landmarkings can cause serious
problems. Specialist surgeons who treats hundreds
of people with the cleft condition requires this
detailed information.

Our automatic landmarking consists of a
generalised two-stage pipeline. In the first stage,
feature extraction is performed on a 3D scale space
volume using the state-of-the-art of robust and
reproducible feature extraction techniques. In the
second stage, we compute the weighted average of
the extracted feature vectors to locate the centre or
centroid of component feature regions. The
coordinates of the centroid are given by the mean of
the region at x- and y- coordinate.
In the first stage, Gaussian Smoothing is applied
after Difference of the Gaussian (DoG) in order to
extract weighted regions based on specific
threshold values. Scale-space is constructed by
taking the DoG of images at different scales. Then,
within the scale-space, the weighted average of the
curvature values of the elements is computed to
estimate the centres or centroids. These regions of
Mean (H) and Gaussian (K) curvatures [BJG85]
map are coloured coded to ease visualization during
the feature extraction stage. Next, the Gaussian
Pyramid method is applied and the “Reduce” and
“Expand” operations are employed at the
successive pyramid levels to acquire filtered
regions.

A face image contains complex features with a
large degree of background and face variations,
such as the identity of the person, facial expression,
head pose, facial hair variability, age, gender,
cluttered background, etc. Face images also come
with different format types, sizes, scales and
rotation. All these variants lead to the difficulties in
the automatic landmarking processes. The Scaleinvariant Feature Transform (SIFT) was proposed
to overcome these difficulties. SIFT was first
introduced by David Lowe [Low04] and is an
algorithm to detect and extract keypoints or local
features in images. SIFT holds the advantage of
being able to detect features even under changes in
image scale, rotation and illumination. In contrast,
in our work, rather than applying SIFT to regular
2D images, we adapt it to work on richer 2.5D
images captured with a stereo camera system.

In the localisation stage, binary conversion is
computed on the extracted features and the
minimum threshold size of the local pixel area is set
for landmarking. These stages will be applied in
loops until the candidate landmarks and/or best
regions are obtained. Otsu’s algorithm was applied
to convert an image to a purely binary image by
calculating a threshold to split the pixels into two
classes. Otsu’s thresholding chooses a threshold to
minimize the weighted within-class variance and
maximize the between-class variance of the
thresholded black and white.

Over the last decades, 3D images have become
popular due to the advancement of 3D sensor and
camera technologies; alongside with 2.5D range
images. Range images have a number of added
advantages over 2D images. A 2.5D image is
defined as a simplified three-dimensional (x, y, z)
surface representation that contains at most one
depth (z) value for every point in the (x, y) plane
[Vau11]. One can think of a 2.5D image as a greyscale image, where a black pixel corresponds to the
background, while the white pixel represents the
surface point that is nearest to the camera
[ANRS07]. The 2.5D face images enable depth
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We have developed an interactive Graphical User
Interface (GUI) tool to ease the visualisation of the
landmarking processes and to allow the
manipulation of the extracted facial features. This
tool allows one to select any of the nine surface
primitives and thresholds can be adjusted to best get
localised surface areas in order to identify suitable
generalized threshold values.
The outline of this paper is as follows: In Section 2,
we describe previous work related with our
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approach. In Section 3, we present our automatic
landmarking method. In Section 4, the results and
discussions are presented. Finally, Section V offers
conclusions and directions for future research.

not captured when using three control points fitted
for the face models.
In [PPTTK09, PTPK09], the authors presented
methods for better detecting facial landmarks on
2.5D scans. The candidate landmarks are divided
into eye inner and outer corners, mouth corners, the
nose tip and chin tips. In order to locate the
candidate landmarks, local shape and curvature
analysis is carried out applying shape index,
extrusion maps and spin images. Landmarks are
identified by matching them with a statistical facial
landmark model.

2. RELATED WORKS
In recent years, there have been a number of
research approaches on face landmarking with
automatic systems in different applications.
Automatic landmarking has the potential to be very
beneficial in areas ranging from face registration to
facial expression recognition [SAC09]. Methods for
landmarking on face models can be categorised in
various ways. For example, the type or the modality
of the data e.g a still image, range image, 3D data
or even video sequence. The prior information
underlying
the sources determines the
methodology to be used. In addition, an initial
candidate facial landmarks selection and
registration step is necessary in almost any
application. Therefore, registration based on facial
landmarks correspondence is the most crucial step
to make a system fully automatic [PTK10].

Yu and Tiddeman [YT08] implemented the SIFT
algorithm on 2D face images to find distinctive
features in a sequence of face images. Their
approach appeared to deliver distinct face features
useful for face recognition. Gupta et al. [GKST10]
employed the SIFT method for 2D face recognition
on face images. They have extended the SIFT
method by devising and adding probabilistic graphs
to match SIFT keypoint features on independent
face areas. The images used are controlled in
illumination, scale and orientation changes. Each of
the extracted features is a node and the relationships
between invariant points are a geometric distance
between nodes, thus a probabilistic graph. The sub
images corresponding to the face limits are
localised to eliminate noise.

Nowadays, the most common and popular method
for face images analysis and processing relies on
curvatures of their facial features [Sze12]. This
approach has been widely used since the 1980s,
whereby Besl and Jain [BJG85] introduced Mean
(H) and Gaussian (K) curvatures to segment facial
surface into eight different types. In early works,
the following authors [TF95, Gor92, TIC98,
KKK01, MAVD03] adopted this method and
experimented with it on range images. Since then
research has been carried out on how to represent
the human face by applying features based on the
shape and curvature of the face surfaces.

The SIFT method can be extended to 2.5D with
extra processing steps. Results have shown and
demonstrated that the SIFT method is still effective
in extracting features on 2.5D images. Guo et al.
[GZJ10] applied SIFT to 2.5D range face images.
Mean (H) and Gaussian (K) curvatures are
combined with the Shape Index (SI) to extract
facial features. Each keypoint can be divided into
nine different primitive surfaces for a match. The
results achieved are good and have robust rotation
invariance. Cui et al. [CLDC12] constructed
registration and integration algorithms for
structured light 3D scanning using SIFT matching
of multi-source images. This approach used 2.5D
range images. They calculated the boundary of the
overlapping regions, which is generated from the
integration, and then identify landmarks. However,
the process of obtaining grey information is not
stable as there are certain depth changes and light
reflections influencing the landmarks on the image.
Han et al. [HYL08] employed SIFT on the human
face to extract features for recognition. Images are
tested under controlled conditions whereby the pose
and facial expression are strictly limited. The
experiment has shown high performances and
robustness in facial expression recognition, and
SIFT has claimed its invariance also towards
illumination, noise, rotation and transformation.

In addition, there are some other works on the
Shape Index (SI) method, which is defined by
Koenderick and van Doorn [KD92], which
decouples the shape and the magnitude of the
curvedness. In a series of publications reported in
[CSJ05, JJC06, Col06], the authors presented
methods to locate the positions of the corners of the
eyes and mouth, the nose and also the tip of the
chin. They have also developed a heuristic method
to identify the tip of the nose more efficiently. The
candidate landmarks were filtered by using a
statistical model of landmark positions.
Nair and Cavallaro [NC09] presented a method to
detect candidate facial landmarks on 2.5D scans.
They applied the shape index and the curvedness
index to extract feature points, the nose tip and eye
corners. The feature points are fitted to the dataset
according to three selected control points (nose tip
and left and right inner eye corners) for the
registration. However, the method is not applicable
to pose self-occlusion cases, where missing data is
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The following section presents our method; the
extraction of features and how automatic
landmarking is made possible.

estimate images were computed via the appropriate
2D image convolutions. This process is to search
and determine the locations and scales, which are
repetitively assigned under differing views of the
same image. The identification of the keypoints can
be accomplished by searching across all possible
scales. Scale-space is constructed by taking the
Difference of the Gaussian (DoG) images at
different scale. Interpolation of nearby pixels from
the DoG images is used to accurately determine the
positions of each candidate keypoint. The keypoints
with low contrast are removed and responses along
edges are eliminated. Each pixel is examined by
comparing with its eight neighbors at the same
scale in DoG images and the nine corresponding
neighbors at neighboring scales in 3x3 regions. A
candidate keypoint is selected if the pixel is a local
maximum or local minimum. The properties of the
keypoint are measured with respect to the keypoint
orientation, which provides rotation invariance.

3. METHOD
The 2.5D face range was captured with a
commercial 3D face imaging system consisting of
two SLR cameras positioned on each side. The
camera system is used to produce a 3D surface
mesh by automatically merging the acquired
images. Only one dynamic range camera on the left
hand side captures a 2.5D range image. Hence, the
face is captured towards reference points positioned
roughly at 45 degree angle to the left. Since the
cameras are a commercial system, the details of the
method are currently not available to the public.
Two range images were acquired as a pilot
experiment which were then used to conduct the
automatic landmarking. No pre-processing method
was performed while acquiring the range images.
The overall process of automatic landmarking can
be generalised in a two-stage pipeline, as shown in
Figure 1.

In order to compute a feature descriptor which
contains the signature of each of the main
landmarks, it is important to identify the underlying
primitive surfaces/patches and their surrounding
pixels. In this stage, there are two algorithms
applied - (i) Mean (H) & Gaussian (K) curvatures
and (ii) Gaussian Pyramid - to determine the
primitive surfaces.
The regions of Mean (H) & Gaussian (K)
curvatures map are coloured coded (in RGB) to
ease visualisation. The H&K curvatures are
invariant of scale/resolution and orientation,
whereby spaces are constructed in order to classify
primitive surfaces into types [GZJ10]. There are
nine types of primitive surfaces: peak, ridge, saddle
ridge, flat, minimal, pit, valley, saddle valley and
none. As shown in Table 1, each is labelled with a
RGB colour.

Figure 1. Two-stage pipeline landmarking.
Stage 1 feature detection and extraction is based on
using SIFT. Its aim is to detect and extract facial
features in the form of points, curves or regions.
Once the features have been detected, patches
around the features can be extracted. These features
are known as feature descriptors or feature vectors.
The methods used are Gaussian smoothing,
binomial smoothing, Mean (H) & Gaussian (K)
curvatures, and Gaussian of differences and
Gaussian pyramid with ‘Reduce’ and ‘Expand’
operations within the layers of the pyramid. These
functions performs the down-sampling and upsampling steps of the Gaussian pyramiding
construction.

The Gaussian pyramid method involved creating a
series of images that is repeatedly convolved using
Gaussian kernel to generate a sequence of images
that are reduced or expand in scale. In our project,
we construct images at decreasing scales then each
of the image is convolved. From the original image,
Level 0, the sequence of the convolved and reduced
in scale images, Level 1, Level 2 etc are generated.
These convolved images are copies of the original
image reduced in scale by a factor of 2. Figure 2
shows an example of the levels of Gaussian
pyramid method reduced in half the size of the
original image. The left most image is Level 1 to
Level 3 on the right most of the image.

Gaussian smoothing is applied to filter lower
contrast and subsample images to provide a multiscale representation of the image. Binomial
smoothing is also applied and partial derivative

It can be seen that at the higher levels of the
pyramid, the smaller surface elements vanished and
bigger elements reside. Afterwards, we expand the
higher levels of the H&K pyramid to the original
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size. The details of Gaussian pyramiding can be
found in [AABBO84].

In this process, the primitive surfaces are examined
to generalize threshold values by bootstrapping and
resampling DoG images.

At each level of the pyramid, ‘Reduce’ and
‘Expand’ operations are performed. In the ‘Reduce’
operation, the elements of the image are halved in
both resolution and successive scales. The ‘Expand’
operation is computed to widen the primitive
surface labels at each level of H&K pyramid to the
original size.
H<0
RGB
H=0
RGB

H>0
RGB

K>0
Peak
T=1
150 150 150
(Grey)

K=0
Ridge
T=2
255 0 0
(Red)

K<0
Saddle Ridge
T=3
255 255 0
(Yellow)

None
T=4
255 255 255

Flat
T=5
0 0 255
(Blue)

Minimal
T=6
0 255 0
(Green)

Pit
T=7
255 255 255
(White)

Valley
T=8
0 255 255
(Cyan)

Saddle Valley
T=9
255 0 255
(Magenta)

The next stage is the feature localisation process. It
computes and places landmarks on the extracted
primitive surfaces from the H&K maps after Otsu’s
method. Otsu’s method [Ots75] calculates a global
threshold value by calculating the spread within
each of the classes. The aim is to minimize the
weighted within-class variance and maximize the
between-class variance of the thresholded black and
white. The details of this algorithm can be found in
[Ots75].
The foreground (the extracted primitive surfaces)
will be converted to black pixels and the
background is converted to white pixels. The
extracted primitive surfaces are from the H&K map
in Level 3 of the pyramid, for example as shown in
the right most image in Figure 2 or the expanded
size of the original image in Figure 3. The Otsu’s
thresholding is performed automatically to find a
suitable general threshold value. The general
threshold value corresponds to the valley of the
historgram.

Table 1. The details of H&K primitive surfaces
and the colour labels used in the developed
automatic landmarking tool [BJ88].

After Otsu’s thresholding, the black pixel
areas/regions in the thresholded image are
evaluated based on the size of the local pixel areas
to select the most suitable minimum and maximum
threshold sizes. This can be done by firstly
adjusting the threshold size values through our
visualisation tool (as in Figure 8) and then by
computing the weighted average of the local region
to extract the centroid or mean of the local
region/area. If the generated landmarks are
undetectable or missing, the threshold size will
need to be reduced.

On each scale, H&K maps are computed. A new
pyramid of H&K maps is obtained and used at
every scale. Figure 3 shows the Level 3 of the
pyramid to the size of the original image.

Lastly, landmarking and labelling are computed on
the thresholded image. Figure 4 illustrates the
overview of the automatic landmarking processing.

Figure 2. The Gaussian pyramid of the H&K
maps.

Figure 4. The overview of the automatic
landmark process.

4. RESULTS AND DISCUSSIONS
Our Interactive Graphical User Interface (GUI) tool
is presented Figure 8. It consists of a set of input
elements that allows the adjustment of the threshold
values during the landmarking process. Input boxes

Figure 3. Level 3 of the pyramid expanded to
the size of the original image.
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and selection buttons are equipped to perform the
selection of the primitive surfaces for feature
extraction and feature localisation.
There are nine keypoint descriptors being extracted,
and each is examined by a set of minimum local
pixel sizes for landmark labels. There are four
sufficient extracted features regions namely peak,
ridge, valley and flat (see Figure 5). Each of the
extracted features image is processed with binary
conversion in order to execute the landmarking
process.

Figure 6. The landmark labeled on the tip of the
nose and chin
The Root Mean Squared Error (Difference) was
calculated between the data points in the automatic
method with each manual registration points. Then,
the accuracy formula given below was computed:
𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦, 𝐴 = 2.4477𝑥0.5× 𝑅𝑀𝑆𝐸! + 𝑅𝑀𝑆𝐸!
Based on the results in Table 2, the automatic
landmarking accuracy was divided into the two
different regions. The automatic method performs
relatively well for the detecting the tip of the nose
and the chin, with low error and high accuracy. The
accuracy is obtained by direct comparison of pixel
with the automatic and manual landmark points.
The average accuracy pixel differences for the tip
of the nose is by 0.956 pixel while the chin is by
1.739 pixel.

Figure 5. The extracted H&K features and
converted to binary images.
Then, we execute localization process on these
surfaces. We have identified from our results that
the sufficient threshold values are ranging from 30,
40, 50 and 60 local pixel sizes. These values are
tested accordingly and repeatedly until the highest
accuracy of landmarks is obtained. From the
analysis, we set the default pixel size to 40. The
examples of identified landmarks on the extracted
primitive surfaces are shown in Figure 9. Figure
9(c) shows that landmarks were successfully placed
on top of the nose and the chin, while the others
were unsuccessful. If the pixel size is set to 30 and
below, the landmarks are mainly not in the face
region and labeled on the hair and shirt. And if the
value is set to 60 and above, the number of
landmarks are limited on non-distinct features.

Table 2. Accuracy results.
When comparing the manual landmarking results, it
can always be expected that there is a slight
variation either due to user manual selection/mouse
positioning and/or selection of landmarks [SSM06].
However, the pixel differences that was found
between the automatic and manual landmarking are
negligible.

From our experiment, we have identified three
primitive surfaces, namely peak, ridge and flat, that
enable robust landmarking results on facial
features. When tested on the other remaining
datasets, we could also detect the nose tip and the
chin automatically (see Figure 6 & 7). At the
current stage of our work, we focus only on
detecting distinct facial landmarks on the face
region.

5. CONCLUSION

The automatic landmarking technique was
compared to three sets of manual landmarking
coordinates on the same dataset by three experts.
The coordinates of the tip of the nose and chin were
registered to perform an accuracy test on the
automatic method.
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In conclusion, we have successfully implemented
an automatic landmarking method. The interactive
tool is useful to visualise the execution of feature
extraction and the localization process. The results
have shown that after executing the method with
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different threshold pixel values, the identified
output of the landmarks is similar. Therefore, we
could label the landmark automatically.
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Figure 8. The GUI of the automatic landmarking tool.

Figure 9. (a) Extracted features, (c) zoom-in/enlarged landmark areas of (b).
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ABSTRACT
More and more often the clients and the decision makers, require that the designers provide charts with realistic
representations of the buildings from the earliest stages of design. Some of the requirements demanded to the
specialists involved in the construction industry are the increase of the representative quality – intrinsic of the
designed work – and the time and price reduction. However, those requirements are hardly combinable: before
taking any choice it needs the right times of meditation in order to not neglect basic aspects that affect the time
and the cost of implementation, and the quality of the work. Therefore, the designers face with the problem of
delivering projects full of information, as quickly as possible. Furthermore, we do not have to forget that the
involved areas concern in the same way the structural, the architectural and the MEP aspect. The threedimensional models, conceptual and photo-realistic rendering, videos, etc., are just some of the possible
infographics representations available and required by the market. Pursuant to the sectorialization of the specific
professional skills, the Building Information Modeling is considered as a possible panacea that is able to face the
interdisciplinary inefficiencies in building projects [1] and to reduce the planning times without affecting its
quality. It must pay attention to the evolution of the information and data’s exchange and management
techniques that constitute a complex project. With this contribution we want to analyze the level of
interoperability between three BIM software ArchiCAD 16 by Graphisoft®, Revit Architecture 2013 and Robot
Structural Analysis both by Autodesk® confirming the compatibility of data exchange and, if necessary, how to
proceed in the case of loss of information in the transition from one software to another. In particular the
Graphisoft® program will be used for the architectural modeling of a residential building, Revit Architecture as
control software of the BIM management project and finally Robot Structural Analysis for the structural analysis
of the reinforced concrete frames in the same building.

Keywords
Rendering, image based rendering, CAD, .ifc object data model, Building Information Modeling,
interoperability.
the design, the Italian technicians are slowly
approaching themselves to methodologies that have
been realities in the international sphere for years.
The concept of integral design is based on the mutual
interconnection, that inevitably exists among the
different figures that participate during the design
and management phase of the entire life cycle of a
building. The most remarkable design studios have
already adapted themselves - and if they did not do it,
they are going to - to the high quality standards
required in the international sphere that are
associated with reduced time and budget. This
phenomenon pushes the various stakeholders of this
area to increase their own level of specialization
diversifying the specific skills. However the ‘need’ to
improve the quality of technical, not verbal,
communication
is
increasing:
professionals,
thousands of miles apart from each others, should be
able to interact without communicational limits,
reducing, as a consequence, the risks of errors due to
misinterpretations. Therefore, this protocol must be
clear and it must be based on a process previously

1. INTRODUCTION
In a time of economic crisis like the present, the
companies are required to face the challenges of the
global market with innovative technologies, but also
with new engineers, architects and designers that
know how to make the best use of them, in a world
increasingly
interconnected,
multidisciplinary,
international and fast. We clash ourselves, however,
with the request of the clients who demand, on the
one hand better projects on a quality level and on the
other hand cheapness of the works and the
implementation speed of the planned works [2].
To the requests of the private sector are added more
and more pressing normative dispositions that, in
addition to the traditional bi-dimensional graphic
projects, require representations that could simplify
the comprehension of the project, through a clear
reading of the materials, of the rooms and the spatial
organization where the project is situated. Although
in the professional field there is still a certain
reluctance [3] towards a new way of understanding
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perfectly so that, starting from the classic elaborates
of the bi-dimensional design, it is possible to
implement the three-dimensional infographics model
and subsequently its textured or ‘colored’ views,
which provide a clear reading of the materials, the
rooms, the spatial organization and the possible
interferences. In addition to the modeling of the nonstructural elements - first the wall plug, then the
openings and the windows and finally all the
ancillary parts that integrate the work from an
architectural-formal point of view - and working in
order to a collaborative design, it is essential to
provide also the definition of the load bearing
elements, so, in the specific case, beams, columns
and floors, defining their structural function (Figure
1). The selection of one of the three possible
functions (load-bearing, non-load bearing, or not
defined) is going to permit the recognition of the
behavior that each imported item is going to have
during the data interchanging. In fact, exporting the
file in .ifc format, the structural function, previously
established, is going to add automatically to the same
elements the load-bearing property making it easier
to identify. In this way, the generated infographic
model will be complete in each part: it will be easy to
read the type of the materials used, their different use
according to the performances required and also the
untrained eye will have the ability to interpret that
play of empty and filled spaces that distinguishes any
building project.

agreed [4]. Maximizing the productivity, minimizing
the costs and the interferences and at the same time
maintaining the high quality of the project are the
main goals and the motor of the new planning
revolution. The Building Information Modeling
(BIM), if used accurately, can reduce the
interdisciplinary inefficiencies in the construction
projects providing a high graphic and representative
quality of the architectural projects. It is a further
step of the unstoppable evolution of the technique to
communicate the necessary information to the
building process. Everything makes sense only when
it is related to everything else involved in a process.
The strength of this methodology is represented by
the possibility to exchange data - and therefore
information - among the different stakeholders in the
construction industry. However, particular attention
should be paid into the phase of files exchange and
management, that are the heart of an architectural
project. The BIM provides us with an important
evolution of the common platform in which all the
supply chain’ protagonists operate and engage,
opening inevitably to an even closer comparison
among clients, designers and builders. In fact, in
order to a collaborative design the stakeholders are
supervisors and creators of the adopted solutions,
they can supplement each other the different planning
hypothesis and combine their work with the others.
[5]. Although in many cases the adoption of the BIM
has many potential benefits, it also poses interesting
challenges regarding how they can integrate the
construction process of individual files. In order that
this method will be effective, it is essential that the
software of different software houses will be able to
communicate with each others, interchanging the
models generated by the different stakeholders of the
building sector without the loss of information.

2. THE ARCHITECTURAL
MODELING
In order to analyze the operational feasibility of the
implementation critically, the BIM collaborative
design hypotheses are developed on a building
project of new realization. Even if it was possible to
model the artifact, both from the architectural and
structural point of view with just one of the two
above-mentioned software, it was better to verify the
compatibility and the ability to interchange data and,
possibly, the procedural steps in case of loss of
information. For this reason, the architectural
modeling of the building aim of the study was
realized with the BIM software Graphisoft®
ArchiCAD 16. Recognized as the first ‘vertical
software’, it was commercialized for the first time in
1982 by the Graphisoft® software house [6]. Today it
has about 150,000 users worldwide thanks to the
introduction of parametric objects that make it easy
to use. ArchiCAD integrates the .dwg format
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Figure 1. Input of the load - bearing function of
the structural element.
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Figure 2. Visualization of the infographic model.

Figure 3. Rendering of the implemented model.

Figure 4. Rendering of the axonometric aereal
view.
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Figure 5. Rendering of an axonometric view.
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The software used as ‘cornerstone’ of the BIM
process is the Autodesk® Revit Architecture 2013:
this is a program of intelligent computer modeling of
the buildings, capable of integrating a physical model
with an editable analytic one independently for the
structural analysis, the design (both architectural and
MEP), and the documentation.

To the aesthetic functionality, it should be added, on
the other hand, the designer’s critical reading, who is
going to work and possibly to change the structural
system assumed by the architect during the design
phase. By applying filters, it is possible to select and
then to view the different disciplines that characterize
the realized project, as well as all the bi-dimensional
graphic arts that distinguish a final project.

Being interested in the export of the load - bearing
structures, ArchiCAD provides the ability to upload
to Revit only those elements that fulfill this task: the
recognition is automatic having previously
differentiated the elements with a structural function
from those having no structural function, so the input
data are translated into the .ifc file and managed
directly into Revit Structure. ArchiCAD offers a
built-in translator whose settings are optimized for
the exportation of the models in Revit Structure by
the .ifc format (the name of the translator is
interchange data with Autodesk® Revit Structure
Figure 8).

Figure 6. ArchiCAD visualization of the load bearing structures.

Figure 7. Example of the bi-dimensional planning
graphic art.

Figure 8. Window interface of the translators.

3. INTEROPERABILITY WITH
AUTODESK® REVIT

Of course it is possible to define own customized
translators, according to the specific needs. This
means that if the filter model element is set up on
only load - bearing elements, only the elements
classified as load - bearing by ArchiCAD will be
exported, this represents a great advantage, avoiding
to the structural engineer the cleaning of all the
architectural elements that have no interest in the
structural analysis.

To guarantee the interoperability between the two
programs in question is essential to follow a design
‘protocol’ to ensure, on the one hand, the speed of
data input and, on the other hand, probably the most
important aspect, a reduction of redundant elements.
The workflow analyzed in this contribution is based
on the operational guide ArchiCAD 16.

The .ifc exported file is ready to be uploaded to
Revit. In this regard, it was created a specific add-in
connection that improves the bi-directional exchange
of the data, based on .ifc format between Graphisoft®
ArchiCAD and the Autodesk® Revit applications [7]
(Figure 9). This, on the one hand, simplifies the
architectural model reducing all the accessory parts
and, on the other hand, it optimizes the input data and
therefore those of the implemented model.

The interoperability between the two software is the
basis of any data exchange protocol, it is achieved
through the common language .ifc (2x3 version).
Although it is possible to let interact the file created
in ArchiCAD directly with the finite element
software appointed for the structural analysis - in this
case Autodesk® Robot Structural Analysis - we
preferred to assume an additional ‘transfer of file’,
for an input data check-in, before proceeding with the
subsequent analysis of the finite elements.
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calculation program of the finite elements, the nodes
represent the connection points of the beams, at the
same time represent the elements at the base of the
matrix
analysis.
(Figure
10).

Figure 9. Module of the ArchiCAD – Revit
bidirectional connection.

Import problems
Following the import phase, whose duration changes
according to the geometrical complexity of the model
to regenerate, the infographic model previously
created in ArchiCAD, is uploaded to Revit: in the
transfer from one software to another the floors
height, the size of the constructive elements, the
name of the individual views are recognized. After a
more careful analysis, however, we immediately
realize that in the import of the structural elements
some imprecision occurs: although the geometry has
been properly implemented, the mechanical
properties, and especially the structural function, is
not recognized by Revit.

Figure 10. Revit visualization of the load – bearing
structures.

4. INTEGRATION OF A MODEL FOR
STRUCTURAL ANALYSIS

Therefore, beams and columns, maintain the same
geometry - section and dimensions – that has been
attributed during the architectural design, but they do
not have the information required for the subsequent
structural analysis. Furthermore the columns placed
on the top floor are transformed into masses because
of the cut made with the roof.

After the check-in phase of the model, we proceed
with the export of essential structural geometry to the
software in charge of structural analysis: Autodesk®
Robot Structural Analysis 2013.
The file upload is done through a plug-in that allows
you to improve the exportation of the structural
models from Revit to Robot. In this case, as both
programs are produced by the same software house,
during the data exchange there is no loss of data: the
structural model composed by beams and columns is
imported in the working environment of Robot
including all geometric characteristics - length, the
Cartesian coordinates of the nodes - and mechanical
ones- inertia, modulus of elasticity, etc.(Figure 11).

In detail the problems to be overcome are three: the
first one relating to the recognition of the structural
function of the columns; the second one relating to
the columns of the deck cover and the last one for the
redefinition of the horizontal load - bearing elements.
For the first two aspects, it was considered
appropriate to proceed in this way: in Revit two
columns families were modeled, their section was
equal to those in the architectural model and having
the mechanical properties required by the structural
engineer (concrete class C25/30). So with the tool
copies the properties of the type, the properties of the
columns modeled by Revit have been uploaded on
those imported by ArchiCAD: in this way the
columns that initially were simple three-dimensional
geometric elements became structural elements so,
with load -bearing function.
Special reference also needs to be made regarding the
beams, in fact, proceeding in a similar manner as
described above, we have not arrived to a satisfactory
result for which it was necessary the ex novo
modeling of the same structural elements directly in
Revit. Made every necessary corrections to the redefinition of the analytical model, automatically the
intersection between the beams and the columns
generates the analytical model: within any
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Figure 11. Import of the analytical model for the
structural analysis.
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made even to one of the disciplines (architecture,
structure, MEP), are automatically invoked by
updating the planning graphic arts and the
computational and interference analysis. This
requires the training of a specialized designers class
who are able to manage consciously the tools that are
on the market: if properly implemented by an
infographic model - and with the right manipulations
- it is possible to create charming views and highimpact three-dimensional visualizations and, at the
same time, the input of data and the information that
are necessary to the further design stages.

To this point, verified the precision of the hypotheses
conducted during the architectural design, the
structural designer will proceed, where necessary, to
the possible changes to the model used: the inclusion
of the loads and their combinations, special
conditions of constraint and boundary are just some
of the routine tasks that precede the structural
calculation itself.

5. CONCLUSION
This study highlights the limitations and the
advantages that the designers can spot during the use
of the suggested BIM methodology. At the present
this is still closely tied to the software that we use,
also due to the absence of protocols and guidelines
that can guide the technical towards the
‘methodological design revolution’ resulting from
BIM. At the same time, however, the software houses
should tend to a greater interoperability that is
guaranteed among the programs of the same had
office, but in other cases it forces to tricks or
manipulations to achieve the desired result.
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The aim of this contribution is to highlight how,
starting from a three-dimensional infographic
representation of the own project, it is possible to
save a large amount of data within the model of the
building by reducing, as a consequence, considerably
the times and the designs errors.
The procedural proposed process is clearly
bidirectional: the changes or the modifications we

Communication Papers Proceedings

194

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

Exploiting Spatial Redundancy with Adaptive
Pyramidal Rendering
Orion Sky Lawlor

Jon D. Genetti

U. Alaska Fairbanks
2380 Steese Hwy
99712, Fairbanks, Alaska

U. Alaska Fairbanks
513 Ambler Lane
99775, Fairbanks, Alaska

lawlor@alaska.edu

jdgenetti@alaska.edu

ABSTRACT
Just as image data compression is designed to save space while preserving the essence of an image, we present
an adaptive pyramidal rendering scheme designed to save rendering time while maintaining acceptable image
quality. Our coarse-to-fine scheme predicts when and where it is safe to take less than one sample per output
pixel, and exploits spatial redundancy to predict pixel colors in the resulting gaps, both of which can be
performed at framerate in realtime on a modern GPU. As a lossy compression method, we present experimental
data on the rendering time versus image quality tradeoff for several example renderers.

Keywords
GPU Raytracer, Data Compression, Time Compression, Sampling Theory
up rendering time, by exploiting redundancy in the
rendered output pixels. The rendering time saved
could be spent on higher resolution output, more
detailed geometry, or more sophisticated rendering
techniques such as global illumination; or used to
deliver higher quality content on lower end devices
such as cell phones. When a cloud-based renderer’s
mobile output device is only accessible via a slow
network link, extensive data compression is already
required, so rendering time compression could
increase overall efficiency and make new graphics
applications affordable.

1.
INTRODUCTION
Several current commercial trends are converging to
require higher speed rendering in computer graphics.
The transition to battery-powered mobile devices
with modest onboard graphics processing ability,
such as phones and tablets, means rendering
efficiency is increasingly important. Graphics display
pixel densities are also increasing, with 1080p mobile
displays,1 and laptop displays exceeding 5
megapixels.2 Stereoscopic 3D output devices such as
stereo headgear are becoming affordable, but require
high resolution imagery to be generated at minimum
latency, such as 1080p at 120Hz. Finally, there are
well known rendering techniques such as path tracing
illumination that are more general and higher quality
than the current state of the art, but are only
beginning to be affordable in real time [Otte13].

Prior Work
Spatial coherence in rendering is well known and has
long been exploited. The seminal raytracing work
[Whitt80] used a spatial subdivision approach to
perform per-pixel antialiasing, and Mitchell [Mitc87]
adaptively placed randomized samples for
antialiasing, but neither demonstrated interpolation of
finished pixels. An incremental raycasting volume
renderer [Levo90] cast a sparse grid of rays across
the dense grid of pixels, starting at a sampling rate of
one ray for every four pixels, then adaptively refined
regions where colors differed by more than a fixed
epsilon value, but did not demonstrate more than one
level of refinement.

Modern lossy image data compression techniques
such as JPEG can compress a still image by 50-fold,
to less than one bit per color pixel, yet still
reconstruct a high quality image nearly
indistinguishable from the original. The reason this
is possible is that most images have a high degree of
redundancy, such as similar nearby pixel colors.
Video compression schemes such as MPEG can
produce even higher compression ratios by taking
advantage of temporal redundancy, such as
similarities between adjacent video frames.

Compressive Rendering [Sen11] is a wavelet
technique that can reconstruct a high-quality image
from a sparse of image samples. This has delivered
good results for real scenes, but the sparse linear
algebra required for image reconstruction takes
several minutes per frame, making the technique too
slow for interactive rendering.

This paper presents a general scheme called
“rendering time compression” which aims to speed
1

For example, the Samsung Galaxy S4 has a 5 inch
display at 1920x1080 resolution.
2
For example, the Apple MacBook Pro has a 15 inch
Retina display at 2880x1800 resolution.
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Temporal coherence has been exploited previously,
such as an image caching raytracer [Deme98],

195

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

although in the pre-GPU era antialiasing was
expensive, so aliasing limited the number of times a
frame could be reused. Other ray tracers exploit both
temporal and spatial coherence, such as radiance
interpolants [Bala99] which can provide guaranteed
radiance error bounds while making a per-pixel
choice between interpolation and ray tracing. One
difficulty with temporal coherence schemes is
handling non-static geometry, such as character
animation or simulated physics.

tracing.
Unlike conventional rasterizers, which
naturally perform pixel writes for each piece of
geometry in a raster scan order, ray tracers can
sample the image at arbitrary locations in an arbitrary
order, which gives rendering compression schemes
much more freedom to efficiently skip sampling in
smooth areas. Commercial GPU ray intersection
libraries such as NVIDIA’s OptiX [Park10] can trace
over 100 million rays per second for general polygon
meshes of approximately 100K triangles; the best
research renderers [Bikk12] can approach a billion
rays per second.

2.
COMPRESSION THEORY
Mathematically, we can treat the true rendered image
I as a function,

A conventional Whitted-style recursive raytracer
[Whit80] produces a deterministic output color at a
given screen location, which is convenient for
rendering because only a single sample is needed per
pixel.
A distribution ray tracer [Cook86], by
contrast, jitters ray samples in space and time to
avoid aliasing and produce a correct average result,
but each individual ray is merely a random estimate
of this true average. Path tracing is a style of
distribution ray tracing used to compute global
illumination effects, and since the single traced path
can be implemented with iteration instead of
recursion, it avoids the incoherent memory accesses
of a stack, making it more amenable to efficient GPU
implementation and today nearly affordable in real
time [Bikk13]. When rays vary like this, the true
image represents an expected value, and our
rendering may need to take several samples and
estimate a sample mean.

The domain of the image function is the pixel
coordinates (x,y), where
and
for an image with
pixels. The image also
depends on the camera model, lighting, and scene
geometry and shaders, but we will elide those here.
The range of the image function is an n dimensional
output “color” space, most commonly n=3 for
conventional RGB color, but often n=4 to include an
alpha channel or for CMYK print output, and in
general n could be quite large for a sophisticated
renderer that includes polarimetry and multispectral
sampling, which we will nevertheless refer to as
“color” here.
Our goal in any rendering process is to
computationally reconstruct the image function’s
shape throughout its domain, creating a rendering
R(x,y) with the same domain and range as the true
image, and ideally with the same colors. Hence we
seek to minimize the reconstructed image error E,
as scaled by a perceptual bias function B.

Selection: Is Sampling Needed?
The selection phase determines if existing image
samples adequately capture the appearance variation
in the scene, or if additional samples are needed.
One approach is to analytically bound the variation in
the image, such as via radiance interpolants [Bala99],
but the price for this predictability is restrictions on
geometry, lighting, and shaders. In the more general
case, the image is unknown, making selection a
problem of spatial statistics.

A simple perceptual bias function B might depend
only on the p-norm difference between the true and
rendered colors; for our experimental work we use
, the L1-norm color difference or sum of
absolute color channel differences. A common
choice is mean-squared-error (MSE),
for n pixels, although this ignores small differences.
A more sophisticated function might also weight
differences in image gradients, such as
(for scalar weights
and ), or
amplify differences in perceptually salient areas, such
as the “structural similarity” metric. Mitchell
[Mitc87] weighted differences in green more heavily,
to match the human eye’s color-dependent contrast
sensitivity.

If selection is based only on existing samples, a small
isolated object such as a star that is missed by the
initial sampling is unlikely to ever be recovered. If
this is not tolerable, it would be possible to insert
known information into the selection process to
guarantee small features are sampled, such as the
camera projection coordinates of small objects, or an
estimate of specular highlight locations from an
environment map approximating the scene lighting.
Selection need not depend only on the image samples
so far—we could add a selection bias to render more
detail in places we expect the viewer to examine
closely, such as faces, text labels, or moving objects.
Rendering selection bias based on eye tracking could

Sampling: Measure the Image
Our primary tool to construct a time-compressed
rendering is point samples I(x,y) provided by ray
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deliver increased resolution to the user’s fovea while
minimizing rendering effort in peripheral vision.

As another example, in aurora rendering, the
foreground aurora is smooth and hence interpolates
well but is computationally expensive to sample,
while the background stars are computationally
cheap but interpolate poorly. Hence it is better to
separately render the aurora channel, using its strong
spatial redundancy to speed up the process, and then
composite in the background stars as a final pass.

Interpolation: Image Reconstruction
Given a sparse set of samples, we need to reconstruct
a full dense grid of image pixels for final output.
For the general case of reconstructing a dense grid
from arbitrary sparse samples, the geostatistics
technique of kriging would be an ideal tool, except
that it is too slow. Typical implementations scale at
best quadratically with the number of sample points,
and even recent CUDA GPU kriging [Srin10] is at
best dozens of times too slow for realtime work.

PYRAMIDAL RENDERING
As an example of time compressed rendering, we
implemented a simple adaptive pyramidal renderer.
This renderer begins by sampling at each center of a
coarse grid of “macropixels”, which are blocks of
4x4 full-sized pixels—this is 1/16 the data (6.25%) of
a full resolution image.

A faster technique for sparse sample reconstruction
might be to build a finite element triangulation using
the image samples as vertices, then evaluate finite
element shape functions to interpolate a continuous
version of the image. High quality 2D Delaunay
triangulations have historically been used for this,
including edge constraints to match color
discontinuities along object edges [Pigh97]. 2D
Delaunay triangulation has recently been extended to
the GPU [Qi13], with the latest algorithms and
hardware running at framerate for approximately 1
million points, although this fully occupies a highend desktop GPU, leaving little time for raytracing
the underlying sample points.

To create each finer image in the pyramid, for each
finer grid pixel we first use an error metric to
measure the spatial color variation in the coarser grid
to determine if a new sample is required. If so, we
sample the image at the fine grid pixel center; if not,
we interpolate the color at that pixel from the
coarser grid. This sample-or-interpolate process can
be repeated to generate finer and finer grids until the
desired resolution is reached—this could even exceed
1:1 pixel resolution, for a scene-adaptive version of
multisample antialiasing. In the next section, we
numerically evaluate various error metrics, and
determine the best is a simple low-order polynomial
fit to nearby colors, compared with a small stencil of
neighboring coarse pixels. Currently, our error
metrics only use pixel colors from the coarse grid,
but could be extended to exploit temporal
redundancy from the previous frame, or other
information such as scene geometry.

We present an efficient pyramidal rendering scheme
in the next section.
A more sophisticated
interpolation scheme might also include temporal
information, such as using finished full-resolution
pixels from previously rendered frames, similar to
MPEG’s motion vector based frame prediction.

Channel Demultiplexing

Because each grid level is a regular 2D image, and
grids are generated one level at a time, this technique
matches even decade-old GPU hardware—it can be
implemented using a simple OpenGL (or even
WebGL) shader shown below using rendering passes
at ¼ resolution, then ½, and finally full resolution.
This technique also automatically generates a few
coarser mipmap levels of the onscreen image, which
could be useful for bloom effects, or postprocessed
depth of field blurring.

JPEG image compression separates color from image
brightness, and can compress this luminance data
using higher spatial resolution than color data,
resulting in better compression than compressing all
channels uniformly.
Similarly, it can be
advantageous to decouple various rendering channels
for better overall performance.
The simplest channels to demultiplex are texture and
illumination. Because texture changes rapidly, but
illumination generally changes smoothly, much
better results can be obtained by interpolating
illumination across pixels, while sampling texture per
pixel [Pigh97, Bala99]. Similarly, multi-bounce
global illumination is expensive to compute via path
tracing [Bikk12] but often varies predictably, while
direct illumination is inexpensive to compute yet can
vary rapidly due to sharp shadows. We can compute
these two forms of illumination in separate passes,
and use a higher render time compression rate on the
expensive global illumination step, similar to the
recent work on interpolating the global illumination
light field [Leht12].
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// GLSL fragment shader for pyramidal rendering
varying vec2 pix; // fine target texture coordinates
uniform sampler2D coarser; // coarser grid texture
uniform bool coarsest; // true during first pass
uniform float threshold; // color error allowed
void main(void) {
if(coarsest || errorMetric(coarser, pix)>threshold)
gl_FragColor = sampleScene(pix);
else // interpolate from coarser grid
gl_FragColor = texture2D(coarser,pix);
}
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As shown in Figure 1, sampling the pixel centers
results in the coarse and fine grids being offset,
which means each fine pixel is the same distance
from the nearest coarse pixel, but also means coarse
pixel samples cannot be reused directly. In the worst
case, where the sample selection scheme chooses to
render every pixel at every level, we would render
1+¼ +1/16+1/64+... = 1⅓ times more pixels than a
naive full resolution direct rendering. An alternative
might be to render the corners of pixels, so ¼ of the
fine pixels are coincident with a coarse pixel and can
be copied directly, but we find this makes
interpolation more difficult to perform well, while
sampling pixel centers produces smooth3 interpolated
curves even using trivial bilinear interpolation.
Bilinear interpolation is also very GPU friendly and
is monotonicity-preserving, meaning it does not
suffer from ringing artifacts near sharp edges.

2.18%

Begin pyramid at ¼ resolution

2.31%

Begin pyramid at ⅛ resolution

2.60%

Begin pyramid at 1/16 resolution

2.84%

Table 1: At a fixed rendering rate of ⅓ sample per
pixel, average reconstruction error rates improve with
finer starting grid level, even though the coarser
starting grids require fewer initial samples.

Interpolation Error Metric
When creating increasingly finer pyramid levels from
a coarser level, our rendering algorithm needs to
decide between sampling the underlying scene or
interpolating the pixel. Generally, we want to
interpolate in smooth featureless regions, and sample
where things are changing, which we must
distinguish according to an error metric. We found
changing the error metric used during image
expansion had a surprisingly weak effect—generally,
an area that will interpolate well is smooth enough to
have a low error under nearly any reasonable metric.
Table 2 summarizes average reconstruction errors for
our test scenes under a variety of error metrics, using
our usual ⅓ sample per pixel rate, and beginning the
image pyramid expansion at ¼ resolution.
We empirically determined the best error metric is a
low-order polynomial fit to the nearby colors,
compared against a compact stencil of neighboring
pixels. That is, we take a sample if

Figure 1: Interpolating a coarse (C) 3x2 pixel image
to a finer (F) 6x4 pixel image.
3.
PERFORMANCE RESULTS
We measured the performance of our pyramidal
rendering algorithm for two interactive renderers and
a variety of still images.

error threshold
Here R is the coarse image reconstructed so far, we
examine the colors around a coarse pixel R(x,y), fit a
2D polynomial
with t terms, and compare the
polynomial to each neighboring pixel R(x+i,y+j).
For example,
is a constant color equal to R(x,y),
is a three-term 2D linear polynomial color fit
=A+Bi+Cj, while is a general 2D quadratic.

Pyramid Level Sensitivity
Starting with a coarse image pyramid level, such as
16x16 macroblocks, requires fewer samples at a
given error threshold, but reconstructed image
accuracy is poor because the coarse levels tends to
skip over small features, which are then interpolated
away. Starting with a finer grid, such as 4x4 pixel
blocks, more reliably captures these features. Even if
the selection threshold is adjusted so the coarse grid
results in the same number of samples, a finer initial
grid spreads the samples more evenly, resulting in
lower reconstruction error. However, a finer initial
grid requires more initial samples, leaving fewer
remaining to allocate to the detected high-detail
regions—see the numerical results averaged across
our benchmark image library in Table 1.

Table 2 summarizes reconstructed image error rate
for various polynomial orders and stencil sizes. First,
smaller stencils work better. Expanding the neighbor
list beyond a few pixels causes false positives, as the
longer reach causes unnecessary sampling far from
real features. Using higher order polynomials causes
false negatives, as the polynomial infers smooth
higher-order curves in irregular areas that should
instead be sampled.
But the difference between
plausible metrics is small, a few tenths of a percent in
average color error. Using an implausible metric
such as random pixel refinement produces over twice
as much error—and only manages that well due to
the dense sampling on the initial coarse grid.

3

Repeated bilinear interpolation approaches gaussian
impulse response, per the central limit theorem.
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4

8

12

20

24

46

1

2.31% 2.32% 2.36% 2.48% 2.53% 2.63%

3

2.31% 2.26% 2.29% 2.34% 2.35% 2.41%

5

*4

2.54% 2.25% 2.31% 2.31% 2.34%

9

*

*

P
P
P
P

We used three passes (at ¼, ½, and full resolution),
and our error metric was
with an 8-neighbor
stencil.
Finally, we applied the unpredictable
background star field and planet city lights textures
only during the final compositing pass, rather than at
each pyramid level, so the pyramidal renderer was
only working with the smooth aurora and atmosphere
layers—the renderer works even with all channels
multiplexed, but then stars blink in and out of the
rendering.

2.28% 2.30% 2.29% 2.30%

Table 2: Varying the error metric’s polynomial order
(vertical) and testing stencil (horizontal) during
sample selection affects reconstruction accuracy.
If we compare these metrics against the “contrast”
metric max-min/(max+min) [Mitc87], we find using
the contrast metric on a pixel and its 8 neighbors as a
pyramidal error metric for adaptive refinement
produces an average color error of 3.06%, worse than
any of the other metrics we tested. This is because
the contrast metric produces a relative color
difference, amplifying absolute differences with low
intensity, such as shadows.

Figure 2: Screenshot from pyramidal aurora
renderer, using a 1% average color error threshold.
The result, shown in Figure 2, is pyramidal rendering
increases performance about twofold, to 16-28 fps,
using a 0.6% average color error threshold which is
virtually indistinguishable from the original
rendering. We can increase performance about
threefold, to 22-37 fps, using a 1% error threshold,
although small blurry patches are just perceptible on
distant curtains. Using a higher error threshold gives
even better framerates, but compression artifacts
begin to be more noticable. Framerates for a
benchmark camera path are shown in Figure 3.

Interactive Aurora Renderer
To demonstrate rendering time compression in an
interactive renderer, we applied the technique to an
aurora borealis GPU volume renderer [Lawl11],
which is also in use by other researchers [Ishi11].
For each pixel, this renderer steps along the 3D
camera ray through an auroral curtain, accumulating
emitted light. A distance field acceleration structure
allows the renderer to take much longer steps in the
empty volumes between curtains, and it uses a closed
form analytic approximation for the ray’s integral
through an exponential atmosphere, allowing
interactive performance on modern GPU hardware.
At 720p output resolution on a modest embedded
Intel Ivy Bridge Mobile graphics chip, this renderer
gives a tolerable 8-15 frames per second (fps).
Adding pyramidal rendering time compression was
surprisingly straightforward: a new GLSL shader
function was added to perform pixel selection and
interpolation, and the old renderer shader main
became the sampling function, thus maintaining the
original renderer’s single-shader design.
We
modified our pyramidal code to locate its pixels
using the built-in onscreen location gl_FragCoord,
which allowed the renderer to keep its existing
texture coordinates and geometry coordinate system.
4

Figure 3: Framerate for pyramidal aurora renderer
using different error thresholds, compared to the
original naive single sample per pixel renderer.

Pyramidal Fractal Renderer
Since our rendering time compression scheme is
content dependent, the most challenging scenes have
detail at all scales. Hence for a more difficult test of
our pyramidal rendering scheme, we implemented a

* Indicates the polynomial fits the stencil exactly,
so we must use a larger stencil to measure fit error.
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pyramidal Mandelbrot set renderer on the GPU. To
allow for greater zoom factors before numerical
issues arise, but still use GPU-friendly single
precision floating point, we used the “double single”
technique [Bail05] to emulate double precision
floating point using single precision operations. Our
benchmark is a zoom into the spiral, shown in Figure
4, centered at -0.7451580638+i 0.1125749162,
scaling from unit field of view to 10-6, iteration count
limited to 255. We used four pyramid levels, starting
at ⅛ resolution, and got slightly better performance
by storing the iteration count in the pyramid pixels,
and applying the color table only at the final full
resolution pass.

interpolated. Figure 4 shows the area of these
smooth regions exceeds 50%, but the iteration trip
count is lower in the smooth areas, so the speedup
from interpolating through these smooth regions
averages only 30%. As the zoom factor increases,
the average non-set iteration trip count increases, so
adaptive pyramidal rendering provides increasing
speedup.

Figure 5: Framerate for pyramidal fractal renderer
using different error thresholds, compared to naive
renderer.

Still Image Reconstruction

Figure 4: A spiral in the Mandelbrot set, as
reconstructed by our pyramidal renderer at a 6%
error threshold.

The accuracy of our rendering time compression
technique depends strongly on the scene being
rendered—a flat blue sky could be reconstructed
perfectly using a single sample per frame, while a
high contrast unpredictable black and white pattern
such as a QR code will require dense sampling. Thus
while the renderers described above work well, it
would be useful to evaluate this technique for more
realistic general scenes.

Figure 5 shows the performance of our pyramidal
renderer, compared to a naive single sample per pixel
renderer, both on an NVIDIA GeForce 650M.
Unlike the smooth curves of the aurora, which slowly
degrade with increasing error threshold, richly
textured fractal surfaces reconstruct nearly
independent of the refinement error threshold. This
is because there is so much detail near the set that
any reasonable error threshold will take further
samples there; and there is so little detail in smooth
regions even a zero error threshold—sample unless
binary identical—will still not refine them. The
resulting image only begins to noticeably degrade at
an enormous 12% average neighborhood error
refinement threshold.

For an unbiased benchmark set of comparison
scenes, we have chosen to reconstruct the raytraced
images from the final two years (2005 and 2006) of
the Internet Ray Tracing Competition [irtc06]. Since
this was a still image competition, we can assume
scenes were designed and judged purely for
aesthetics, not for renderer performance. We
included all the winning and honorable mention
images submitted at a resolution over 720 pixels in
portrait or landscape aspect ratio, a total of 32
images, and includes the natural, artificial, and
artistic scenes shown in Figure 6.

Pyramidal rendering provides a huge fourfold
performance improvement early on, while zooming
past large flat regions of Mandelbrot set points.
These points all require the maximum number of
iterations, so each sample is slow to compute, but the
colors are identical, so adaptive interpolation saves
an enormous amount of work. Approaching the
detailed area near the set boundary, nearly the entire
image is full of detail, and adaptivity provides
negligible speedup, and even a slight slowdown for a
zero error threshold. After entering the spiral, only
the smooth regions between the spiral arms can be
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Because the original 3D raytraced scenes are largely
unavailable, to test our reconstruction algorithm,
when taking a sample instead of tracing a ray as we
would for an interactive application, we look up the
location in the raytraced image. Since textures and
lighting effects are combined, this represents a worst
case for a time compression renderer. The image
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also acts as the reference, so we can measure the
accuracy of our reconstructions. This is clearly not
an efficient way to copy a texture, but it allows us to
experimentally test different error metrics and
stencils, and measure reconstruction accuracy for a
variety of scenes.
Figure 6 shows each scene sorted by reconstruction
accuracy at a sampling rate of ⅓ sample per pixel.
Highly textured and outdoor scenes are near the top,
as they are difficult to reconstruct accurately at this
rate, but the average color error per scene for these
images is still under 5.5%. Smooth or abstract scenes
near the bottom reconstruct very easily; the average
color error of the bottom two rows is 1%.

Figure 7: Accuracy of images reconstructed with our
rendering time compression algorithm, when using
different numbers of samples per pixel. The lines
represent different source images. Figure 6 shows a
vertical transect at ⅓ samples per pixel, shown here
by the vertical line.
Figure 7 varies the number of rays sampled per pixel,
and shows the absolute color error in the resulting
rendering with our technique, illustrating the quality
speed tradeoff. Reconstructed image accuracy
increases with more samples, but only asymptotically
approaches zero. In particular, note that taking one
point sample per pixel does not yield zero error for
most images, due to the need to area sample subpixel detail near sharp edges.
Figure 8 shows a 1024x768 pixel reconstruction of a
12 megapixel photograph using our technique.

4.
CONCLUSIONS
We have presented a scheme called rendering time
compression, which carefully selects regions of the
scene that need more detail, takes raytraced samples
there, and interpolates the remaining areas of the
image. The net result is to cast less than one ray per
pixel, but still derive an accurate approximation of
the rendered scene.
One key difficulty in both illumination and
antialiasing is estimating area integrals from the point
samples of classic ray tracing. Feature film-quality
renderers may use thousands of rays per pixel to
reduce per-ray noise, taking hours per frame. An old
technique known as cone tracing effectively thickens
rays into cones, allowing it to evaluate at least boxfiltered integrals directly, but the difficulty has
always been how to evaluate the cone-geometry
integral efficiently for general scenes with occlusion.
A technique using a mipmap-friendly voxel geometry
approximation has recently been used to compute
global illumination on the GPU using cone tracing

Figure 6: Reconstructed benchmark images from the
Internet Ray Tracing Competition, sorted top-tobottom in raster order by increasing reconstruction
accuracy, at a sample rate of ⅓ samples per pixel.
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[Cras11]. A cone tracer could allow much higher
rendering time compression rates, by providing
smoother estimates of broad regions, and could even
be extended to output a brightness variance estimate
for sample selection, or directly convolve portions of
the scene with a spectral basis function.

and camera, directly outputting compressed MPEG
bitstreams from the renderer, and decoupling
illumination from texturing for faster global
illumination effects.
5.

With a careful implementation, it is possible our
technique could be extended beyond raytracers and
other point-sample renderers. For example, in a
conventional rasterizer such as DirectX or OpenGL,
for a shader-limited program our interpolation step
could skip over predictable pixels, reducing the
average per-fragment time enough to outweigh the
cost to re-traverse the scene geometry at each
pyramid level.

[Bail05] Bailey, D., Hida, Y., Li, X., Thompson, B.,
Jeyabalan, K., and Kaiser, A. High-Precision
Software: DSFUN90. Lawrence Berkeley Lab,
http://crd-legacy.lbl.gov/~dhbailey/mpdist/, 2005.
[Bala99] Bala, K., Dorsey, J., and Teller, S.
Radiance interpolants for accelerated boundederror ray tracing. ACM Transactions on Graphics,
18(3), pp. 213-256, 1999.
[Bikk12] Bikker, J. Ray Tracing for Real-Time
Games, Technische Universiteit Delft PhD thesis,
2012.
[Bikk13] Bikker, J., and van Schijndel, J. The
Brigade Renderer: A Path Tracer for Real-Time
Games, International Journal of Computer
Games Technology, vol. 2013, Article ID 578269,
14 pages, 2013.
[Cook86] Cook, R.L. Stochastic sampling in
computer graphics. ACM Transactions on
Graphics 5(1), 51-72, 1986.
[Cras11] Crassin, C., Neyret, F., Sainz, M., Green,
S., and Eisemann, E. Interactive indirect
illumination using voxel cone tracing. Computer
Graphics Forum 30(7), pp. 1921-1930, 2011.
[Deme98] Demers, J., Yoon, I., Kim, T.Y., and
Neumann, U. Accelerating Ray Tracing by
Exploiting
Frame-to-Frame
Coherence.
University of Southern California Computer
Science Dept, USC-TR-98-668, 1998.

Rendering time compression is a promising
technique for accelerating a variety of rendering
problems. We have shown a simple and GPUfriendly adaptive pyramidal rendering technique that
can choose where to interpolate two out of every
three pixels, resulting in a several-fold speedup for
interactive renderers, while only affecting colors by a
few percent.
But the much higher image
compression rates achieved by existing still and
motion image compression algorithms indicate that
there is still more unexploited redundancy in
rendered imagery. It is possible that even better
results could be achieved by more closely following
an existing compression scheme, such as designing a
sample selection and interpolation scheme that
directly estimates the rendered image’s discrete
cosine transform (DCT) frequency coefficients, for
example by using the DCT analog of a sparse Fourier
transform, which we look forward to exploring.
Other promising areas for future work involve
motion estimation to exploiting frame coherence via
our knowledge of the motion of the scene geometry
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ABSTRACT
This paper suggests one method to process fMRI time series based on Bayesian inference for group analysis. The
method is based on Bayesian inference to divide group into multilevel by session, subject and group levels. It
compares covariance to select prior to reinforce posterior probability in group analysis. At the same time it
combines classical statistics, i.e., t-statistics to obtain voxel activation at subject level as prior for Bayesian
inference at group level. Through the method, it can effectively decrease computation expensive and reduce
complexity. Therefore the experimental results show robust on Bayesian inference for group analysis.

Keywords
fMRI time series, Classical statistics, Bayesian Inference, group analysis.
time series of fMRI data with stimulation [Fri05].
Most of analysis fMRI data methods are divided into
two categories: One is model driven and the other is
data driven [Kai09].

1. INTRODUCTION
Functional MRI is a noninvasive technique for
studying brain activities [Lin08]. It measures blood
oxygenation level dependent (BOLD) with
hemodynamic response signal to identify brain
activation by stimulus. BOLD fMRI characterizes
hemodynamic response function (HRF) to measure
brain spatial distribution based on neural activity by
vascular hemodynamic variation. There are several
common objectives in the analysis of fMRI data.
From localizing regions of the brain activated by
stimulus to detect brain distributed networks, it
mainly focuses on brain function and makes
predictions about psychological or disease diagnosis.

For model driven, it mainly defines model to
construct the relationship between the stimulus and
response. Commonly it uses classical statistics
methods, to measure data characteristics. Thus, the
statistical methods of fMRI data are facing challenge.
Alternative method is data driven. It is based on data
intensity to compute distance, similarity or feature,
for instance, Cluster analysis, independent
component analysis (ICA), principle component
analysis (PCA) and self-organization mapping etc.,.
For large number of data, reducing computational
complexity makes the important decision.

Currently on fMRI data analysis, most attentions
from researchers focus on brain functional
connectivity and perform cognition functions. To
understand the brain, we depend on conceptual
neuroscience, anatomical structure, statistical
methods and some causal models that link
psychological and physiological activations about
how it works for observation and experimental data
[Smi04]. Most ways of fMRI analysis depend on the
brain that shows increased intensity at some points in

Most analysis methods for fMRI data are based on
classical statistics methods with a general linear
model (GLM) to estimate parameter for each voxel
and inference by t-Statistics to map p-value to detect
voxel activition. Through reject H0 assumption, it
shows voxel activation or no activation with
threshold to reject or accept H0. Dur to issues on
classical method, e.g., never reject alternative
assumption meaning activation always occurred, and
existing false positive ratio (FDR) for multiple
comparison problems. To avoid these issues,
alternative method is Bayesian. Bayesian method, on
the contrary, can give the probability that the effect is
greater than some threshold values under voxel
activation. Hence, these limitations of the classical
approaches could be overcome by using the Bayesian

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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method. It provides a means of updating the
distribution over parameters from the prior to the
posterior distribution on the observed data.
Especially Bayesian methods are introduced to
analyze group data processing.

by summary statistics passing the first level
parameters of interesting as prior to the second level.
They compared two methods to compute top level
likelihood with marginal posterior and a Markov
chain Monte Carlo (MCMC) algorithm. And also in
[Neu03], it gives the different explanations according
to Bayesian principles guided by [Box92]. For group
analysis, it shows multilevel from subject level to
group level. In [Cam11], it uses Bayesian to cluster
analysis for group level. The method [Mar12] shows
the all procedures of Bayesian in fMRI analysis,
Bayesian methods are used by statistics inference
about activation voxels and by group analysis, and
also they are used into Bayesian learning in dynamic
casual model (DCM) with effective connectivity.
Especially in [Woo11], it demonstrates that
hierarchical
Bayesian
analysis
outperforms
conventional
individual-level
or
group-level
maximum likelihood estimation in recovering true
parameters.

As such it proposed the first Bayesian group
inference approach using a hierarchical model
[Mar12]. It uses hiearchical linear model and
Bayesian rule under the specification of priors on the
assumption parameters or activations. Through it
assumes that prior distrbution is fitted to normal
distrbution, it estimates parameters and error by
expectation maximum (EM) algorithm. Bayesian
uses high-level estimate as prior and then enable to
estimate posterior inferences about the parameters in
low-level. Hierarchical Bayesian models consist of
an observation model for the data and priors for the
unknown parameters.
This paper suggests a multilevel Bayesian inference
method for health group analysis based on
hierarchical model. The multilevel group method is
proportional to multiple levels according to first level
as prior for group level based on Bayesian posterior
probability.

For group analysis, Bayesian methods relay on prior
selection. Usually prior is from temporal or spatial,
or both. Temporal prior is commonly designed by
hierarchical model divided into session level, subject
level and group level to form two levels. For spatial
prior, some methods use Brain regions or areas to
characterize the spatial characteristics of the HRF
using Bayesian inference and spatial priors over the
regression coefficients [Pen03].

For the paper structure, section II presents Bayesian
inference theory and estimation procedure in
multilevel group analysis. Section III shows an fMRI
case analysis with lower level of individual subject
and with higher level of group. Section IV discusses
the effects of multilevel group about estimated
parameters and compares commons among different
subjects. The last part we specify Bayesian methods
for fMRI dynamic analysis in the future.

This paper proposes a multilevel method for group
based on Bayesian hierarchical model to describe the
correlation structure of the observed data. The model
provides a joint posterior distribution of voxel in
order to determine the statistical significance of the
voxel correlations. The method combines Bayesian
with hierarchical linear model to estimate parameters
from observed data by EM algorithm in group
analysis. About prior selection, it suggests that prior
is selected from different individual subjects based
on voxel in single subject through classical first level
to estimate parameters. Thus, it uses Bayesian rules
to compute posterior probability as next subject prior
at the same voxel estimation recursively.

2. BAYESIAN METHODS
Bayesian methods summarize evidences for
statistical inference with conditional or posterior
inference based on the posterior distribution of the
activations. The first paper based on Bayesian
inference was on PET in 1993 and the first Bayesian
approaches in fMRI with point estimation Maximum
a Posterior Bayesian approaches to incorporate prior
information. A fully Bayesian statistics approach as
the first paper considered the full posterior
probability distribution was appeared in 1998 [Mar12].

According to the Bayesian inference based on
hierarchical linear model, the computation procedure
of the model in details is shown as Figure 1.

Most methods [Fri02a, Fri02b] describe Bayesian on
hierarchical linear model to form first level
recursively. Some combine hierarchical model with
classical by Empirical Bayesian, called all in one
[Woo04] that two methods are based on the same
principle by covariance components and EM. And
also the two methods can complement more activated
voxels each other. All in one method includes fixed
effects and random effects. On the model, its higher
level estimator for parameters could be prior in lower
level, and parameters estimation uses EM algorithm.
Some methods [Woo04, Bec03] analyzed fMRI data
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For fMRI data, Bayes methods directly obtain
posterior distribution of parameters combined prior
with observed data on unknown parameters and
easily to compute the probability of parameters by
Bayesian rules. These priors can be estimated from
given the data and they have observed multiple
instances of the effect in interested regions. All the
estimation processing is referred to as empirical
Bayes [Ash03].
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The equation (1) is expressed to observed data Y
which observed data Y including each voxel time
series with n scans and design matrix X which has
contrast regression coefficients with interest. And
also it uses to describe amplitude as parameters.

Classical Estimate

 0(1)i  1

Bayesian Rule
 (i)

In group analysis, these subjects have the same
scanning environment and also have similar
background, i.e., age, education, health or gender.
Through these similarities of group, we assume that
they have similar contrast regression of interest effect.
Thus, hierarchical linear model is based on GLM to
derive parameters from multi-subjects into multiple
levels among group. It shows Hierarchical linear
model as (2).

p( )  p( | y )
(i)

i=i+1

i<=
number of subjects
in group

T

F

Compare and evaulation
Group similarity

Figure 1. Multilevel group analysis procedure
based on Bayesian.
(

Bayesian on hierarchical model uses high-level
estimate as prior and then enable posterior inferences
about the parameters in low-level. It consists of an
observation model for the data, given the parameters,
and priors for the unknown parameters. Inference is
then based on the posterior distribution of the
parameters given the data [Mor83, Geo85].

(

For groups analysis, the model constructs different
levels for session level, subject level and group level.
As shown in Figure 2, it divids data into hierarchical
levels.
((

Group Analysis

session 1
1th  voxel 1

session 1

nkth  voxel tp

Figure 2. Group hierarchical components.
The model is based on hierarchical linear model to
construct multiple levels parameters relationship
among group with two levels including voxel-level
and group-level. These parameters are from different
subjects. The hierarchical linear model is defined by
the observed data as Y, and design matrix as X and
error , according to the hemodynamic response with
observed data under stimulus, the hierarchical linear
model for individual subject as equation (1).
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According to the two levels model, we use Bayesian
rule to induce posterior probability distribution by
prior distribution. Bayesian is to calculate the
posterior distribution over prior knowledge and some
new observed data on the first level. By Bayes’ rule,
the posterior having seen data y is given by (3):
(

)=

(

) ( )

(3)

( )

where ( ) is marginal likelihood or evidence
and ( ) as prior. All marginal likelihood functions
have the same distribution as prior distribution fitting
to normal distribution.
At first, according to the prior distribution as normal
distribution
(
) , it gives ( ) and ( )
likelihood functions as equation (4).
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( )
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(
( )
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Bayesian Rule
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nkth  voxel 1

1th  voxeltp
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The equation (2) describes group has m subjects and
single subject has n scans in time series for one voxel.

subject n
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(

Modeling

subject 1
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)

{-

∑
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(4)

About prior ( ) which is to compute in (5):
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By Bayesian rule (6) to obtain (
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Combining the hierarchical linear model with
Bayesian rule in group, it has basic formulation as
below (9).
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(

(
)

)
(

) ( (
)
) (

)
(

(
)

)

)

) (9)

)
(10)

Bayesian inference procedure is shown by Figure 3.

For prior selection, some suggest spatial prior [Pen05]
and some use wavelet coefficients as prior [San12].
As like Stephan [Neu03] said, “Today’s posterior is
tomorrow’s prior” which we use the rule as one
subject parameters as prior for next subject in group
analysis to reduce computation cost and complexity.

At the first level of the hierarchy, it corresponds to
the experimental effects at voxel-level and obtains

Prior distribution
Bayesian rule

Estimation
We use an empirical Bayes methodology to estimate
the hyperparameters in EM algorithm and, as these
hyperparameters are shared by all subjects in the
group. Parametric empirical Bayes (PEB) can be
formulated classically in terms of covariance
component estimation (e.g. within subject vs.
between subject contributions to error) [Mor83,
Geo85]. Through the result of p( y), we estimate
posterior mean and posterior covariance.

Posterior distribution
T
Prior known?
F
Estimate prior
covariance
Compute posterior
Mean and covariance

To estimate the covariance components, many
different computation methods are used, for example,
some use point estimation, some use maximum a
posterior probability (MAP) with MCMC under
numerical integration unavailable.

Compute p-value

For Bayesian posterior probability estimation, it is
utilized by EM algorithm. In [Fri02a], it uses EM
algorithm to estimate error and prior covariance. It
has two basic steps in EM algorithm as (11).

PPMs
Figure 3. Bayesian inference with PPMs
procedure.

For two steps, one is E-step and the other is M-step.
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(12)

. is the cumulative density function of the unit
normal distribution. An image of these posterior
probabilities constitutes a PPM. According to the pvalue, it will map PPMs to show the activation
distribution about voxels on confidence 95%. The
probability of activation by given the data is the same
at any particular voxel, whether one has analyzed that
voxel or the entire brain.

This induction is from [Bra96]. Thus, it combines all
formulations into multilevel in group analysis to
show posterior and prior relation as formula (10).
)

()

)

√

)

(

()

( ( |

P=1- (

| ) ( )

(
( )∏

(

)

()

))

This section describes the construction of posterior
probability maps that enable conditional or Bayesian
inferences about regional specific effects in
neuroimaging. Posterior probability maps (PPMs) are
images of the probability or confidence that
activation exceeds some specified threshold, given
the data [Fri03]. It will make mean as Bayesian
estimator to compute p by (12).

Its mean and covariance are shown as equation (8).

( |

((

(

Inference

√

̅

)

E-step computes likelihood function according to ith
effect or initial value by the first subject and M-step
makes likelihood function maximum to obtain new
parameters. Iteratively it obtains estimator through
the two steps iteratively until convergence.

(6)

We obtain the p( y) probability density function in
(7). In details, it is described at [Box92].
(

(

()
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the probability of voxel activation. At the second
level of the hierarchy, it comprises the effects over
subjects through the first level or voxel-level effects.
Thus, statistics from a lower level in the hierarchy
are needed in the analysis of the next level.
All the procedure is focused on posterior probability
computation. At the same time, Bayesian inference
requires prior known or unknown estimated from
given data. This posterior density can be computed,
under Gaussian assumptions, using Bayes rules.
PPMs require the posterior distribution or conditional
distribution of the activation (a contrast of
conditional parameter estimates) given the data
[Ash03].

CSF. Therefore, it obtained some parameters for
normalize functional images; (4) normalization:
Make results from different studies compared by
aligning them to standard space it can deal with
different Talairach problems. It normalizes functional
images onto template images, for example, EPI
template; (5) smoothing: Through removing lower
frequency noises, it extends larger spatial SNR in
spatial overlap by blurring over minor anatomical
differences and registration errors; For our
experiment, we choose realignment and normalize to
reduce motion artifacts and make data being
consistence. Due to the classical inference smoothing
as preprocessing to improve SNR, we separate data
without smoothing for Bayesian 1st level.

As above the procedure, we use the procedure to
compute the probability of activation for each voxel
in one subject and uses PPMs to show the effects of
statistics by Bayesian.

Results
Efficient computation at the second-level requires
full access to the first-level parameter estimates and
associated covariance. This involves both the
variances of the parameter estimates and the
covariance between different parameters [Bec03]. The
data is transferred from a single time-series to a
single statistical value.

3. EXPERIMENTS
Data Collection
In this experiment, we choose the dataset which
consists of 24 contiguous slices, 64×64×24 in each
volume with 2×2×2 mm3 voxels in thickness 5mm
with whole brain BOLD response acquired using
3.0T fMRI system. Each subject was permitted to
take four sessions and each session is achieved by
150 scans in functional images. Commonly, the
dataset still includes structural images T1*and DTI.
For block design, it has blocks of 6 scans with 12
blocks by delete the first 6 scans in TR 2s. We design
the task with the condition for successive blocks
alternated between rest and visual picture stimulation,
starting with rest.

PPMs show posterior probability p value about
activation in group analysis. According to the
activation, is given the results in PPMs which plot a
map of effect sizes at voxels where it is 99% sure that
the effect size is greater than 2% of the global mean.
Through the PPMs, the analysis compares the similar
covariance among group in Table 1 which is
arranged columns which are from left to right as: (i)
region of interest; (ii) voxel-level t-value; (iii) Zvalue; (iv) means; and (v) standard deviate. The
maximum intensity projection (MIP) of the statistical
map is displayed [Moh07]. In Figure 4, it is shown the
fitted response through even-relative response results
among some subjects. With the activation on voxels
for individual subjects, we can compare different
subjects in the group with similar variances and
choose the similar subjects as priors for next group
computation.

Preprocessing
During scanning fMRI data, although usually subject
is required to fix in a frame to avoid motion to reduce
images artifacts, due to machine heating effects,
physical effects as cardiac and respiration, and
moving from subjects, these images from scanning
include some noises. Some noises from machine
heating with high frequency are eliminated by high
frequency filters rather than some noises can be
deleted by filters such as cardiac and respiration.
Some artifacts from motion can be corrected by
preprocessing.

1
2

The key issues of preprocessing in statistical
parameter mapping (SPM) are mainly involved: (1)
realignment: It completes motion correct by align
images according to the first image in the each
session and align other sessions according to the first
session; (2) coregistration: Match images from same
subject but different modalities by coregistration. It
supplies mean images in data to register structural
image solving consistence between functional images
and structural images; (3) segmentation: It segments
structure T1* image to grey matter, white matter and
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Region
t
Z
mean Standard
(ROI)
deviate
L Heschl
3.54 3.42
0.32
0.02
gyrus
R Heschl
3.49 -3.83 -0.35
0.02
gyrus
L
4.20 4.54
0.16
0.01
hippocampus
R
4.34 -4.20 -0.11
0.01
hippocampus
L occipital
3.23 3.34
0.13
0.01
gyrus
R occipital
3.45 -4.12 -0.12
0.01
gyrus
Table 1. Group Bayesian estimate by prior
iterative.

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

Figure 4. Comparison event-relative response among group.
construct multilevel for individual subjects and group
by their variances. In [Ade11], it uses a two-stage
empirical Bayes prior approach to relate voxel
regression equations through correlations between
the regression coefficient vectors. Furthermore, in
[Dub08], it combines whole-brain voxel-by-voxel
modeling and ROI analyses within a unified
framework. In [Lei09], presents the idea of activation
centers and model the inter-subject variability in
activation locations directly. And also its model is
specified in a Bayesian hierarchical frame work to
draw inferences at all levels: the population level, the
individual level and the voxel level.

4. DISCUSSIONS
Bayesian takes directly inference combining prior
and observed data to obtain posterior probability
distribution of parameters. Naturally it shows the
stability based on covariance components. Therefore,
we estimate parameters by the two methods as priors
and through Bayesian’s rule to compute group mean
and covariance. The events use the same blocks
design to simply linear equation relation between
HRF and observed data for group analysis. For
Bayesian mapping, posterior inference using PPMs
may represent a relatively more powerful approach
than classical inference in neuroimaging, without
adjusting the p values [Ash03]. Both of methods of
Bayesian and classical inference are applied
threshold to obtain the PPMs. Most methods based
on Bayesian posterior probability to estimate
parameters [Mar12]. These computation methods for
parameters and hyperparameters estimation mainly
focus on accuracy and speed [Neu03].

5. CONCLUSIONS
Due to these sessions in one subject similar each
other, we can use batch processing to individual
subjects to compare variances and choose the
smallest variance effects as prior. Through the prior
chosen, we compute other subjects’ posterior to
reinforce the effects. With the same principle, we use
one subject effects selected in group to be prior for
other subjects in the same group. Especially for
clinical diseases of brain, we can supply some
learning methods to generalize priors from other
patients’ features as rules to infer posterior as signs
for physicians. Therefore, we can further develop for
Bayesian learning for diseases in brain.

Some use fully Bayesian by session level, subject
level and group level to estimate parameters of
interest, contrasts of regression parameters with
noninformative as prior that can be obtained more
precise results passing summary statistics through
different levels [Woo04]. Some show short time to
compute parameters estimation process by using
Bayesian inference to estimate group analysis and
maybe extend number of subjects in group in a short.
Nevertheless, Bayesian framework provides much
better characteristics of single-subject responses,
both in terms of the estimated effects and the nature
of the inference [Ash03]. The probability that
activation has occurredat any particular voxel is the
same, irrespective of whether one has been analyzed
that voxel or the entire brain. Based on the above
points, we can do some likely “pre-analysis” to
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Any approach to variance estimation (or combination
of approaches) can easily be combined with the
multilevel GLM to provide a practical multilevel
method [Bec03]. Bayesian approaches present the
significant effects by combination hierarchical model
with posterior probability. Due to the reason, we can
set prior as multiple levels by pair subjects in group
analysis to increase computational speed and more
precise effects. No matter, Bayesian has a long way
to explore fMRI data analysis, e.g., Bayesian model
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Bayesian Framework for fMRI-Constrained MEG/EEG
Source Reconstruction. Human Brain Mapping, 31,
pp.1512–1531, 2010.

selection [Roa10, Fri11], combining with MEG/EEG
[Hen10], for structural brain network [Hin13],
especially for free energy brain [Fri12]. Furthermore,
Bayesian would be served more for brain science.

[Hin13] Hinne, Max, Heskes, Beckmann, Tom, Christian F.
Marcel A.J. van Gerven, Bayesian inference of
structural brain networks. NeuroImage, 66, pp.543–552,
2013.
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ABSTRACT
In this paper we propose a simple method for generating standard type linear barcodes from facial images. The
method uses the difference in gradients of image brightness. It involves averaging the gradients into a limited
number of intervals, quantization of the results into the range of decimal numbers from 0 to 9, and table
conversion into the final barcode. The proposed solution is computationally low-cost and does not require the
use of any specialized image processing software, which makes it possible to generate facial barcodes in mobile
systems. Results of tests conducted on the Face94 database and a database of composite faces at different ages
show that the proposed method is a new solution for use in real-world practice. It ensures the stability of the
generated barcodes against changes of scale, pose and mirroring of facial images, as well as changes of facial
expressions and shadows on faces from local lighting.

Keywords
facial images, brightness gradients, barcodes, real time system.
a "fashionable tattoo", but also applied in person
identification. However, it is almost impossible to
imagine the process of person identification by
barcodes when they are hidden under clothes or on
inaccessible body parts. The ideal solution could be
barcode generation in real time and directly from a
person’s face or voice. In this case person
identification can be performed at a distance,
imperceptibly for the person, without demanding any
action from the person or any barcode printed on the
person’s body.

1. INTRODUCTION
Barcoding technologies for various goods, payment
bills and financial documents, advertisements and
services have widely and irrevocably entered our
everyday lives. The first application of standard
barcodes for person identification was suggested in
the patent [Pat99] in 1999. There it was assumed that
the identification of the person is performed at the
moment of her/his electronic payments, that is, in
real time, and the unique barcode, which is printed on
her/his hand, is read by means of a special device.
However, the practice of person identification using
barcodes was not developed further, although
biometric standards were accepted to represent
people by means of anthropometrics, and biometric
identification methods already exceed the abilities of
people. Nevertheless, a barcode printed on the human
body is already advertised today as a fashionable
tattoo [Bar00]. In barcodes [Bar00] placed on the
human body, there is no information about any
biometric characteristics of the person. But we can
say for sure that when the barcode on a person’s
body can represent the person in a way similar to
biometric features, it will be widely used not only as

Assuming that such a solution exists in principle, the
resulting method may be used to encode faces or
voices of people [Mat12, For12] in the form of
barcodes. These barcodes can be used in many
different areas such as biometric systems, access
control (AC) systems, video surveillance systems,
content-based video retrieval systems, etc. Of the two
approaches based on voices or faces of people
[Mat12, For12], we will develop the latter one based
on new solutions presented in [For12]. However,
there are some problems in generating facial
barcodes.
One of the unsolved problems of today’s practice in
facial biometrics is the variability of real-world
facial images (illumination and pose variations, facial
expressions, etc.). Solving this problem would
simplify person identification and improve the
performance and reliability of corresponding
recognition systems, since barcode readers and
decoders have been effectively used in various
practical applications for a long time. That is why

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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descriptors, and creating a two-dimensional color
barcode НСС2D. The НСС2D barcode combines the
advantages of two-dimensional codes HCCB (High
Capacity Color Barcode) and QR (Quick Response),
but differs from them in high capacity (data density).
However, the algorithm for generating НСС2D
barcodes, proposed in [Que13], is unlikely to be
implemented in the near future in mobile systems on
tablets and smartphones. This conclusion about
НСС2D barcodes is based on its use of SIFT (Scale
Invariant Feature Transform) and SURF (Speeded
Up Robust Features) procedures.

there has been continuing interest in the problem of
stable facial barcode generation, starting from the
moment of the appearance of first computer systems
recognizing people by their faces.
In this paper we propose an approach to presenting
facial images in the form of linear EAN-8, EAN-13
or UPS barcodes [UPS14].

2. BRIEF OVERVIEW OF EXISTING
APPROACHES
Ten years after the publication of the patent [Pat99],
authors of [Dan09] noted that facial identity is
largely conveyed by horizontal image structure, such
as eyebrows, eyes and lips lines. They showed that
this information can be successfully represented in
the form of a set of binary strips or a so called
“biological barcode”. Furthermore, they explored
some invariant features of people’s facial "biological
barcodes". An example of face representation in the
form of a "biological barcode" described in [Dak09]
is shown in Fig. 1: a) the original facial image; b)
horizontal information contained in the facial image;
c) the «biological barcode" of the human face; d) the
resulting linear barcode [Fac09].

The concept of a "biological code" uses the algorithm
for comparing two facial images presented in
[Hit13]. The idea of the algorithm is explained in Fig.
2. Here we at first calculate brightness gradients
between two specularly located bands which
synchronously slide along a facial image from top to
bottom, as shown in Fig. 2 a). Then we calculate the
differences between the current and mean values of
the gradients, and these differences are encoded. In
this case, the values of the differences equal and
below zero are coded as "0", and above zero as "1",
i.e. we generate a binary code representing a facial
image that is similar to a "biological code" [Dak09].
These results are shown in Fig. 2: b) shows the
current values of the gradients and their mean value;
c) shows “biological barcodes” for each source
image.
The disadvantage of the approach [Hit13] is its
inability to generate the same binary code for facial
images of the same person in cases when facial
images are slightly different. These differences could
be insignificant (but visible to the eye) variations in
illumination, scale and pose of facial images, facial
expressions, etc. This disadvantage makes it
impossible to use the method in case of variation in
these image parameters, so it cannot be applied in
systems requiring high accuracy of conversion of
facial images into appropriate codes.

Figure 1. Representation of a human face in the
form of a “biological barcode”
However, as noted in [UPS14] and further
publications by these authors, they do not define the
algorithm for generating such barcodes, but note that
the representation of a facial image with only thick
straight black and white stripes will never be an exact
model of a person’s face. This model, while
remaining a precise "biological barcode" of a face, is
a very rough approximation of the specific person's
face, which, for example, can be seen in Fig. 1 a) and
c). The inaccuracy of this approximation is due to the
morphology of a person’s face: the boundaries of the
hair/forehead, the lines of eyebrows, eyes, nostrils
and lips are difficult to define, and even more
difficult to describe by thick strait strips.
Representing a person's face requires a structure of
thinner and multiple lines, and a corresponding
barcode would appear as shown in Fig. 1 d).

Assessing the situation as a whole, it is possible to
note that presentation of facial images in the form of
such binary codes as described above can only be
useful for the classification task of finding the
generalized class of "facial images of people" among
other classes of images which do not include faces,
as emphasized by the authors of [Dak09]. That is
why in this paper we propose an approach to
representing human faces in the form of standard
linear barcodes, developing the ideas of [Hit13].

3. AN ALGORITHM FOR BARCODE
GENERATION

Five years later, the most serious practical research
on the problem of the representation of faces in the
form of barcodes was published [Que13]. The
authors of this paper proposed an algorithm for
barcode generation based on searching for specific
(key) points on a face, describing local features with
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barcode generation consists of four main blocks: 1 –
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image with a step S ≥ 1. They slide only in the
vertical direction from top to bottom and at each step
t we calculate the distance d(t) between the subimages in the sliding windows. These distances are
the required differences in gradients.

image preprocessor; 2 – feature extractor; 3 – feature
coder; 4 – barcode generator.
Let us consider the use of facial barcodes in AC
systems. In this case a person facing the camera is
cooperative and tries to fulfill the conditions to
ensure the stability of shooting. These conditions are
necessary for generating a stable barcode, especially
in mobile systems. However, in real-life scenarios it
is difficult to meet these conditions, therefore it is
necessary to allow for some changes in facial images.
Often in the AC systems based on the ideas of
bimodal systems the input data are not only faces, but
also voices [Mat12]. In this case, the human facial
expression changes when pronouncing some
passwords, a given phrase or a given conversation.
Some examples of such changes are shown in Fig. 3,
where all images are from the database Face94
[Fac94].

The sliding of the windows starts at the
"hair/forehead" boundary, and ends at the lower
boundary of the nose. Thus the difference in
gradients converted into distances emphasizes the
drops in brightness on the boundary of the
hair/forehead, the line of eyebrows, the line of eyes
and the lines of the nose/lips, that is, on the lines of
the "biological code" of the facial image. The
calculated values of distances represent the integral
characteristics of the least changeable part of the face
in case of noticeable changes of facial image
parameters.
The idea of the method of gradient difference
calculation and encoding using a sliding window is
illustrated in Fig. 4, where a) shows the image with
the initial position of the two rectangular windows (H
- window height); b) shows the same image with the
final position of the two rectangular windows; c)
shows the diagram representing the distance values
d(t) between the corresponding areas of images
"covered by the windows" depending on the number
of steps t = 1, 2... T.

Based on the above, two major problems can be
solved in block 1 (preprocessing of the original
image). The first is the analysis of the parameters of
the source image: the size, color and the deviation
from the horizontal line of the eyes. The second one
is rotation of the image plane depending on the
results of the analysis, the adjustment of image size
and correction of its brightness. Solutions to these
two tasks can be found in [Hit13]. Feature extraction
is implemented in block 2 using the difference in
gradients of image brightness.

Let the original image have the size of M×N pixels.
Let us transform the image to an EAN-8 barcode. In
the initial position, the two windows U and D,
consisting of H rows each, are arranged specularly
relative to the current values t on the axis Y. In total
we have =
sliding steps, where L is the code
length and A is the smoothing module.

At step 3 we perform the most important task,
namely the coding of features, in order to represent
them as the required number of decimal digits. This
problem is solved by averaging the difference in
gradients of brightness on a limited number of
intervals, and the quantization of the result in the
range of decimal numbers from 0 to 9.

For generating a barcode in the EAN-8 format, the
parameter L = 7. The parameter A ≥ 8, in general, is
chosen from the condition of boundary termination:

The task of step 4 in this case becomes trivial – table
conversion of the results of step 3. Barcode
generation also includes checksum computation for
the decimal code created at step 3, and the
conversion of this code into a binary matrix
representing the source facial image in the graphic
form of a barcode of a standard type.

T=

(1)

The value of T should be approximately on the lower
border of the nose area (or, in some cases, between
the nose and lips), which will exclude from
consideration the lower part of the face and thus
eliminate the influence of emotions on the stability of
barcode generation.

The proposed approach makes it possible to generate
linear barcodes from facial images in the EAN-8
format and can be used to generate linear barcodes in
EAN-13 and UPS formats [UPS14].

On the other hand, if the value of
T > (M – H),
(2)
then it will be necessary to increase the size of the
input image, in order to meet the condition (1).
Increasing the size is performed in block 1, at the
stage of image size correction, as described above.

4. GENERATING FACIAL
BARCODES
The initial extraction of features from the original
image is based on calculating the difference of
brightness gradients in two specularly located
windows with the height H ≥ 1 pixels and the width
equal to the width of the original image. The
windows synchronously move (slide) along the facial

Communication Papers Proceedings

≤ (M–H).

Each subsequent (current for t = 1, 2, 3, ..., T)
position of the axis between the windows U(t), D(t)
is selected from the condition:
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Figure 2. Explanations of binary code generation

Figure 3. Allowable variations in facial images

Figure 4. Explanation of the idea of the method of gradients
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(H+S(t-1)) ≤ t < (M – H),
where S is a sliding step.

An example of the result of test 1 is shown in Fig. 6.
Here a) and b) are two facial images of the same
class. Column c contains phase correlation between
the corresponding distance vectors (we see almost
100% similarity). Correlation was intentionally
introduced into test 1 as an additional verification
tool. Despite the different facial expressions both
faces have the same barcode (see d)).

(3)

Now we define the distance d(t) between the
windows:
d(t) = || U(t) - D(t) ||,

∀

t=1, 2,..,T.

(4)

The result of (4) is shown in Fig. 4 c). This result is
the input from block 2 to block 3 where the
normalization and coding of the values of a distance
vector are carried out.

Fig. 7 demonstrates the results of generating
barcodes for facial images with different facial
expressions. From the results of test 1 we can
conclude that facial expression changes, as well as
changes in the eyes (open or closed), do not influence
the generation of barcodes.

The idea of this part of the algorithm is shown in Fig.
5, where a) shows the normalized distance values and
their thresholding over averaging intervals A; b)
shows the representation of the result of thresholding
in the form of a 7-digit barcode.

Test 2
The purpose of test 2 was to test the stability of
barcode generation in case of changes in the
brightness of test images. The parameters of test 2
were the same as the parameters of test 1. However,
in contrast to test 1, the brightness of the test images
ranged from 140% to 60% relative to the brightness
of the original images in the database Face94
[Fac94]. The results of test 2 are shown in Table 1. It
may be noted that when brightness changed by ±
20% relative to the initial brightness the result was
quite stable; however, when brightness changed by
±40% relative to the initial brightness the number of
identical pairs of barcodes increased almost by half.

In block 3 the following operations are implemented:
elements of vector d are normalized on max(d):
(5)
d (t ) = d (t ) / max( d ), t = 1,...,T.
The results obtained in (5) are averaged within the
interval A and quantized in the range of decimal
digits from 0 tо 9 using the scaling factor scale:

d (l ) = f [

scale A
∑ d ( A(l − 1) + j )], l=1, 2,..., L,(6)
A j =1

where: f [·] is the nearest integer value (removing the
remainder); scale is a scale factor, 9 < scale < 10,
which is not an integer.

Test 3

The result (6) is shown in Fig. 5b. This result from
block 3 goes to block 4 where the final 8-digit
barcode is generated. The 8th digit is the checksum
for the first 7 digits from block 4. An example of the
final barcode is shown in Fig. 5c.

The purpose of test 3 was to check the stability of
generated barcodes in case of mirror reflection of the
original image and in case of scale, pose and facial
expression variations and the presence of shadows on
facial images from local lighting. In test 3, in
addition to test 1, facial images of each class (from 2
to 11) were flipped along the vertical axis. Other
parameters were the same as the parameters in the
test 1. The test showed that the barcode remains
stable in case of flipping the facial image along the
vertical axis, changes in facial expressions and eyes.

5. EXPERIMENTS
The proposed method for generating barcodes for
facial images was tested on a database of photos
Faces94 [Fac94] and a database of composite faces at
different ages.

Test 1

The resulting barcodes are shown in Fig. 8. As we
can see the barcode remains stable in case of
mirroring the facial image along the vertical axis,
changes in facial expressions and eyes.

The first 100 classes with 11 images in each class
were used for generating EAN-8 barcodes. We used
112×92 pixel images in the GRAY format. We
generated barcodes for the first images from each
class with the following coding parameters: H=23
(width of sliding bands); S=1 (step of sliding); T=56
(feature vector length); L=7 (code length); A=8
(module for averaging); scale=9.5. For the other ten
faces of each class we generated barcodes with the
same coding parameters. Moreover, we did not
perform any preprocessing of the test images to level
the eyes' positions and normalize the scale of facial
anthropometric characteristics. As a result of test 1,
about 70% of barcodes for faces of the same class
matched.
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Test 4
The aim of the test was to check the robustness of the
generated barcodes to aging of faces. The experiment
was conducted on 38 composite faces, representing
age changes in humans [Mic95] from 20-24 up to 6164 years of age. The following encoding parameters
were used:
{H = 22; L = 7; A = 7; T = 49; scale = 9.7÷ 9.9}, (7)
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Figure 5. Illustration of the normalizing and coding stage

Figure 6. Results of generating facial barcodes based on the gradient method

Figure 7. Results for images with different facial expressions
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Test

1

2

140
487

130
584

3

4

-

5

6

7

8

80
699

70
560

60
385

Image

Intensity %
# of pairs

120
110
100
90
639
744
775
746
Table 1. Results of Test 2

Figure 8. Example of results for facial images with mirror symmetry

Figure 9. Barcodes for face aging
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and the parameter scale could have any value in the
indicated interval. It can be noted that for faces of
different age we got the same barcodes. The final
results are shown in Fig. 9: a) and b) are faces for the
ages 20-24 and 60-64 years; c) shows the phase
correlation change and the similarity index [Dos11]
for the whole range of image changes (face ages),
and d) is the corresponding barcode.
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ABSTRACT
A GPU-based visualization approach is presented to show the discrepancies between the 3D model and the
fabrication of that model. To show the differences, a 3D scanner is constructed to scan the fabrication for
comparison with the 3D model. To compare the detailed differences, a high resolution camera with a projector is
used. To demonstrate its application, a sculpting assistance system is implemented. The system can capture the
three-dimensional model iteratively and provide information by rendering different colors on the surface to show
the topological and geometric differences between the final target model and the current model. Then the user
can see how to modify the current model to best approximate the final target model. The topological difference is
obtained by rendering on the screen the 3D data from both the final target model and the current model. The user
can manipulate and observe their differences. The local geometry is compared in the GPU and rendered on the
real scene. Users can easily see the geometry directly on the fabrication. To keep a fixed relationship between
the 3D model and the fabrication, a reference image is tracked at the bottom stage to recover the related
transformation.

Keywords
spatial augmented reality, 3D scanning, calibration, registration, fabrication
this system and evaluated how useful it is in guiding
a novice sculptor in reproducing a work in a clay
medium.

1. INTRODUCTION
For augmented reality applications, a discrepancy
check is an important feature to accurately match a
3D model to a scene [Kah10a]. For our application,
assisting fabrication, a discrepancy check is more
important to help the user find the differences
between the 3D model and the fabrication. For
example, the design process of a vehicle begins with
designers sketching ideas on paper. From there, the
team designs the vehicle in scaled-down clay models
and 3D CAD drawings, eventually milling full-size
clay vehicles to analyze body styling options. Our
interest is in visualizing the discrepancy between a
fabricated item and its 3D model.

It is challenging for a beginner to sculpt from scratch.
As a guideline, a sculptor should first use a pen to
draw a shape on the target. To reproduce a work from
a different viewpoint, the ratio scale and the position
should stay as correct as possible. However, this is
not easy. The purpose of our system is to fill the gap.
Through the projector, the system renders the guiding
information on the surface to let the user know where
to carve. Red portions of the surface show the
sculptor where to add clay. Blue portions of the
surface show the sculptor where to remove clay. The
key technology in implementing such a system is 3D
scanning and projector-based rendering. Both
technologies rely on an accurate calibration process.
3D scanning technology is increasingly developing,
both in terms of accuracy and affordability. A
projector and a camera are enough to construct a 3D
scanner system. The price is about 2000 U.S. dollars
or less. Projector-based rendering also received
significant notice recently, since it is not only
suitable for large areas of display, but also for
rendering on arbitrary surfaces. Thus, the
combination of 3D scanning and projector-based
rendering is ideal for constructing a ProjectorCamera System (Procams) for sculpture assistance.

Art is a creative process. Can it possibly be supported
by a computational tool? Flagg et al. [Fla09a] argue
that capture and access technology can provide a key
form of computational support for the creative
process. They have designed an interactive system
for guiding artists to paint and sculpt using traditional
materials and tools. In their system, a camera is used
to capture the current process and a projector is used
to guide the user how to progress. We constructed
Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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Rivers et al. [Riv12a] demonstrated the ability of the
system to aid in creating an object that matches a 3D
model, sculpting from a physical example, and
making a stop-motion animation. Their system
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provides depth guidance and edge guidance. To show
the guidance information to a user, the system just
calculates the difference between the target model
and the current state. Shape matching includes
topological and geometric similarity. In addition, 3D
manipulation is a challenge for 3D interface
designers, since it involves the control of six degrees
of freedom. However, rendering the difference on the
surface only considers the geometric variation. Thus,
during the sculpting process, how to construct the
correct topology becomes the hardest part. If the
topology is misaligned, comparison mechanisms will
show great differences between the 3D model and the
sculpture, even though their shapes are similar. To
solve this situation, our system not only performs
guidance rendering on the surface, but also renders
the 3D structure on the screen to help the user
recognize the topological relationship between the
target and the current state of the sculpture.

different from previous systems.
• 3D structure is captured and rendered on the screen,
and manipulator operators are provided.
• The difference between the target and the sculpture
is indicated monochromatically, with a threshold
value to adjust its cover range.
• The comparison mechanism is implemented on a
GPU.

2. PREVIOUS WORK
Using the projector as a guiding tool has already been
demonstrated in many applications. The idea is to use
projected imagery to illuminate physical objects,
dynamically changing their appearance. The idea
inspired us to develop such a system. In the past,
Raskar et al. [Ras01a] demonstrated changing surface
characteristics such as texture and specular
reflectance, as well as dynamic lighting conditions,
simulating cast shadows that change with the time of
day. The concept was extended to dynamic shade
lamps [Ras03a], whose projected imagery can be
interactively modified, allowing users to "paint"
synthetic surface characteristics on physical objects
using a tracked wand [Ban01a]. Also, Raskar et al.
developed a system to provide extra information
about the environment [Ras04a]. The system consists
of a projector with a camera. When the camera
captures the marker in the environment, the projector
can provide the related information. Flagg et al.

The system renders guidance information on an
extended desktop view (Figure 1). The left side
image shows the 3D models that will be displayed on
the screen. The right side image shows the
differences between the current sculpture and the
target.
From our observations, monochromatic
displays of difference in clay depth are easier to use
than a spectrum of colors dependent on the amount of
difference in clay depth.
In our system, there are some functions that are

Figure 1: Rendering images with different threshold values
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[Fla06a] uused a projecttor to guide th
he user in learn
rning
how to paaint by projecting the paintiing on the cannvas.
Thereforee, the user cann easily deterrmine the posiition
and size of each elemeent. Löchtefelld et al. [Löc 11a]
n the headstocck of
used a moobile projectoor mounted on
the guitarr. By projectinng instructionss directly ontoo the
strings off the guitar thhe user is easiily able to reaalize
where thee fingers havee to be placed
d on the fretbooard
to play a certain chord or a tone sequ
uence correctlly.

paraameters of the projectoor came ou
ut in the
estiimation, then its
i position caan no longer be
b changed.
In order
o
to chang
ge the positionn, its parameteers need to
be re-estimated. To solve thiis problem, Zhou
Z
et al
ho08a] combin
ne the projectoor and cameraa together.
[Zh
Cerrtain feature points
p
in fram
mes will be discovered.
Bassed on these feature poinnts, the change of the
locaation of the projector cann be estimateed. In this
man
nner, the purp
pose of continnuous calibratiion can be
ach
hieved. Ishihara et al [Ish007a] proposeed another
metthod in whicch no featurre point is needed
n
to
con
ntinuously calibrate the proojector. In thiis method,
by measuring the changes in the projection
n position
d intensity, thee location chaanges can be estimated.
and
Dao
o et al. [D
Dao07a] useed a 3D trracker to
con
ntinuously traack the projeector in the space of
chaange, which, in turn, caan make a handheld
projjector maintaain a fixed im
mage in the projection
plan
ne. By using an
a angle-channging mirror, Choi
C
et al.
[Ch
ho07a] made the
t system resspond to the changes
c
of
ang
gle with corressponding calibbration.

In these applications, the key teechnology is the
m, many diffeerent
calibratioon. To solve this problem
approachhes are surveyyed. A gen
neral approacch is
u
a chessbooard
taken by Sun et al. [Suun08a], who used
pattern ffor calibrationn. To solve the issues w
with
calibratioon among muultiple projecttors, Sajadi eet al.
[Saj09b, S
Saj10a, Saj100b] assumed there
t
is a verrtical
projectionn plane and used the locaation of the four
corners aand upper andd lower bound
daries to estim
mate
the param
meters of the projector
p
and camera. Firstt, an
approxim
mate location of
o the cameraa is inferred ffrom
the positiion of the fouur corners, th
hen more accuurate
camera pparameters aree estimated by
b the upper and
lower bouundaries, thenn finally they can determinee the
parameters of the prrojector. Afteer calibrating the
location oof the projecttors, seamlesss multi-projecctors
can be formed throughh color calibrattion [Saj09a].

3. PREPARA
ATION EN
NVIRONM
MENT
Thee system used
d in this studyy consists of a projector
and
d a camera. The
T projectorr is the NEC
C M300X,
whiich has an efffective pixel rresolution of 1024x768.
1
Thee focal lengtth of its lenns is 17.5-29
9mm. The
cam
mera is the Po
oint Grey’s Grrasshopper 3 (GS3-U341C
C6C-C) with a 16-90mm/1: 1.7 lens. The resolution
of its image is 2048x2048.. Preparing a suitable
vironment is very
v
important
nt. Before settiing up the
env
systtem, we shou
uld decide thhe size of thee working
areaa for the statu
ue, and we shoould adjust th
he focus of
the projector an
nd the camerras to make sure the
c
the
worrking area in the image iss clear and covers
pixeels as much as possible. The workin
ng area is
situ
uated about tw
wo meters in front of the projector.
Thee distance betw
ween the projjector and the camera is
abo
out 30 cm.

s
calibraation
Okatani aand Deguchi proposed a simple
method [Oka09a] thaat assumes that
t
the inteernal
parameters of the projjector, exceptt the focal lenngth,
wn. Then, a cam
mera capturess the same patttern
are know
image thaat is projectedd from four projectors.
p
Alll the
parameters can then be calculated
d. Drareni ett al.
milar approach
h. The projecction
[Dra09a] have a sim
n the point onn the
surface iss assumed as a plane, then
projectionn surface withh the pixels off the projectorr can
form a hhomograph reelationship. All
A the parameeters
can be eestimated throough the diffeerent positionns of
the projeectors. Bhaskeer et al. [Bhaa07a] used a llowresolutionn camera too calibrate a multi-projeector
projectionn plane. This method can also calibratee the
deformatiion of the projection
p
su
urface. Similaarly,
Kimura eet al. [Kim07aa] used a calib
brated cameraa and
projectionn plane to calibrate
c
the parameters oof a
projector.

Forr mobility con
nsiderations, thhe camera is tied
t to the
projjector. To gett an accurate ddepth value, th
he camera
sho
ould be placed
d as far awayy from the prrojector as

ndheld whitebooard
Griesser et al. [Gri06aa] used a han
g the whiteboaard’s
in front oof the camera. By changing
position aand angle, diffferent image patterns coul d be
captured. After the corrresponding reelationship am
mong
p
off the
these pattterns is recoovered, the parameters
projector can be calibrrated. Our meethod is similaar to
their methhod.
In generaal, the projectiion surface is a plane. Thuss, the
relationshhip between projection surface and the
surface oof the projectoor is a linear relationship. It is
easy to caalculate; however, Johnson
n [Joh06a] obttains
the optim
mal solution byy using the genetic algorithm
m to
solve the spherical proojection surfacce problem. Iff the
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possible without significantly reducing the
overlapping area from the two views. Too much
distance makes it difficult to find the corresponding
pair, and too little distance will increase the depth
error. Figure 2 shows the results of the configurations
of the camera and the projector using the
corresponding maps in the horizontal and vertical
directions. The horizontal map did not provide much
depth information due to the strip pattern almost
parallel to the connected line of the center position of
the camera and projector.

parameters, we are not only projecting back the
features onto the original images. We are also
measuring the physical scale from the camera to the
marker to check that the extrinsic parameter is fine.
During the projector calibration, an auxiliary camera
was used to check that the projected pattern is in the

Flycapture SDKs are used to drive the camera. The
camera’s intrinsic and extrinsic parameters are
estimated by the Matlab camera calibration Toolbox
[Bou00a]. In a similar way, a projector can be
assumed as an inverse camera. To reduce the
complexity and improve the robustness of the
estimation process, an auxiliary camera is used to
recover the 3D position of the projected pattern. Thus,
the projector’s parameters can be estimated by
capturing a structured light pattern from the projector.

Figure 4: The model is lighted by the projector.
correct position. In our experience, the more patterns
that are captured for each angle and position, the
more robust is the estimation of the calibration
parameters
To speed scanning, we also considered using the
phase-shifted fringe method. Zhang et al. [Zha14a]
designed a set of hybrid structured light patterns
composed of phase-shifted fringe and pseudo-random
speckle. Phase-shifted fringe has high accuracy but
needs six frames for one depth map. Pseudo-random
speckle has low latency but low resolution. Based on
motion detection, their system combines these two
sources of information to construct an efficient
balance between accuracy and speed during depth
sensing. However, this method is highly dependent
on the uniform albedo of the projected structured
light. But the projector in this study is not a DLP
projector and the projected surface is a dark material,
so the phase-shifted fringe method was not accurate
enough. Instead, the gray code method for 3D
scanning was used.

Figure 3: The scanning result of the target model
The 3D scanner is implemented using Lanman and
Taubin [Lan09a] as a reference. After the parameters
of the camera and projector are estimated, the 3D
depth map can be calculated by projecting the
structured light patterns onto the scene.
Thus, we can get the cloud point, the set of target
models, and the current state of the working model.
Figure 3 shows the scanning result of the target
model. We can check that the system is configured
properly by shading the model with a projector. The
3D model or shading position will be wrong if the
configuration is wrong. That is, if any pixel of the
lighting is not in the correct position, it is not
possible to light only the model.

4. DISCREPANCY VISUALIZATION
Before comparing discrepancies between the target
mesh and the source points, both models should align
on the same basis. The initial fitting process can be
done in the general modeling tool as shown in Figure
5.

To begin a sculpture, we should prepare a scaffolding
to support the weight of the clay. After constructing
the scaffolding, the 3D structure can be scanned and
rendered with a projector, as shown in Figure 4.

A large amount of computational power is necessary
to calculate the difference between the target mesh
and the source points because of the huge amount of
points involved. Even with an oc-tree structure to
reduce the amount of points that should be compared
in each run, it is still hard to get results in a few
seconds. Thus, a GPU implementation was
developed that could show the difference between the
two models in real time manipulation.

When there is a miscalibration, there is no sense of
whether the wrong parameters were used, there was a
coding error, or something else is incorrect. So, each
stage of the configuration of the system should be
checked immediately after its completion. We can
check more easily using an extra device. For example,
when we get the camera’s extrinsic and intrinsic
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To calculate the difference between the target mesh
and the source points, we implement the comparison
in the pixel shader program. First, the target mesh is
rendered in a depth buffer. Then the program uses the
depth buffer as a texture input. Thus, in the pixel
shader program, each of the differences between the
target mesh and the source points can be calculated at
each pixel, as is demonstrated in Code 1.

___________________________________
void main(
out float3 outColor : COLOR,
float4 pos : TEXCOORD0,
uniform float threshold,
uniform samplerRECT zbuffer)
{
float depth = ((pos.z/pos.w)+1)/2;
float x = ((pos.x/pos.w)+1)/2;
float y = ((pos.y/pos.w)+1)/2;
float3 p = float3(x*1024,y*768,1);
float t=texRECTproj(zbuffer, p);
float delta =abs(depth-t);
if (delta < threshold) then
outColor = float3(1,1,1);
else
{
int level = delta/threshold;
int n = level-(level/2)*2;
if (t < depth) then{
if (depth < 0.01 )then
outColor = float3(0,0,0);
else{
if (n > 0) then
outColor = float3(1,0,0);
else
outColor = float3(1,1,0);}}
else{
if (t > 0.99) then
outColor = float3(0,1,0);
else{
if (n > 0) then
outColor= float3(0,0,1);
else
outColor = float3(0,1,1);}}}
}

During the sculpting process, the user should monitor
the differences between the source and the target
model. However, to determine the correct ratio and
scale is not an easy job for a novice user. Each time
the user scans the current state of the working model,
the system provides two types of information to
guide the user in the sculpting process. One type of
information is the 3D structure displayed on-screen.
The user can change the viewpoint to recognize the
difference between the two models, as Figure 6
shows. The second type of information is the
calculated difference between the source and target
shown by the projector. These differences are
projected onto their exactly corresponding positions
on the current state of the working model and are
shaded with different colors to indicate the type of
difference between the two models.

Figure 5: Initial alignment fitting of two models in
the modeling tool

___________________________________
Code 1: Pixel shader
Any part of the working model that is out of the
silhouette will be rendered as green. To discriminate
coarse-to-fine on a different scale, the system
provides a dynamic adjustment capability. In the
coarse scale, more saturation of the blue or red color
is represented as a large difference, indicating that
this area should be corrected first. At the fine-tuned
scale, most of the differences will not be easy to
discriminate. Thus, we can scale down the threshold
to a lower value. Then the greatest saturation color
can be represented as only one or two millimeters.
Figure 7 shows the difference between the coarse and
fine rendering scales. The system also provides a
selection mechanism that allows the user to select an
area of interest to show the exact difference.

Figure 6: The user can recognize the difference
between the current state and the target model
on-screen.

To guide a user in sculpting a model, the system will
show the differences in different colors. The parts of
the model with an insufficient clay depth will be
rendered as red, and the parts of the model with too
much clay depth will be rendered as blue.
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Figure 7: Different stages of the sculpting process. (a,b,c) are in the coarse-tuned stages. (e,f,g) are in the
fine-tuned stages. The value in parentheses that represents a difference of less than that value is allowed
and shown as white.
To register two point cloud data sets quickly and
robustly is not a trivial problem. Scale-invariant
feature transform (SIFT) is applied to two images to
get a set of mapping pairs. The Iterative Closest Point
(ICP) algorithm is applied to get the transformation.
To stabilize the transformation, the desktop plane
was estimated first.

each marker is a different height, the system will
easily identify the corresponding relationships among
these images, and the transformation among images
can be recovered. Each time a new scan begins, the
system will find the best matched reference image
when a new image has been captured and find the
transformation from the current position to the
reference position.

The statue may change position. Thus, the system
should detect such an event and make a
corresponding transformation. To detect such an
event, we should place some fixed points in the scene
as Figure 8 shows. Since in the upper area is the
working area, we place the reference image in the
bottom stage but then we can see only one reference
image most of the time. Thus, we should find the
twelve reference positions during setup. To find their
positions in the initial stage, some markers of
different heights are placed in the scene. Each
reference image will capture all the markers. Because

To increase the robustness of the estimation and
reduce the amount of input data, the system will
separate the foreground region from the background
image. For easy detection of the foreground image,
the system will store a background image in advance.
When beginning a new scan, the system will detect
the region of interest. Then, it will determine the
location of the reference image. For rotation and
scale invariants, SIFT feature descriptors are detected.
To filter out outlier features, the RANdom SAmple
Consensus (RANSAC) algorithm is used to find the
reference plane. Finally, we can get features exactly

5. REGISTRATION

Figure 8: Estimate the transformation of each reference image at the bottom stage.
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Figure 9: The comparison of the result with the target model
on the plane.

change the color of the structured light to green to let
its reflection become easier to discriminate.

To estimate the transformation, the ICP algorithm is
an option. Based on the small region extracted from
the previous step, we can get more robust matching
features. However, there are also some false
estimations. To solve this problem, we could limit
the rotation to only the desktop.

Art is a creative process. A system, such as presented
in this paper, cannot replace the artist’s work.
However, the system can act as a guide to teach a
novice user how to sculpt. With the system’s help,
even a novice user can construct a prototype in a few
hours. However, there are also certain limitations
under the current implementation.

6. RESULT AND FUTURE WORK
Figure 9 show the comparison of the results with the
target models. During the sculpting process, we have
learned a lot about the user experience, which we
will discuss in the following section.

The correct depth cannot be estimated in a shadow or
a black area. For a human statue, the nose, chin, and
hair cannot be modeled well. The color of the
modeling material cannot be too dark. Otherwise, the
system cannot capture its 3D structure. To reduce the
effect of the problem, a suitable model and material
should be chose.

At the beginning of the implementation, the system
did not provide the registration feature. Thus, the
user cannot change the position of the fabrication or
the fabrication and the virtual model will not align on
the same basis all the time. With the help of the
referenced image the registration problem is solved.
Consistent progress is a big issue for users of such a
system.

The system’s behavior is a discrete guide. When a
user sculpts the model for a while, he should ask the
system to create a new image and show the
difference in the current state. The user should stop
and wait for the system. The scanning process and
computation time is about five seconds. If the user
cannot wait, the system can provide automatic
scanning and show the differences in a continual
mode so that in each modification of the model, the
user can see the change immediately. This is more
productive than manual scanning. It is important to
note that during the sculpting period, the hand of the
user is usually dirty. It is not convenient to
manipulate the system with a keyboard or mouse. If
the system could capture the range data in a continual
mode and recognize the position of the hand as a
control event, the user would be very happy with this
feature.

During the sculpture process, users may focus on
different types of information. In the initial stage, the
user only pays attention to the silhouette of the target
model. At the coarse modeling stage, the user is only
concerned with the biggest differences. Thus, a
varied scale of difference rendering is provided.
For rendering the color difference, paper clay is the
best choice. However, paper clay can easily become
hard. The moisture needs to be kept inside the clay in
order to keep it soft. Otherwise, after hardening,
changing the shape of the clay will be more difficult.
But if there is too much moisture inside the paper
clay, it will become too soft to sculpt its shape. In
general, sculpting a statue is a time-consuming
process. Even an experienced sculptor may need
weeks or months. Oil-based clay may be a better
choice because it can remain malleable even when
left for long periods in dry environments. However,
the color of the oil-based clay is too dark. Not only is
it hard to render the color difference, but also it is not
easy to scan its 3D shape. To solve this problem, we
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ABSTRACT
3D city models have greatly changed the way we interact with geographic information. However, both the visualization and interaction are limited on conventional 2D displays. This paper presents a system that visualizes
3D cities and supports gesture interaction in a fully immersive Cave Automatic Virtual Environment (CAVE). The
proposed system utilizes gestures to control navigation, selection, object manipulation, and menu functions. These
functions form the basis for most Virtual Reality (VR) applications, including 3D city model applications such
as urban planning, virtual tourism, etc. The use of user gestures provides a more natural interaction in fully immersive VR environments. We also propose the use of pattern recognition methods, specifically a Hidden Markov
Model, to facilitate real time dynamic gesture recognition and demonstrate its use for virtual menu control. As a
secondary contribution, we present a novel selection method for selecting multiple objects in the VR environment.
An informal user study provides evidence that users prefer the natural gestural interface over conventional 3D input
device interactions, such as the use of input device buttons. The study also shows a strong preference for the 3D
immersive city visualization over conventional 2D displays.

Keywords
3D city, Cave Automatic Virtual Environment (CAVE), interaction design, gesture recognition, Hidden Markov
Model (HMM)

1 INTRODUCTION
Three dimensional (3D) city models are now widely
used in geographic applications such as Google Earth,
to facilitate map exploration, urban planning, virtual
tourism, and for many other purposes. The use of 3D
urban data results in a more realistic visual experience
for a user and has also greatly changed the way users
interact with these applications. For example, in traditional 2D map-based applications, users can only move
the map in 2 directions. Applications using 3D data,
on the other hand, enable users to control the viewing
position and direction in free space, generating unique
and often insightful viewpoints.
However, despite the fact that various 3D navigation/manipulation methods have been developed for
a mouse and keyboard or multi-touch screens, there
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this work for personal or classroom use is granted without
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or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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are still limitations when interacting with 3D objects
using these 2D input devices. Simply controlling the
viewpoint involves 6 Degrees of Freedom (DOF), let
alone adjusting a virtual lens or manipulating virtual
objects. Learning the mapping from 2D input actions to
3D manipulations is arduous and has hindered novice
and expert users alike from fully harnessing the power
of interactive 3D VR applications.
The last two decades have witnessed the development
of increasingly wider screens and more immersive Virtual Reality (VR) systems. Immersive systems, such as
a head mounted display (HMD), a Cave Automatic Virtual Environment (CAVE) [Cru92a] and various multiscreen or curved-screen systems [Maj13a], have a distinct advantage over traditional 2D displays for many
applications. Furthermore, with the development of
various tracking technologies, movements of the user’s
body can be fed into 3D applications as inputs, opening up exciting new possibilities for Human Computer
Interaction (HCI) by significantly adding to the feeling of “presence” in the virtual scene. The design of
3D user interfaces (3DUI) has been studied for decades
since the beginning of VR [Bow01a]. Interactions in
a 3D virtual environment usually fall into several categories: navigation, selection, manipulation, and system
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control, and various interaction techniques have been
proposed for each category. Bowman et al. [Bow06a]
argued in 2006 that after the 1990s’ invention of basic 3D interaction techniques, research in 3DUI should
focus on more application and task specific techniques
and adapt to the ongoing trend of new large area tracking and display technologies. As a result, there has been
considerable and recent research work that attempts to
bring VR and 3D user interfaces together to create more
effective applications, such as 3D medical data visualization and various areas of design, such as mechanical
design, building and architecture design [Kan12a], and
interior design [Nan13a].
However, the visualization of, and interaction with,
massive 3D city data in a VR system has not been fully
studied. One important reason of this lack of research
may be attributed to the difficulty of acquiring 3D city
models. This problem is being resolved by the advancement in semi-automatic and automatic methods of generating 3D city models, from both the computer vision
and photogrammetry communities [Fru03a][Zhu09a].
Commercial applications like Google Earth have gathered an enormous amount of 3D city data through the
contribution of 3D modelers. With a long term goal of
creating a fully immersive interactive 3D city planning
system, the work described in this paper focuses on interaction design in a virtual city scenario. Effective,
natural interaction is an integral part of this goal. As
part of our interaction work, we propose a novel paintto-select technique for multiple objects selection in order to simplify and make more efficient the subsequent
manipulation of multiple virtual buildings. In order to
achieve natural interaction within the system, the interface is predominantly controlled by user gestures, from
simple direct manipulation gestures for scene navigation and object selection, to more complete gestures
(e.g. a circular hand motion) for menu control and
other specialized purposes. We apply a Hidden Markov
Model (HMM) to recognize these more complete 3D
dynamic gestures. To the best of our knowledge, this
is among the first systems that use a 3D signal based
HMM to assist in dynamic gesture recognition in a VR
environment.
We evaluate our system with a user study, both from the
gesture recognition side and the user experience side.
The use of the advanced HMM pattern recognition algorithm leads to a good recognition result of the system control gestures. Based on evidence from the user
study, users prefer our natural interaction interface and
immersive 3D city over traditional visualization on 2D
screens and traditional input device-based interactions.

2 RELATED WORK
Immersive VR systems have been used to facilitate design in various application areas. Kang et al. developed middleware that connects a CAVE-like 3-screen
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immersive VR system with Autodesk Navisworks, a
popular building design and simulation software under
the Building Information Model (BIM) standard. The
feeling of “presence” greatly improved the preview of
a building being designed, which in turn helps the designer and planner make better decisions. Nan et al.
proposed a virtual design system for interior design in a
CAVE which uses 2-finger gestures to rotate, translate
and scale virtual objects. This manipulation technique
resembles multi-touch gestures in today’s smartphones
and tablets to manipulate images.
Visualization of 3D city data has been used as a decision support tool for urban planners. Isaacs et al.
[Isa11a] developed a 3D virtual city application using
stereo screens to visualize an urban sustainability simulation. However their work focus on the visualization
side and lacks the ability to interact with the virtual city
using a natural 3D interface.
HMM has been used widely in the classification of
stochastic signals such as human voice and hand gesture. Schlomer et al. [Sch08a] proposed a HMM based
gesture interface for media browsing, which recognizes
5 gestures from the acceleration sensor data outputted
from a Wii controller. Rigoll et al. [Rig97a] developed
a real time vision based HMM gesture recognition system, which detects a hand from camera images and uses
the 2D hand location as input to the classifier. Their system achieved approximately 90% accuracy for 24 gestures that involve intense hand movement.
The system described in this paper is designed for a
novel interactive virtual city application implemented
in the fully immersive CAVE environment. It utilizes
some of the interaction techniques developed by previous researchers [Bow01a][Nan13a], such as the point
selection and gesture controlled object rotation. A
gesture-driven interaction framework is proposed, and
is supported by an HMM gesture recognition system,
which recognizes 3D trajectories of hand movements
in real time. In addition, a novel 3D “paint-to-select”
technique is proposed and implemented.

3 SYSTEM OVERVIEW
As illustrated in Fig. 1, our CAVE consists of 4 wall size
displays, each driven by a stereo projector and a workstation PC. These workstations, together with a server
node, form a graphics cluster that runs the application.
Optical tracking cameras emit infrared light and capture the light reflected by markers worn on the user’s
head and hands. A tracking server collects these captured images and outputs the location and orientation of
marker sets to the user application. To ensure real time
response, a separate server continuously monitors the
tracking result for gesture recognition, and sends out a
trigger signal once a predefined gesture is performed.
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Figure 1: Overview of the implementation in CAVE.
(b) Edit Menu in Selection mode
We have constructed our virtual city application on top
of Open Scene Graph (OSG), a popular cross platform visualization toolkit that supports a wide range
of 3D data formats. A highly configurable VR toolkit,
VR Juggler, is used to direct the visualization into the
CAVE screens. The use of VR Juggler supports the
portability to various other display systems, as well as
a traditional desktop monitor. Fig. 1(a) shows a user
experiencing the virtual city in the CAVE.

$GG:D\3RLQW
(GLW0HQX
7ULJJHU

)O\$ORQJ
5RXWH

(c) Edit Menu in Route Viewing mode
Figure 2: Menu structure.

4 SYSTEM FUNCTIONS
Considering that the most significant advantage of the
CAVE system is its immersive visualization capability, we focus the design of our user interface on controlling the viewing of the virtual scene, while also
adding some ability to modify parts of the scene. In
particular, in a 3D virtual city, users typically want to
navigate freely around the city, or view the city scene
along an interactively defined route (i.e. navigate along
the route). In addition, city planners may want to select and modify/manipulate single buildings or several
buildings. The user may also want to view an area
from a specific view point. However, if there are large
buildings in between occluding the target area, the user
may want to “collapse” the buildings so that they are no
longer visible.

5 GESTURE-BASED INTERACTION

We have therefore defined 3 basic interaction modes
that support the navigation and selection/manipulation
system functions: FreeView, Selection, and RouteView.
In order to keep the interactions as simple and natural
as possible, we organize all the system functions into
a menu structure. The interaction with the menu will
be introduced in section 5.1. The current mode can be
switched in the menu. There is also an Edit menu for
Selection and RouteView modes, which controls the behavior of the corresponding mode. The menu structure
is illustrated in Fig. 2. Details about interactions in this
framework will be given in section 5.
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One basic purpose of Virtual Reality is to have an experience that is as real as possible. Therefore, it is important to minimize the distractions from other parts of the
system, such as input. Supported by the tracking ability in the CAVE, we have developed a predominantly
gesture based interface in an effort to make the interaction as natural as possible. However, although using
gestures as commands can be effective in 3D environments, if the number of commands becomes large, it
becomes more difficult for users to remember the different gestures. Speech interaction has also become more
popular recently. However, speech has not been used
to fully control complex systems. One disadvantage of
voice commands is privacy issues. The result is the use
of gesture and voice commands is often limited to helping navigate through a menu. Other tools, such as a
tablet, have also been used to help control VR applications [Med13a] but may distract from the idea of natural
interaction.
In our gesture based interface, both hands of the user
are tracked. As shown in Fig. 3(a), one hand is tracked
by a set of markers worn on the back of the hand, the
other is tracked by the internal markers of a remote controller (which is usually called wand in VR systems).
The wand is used instead of another marker set (as in
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Fig. 3(b)) because it has buttons and a joystick on it. As
mentioned above, based on our experience, users are often unable to remember all the gestures in a solely gesture controlled environment. Thus, we believe a better
solution is to use as few gestures as possible, and complement them with wand buttons. Wand buttons are familiar to users from their use of a computer mouse. To
make the interaction simple and easy, the number of
buttons used should also be small. In this work, only 2
buttons and 3 dynamic gestures are used to control all
functions.

Figure 4: Two kinds of menu interaction.
item. Fig. 4(b) illustrates how the sliding interaction is
performed.

To clarify the terminology used in this paper, a dynamic
gesture here is defined as a movement pattern of a body
part, such as a circular hand motion. Specifically, we
use the trajectory of the user’s tracked hand position
as the input to dynamic gesture recognition. A static
gesture, on the other hand, is defined as a still posture.
These dynamic and static gestures are commonly referred to as offline gestures and need to be processed
and recognized before the corresponding command is
triggered. However, when manipulating a virtual object, the current location of the user’s body can directly
be used to make changes, similar to those described in
[Nan13a] and similar to the multi-touch control of an
image on a tablet or smartphone. These simple direct
manipulation gestures are commonly referred to as online gestures.

(a) Hand and wand

5.2 Freeview Navigation
The freeview navigation mode supports scaling, rotating and moving interactions in the 3D virtual city. This
set of basic navigation interactions can be performed
at any time in the application, even in selection mode
and route view mode. The reasoning behind this design decision is that 3D city data is usually very large
and the user may not be able to find the area of interest
when in selection/routeview mode. In this case, a scaling down, moving and scaling up interaction sequence
(i.e. pan and zoom of the entire scene) is required. This
interaction sequence resembles the Worlds in Miniature
(WIM) technique [Sto95a][Bow06a] in VR navigation,
which manipulates a small version of much larger scene
to navigate in the large scene.

(b) 2 hands

Figure 3: Input devices for gesture interaction.

5.1 Menu Control Interaction
The Main menu and Edit menu can be triggered from
2 different dynamic gestures, which will be introduced
in section 6. After the menu is triggered, a list of menu
items is shown floating in front of the user.
Two kinds of menu navigation techniques are tested in
our system. The first is a touch-based technique, in
which the user uses the virtual representation of his/her
finger to “touch” a menu item in order to select it.
Fig. 4(a) shows a picture of a user touching a menu
item.

In order to have access to the freeview navigation functions from anywhere in the application, a wand button is
reserved to trigger the freeview navigation mode. Triggering by a dynamic gesture is also an option. However,
gesture triggering is less robust than a button trigger.
Based on our experience, users become more frustrated
upon failing to trigger a navigation than upon failing to
trigger a menu, since navigation is performed far more
often in a virtual city application. After triggering the
freeview navigation, online gesture control takes place.
Similar to manipulating images on multi-touch screens,
the positions of both hands are used to make changes
to the scene, as shown in Fig. 5. Suppose PL0 and PR0
denote the position of left and right hands at triggering time t0 , respectively; PL and PR represent the corresponding position at current time t.
• Rotation The rotation of the virtual city can be represented by the rotation from vector v0 to v, where
v0 = PR0 − PL0
v = PR − PL

The second one is a sliding based technique where the
user’s hand moves up or down to highlight different
menu items. After the target item has been highlighted,
the user performs a dynamic gesture (moving the hand
straight across to the right - see section 6) to select the
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(a) Touch menu
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(1)

• Scaling Scaling factor of the virtual city is given by:
s=

|v|
|v0 |

(2)
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• Moving The translation can be represented by:
t=

PR + PL PR0 + PL0
−
2
2

shots of both pointing selection and paint selection are
given in Fig. 6. Finally, the user can use the edit menu to
add new objects to the selected set, and manipulate the
selected objects in various ways. The rotation, scaling
and translation manipulation is done in the same way as
in section 5.2.

(3)

Rotation axis

Right hand at time t

Left hand at time (t0)

Rotation

Left hand at time t

Object

Right hand at time (t0)

(a) Rotation

(a) Point-to-select

d0

Figure 6: Two kinds of selection techniques.

Right hand at time t

6 HMM GESTURE RECOGNITION
FOR MENU CONTROL

Right hand at time (t0)

Left hand at time (t0)

Because of its ability to handle stochastic signals, a
Hidden Markov Model (HMM) has been widely used
in speech recognition and gesture recognition, and has
achieved good results [Rab89a]. A HMM can be fully
represented by a parameter set λ :

Object
Left hand at time t

d

(b) Scaling
Figure 5: Illustration of rotation and scaling.
Rotation, scaling and moving can be performed at the
same time, resulting in smoother and faster scene navigation. The user presses the wand button to trigger a
freeview navigation, holds the button until the desired
target area is reached, and releases the button to finalize
the viewpoint change.

λ = (A, B, π )

(4)

where A stands for the transition probability matrix, B
represents the observation probability matrix, and π is
the initial state probability. Given an existing observation sequence O, a maximum likelihood estimation
techniques such as the Baum-Welch method can be used
to find a model parameter λ that maximizes P(O|λ ).
Given a model parameter, the probability of a sequence
belonging to that model, P(O|λ ), can be found via a
Forward-Backward Procedure, which is then used to
make a recognition decision.

5.3 Object Selection and Manipulation
Two selection techniques are implemented in selection
mode. One is the classic point-to-select metaphor (i.e.
ray-casting selection) [Bow06a]. When the selection
triggering wand button is pressed, a ray is cast from the
viewer location, in the user pointed direction. The first
object intersected is selected. This technique is useful
when a single building close to the user needs to be selected.
However, pointing selection is often not efficient for selecting multiple objects. In order to address this problem, we propose the 3D paint-to-select technique. The
concept of “painting”, popular in 2D drawing and photo
editing software, is familiar and simple. In the 3D
CAVE environment, the paint “brush” can be represented with a 3D object of arbitrary shape, although for
most applications a simple shape such as a sphere or
a cube is used. All scene objects that intersect the 3D
brush are selected between the triggering of the selection mode with the wand button, the movement of the
hands controlling the position of the brush, and the final release of the button. In our implementation, a simple sphere brush is used, as shown in Fig. 6(b). Screen
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(b) paint-to-select

In the CAVE, an optical tracking system constantly updates the 6DOF position and orientation of markers on
the user’s head and hand. However, due to the user’s
random standing position and the random direction the
user is facing, both position and speed information need
to be normalized into the user’s local coordinate system
before any recognition can be performed. We use the
user’s head as the reference coordinates. Then the normalized hand position P is given by:
P = Ph ∗ M − Pr ,

(5)

where Ph = (xh , yh , zh ) is the position of user’s hand in
global coordinates as returned by the tracking system,
and M is a rotation matrix with angle θy rotation around
the vertical (in our case, y) axis. The angle θy can be
found by:

θy = arctan

233

sin ψ sin φ + cos φ cos ψ sin θ
,
cos ψ cos θ

(6)
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where (φ , θ , ψ ) and Pr = (xr , yr , zr ) are the orientation
Euler angle and position of the reference coordinates
(in this case, the user’s head), respectively. We use
the rotation around the vertical axis only in order to
eliminate the influence of the user lowering or shaking his/her head (which are rotations around horizontal
axes). The speed of the user’s hand is then calculated
on a frame by frame basis. The speed data is quantized
using k-means clustering, recorded in a memory buffer,
and then fed into the trained HMMs. Each model will
output the probability of the current sequence belonging to that model. These probabilities are then selected
by a threshold and the class with the highest probability
is outputted as the recognition result. Fig. 7 shows the
framework of the gesture recognition system.

D

E

G

F

H

I

J

Figure 8: Definition of controlling gestures: (a) Circle;
(b) Crossing; (c) Sliding; (d)-(g) Arrows (reserved for
future development).
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Recognition Rate (%)
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Tracking
Data
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Normalize

Quantizer
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Bayes
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...

HMM

Model N

20

Time Lock

0
Gesture: (a)

Figure 7: Gesture Recognizor scheme.

a

In a real time implementation, the recognizer often outputs the same class during a period when the performance of a gesture is about to end. Though correct, we
still want just one trigger signal for each gesture. To resolve this problem, a lock mechanism is implemented
to keep the recognizer from outputting the same class
within a period which is roughly half the length of the
gesture duration.

(c)

b

c

(d)

d

e

(e)

f

g

(f)

(g)

None

Figure 9: Graphical demonstration of confusion matrix
in the isolated recognition test.
recognition as other gestures, while the black color represents recognizing no gestures (i.e. a miss). For example, the figure shows gesture (a) is recognized 100%
correctly, while around 95% of gesture (b) is recognized
correctly, with a 5% miss rate.

7 EXPERIMENT RESULTS
7.1 Isolated Gesture Recognition Test

We can see from the result that each of these gestures is
well recognized. The crossing (b) and sliding (c) gestures are sometimes not recognized, while the up arrow
(d) and right arrow (g) are occasionally mis-classified
as other gestures. This may be due to the similarity
among gesture definitions. For example, the first half
of the right arrow resembles the sliding gesture.

In our prototype virtual city application, there are currently only 3 gestures that need to be recognized (2 gestures for triggering the main menu and edit menu, and 1
gesture for the sliding selection of menu items). However, to test performance and leave room for updates
to the application and the use of gesture recognition in
other VR applications, 7 gestures are defined for testing
(Fig. 8).

7.2 User Preference Study

Based on the contribution of 5 participants, a database
containing 875 samples was collected. Among the participants there are 4 males and 1 female, and each performed 25 samples for each gesture. The database was
then used to test the gesture recognition framework.
Ten samples are randomly selected for each gesture as
training data, while the remaining 115 samples are used
as testing data. Under this testing scheme, we have an
average recognition rate of 96.8 %. The confusion matrix is shown in Fig. 9.
In Fig. 9, each column represents the recognition rate
of the corresponding gesture and the rate of incorrect
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To evaluate the user experience of the proposed virtual
city system, a comparison interaction set is developed
that uses conventional methods, based on wand buttons,
for menu triggering and navigation. Since there are a
limited number of buttons, 2 of them serve multiple
functions that will not be used at the same time. The 3
interaction sets used in the user study are illustrated in
Table 1. Note that the 2 selection techniques described
in section 5.3 are not compared since they are suitable
for different scenarios and are complementary to each
other.
6 novice users took part in the study. There is an introduction session first to show a user how to use the
system and the interaction techniques. Each of them is
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(Proposed) (Proposed) (Compare)
Interaction
Set 1
Set 2
Set 3
Main Menu
Trigger
Gesture a Gesture a Button 3
Edit Menu
Trigger
Gesture b Gesture b Button 4
Menu
Navigation
Sliding
Touch
Button 1,2
Menu
Selection
Gesture c Touch
Button 5
FreeView Navigation Trigger: Button 1
Selection Trigger: Button 2
Set Waypoint Trigger: Button 2
Table 1: Summary of 3 Interaction Sets

ization using a fully immersive interactive VR technique. We proposed a gesture based interface for navigation, selection, object manipulation, and menu interface control. Gesture interaction serves as a novel and
more natural interaction mechanism within a VR environment. We also explored the use of pattern recognition methods, specifically a HMM, to recognize (in real
time) predefined dynamic gestures, currently used for
3D menu triggering and controlling in the virtual city
application. An informal user study shows preference
of the gesture based menu interaction over traditional
button interactions. Finally, we also presented a novel
3D paint-to-select technique that supports the efficient
selection of multiple virtual objects.
In addition, from the user study, users overwhelmingly
stated their preference for the fully immersive CAVEbased city visualization over traditional displays, and
that 3D interactions using gestures tend to be more natural and simple than interactions controlled using buttons. In the future, we plan to continue improving the
virtual city in the CAVE, adding more functionality,
such as the display of various information layers, integration of geo-codes, etc., and exploring interaction
techniques specifically suitable for these new functions.
This added functionality will further our long term goal
of using the virtual city system as a platform for urban
planning, virtual tourism, and heritage preservation applications, and for many other purposes.

Percentage of users preferring
Set 1
Set 2
Set 3
Compare set 1&2 66.67 % 33.36%
Compare set 1&3 83.36%
16.67%
Compare set 2&3
100%
0%
Table 2: User Preference Study Result
allowed to play around for 5 minutes to become familiar with the interactions. Then they are asked to complete 2 tasks, using each of the 3 interaction sets. The
first task is to navigate to a specific location and select
3 buildings in that area. The second task is to select 4
way points along a given street and perform a “Route
View” along that street. In these 2 tasks users will perform navigation, selection and menu interaction multiple times. Finally, after finishing the tasks, each user is
asked to choose a preference for the comparison of each
pair of interaction sets. The result is listed in Table 2.
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ABSTRACT
Three-dimensional animation is an area in vast expansion due to, continuous research in the field has enabled an
increasing number of users access to powerful tools with intuitive interfaces. We present our work-in-progress
methodology by which artists can manipulate existing animation segments using intuitive characteristics instead
of manually changing keyframes' values and interpolations. To achieve this goal, motion capture is used to
create a database in which actors perform the same movement with different characteristics; keyframes from
those movements are analyzed and used to create a transformation of animation curves that describe differences
of values and times in keyframes of neutral and a movement with a specific characteristic. This transformation
can be used to change a large set of keyframes, embedding a desired characteristic into the segment. To test our
methodology, we used as a proof of concept a character performing a walk, represented by 59 joints with 172
degrees of freedom (DOF), and a set of 12 physical and emotional characteristics. Using our methodology we
embedded a neutral walk with these desired characteristics and evaluated the results with a survey comparing
our modified animations with direct motion capture movements, with partial results. With this methodology, one
can decrease drastically the time needed to tweak large sets of keyframes, embedding a desired characteristic in
a fashion more closely related to the artistic universe of animators than the mathematical representations of
angles, translations and interpolations in animation curves commonly used in commercial softwares.

Keywords
Animation, Computer Graphics, Motion Capture

1.

to achieve the desired final result. An example of
such manipulation is the refinement of a motion
capture walk cycle to accentuate a character's trait,
such as its gender or its emotional state.

INTRODUCTION

The use of animation has increased considerably in
recent years, not only in special effects and virtual
characters present in most major Hollywood
productions, but also local industries have developed
[FGF13]. This is the result of multiple factors in
different fields, but one that hasn't have due attention
is in animation manipulation, this study's subject. We
define animation manipulation as the process by
which an already existing animation is modified by
changing keyframes' values and interpolations.
Usually this process involves a considerable amount
of joints and degrees of freedoms (DOF), thus a very
time-consuming process since the alterations have to
be done separately and must be coordinated in order

Multiple factors have increased the use of computer
graphics: decrease in equipment and production cost
being the most notorious, but one of the main aspects
is the continuous revolution in softwares, becoming
more accessible tools for the artists working in the
medium. A recent development in this area was the
introduction of the pixols by Pixologic in their ZBrush software [Kel08], changing radically the
paradigm in which modelers create threedimensional creatures. Other areas such as lighting,
rigging and rendering have undertaken huge leaps
with introductions of different tools and paradigms
decreasing time spent by artists and increasing final
product quality, but little has changed in the way
movement is created or modified in threedimensional animation.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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Track View tool), Blender (with the Ipo Editor tool),
still use the same technique to create or modify
animation which consists in creating different
keyframes and modifying the way values are
changed from one keyframe to another by changing
their interpolation curves. This method has several
problems, it is not intuitive and is cumbersome when
dealing with complex hierarchical animation models.

projecting motion capture data into two-dimensional
planes and using dynamic time warp algorithm and a
two-step algorithm that modifies the projected
motion capture poses and then reconstructs the 3D
marker positions. With this technique, not only they
intend to facilitate the work of 3D digital animators
but also create movements with more realism and
visual dynamic, they believe. This approach does
have a significant impact in the interface provided to
animators, but, unlike our methodology, it relies
heavily on the drawing skills of animators, which
should not be an issue when working with 3D digital
animation.

We present in this paper a methodology that
introduces a change in the paradigm of manipulating
three-dimensional animation, presenting animators
with an intuitive and simple command to modify a
full hierarchical model's animation. This is achieved
by mapping lower level parameters (keyframes) into
a higher level set of familiar parameters (age, gender
and emotional state). With this methodology, the
work that usually takes hours or even days can be
reduced to seconds.

Both methods have been designed to create or
augment animation through a new set of parameters,
but they do not attempt to present users with new
interface to modify an already existing animation.
Another method is proposed in [Coh92] and
extended in different researches [LGC94] [Liu96],
by which the traditional keyframing animation
process is combined with evaluations of
mathematical expressions describing the forces, e.g.
gravity, torque, acting upon the hierarchical joint
structure and an objective function passed by the
user. This system's advantage lies on the user's
capability of not only creating a fast animation with
very few keyframes, but also the interaction between
user and system, the first guiding the second to the
desired movement. A drawback lies in the necessity
for the user explicitly determining the expressions
and objective function, in a mathematical way that is
usually counter intuitive to an animator. This issue is
not present in our work, since from our interface is
presented with characteristics that are familiar to an
animator and the only numbers are the time range
limits.

Our methodology starts estabilishing the different
higher level parameters that will be presented to the
user, these are used to create a motion capture
protocol [Men00]. The motion capture data is then
compared
automatically
between
different
characteristics and a neutral pose, which then enables
the procedure of embedding in the segment different
visual cues to the desired characteristic.
A survey was conducted with voluntary individuals
with varying range and backgrounds to verify the
correct assessment of characteristics, both in the raw
motion capture data and the animation modified by
the method.
Finally, we present the current state of our
methodology, and discuss the results of our work,
pointing out future research.

2.

PREVIOUS RESEARCH

Our method diverges from the latter in that we
propose to show the user parameters as
characteristics that are common in their work
environment.

Research have already dealt with the augmentation of
3D animation with motion capture, but in a different
approach and goals than ours. Bregler and Pullen
[BP02] have proposed a method by which a small set
of keyframes can be used to find and adjust a motion
capture segment into a proposed movement, thus
decreasing the time needed to produce high-quality
animation. This research has proven the effectiveness
of merging manually generated animation with
motion capture. The time-consuming process of
manipulating animation to increase details in
movement is a similar problem addressed by our
work, but Bregler and Pullen's method was not
concerned with embedding the movement with
higher level characteristics.

3.

Our methodology proposes the mapping of low level
(keyframe information) into higher level parameters
(gender, age and emotional characteristics), and is
best explained using an example. Let us consider one
of the most recognized examples of animation, a
bouncing ball [JT95]. We can conjure a neutral
segment of animation as a single bounce of a fairly
straight-forward cartoon rubber bouncing ball,
following the principles of timing, ease in, ease out
and squash and stretch, Figure 1. Consider another
example, a ping pong ball in the same bouncing
movement. This ball, to produce a visually
convincing sequence of drawings as pertaining to a

An interesting method is proposed by Jain, Sheikh
and Hodgings [JSH09]. They use hand-drawn
character animation frames to pose a 3D skeleton by
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complete different material, has to be manipulated in
a different manner than our neutral ball, with
different variations of attributes, specially the
deformation. This deformation attribute is usually
modeled as a change in the object's scale in the X
and Y coordinates when working with a 2D
animation, but the same applies to a 3D bouncing
ball by simply incorporating the Z coordinate
behaving with the same values as the X coordinate.
We next compare the different keyframes values for
such attributes.

creating a transformation from one set of values to
another. A first plot of these values can be seen in
Figure 2. There are some instances of repeated points
(K1 and K2), those have to be filtered out, a process
explained in the implementation section. When
interpolated and sorted in increasing or decreasing
order (which is not necessary in the bouncing ball
example), this gives us a function, since for every
rubber ball scaleX value (domain), there is only one
corresponding ping pong ball scaleX value (range).

Keyframes can be considered as a series of doubles
Ki = [vi, ti], each representing the value of a given
attribute (vi) at a given time or frame (t i). More about
keyframes in this context is presented in section 4.
We will focus only on scale in the X coordinate,
scaleX, in the first four keyframes, but the principle
applies to all the other transformation attributes,
rotation and translation. In the first keyframe, K 1,
both balls have the same value of 1 for the scale. In
the second keyframe, K2, both balls still have a low
velocity, maintaining in both a value of 1 in scaleX.
In the third keyframe, K 3, the rubber ball has a lot of
stretch due to its maximum velocity in the last frame
before hitting the ground, having a scaleX of 1.2,
while the ping pong ball has a lesser deformation due
to its rigidity with a scaleX of 1.05. When hitting the
ground, there is a squash to create a visual impact,
making the fourth keyframe, K4, in the rubber ball
have a scaleX value of 0.7 and, since the ping pong
ball has much less elasticity, it has a scaleX value of
only 0.9. These values can be seen in parenthesis on
the respective keyframes representations on Figure 1.

Figure 2: Plot of rubber and ping pong ball
scaleX. The middle point (1,1) is an overlap of
keyframes 1 and 2 (K1 and K2).
With the function plotted out, it is possible to map
the values of the rubber ball's scaleX to the ping
pong ball's, modifying successfully the animation.
Thus, this becomes a transformation function in the
form:

T ( K ri )=K ip ,
where T is our function, K ri are the i-th keyframes of
the rubber ball, and Kpi are the i-th keyframes of the
ping pong ball.
We can summarize this concept as the notion that
important characteristics of animation segments can
be seen as a function mapping attributes from a
neutral instance to a desired one. To achieve a high
quality function is to use the correct frames as
samples, that is, the correct keyframes.
This transformation can be presented to the user as a
high level parameter, making the tedious work of
changing sometimes hundreds of keyframes into a
simple decision of which characteristic embed the
animation with.

Figure 1: Keyframes of rubber ball and ping pong
ball.
We can now create a function that maps out the
values of scaleX in rubber ball to ping pong ball,
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A practical example can be seen on the rotation of
the joint located in the spine when incorporating the
elderly characteristic, Figure 3. The animation
segment's time has been stretched from 44 to 47
frames, a common trait for elderly people to take
longer time to perform most actions. But the most
interesting aspect lies in the keyframes values: in the
neutral walk the rotation in Y and Z axis are more
centered in the 0 value than the elderly curves,
indicating a more balanced walk, but in the elderly
they are shifted into the negative values, making an
unbalanced walk, normally associated with problems
in the pelvis region. Another aspect is the jitter
movement presented in the elderly animation,
specially in the sudden drop in the rotation X curve
between the fifth and sixth keyframes and in the
rotation Y's twelfth keyframe, alas in the neutral
walk we have a more smooth transition between
values. The X rotation (red) is the forward/backward
movement, and it is shifted down due to the motion
capture system's calibration, where the actor used for
this specific segment tilted his shoulder 12 degrees
back.

4.

In this section we present the steps taken to achieve
our methodology in our proof of concept walking
movement, starting with the definition of higher level
characteristics, used in the elaboration of a motion
capture protocol to guide motion capture sessions.
Keyframes were extracted from the animations
captured and used as basis for our implementation.
Using the implemented functions, walk cycle
segments were altered and shown to volunteers in a
survey to identify the characteristics incorporated by
our method.

Establishment of Higher Level
Characteristics
The first concern was to present the user with
familiar characteristics as higher level parameters
used for modifying animation segments. Some
characteristics were straight to devise, such as gender
(masculine and feminine) and age (child and elder),
but emotional parameters were not that simple.

This whole process of embedding characteristics into
an animation segment of hierarchical joints was
achieved by issuing a simple Python command inside
Maya: embed(elderly, 0, 44); in which the
first argument is the characteristic desired and the
second and third argument indicates start and end of
the time range to which the command applies the
transformations. The animator's work that could
consume hours, or even days, was shorten to
seconds.

It was needed a set of emotions that could be
considered basic, allowing animators to combine and
create more complex emotions in a fashion similar to
digital painting, by which basic colors red, green and
blue can be modulated to produce other colors such
as cyan, yellow and magenta.
There were several authors that gave interesting
insights into what could be basic emotions and their
classifications, the most well-known been Paul
Ekman [Ekm94], enunciating basic emotions as
anger, disgust, fear, happiness, sadness and surprise.
However, this enunciation does not explain how
other different emotions can be obtained as a
combination of the above. The classification chosen
in this paper is that of Robert Plutchik, in which he
explores the nature of emotions as an evolutionary
component of species [Plu01], and even more,
presents the idea that a classification of emotions as
basics or primary is an ancient one, producing
numerous lists. He also suggests that there is no one
true absolute categorization to be used, but instead
one classification should be chosen based on how it
adapts to the research. He presents a model with
primary emotions being joy, sadness, anger, fear,
anticipation, surprise, trust and disgust, and other
emotions as a combination of these primary emotions
with different intensities.

Figure 3: Rotations of the center spine joint
around the X (red), Y (green) and Z (blue) axis of
neutral walk (bottom) and movement modified
with the elderly characteristic (top).

Communication Papers Proceedings

METHODOLOGY

With these emotional characteristics, the higher level
parameters were established as 6 doubles: feminine-
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masculine, child-elderly, joy-sadness, anger-fear,
anticipation-surprise and trust-disgust, these were
osused to create a motion capture protocol used in
the motion capture sessions.

in a given time, when connected through
interpolation curves, they produce animation curves.
Several studies have delved in the topic of automatic
keyframe extraction in walk cycles and other
movements [NCC02], [BC07], but they have focused
on single attributes and creation of elegant curves;
for a complete character's walk cycle, a more holistic
approach is needed, for that, one can refer to Richard
Williams' work [Wil09] in which he presents the
keyframes for an animation walk cycle's step as:

Motion Capture Sessions
Motion capture sessions were conducted using 8
infrared Vicon cameras capturing data from 59
reflective markers. Voluntary actors were selected,
from an age range from 21 to 42, and experiences
varying from current undergraduate acting students
to professionals with over 10 years of experience.

I- contact of the front foot in the ground;
II- lower pose, in which the pelvis is in the lower
position;

In each session, actors were instructed to perform the
same action (walk towards a stool and seat down) 13
times, 12 with the characteristics described in the
previous section and one time in a neutral fashion,
performing the action as mechanical as possible.

III- passing pose, in which the legs form a rough 4shape and the pelvis is aligned with the grounded
foot;
IV- high pose, in which the pelvis is at its maximum
height.

Sessions provided a database with 65 motion capture
segments (5 actors performing 13 movements),
further processed using Vicon Blade. The reflective
marker's positions were used to create a virtual
skeleton using Vicon Blade's default configuration of
a 59 virtual joints hierarchical skeleton.
One problem encountered during the sessions was
the correct interpretation of emotions; translated into
Portuguese, the emotions anticipation, surprise, trust
and disgust lost some of its meaning, and even
though there was an explanation using Plutchik's
emotion wheel, some actors found it difficult to
embody their movements with these emotions. As a
result, very little difference could be observed
between these movements and that of the neutral
instance. For that reason these emotions were
discarded from the final high level characteristics set,
used to manipulate the segments.

Figure 4: contour of our model in place (left) and
spaced for better visualization (right) showing the
four poses of a step [Wil09].

Implementation
Various technologies were used for the actual
implementation. To delve in such technicalities is
beyond this paper's scope, but it is important to
outline the procedures used. As already mentioned,
motion capture clean up was done using Vicon's
Blade software (version 1.7). It produced a series of
keyframes for each time step (usually a frame) in a
virtual hierarchical skeleton, exported as an FBX file.
We used Autodesk's Maya (version 2011) for the
manual selection of keyframes, later exporting
keyframe information into an XML file (using
PyMEL and Python's ElementTree XML API). This
file was processed by a Python 2.7 script, generating
the desired mapping functions back into a second
XML file. Finally, using Maya's Python API
(PyMEL), we developed a tool to manipulate the
keyframes using the mapping functions.

Keyframe Extraction
It is clear, by the fundamental concept section, the
importance in establishing good keyframes in the
desired animation segment. For this study, the
segment analyzed consisted of a three-step walk, this
was chosen since it was the widest range of equal
movements performed by all actors in all
characteristics.
The term keyframe referred here is closer to the
traditional animation term than to the computer
graphics' counterpart. In traditional animation,
keyframe can be thought of as a significant change in
a character's movement or when that movement
reaches a certain (local) maximum or minimum; for
example when the head of a character reaches the
highest height in a walk cycle. In computer graphics,
keyframes are an information of an attribute's value
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After the keyframes values have been extracted from
the animation curves into the XML file, they are
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analyzed by a Python script. Two processes are done
in this step, a sorting of values in all the
characteristics accordingly to the neutral's, and a
filtering.

Where vi is the value of the desired attribute in the ith keyframe on the original motion, f is the
transformation described in the XML files and v i' the
final keyframe value, with animation incorporating
the visual cues for the desired characteristic.

The sorting process considers the keyframes
attributes values of all characteristics as a list of
elements with the neutral values as a key for sorting.
To better illustrate this sorting process let us refer
again to the keyframes K 1, K2, K3 and K4 of Figure 2
using the values of the rubber ball as neutral - v 1 =
1.0, v2 = 1.0, v3 = 1.2 and v4 = 0.7. Sorting them
yields the order 4,1,2,3 (for v 4 ≤ v1 ≤ v2 ≤ v3), applied
to the ping pong ball keyframe values: 0.9, 1.0, 1.0,
0.5. With this step, one can interpolate (linearly, in
our case) the values of the corresponding graph,
which is similar to the one presented in Figure 2.

After the transformations were applied to the joints
keyframes in the hierarchical skeleton model, a 3D
poligonal model was created and textured (Figure 6).
This model was rigged using the skeleton. To create
the final videos used in the survey, we rendered the
animation segment within Maya using Mental Ray.

Survey
A survey was conducted with 18 volunteers with
ages ranging from 22 to 60 years. Each were shown a
set of 17 videos (in a randomly generated order) of
the same character (Figure 6) performing a walk
cycle and asked to classify them as one of eight
characteristics (male, female, child, elder, anger, joy,
fear and sadness) or neutral. Participants were
instructed to not mark any characteristic if it was
dubious or if they thought the character was
portraying an unlisted characteristic. The results are
shown in Table 1.

During our tests, we've noticed that using these
values as such produced jitter animations, and that is
a product of clustering of samples in an area of the
function (Figure 5). To avoid this, we used a simple
means filter, which gives an average of a cluster of
samples predetermined by the user. This filtering can
be adjusted by the user, ranging from no filter at all
to a complete average of values, the former
producing a linear function. Good results are
obtained in between these extremes, and a final value
depends on the number of samples taken.

The characteristics embedded into the character
presented in the video dealt only with joint rotations,
but visual cues are predominant in facial visual
information. As such, some participants were threw
off and misinterpreted the characteristic portrayed
both in the movements directly captured from the
actors and movements modified by our method.

LeftArm.rotateY
Raw

Filtered
1,6
1,4

transformation coefficient

1,2
1
0,8
0,6
0,4
0,2
-46

-44

-42

-40

-38

-36

-34

-32

-30

-28

0
-26

keyframe value

Figure 5: original (raw) and filtered
transformation functions from LeftArm joint's Y
rotation. We can see how the filtering process has
reduced the noise in the first 6 values of the
original keyframe data, decreasing the jitter in
the modified animation segment.
The final XML file is a descriptor of various
transformation functions, and is applied to the virtual
skeleton, modifying its joint's rotation and
translation.
Translation
transformations
are
performed in the pelvis joint and feet IK controllers.
The transformation functions are:
Figure 6: model used to generate the survey
videos. Left, the 59 joints used to animate the
model; middle, wireframe of the model and right,
the final render presented to the participants.

v i . f (v i ) ,if rotation
vi ' =
(v i −v i−1 ). f (v i −v i−1 ) ,if translation
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Joy

Original

Feminine
Modified
Original

Masculine
Modified
Original

11,11%

0,00%

33,33%

33,33%

5,56%

0,00%

27,78%

11,11%

16,67%

5,56%

5,56%

11,11%

0,00%

5,56%

16,67%

27,78%

0,00%

5,56%

11,11%

22,22%

0,00%

16,67%

5,56%

16,67%

Elderly Sadness Anger Neutral Fear Masculine Feminine Child Joy

Modified

Child
Original

Modified

22,22%

5,56%

5,56%

22,22%

16,67%

Fear

Neutral
Modified

Original

Sadness
Modified
Original

5,56%

33,33%

11,11%

5,56%

0,00%

0,00%

0,00%

0,00%

5,56%

22,22%

0,00%

5,56%

11,11%

0,00%

0,00%

5,56%

0,00%

5,56%

11,11%

5,56%

0,00%

0,00%

5,56%

5,56%

22,22%

11,11%

11,11%

5,56%

5,56%

5,56%

0,00%

16,67%

66,67%

72,22%

5,56%

22,22%

22,22%

16,67%

5,56%

0,00%

5,56%

Modified

Original

0,00%

0,00%

0,00%

0,00%

16,67%

0,00%

5,56%

0,00%

0,00%

11,11%

11,11%

11,11%

0,00%

0,00%

5,56%

Anger

Elderly
Modified
Original

5,56%

5,56%

22,22%

11,11%

0,00%

5,56%

22,22%

5,56%

0,00%

0,00%

44,44%

0,00%

0,00%

5,56%

0,00%

5,56%

0,00%

16,67%

33,33%

33,33%

33,33%

0,00%

0,00%

5,56%

11,11%

0,00%

0,00%

0,00%

22,22%

16,67%

0,00%

0,00%

0,00%

0,00%

0,00%

5,56%

0,00%

0,00%

11,11%

0,00%

5,56%

16,67%

0,00%

5,56%

0,00%

0,00%

0,00%

33,33%

66,67%

0,00%

5,56%

5,56%

0,00%

0,00%

0,00%

0,00%

5,56%

22,22%

38,89%

11,11%

11,11%

0,00%

0,00%

0,00%

16,67%

5,56%

61,11%

88,89%

100,00%

94,44%

88,89%

100,00%

83,33%

88,89%

88,89%

100,00%

100,00%

94,44%

83,33%

94,44%

88,89%

94,44%

94,44%

83,33%

100,00%

Table 1: survey results. The percentage below each column indicates the number of answers given by the
volunteers.
performance), our method fails to embed such
characteristic in a neutral segment.

5.

RESULTS

A high level of accuracy in the considered negative
emotions is also observed in the works of [Mon*99],
in which anger was easier identified than the other
emotions. It can be conjectured that other high level
parameters such as joy concentrate visual cues in the
face (for instance, a smile), hence, since our method
only dealt with body movement, the correct
classification was greatly compromised.

In Table 1, a column is assign to each animation
segment shown to the volunteer. Characteristics can
be either Modified (left column), where we used a
neutral walk and embedded it with the desired
characteristic using our methodology, or Original
(right column), where we shown the motion capture
animation without tempering of the actor portraying
such characteristic, that is, raw animation without
manipulation. A line represents the classification of
an animation as that characteristic. An example, the
animation modified with our method to embed the
Joy characteristic (firs column on the left) was
classified by 27.78% of viewers as Masculine (fourth
row from top), and the animation using the motion
capture data directly from the actor portraying a
joyful character (second column on the left) was
classified by 33.33% of viewers as Anger.

One example of visual cue incorporated into the
movement was shown in the spine's rotation when
embedded with the elderly characteristic (section 3).

6.

From Results and Table 1, we identified that new
motion capture sessions are needed to increase
correct identification of original motion capture
segments. New movements must be better trained by
the actors and, before used in our methodology,
screened to viewers and only used if marked
correctly by the majority.

From Table 1, 3 (three) out of 8 (eight)
characteristics (elderly, sadness and fear) were
correctly marked by the majority of participants,
including both the original motion capture data
directly applied to the model, and the segments
modified by our method. These results show us that
when visual cues [EF67] are present (that is, a high
correct classification percentage in the original
movement), those are correctly incorporated into the
segments modified by our method. In other words,
our method is based on identifying the differences in
animation keyframes from neutral segments to the
corresponding animation keyframes in an animation
segment of same movement but performed with
desired characteristic (joy, child, feminine, etc.);
when the former is not perceived as desired (i.e., the
actor performing the captured movement could not
convince the audience he/she was portraying a joyful
character or the limited joint number of our skeleton
was insufficient to capture the nuances of the actor's
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FUTURE WORK

The current state of our method works only with a
walk cycle (a local, restricted movement). Using the
same principles laid out here, it is possible to use a
wider range of movements and incorporate a
classifier that identifies the segment to be modified in
a database of motion capture movements and use it
as a base (similar to the neutral walk) to incorporate
the desired high level characteristic.
Currently, we embed a single characteristic into an
animation, but we pretend to elaborate on the
combination of different characteristics as if one was
using a color model to paint a segment, such as using
an RGB tuple of 255, 255, 255 to select white one
could use female, elderly, happy to modify an
animation segment.
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The prototype implementation is still working as
direct call to a Python function, we intend to develop
a GUI to present the users with visual information of
each higher level parameter.

Proceeding of 20th Annual Conference on
Computer Animation and Social Agents,
Belgium. 2007.
[BP02] Bregler, C., Pullen, K.: Motion capture
assisted animation: texturing and synthesis in
Proceedings of the 29th Annual Conference on
Computer Graphics and Interactive Techniques,
pp. 501-508, 2002.

We also intend to break down the transformations
into hierarchical segments, that is, instead of
embedding the characteristics into the whole joint
hierarchy, we plan to devise a way for the user to
select only parts of it such as torso, head and neck,
arms and legs, giving more control and options for
the animator.

7.

[Coh92] Cohen, M.: Interactive spacetime control for
animation in Proceedings of the 19th. annual
conference on computer graphics and interactive
techniques, pp. 293-302. New York, 1992.

CONCLUSIONS

[Ekm94] Ekman, P.: The nature of emotions:
fundamental questions. Oxford University Press,
1994.

Our method presents a new approach to rapidly and
easily modify an animation that consists of a walking
movement. The basis of our approach is to identify
significant changes of low level (keyframe)
information, mapping them as a function to modify a
reference movement by incorporating visual cues of
high level parameters such as age and emotional
states. We assume these visual cues can be obtained
by such transformation, as the restrictions on an old
man's spine rotation, demonstrated on section 3. We
also base our transformations on motion capture data,
which relies on an actor's performance. When such
performance is not perceived by the audience as
intended, we have a low level of recognition, as seen
in section 5.

[EF67] Ekman, P., Wallace, V. F.: Head and body
cues in the judgment of emotion: a reformulation
in Perceptual and Motor Skills, vol. 24, pp. 711724. Southern Universities Press, 1967.
[FGF13] Ferreira Jr., S., Gatti, W., Fleury, F.:
Dynamic capabilites for connection to a GPN: the
brazilian studios in the animation industry in
Proceedings of the 24th Annual Conference of
the Production and Operation Management
Society, 2013.
[JT95] Johnston O., Thomas F.: The Illusion of Life:
Disney Animation. Disney Editions; Rev Sub
edition, 1995.

In its current stage, the tool implemented can only be
used to modify walk cycles, but, as shown in the
future work section, one can make use of artificial
intelligence to identify the intended segment and,
using a broader database of motion capture
movements, modify an animation that falls within
some category of these movements.

8.

[JSH07] Jain, E., Sheikh, Y., Hodgings, J.:
Leveraging the talent of hand animators to create
three-dimensional animation in Proceedings of
Eurographics / ACM SIGGRAPH Symposium on
Computer Animation, 2009.
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ABSTRACT
This paper introduces the development of a new GPU-based database to accelerate data retrieval. The main goal
is to explore new ways of handling complex data types and managing data and workloads in massively parallel
databases. This paper presents three novel innovations to create an efficient virtual database engine that executes
the majority of database operations directly on the GPU. The GPU database executes a subset of SQLite’s SELECT queries, which are typically the most computationally expensive operations in a transactional database.
This database engine extends existing research by exploring methods of table caching on the GPU, handling irregular and complex data types, and executing multiple table joins and managing the resulting workload on the
GPU. The GPU database discussed in this paper is implemented on a consumer grade GPU to demonstrate the
high-performance computing benefits of relatively inexpensive hardware. Advances are compared both to existing
CPU standards and to alternate implementations of the GPU database.

Keywords
Database, SQLite, GPU processing, CUDA

1

INTRODUCTION

tem performance and providing an opportunity for GPU
programming to offer significant advantages. Traditional databases perform the steps of a query sequentially using the CPU. It is possible to achieve some parallelism by using multiple cores in the CPUs. CPUs
have few cores, so attempting to exploit greater parallelism requires the addition of costly additional CPUs,
and communication between large numbers of CPUs is
problematic; the developer must use some mechanism
to regulate the passing of data between CPU memory
spaces and the rate at which data is transferred is determined by either inexpensive but slow hardware, such as
Ethernet connections, or fast but expensive hardware,
such as Cray’s Gemini interconnects. A GPU database
is feasible due to the considerable inherent parallelism
in the way databases operate. A database query consists of a set of operations that are performed on the
rows of one or more tables. Each of these operations
is repeated, potentially once for each row in the table.
Within the query, the execution of these operations is
largely data independent; the execution of operations
on one row usually does not affect the operations being
executed on another row. This exposes a large amount
of data parallelism. Each set of operations could be executed simultaneously on every row.

The general purpose processing of graphics processing
units (GPUs) has begun to transform computing. GPUs
provide the ability to perform thousands of operations
on data at once, providing supercomputer like power in
a single package. This capability empowers developers to greatly increase the performance of existing systems that operate in serial order. The power of GPU
programming has been exploited in multi-node computer systems in high-performance computing. Eight
of the top fifty supercomputers in the world [16] contain GPUs to increase performance. Research in applying GPUs to solve parallel problems has been done
for numerous applications; graphics [8], hydrodynamic
solvers [18], differential evolution [17], etc.
A critical business application where the computational
power of the GPU can provide significant benefit is
database systems. A database system performs a significant amount of repeated calculations on different
data. This can occur in table joins or in conditional
statements. Both of these database system functions
can require significant computation time, slowing sys-

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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In this paper, we focus on three critical areas for
developing a database system on a GPU: data caching
to manage the data on the GPU, processing table joins
and managing the resultant workload on the GPU,
and handling irregular and complex data types. These
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three areas comprise the fundamental remaining issues
with implementing databases on a GPU and addressing
them is critical to a successful and high-performance
database implementation. The solutions to these problems are presented in an implementation of the SQLite
database using a consumer grade GPU. Choosing
to use a common, open-source database like SQLite
ensures that the solution will be accessible to future
developers and will provide real world functionality.
Utilizing a consumer grade GPU demonstrates that
high-performance computing can be done at a very
low price. SQLite supports the SQL standard, which
further enhances the accessibility of the solution to
future developers. The system described in this paper
supports complex SQL options such as querying multiple tables, processing irregular data such as strings,
and caching tables using a novel caching scheme for
use on the GPU. This designed system is integrated
into an application that provides data mining and
visualizations of Digital Humanities data as a proof
of concept. Here, we note that our work can also be
utilized by other work (e.g., pattern recognition, virtual
reality, visualization, etc.) for efficient data processing.

2.1

Previous research into GPU databases has used data
processing primitives in some cases, and simplified implementations of SQL in others. This paper introduces
a novel caching system to address the issue of data
transfer, providing a solution to the issues of data transfer times and limited GPU memory space. This paper
also introduces a scheme for managing the workload of
processing data from many tables without overwhelming the GPU. It examines a method for throttling the
workload assigned to the GPU based on dividing the
required pool of threads into chunks to avoid overloading the GPU. This paper adds the ability to do complex
joins, which are critical to the utility of a database in
large real-world applications. This paper also investigates and demonstrates the use of strings and complex
data structures, where other work has focused on fixedlength values. The fixed length values are excellent
for certain data, such as map data that contains coordinate values, but do not provide the utility and flexibility
needed for more complex data.

In addition to the GPU having a different design than
the CPU, the GPU is a separate ecosystem from the
CPU and contains GPU-specific memory, scheduler,
and processors. Data must be explicitly moved to the
GPU, and the GPU can only access data stored in the
GPU memory. Conversely, the CPU cannot directly
access the GPU memory. In order to access CPU resources, the GPU must work through the CPU. This
separation of systems requires extra steps for translation, instruction, and control.

The remainder of this paper is organized as follows.
Section 2 provides background information on GPU architecture and SQLite. Related work is discussed in
Section 3. Section 4 provides details of the new GPUaccelerated database engine. Section 5 gives the experimental results for the improvements made in this paper.
Section 6 concludes this paper.

2.2

2

A GPU contains hundreds of individual cores organized
into streaming multiprocessors (SMX); e.g., NVIDIA
680 GPU has 1536 cores organized into 8 streaming
multiprocessors with 192 cores each. The GPU executes functions, called kernels. These kernels are
launched by the CPU, using a programmer-specified
number of thread blocks, which contain a specified
number of threads per block. These thread blocks
and their threads are divided into 32-process warps
and scheduled on the streaming multiprocessors as free
cores become available. Global memory on the GPU
is of much higher latency than typical GPU memory.
The GPU masks this latency by context switching from
warps whose threads are waiting for a memory access
to warps that have the required data currently available.
This is made possible by extremely low latency context
switching, which allows the process scheduler to swap
the warps running on a streaming multiprocessor. This
functionality assumes that a significantly greater number of processes than cores are being executed on the
GPU, so that there are always ready warps to switch to
in order to hide memory latency.

The limitations on CPU and GPU interaction impose
special complications for database processing on the
GPU. The distinct memory spaces of the two systems
require mechanisms for translating data structures. In
the case of databases, this requires both the transformation of irregular data such as strings and the processing
of the table data structure. The smaller size of GPU
memory also requires a system for managing the data
that is transferred to and retained on the GPU.

SQLite

SQLite is an open-source database system that is
widely used for embedding a database in applications
on computers, smartphones, and tablets. Unlike other
databases such as Oracle, SQLite can be compiled
directly into the source code and run as part of a program instead of being called as a service that runs as a
separate process. SQLite is public domain software and
is one of the most commonly used database systems in
the world. SQLite supports the standard SQL syntax.
SQL is an easy-to-use language that is ubiquitous in
industry. It is commonly used not just by programmers

BACKGROUND

In this section, the architecture of the GPU and the inner
workings of the SQLite are briefly discussed.
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but by business professionals of all types. Supporting
such a common interface ensures that the barrier to
entry to use the GPU database system is trivial.
SQLite allows the use of complex logic in queries of
the database, allowing disparate tables to be joined together by common values and a selection of results to
be chosen based on user-defined criteria. The joins are
of critical interest, as the process of finding matching
values between rows of data in two tables can be very
repetitive and computationally expensive. Likewise, the
task of finding rows that meet certain criterion is also
a repetitive and computationally taxing task. Both of
these tasks are ideal for GPU assistance.
SQLite processes queries by converting the SQL query
into an opcode program that runs on a virtual machine,
not unlike the way Java programs are transformed to
run on the Java Virtual Machine. Each SQLite opcode can have up to five parameters which provide additional information needed for the opcode to execute on
the virtual machine, which is referred to as the Virtual
Database Engine (VDBE). The output from the virtual
machine is returned as rows of data to the calling program. The standard Virtual Database Engine, as a key
aspect of the database system, was replaced with a virtual engine designed to run on the GPU.

3

refer to as Tablets. Tablets collect groups of rows into
a single tablet, and coalesce the rows into a columnoriented format. Thus, while all of a row will appear
in a single tablet, the entire column will not. We note
that our work takes a different approach, collecting the
entire column into a single data structure in order to
optimize operations such as joins and conditional that
match to a specific single column. The cost of data
transfer, which motivates our caching system, was explored in a paper by Gregg and Hazelwood [11]. A
GPU database that exists entirely in memory and never
leaves the GPU [9, 1] can alleviate this data transfer issues, but is limited in scope.

4

This paper introduces three novel innovations to create
an efficient virtual database engine that executes the
majority of database operations directly on the GPU.
The GPU database executes a subset of SQLite’s
SELECT queries, which are typically the most computationally expensive operations in a transactional
database.

4.1

New Design

Three new improvements are examined in this database
system; a caching strategy to handle the storage of tables in GPU memory, a method for handling irregular
data and complex data structures on the GPU, and a process for handling complex joins on the GPU and managing the resultant workload on the GPU.

RELATED WORK

This paper advances prior work done in the field of
high-performance, massively-parallel databases. Some
prior work focused on fixed length data types such
as integers and doubles, often coupled with straightforward single table queries. Other work focused on
using primitives that are not a component of standard
SQL databases. In this section, some of the key work in
the research area are briefly discussed.
As mentioned previously, the area of GPU databases
has been a growing area of research. At one end of
the spectrum is work in adding bolt-on GPU database
modifications. Work with PostgreSQL [7] has explored
this possibility. External procedures, such as those developed by Bandi et al. [4] provide examples of offloading processing work to GPU functions. Proof-ofconcept work has been done to examine specific aspects
of massively parallel databases, without a full database
implementation behind it. Relational join [12] and efficient sorting algorithms [13, 14, 15, 5, 10] are two areas
where proof of concept work has been done. Databases
that do the full processing of the query on the GPU have
been researched by Bakkum et al [3] in their work on
SQLite databases, which with the work by Chang et
all [6] served as an inspiration for this paper. This paper
extends their work by adding caching, more complex
join and query operations, demonstrating a method for
handling workload management, and handling irregular data. Methods of handling complex data were addressed by Bakkum et al. [2] using an approach they
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NEW GPU-ACCELERATED SQLITE

4.1.1

Caching Strategy

Data storage in this design is handled at three different
levels. The lowest and slowest level is the hard drive,
which is the long-term storage for the database. Above
this is the CPU memory space, into which tables are
loaded when they are needed and retained for future
use. The top level is the GPU main memory, which

No

Space Available
Yes

Build Least Recently Used Pool

Find Least Used Candidate

Unload Candidate

No

Space Available
Yes

Load Tables

Figure 1: Cache Replacement Policy
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holds the tables being used in the current query, with
any remaining space used to retain tables used in previous queries. This top level contains the catching strategies that are of interest to this paper.

an array of other pointers to arrays. This is problematic
because memory locations in the CPU memory space
have no relation to memory locations in the GPU memory space. Passing an array of pointers simply passes
an array of gibberish as far as the GPU memory space
is concerned.

There are a number of variables that influence the catching scheme that are known in advance. The size of any
given table is known in advance and the sizes of the tables are non-uniform. The relatively small number of
tables in a database means that the usage for all tables
can be tracked, establishing which tables are more frequently used and which are more recently used. The
cache replacement scheme implemented in this system
takes advantage of this knowledge as shown in Fig. 1.
When more space is needed on the GPU for a query,
the system selects a table for replacement by scanning
the tables on the GPU and building a pool of candidates
based on which tables on the GPU have been least recently used. From this pool, the candidate with the least
number of uses is selected for replacement. Space availability is then checked again. If additional space is still
required, a new pool of candidates is selected and the
process is repeated. This continues until enough space
is available on the GPU for the tables.

The solution is to coalesce all these different arrays into
a single array, as shown in Fig. 2. The individual arrays are retained as separate virtual entities by providing starting indexes and lengths of each individual array within the coalesced array. The number of arrays
needed transforms from an N arrays to two arrays; one
for the array offsets and lengths, which has a length of
2N, and one which contains all the values of the separate arrays concatenated together which has a length
equal to the sum of the lengths of the N arrays.
While it is possible to create many individual arrays
and pass each one individually, the overhead of numerous data copies from the CPU memory space to the
GPU memory space rapidly degrades performance. Coalesced arrays reduce this overhead from O(n) to O(1).
Complex Data Structures: The multiple objects
copied over to the GPU must be assembled into a
single complex object; the arrays of database values
must be reassembled into table objects that are then
reassembled into the database object. This assembly
must take place on the GPU because only the GPU can
interpret or access GPU memory spaces. The pointers
to those memory spaces are currently only known to
data objects on the CPU, yet only GPU functions can
manipulate the GPU memory spaces they refer to.

An assumption has been made in the current design of
this system. That assumption is that the tables required
for the query will fit into the memory space available
on the GPU. (Modifying the database to handle tiling
of tables to encompass queries too large for the GPU
memory is an area for future work.)

4.1.2

Irregular Data and Complex Data Objects

Processing irregular data, or data whose size is not constant from one instance to the next, requires special solutions to overcome specific obstacles that the uncertainty of the data size creates. The issues of arrays of
separate memory allocations must be resolved by coalescing these arrays into single memory allocations.
The issue of transferring complex data objects assembling disparate metadata information is resolved by creating special CUDA functions to assemble data on the
GPU side. Finally, a solution to the coalescing of result
data must be created that avoids race conditions.

The solution to this issue is to create linking functions
that attach one data object to another. For example,
the CPU instructs the GPU to make a database object.
This object contains pointers to table structures. Initially these pointers do not point to anything. The CPU
then instructs the GPU to create a table object. The
CPU has no mechanism to tell the database object’s table pointers to point to the table object. This issue is
resolved by the creation of the linker function. A linker
function accepts two pointers as arguments and attaches
the second to a specified pointer contained in the object
the first pointer refers to.

Coalescing Irregular Data: The issue of arrays of separate memory allocations most often comes in the form
of strings. A string is not a discrete object in C/C++,
but rather is a pointer to an array of characters. Creating an array of strings results in creating a pointer to
0 3

W A R
S C I

3 7

E N C E

10 4

W O R K

14 4

Y E A R
0

1

2

The process for loading a table is shown in Fig. 3. The
table object is allocated on the GPU and initialized.
Then a column types array is created. Next, a linker
is called to attach the array to the table object. The process then begins for each column. The columns of the
table are processed sequentially. For each column, the
data value array is allocated on the CPU, copied to the
CPU, and then a linker function is called to attach it to
the table object. For string data, which is of varying
length, the "value" contains the starting index of each
sub-array, or string of characters, in the coalesced array, which is called a superstring. For this string data,
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Figure 2: Coalescing Strings into a Superstring
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c a s e OP_ResultRow
{
int ResultSize = 0;
/ / d_ResultSize is the global r e s u l t size

Allocate Table on GPU

Call Table Setup on GPU

Allocate Column Types on GPU

/ / Calculate string length
f o r ( i n t t = S t a r t R e g i s t e r ; t <= S t a r t R e g i s t e r +
R e g i s t e r C o u n t ; t ++)
R e s u l t S i z e += R e g i s t e r S i z e ;

Call Type Linker on GPU

No
More Unprocessed
Columns

/ / Get End p o i n t and u p d a t e g l o b a l r e s u l t
pointer
i n t S t a r t P o i n t = atomicAdd ( d _ s i z e R e s u l t s ,
ResultSize ) ;

Yes
Allocate Column Values on GPU

Copy Column Values to GPU

/ / Collect result set .
f o r ( i n t t = S t a r t R e g i s t e r ; t <= S t a r t R e g i s t e r +
R e g i s t e r C o u n t ; t ++)
R e s u l t S e t += R e g i s t e r C o n t e n t s + S e p a r a t o r ;

Call Column Linker on GPU
Yes
No

/ / Place r e s u l t s e t i n t o r e s u l t c o l l e c t i o n
at StartPoint
ResultCopy ( R e s u l t C o l l e c t i o n , S t a r t P o i n t ,
ResultSize , ResultSet ) ;

Column Contains
Strings?

Allocate Superstring on GPU

/ / Update t h e c o u n t o f t o t a l r e s u l t e n t r i e s
atomicAdd ( d _ n u m R e s u l t s , 1 ) ;
break ;

Copy Superstring to GPU

Call Superstring Linker on GPU

}

Allocate Length Array on GPU

Figure 4: Atomic Coalescing of Results

Copy Length Array to GPU

The solution to this problem requires atomically claiming space in the result set. Each thread calls an atomic
adding function that adds the length of the result set
it contains to a global variable. This function also returns the starting value of the variable before the addition takes place. This allows each thread to claim a
unique portion of the result set, using the initial value
of the global variable as the starting point and the length
of the result set it is processing as the end point. Pseudocode for this process, as contained in the ResultRow
opcode, is shown in Fig. 4.

Call Length Array Linker on GPU

Call Table Linker on GPU

Figure 3: Table Load Process
each superstring is allocated, copied, and attached by
a linker, and then the array of sub-array lengths is also
allocated, copied, and attached by a linker function. Finally, the table object itself is connected to the database
object. This means that a single reference can be passed
to refer to the database, instead of a large, arbitrary, and
potentially unworkable number of references that point
to the assorted columns of all the tables in the database.

4.1.3

The process of joining multiple tables creates a multiplicative increase in the number of permutations that
must be evaluated. Each row in a table must be compared to every row in the joined table in order to connect
that data in the tables together correctly. Good SQL design and the addition of indexes can minimize the number of comparisons that need to be done in many cases,
but there will always be instances where a table join
must be done in the simple, brute force manner. In all
circumstances where the number of permutations to be
evaluated exceeds the capacity of the GPU to process
the entire set at once the workload assigned to the GPU
must be managed.

Coalescing Results: With varying sized input, the output is also potentially of any size, both in number of
results and in the size of each result entry itself. This
introduces two levels of uncertainty, and it is the second level of complexity that requires a new solution.
The traditional way of handling result sets is not robust
enough to handle varying length data. The traditional
way to coalesce result sets is to allocate an array of result elements for the results and have each thread claim
a slot in the array as needed. This handles one level
of uncertainty, the number of result elements, but relies
on the fixed length of each result set to calculate the
start point of any particular slot. Without knowing the
lengths of elements, it is impossible to find a slot in the
result set until all prior result sets have been calculated.
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The workload management is also influenced by contention for memory resources. There may be cases
where memory access is the constraining factor and the
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Line Opcode
P1 P2 P3
7
Rewind
0
22 0
Rewind
1
22 0
8
9
Rewind
2
22 0
Column
0
0
1
10
11
Column
1
0
2
Column
2
0
3
12
13
Lt
1
15 3
Le
2
19 3
14
15
Column
0
0
5
16
Column
1
0
6
Column
2
3
7
17
18
ResultRow 5
3
0
Next
2
10 0
19
20
Next
1
9
0
Next
0
8
0
21
22
Close
0
0
0
Close
1
0
0
23
24
Close
2
0
0
25
Halt
0
0
0
Table 1: Join of Three Tables

/ / Get a l l row s i z e s o f t a b l e s we a r e u s i n g .
f o r ( i n t t = 0 ; t < numTables ; t ++)
tableRows [ t ] =
dbProfile . tableInfo [ tableMeta [ t ] .
indexOnCPU ] . rows ;
i n t b l o c k s i z e = SQLCUDA_BLOCKSIZE ;
int tableIndex = 0;
/ / S k i p t o f i r s t non−E p h e m e r a l t a b l e .
while ( tableMeta [ t a b l e I n d e x ] . ephemeral )
t a b l e I n d e x ++;
i n t g r i d s i z e =( i n t ) c e i l ( tableRows [ t a b l e I n d e x ]
/ ( double ) b l o c k s i z e ) ;
t a b l e I n d e x ++; / / S k i p t o n e x t t a b l e . The
f i r s t one i s a l r e a d y h a n d l e d .
/ / P r o c e s s a l l t h e non−E p h e m e r a l t a b l e s l e f t .
f o r ( i n t t = t a b l e I n d e x ; t < t a b l e C o u n t ; t ++)
{
i f ( ! ( tableMeta [ t ] . ephemeral ) )
{
i f ( g r i d s i z e < 2000000 && ( g r i d s i z e ∗
tableRows [ t ] ) < 2000000)
g r i d s i z e ∗= t a b l e R o w s [ t ] ;
e l s e t a b l e R o w s [ t ] = 0−t a b l e R o w s [ t ] ;
}
e l s e t a b l e R o w s [ t ] = 0−t a b l e R o w s [ t ] ;
}

GPU is capable of managing more threads computationally. In such cases, the assigned workload to the
GPU must be throttled to avoid resource starvation.
This need for workload management most often occurs
when joins of multiple tables are done, using multiple criteria. The more tables joined, the more complex
work must be done. It is not sufficient to simply assign one thread to each table permutation. An example
of such a section of a SQLite program where the number of combinations requires workload management is
shown in Table 1. In this table, the presence of three
Next opcodes indicates that there are three levels of
nested loops, each one of which executes the inner loop
multiple times. The number of iterations of the inner
loop is equal to as much as the number of rows in the
inner table times the number of rows in the middle tale,
times the number of rows in the outer table. If each
table has only a thousand rows, then the innermost instructions are executed a billion times.

Figure 5: Division into Processing Groups
to the static group are assigned to the iterate group.
Programmatically, the static group is indicated by
a positive number of rows and the iterate group is
indicated by the row count being negative. Tables in
the static group are not iterated through; a single thread
processes a single row and only iterates through tables
in the iterate group. If there are no tables in the static
group, a table from the iterate group is promoted to the
static group. In the database engine, a boolean value
is set based on whether the row count is positive or
negative and stored in the moveCursor variable for the
cursor. This boolean is then used by the Next opcode
(shown in Fig. 6) to determine whether the virtual
database engine should advance the cursor a row and
jump the program counter to the indicated line.

The solution to managing this vast amount of processing is to divide the workload into chunks. Each chunk
consists of a grid of threads. How data is assigned to
threads in a chunk is critical due to the need to maximize the impact of indexing, and minimize memory
accesses and individual thread processing time.

The second step is the assignment of the static group
to chunks. The size of the grid in each chunk is dependent on the number of nested loops in the opcode
program. More nested loops are more likely to result
in slower execution, so a correspondingly lower number of threads need to be assigned to the GPU in each
chunk. Each row of a non-indexed static group table is
assigned a thread in a chunk. This results in a single
thread only executing for a single unique combination
of rows from each of the static tables. The row to be
executed in each thread is calculated from the threads
block, grid, and chunk numbers. Chunks are then executed sequentially, which means that threads assigned

The assignment of data is begun by dividing tables
into two groups. The code for this division is shown
in Fig. 5. Tables that are not indexed, which are
ephemeral, are selected to belong to the static group
that have each row in the table assigned to a separate
thread. Tables are selected without regard to the total
number of threads allowed in a grid or the number
of rows they contain. All tables that are not assigned
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Strategy
Hit Count Hit Bytes
Random
79.3
79.7
79.9
80.6
LRU
Least Used
78.6
83.1
84.4
81.0
Biggest First
Biggest of Least Used
82.9
77.2
82.4
84.3
Least Used of LRU
LRU of Least Used
78.7
79.2
82.8
76.8
Biggest of LRU
Table 2: Caching Strategies (Pool Size: Six)

c a s e OP_Next :
{
i n t p1= c u r r e n t O p −>p1 ;
i f ( moveCursor [ p1 ]&&( c u r s o r R o w s [ p1 ] + row [ p1 ]
== −1) )
{
pc = c u r r e n t O p −>p2 −1; / / S e t program
c o u n t e r t o l i n e P2 .
row [ p1 ] + + ; / / Move c u r s o r t o n e x t row i n
table .
}
break ;
}

Caching Strategy Selection: Table 2 shows the results
of one run of the cache simulator. Various databases
were modeled. Different database configurations cause
an alteration in the percentages of hits, “Least Used of
LRU" model was typically the most efficient model. A
variety of pool sizes were evaluated, and a pool size
of six was consistently the best performing. The “Hit
Bytes" is the most critical number, as the cost of transferring table data is the dominant factor in our caching
benefits, not the number of tables in the cache.

Figure 6: Next Opcode
to the same warp, block, or grid will be accessing the
most spatially local rows in a table.

5

EXPERIMENTAL RESULTS

Several different techniques were used to evaluate
the performance of these improvements. A database
querying and caching simulator was built to compare
different caching strategies. The performance of the
GPU database was compared with GPU-level caching
turned on and turned off. Queries of increasing complexity were run to compare cached GPU performance
to standard SQLite cached CPU performance. Irregular data performance was compared to regular data
performance, using strings and integers respectively,
and database engine execution time was measured for
returning irregular and regular data using the same
method. Finally, cached GPU performance was compared to standard SQL CPU performance for several
complex SQL statements.

It should be noted that database systems can be modeled that result in strategies other than “Least Used of
LRU" being the most optimal. These test models were
in the minority of the test cases generated and required
significant tweaking of the simulator parameters before
this behavior was present.
Caching Strategy Performance: The performance of
the caching system in overall performance is shown in
Table 4. This table shows the change in query execution
time when a table is not cached on the GPU compared
to when it is cached on the GPU. The more frequently
a cache hit occurs, the greater the speedup of the query
due to caching. The table shows a baseline 100% hit
rate and can be scaled from there.

The test machine used in the caching tests is a Pentium
i7 920 running at 2.67 GHz with an NVIDIA GeForce
GTX 660Ti with 2 GB of memory. This GPU has 1344
cores arranged into 7 streaming multiprocessors. GPU
to CPU comparisons were performed on a Pentium i73920k running at 3.2 GHz with 64 GB of memory and
an NVIDIA GeForce GTX680 GPU. This GPU has
1536 compute cores, arranged into 8 streaming multiprocessors, and 2 GB of memory. The database was
stored on an Intel 240GB SSD. Both systems run Windows 7 and both GPUs support Compute Capability
3.0. The database program was written using CUDA
version 5.0 and C++ with Microsoft Visual Studio.

5.1

The greatest performance increase comes from single
table queries. The first query demonstrates this effect.
In this query, there is little additional computation done
to slow down the query, either in joins or in conditional
statements. Additionally, there is no optimization done
to minimize data access by the database system which
would add overhead.
The second query demonstrates the impact of optimizations. The Publication table is much smaller than the
Document table; thus, it provides only a small impact
to the penalty for no caching. The extra computations
required to do the join amortizes the penalty of not
caching, reducing the speedup. It is worth noting that
the ordering of the SQL statement has an impact on the
performance of the SQL, and a different formulation of
the same query will result in a slightly slower query.

Testings on Caching Strategy

The caching strategies used in this system were tested
in two different ways. To determine an optimal cache
replacement algorithm, a caching simulator was built
to simulate a wide variety of database configurations,
drawing on past experience as a database administrator.
Once a caching scheme was chosen, the impact of that
caching scheme on performance was determined.
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amount of optimization is done by the database system
in a query this complex, such as the creation of dynamic
indexes to replace tables, which will negate the need
to load some tables. Even joining five tables, three of
which are large, and with a complex conditional clause,
the additional of caching provides a speedup of 1.34.

5.2

demonstrated that the string performance of the GPU
was similar to the numeric performance. The queries
demonstrate that the performance between string and
numeric SQL SELECT statements was well within an
order of magnitude, and was less than a factor of two in
difference.
The performance of coalescing the results when varying length data was present was determined by comparing the performance of fixed data results with varying
length data results. This comparison was done with two
representative tables; the Authors table and the Document table. One field was selected in each statement,
returning either a fixed length value (id) or a varying
length value (firstname and title). The execution time
of the virtual database engine itself was evaluated, without consideration for other issues such as caching, data
transfer time, or table setup.
The performance of the coalesced varying length data
matched the performance of the fixed length data. The
Authors table showed slightly faster execution time for
the varying length data. This was appropriate because
there was slightly less data to process when coalescing the results. In the much larger Document table, the
VDBE took almost twice as long to run. However, this
statement returned five times as much data, which must
be coalesced into the result set. The larger result set explains the longer run time, indicating the success of this
coalescing method.

Testings for Irregular and Complex
Data

Irregular Data performance was evaluated in two ways;
by comparing string performance of the GPU database
against string performance of the CPU database, and
by comparing string performance of the GPU database
against numeric performance of the GPU database. The
first comparison demonstrated that the GPU database
exceeded the CPU implementation. The second comparison showed that the string implementation was efficient and did not suffer serious performance degradation due to the use of varying sized data.
Performance comparisons were made between the CPU
and GPU databases using two categories of SQL statements. The first category was SQL statements with selection criteria, using both single and compound criteria. The criteria used strings to select the rows to be
returned. The third category was SQL statements with
joins, using both single and complex joins. These statements used strings both in criteria to select rows and in
the return values. The tables used were the Authors and
the Document tables. These tables were selected because they contained a large volume of string data and
they represented both medium and large sized tables.

5.3

Join performance was evaluated based on the performance of the GPU SELECT statements that contained
joins. The performance of the query on the GPU
database was compared to the performance of the
query on the CPU database. Queries that join tables
based on indexes and without the benefit of indexes
were compared. The results of these queries are
displayed in Table 8.
The effectiveness of a query without the use of a dynamically created index was demonstrated in Query 7.
This query joins two tables on a text field. The results of
this query showed a significant increase in performance
of the GPU database over the CPU database. The execution of Query 8 allowed the testing of a large data
set where indexes were used to accelerate the join. The
query showed significant speedup on the GPU database
compared to the CPU database, indicating the success
of the join methods used in the GPU database. The
results of Query 9 also showed a significant speedup,
but the speedup was not as great as the speedup of
the smaller join statement. This reflected the relatively
large time cost of creating indexes compared to the relatively small cost that execution of that index brings; indexes are extremely fast but making them can be slow.
In Query 9 more indexes are created, and this has a
small negative effect on the efficiency of the query.

The SELECT queries with conditional clauses showed
a performance gain by the GPU database over the CPU
database. The execution times for these queries are
shown in Table 5. The single criteria of Query 1 and
Query 2 demonstrated the speedup achieved with string
condition clauses. These queries also demonstrated that
larger tables, which have more processing to perform,
achieved a greater speedup. The multiple conditional
clauses of Query 3 and Query 4 demonstrated that a
greater speedup was achieved when more conditions
were evaluated. This indicates that each string condition statement was faster in the GPU database than
in the CPU database, and additional condition statements would result in an even greater speedup. Query
5 showed the performance with multiple joins between
the CPU database and the GPU database still reflected
a significant speedup.
String performance must be comparable to integer performance in the GPU database. This was evaluated by
comparing the performance of similar queries on the
GPU database. The conditional clauses of the statements were written with one version using strings to select records and the other version using numeric values
on the same table. The results are shown in Table 7 and
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ID
1
2
3
4
5

6
7
8
9

SQL Statements
SELECT * FROM Authors WHERE lastname = ’Campbell’
SELECT * FROM Document WHERE title = ’Population’
SELECT id FROM Authors WHERE fullname = ’Edna F. Campbell’ OR firstname = ’Jim’
SELECT id FROM Document WHERE title = ’Population’ OR pagerange = ’pp. xxxviii-xxxix’
SELECT a.id FROM Document d, DocumentAuthors da, Authors a, PubEdition pe, Publication pu
WHERE (d.id=da.documentid AND a.id=da.authorid AND pe.id=d.pubeditionid AND pu.id=pe.pubid)
AND ((da.documentid=81372 AND d.repositoryID = 1) OR pu.title =’The Scientific Monthly’ OR
pu.title=’Scientific American’ OR a.firstname=’John’ OR d.title=’Rural Conditions in the South’
SELECT d.title FROM Publication pu, Document d WHERE pu.title=d.title AND d.title=’Campbell’
SELECT * FROM Document d, Authors a WHERE d.title=a.firstname
SELECT d.id FROM Document d, DocumentAuthors da WHERE d.id=da.documentid AND da.documentid=813
SELECT a.id FROM Document d, DocumentAuthors da, Authors a, PubEdition pe, Publication pu
WHERE (d.id=da.documentid AND a.id=da.authorid AND pe.id=d.pubeditionid AND pu.id=pe.pubid) AND
((da.documentid=81372 AND d.repositoryID = 1) OR pu.id < 2 OR pu.publisherid<2 OR
a.id<2 OR d.pubeditionID<2)

Table 3: Samples of Tested SQL Statements
SQL
2
6
5

No Cache (ms)
62.443
63.185
225.156

Cached (ms)
1.963
4.827
168.259

Speedup
31.8
11.94
1.34

based on user input as SQL statements are being entered could also increase performance by allowing the
caching to be done before the SQL statement is executed.
The database can be expanded to further implement
SQL features on the GPU. These additional features,
such as INSERT, UPDATE, and DELETE statements,
which are now handled purely by the CPU, may reveal
new challenges when coupled with joins and varying
size data types. The ability to add stored procedures
to the GPU database, written to run on the GPU, allow
user-implemented complexity. This feature is already
available in some other systems.

Table 4: GPU Caching Performance
SQL
1
2
3
4
5

GPU (ms)
6.73
7.44
5.01
8.13
271.36

CPU (ms)
33.61
298.78
47.69
386.92
8341.45

Speedup
4.99
40.16
9.51
47.59
30.74

Table 5: CPU vs. GPU with Selection Criteria

6

The investigation of alternate methods of accessing
GPU’s programmatically is another area of future
research. CUDA only supports NVIDIA video cards,
and ATI cards have a strong reputation for better integer
performance than NVIDIA cards. The use of alternate
programming models, such as DirectCompute or
OpenCL, may also provide altercate solutions to some
of the problems that have been addressed specifically
with CUDA.

CONCLUSION

In this paper, we have shown several improvements to
existing GPU database research. A number of caching
strategies to manage data storage on the GPU were explored and the most effective solution was evaluated,
and a method for managing the workload on the GPU
was presented. A method for coalescing and managing
variable length data, both in moving data to the GPU
and in retrieving results, was demonstrated and shown
to perform almost as well as simpler, fixed-size solutions. A method for moving complex data structure
to the GPU was demonstrated. Finally, complex joins,
including those involving irregular data, were demonstrated in the GPU database.

7
[1]

Future work in this system will require expanding the
database implementation to tile databases that are too
large for the system into the GPU memory. Even with
the advent of direct GPU memory access in CUDA 6,
direct management of the GPU memory spaces will
yield much better performance results.

[2]

[3]

Caching could also be improved by using a predictive
pre-caching scheme. This would expand the opportunities to benefit from the performance improvements
of caching. In interactive systems, preemptive caching
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ABSTRACT
We propose original metrics for estimation of detection and identification of an object in an image. SAMI
(SAliency based Metrics of Identification) gives a detection score, called D_score, and an identification score,
called I_score, for a Region Of Interest (ROI), basically the footprint area of the object. The contribution of this
paper is attractive since SAMI is basically a simple easy-to-implement heuristic method based on existing image
processing techniques and some intuition-based postulates. SAMI has initially been conceived to estimate the
performance of SCOTT, a “Synthesis COncealment Two-level Texture” algorithm. However, a direct derived application of such metrics could be the evaluation of saliency algorithms for object segmentation: the best saliency
algorithm would be the one with the highest SAMI D_score for a given object. Another possible application could
be the use of SAMI inside a saliency algorithm, to compute a dense modified saliency map, in which each pixel has
the SAMI D_score corresponding to its neigborhood (used as ROI). Such a resulting map would be more robust to
saliency noise from small spots.

Keywords
Concealment evaluation, concealment metrics, object identification, object segmentation, saliency map, Human
Visual System.

1

INTRODUCTION

SAMI, for “SAliency based Metrics of Identification”,
is a first answer to both problems by computing a detection score, called D_score, for the evaluation of the detection, and an identification score, called I_score, for
the evaluation of the identification. Only the “identification” is mentioned in the name SAMI, since the detection is implicit: an object has to be detected to be
identified. The input data are the test image, a mask
containing the ROI (basically the footprint area of the
object, or a bounding box), and the ground truth edges
of the image. The goal of SAMI is then to compute
objective metrics of the ability of an observer to detect
and identify a given object.

To evaluate the detection and the identification of an
object, it is necessary to compute metrics in a given
Region Of Interest (ROI), basically the footprint area
of this object. Of course in an application without any
prior knowledge, the ROI is unknown.
For the evaluation of the detection, one could immediately think of a saliency map, which represents the
ability of each pixel of an image to catch one’s visual attention. However to our knowledge, to modelize visual
attention, so far all saliency algorithms do not compute
such specific objective metrics [Bor13a, Itt98a, Itt99a,
Itt05a, Tor06a, Xu14a]. Then to estimate the global
saliency impact of an object, the raw values have to be
processed to answer the question: can one detect the
object? Futhermore, a saliency map does not give any
information about the structural appearance of the object in the scene: can one identify the object?

Initially, SAMI is the best friend of SCOTT: “Synthesis
of COncealment Two-level Texture” [Gos14a]. SCOTT
is a concealment algorithm, initially designed to reduce visual pollution caused by manmade equipment
[Maz13a]: it creates a texture, of any size, faithful to
the visual environment of a target, and this from only
two samples from this environment: one for the macrotexture concealment texture, one for the micro-texture
concealment texture. Such a texture can then be printed
on a plastic film and sticked over the equipement to
make it fuse with its environment. Then SAMI allows
to improve SCOTT algorithm by adjusting its parameters to obtain better SAMI scores.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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A direct derived application of SAMI could be the
evaluation of saliency algorithms designed for an object segmentation, using only SAMI detection score
D_score. The D_score could then be used as “simple” metrics of relative performance: the best segmentation would merely be the one with the highest SAMI
D_score for a given object.
Another application of SAMI could be the computation
of a robust dense visual attention map. In an application of detection based on a saliency map, the highest
value is always selected as the center of visual attention.
However, such a consideration is sensitive to noise in
the saliency map and does not take into account the area
of objects: a sole pixel, with the highest value, would
be selected while an object, with a little smaller average
saliency but in a greater neighboring area, would actually be the most salient object of the scene. We could
process the whole saliency map with SAMI, by using
a shifting spatial window as ROI, and instead of taking
the maximum raw saliency value, take the highest value
of the resulting dense map.

Extracting
dominant
colors

Resizing

Extracting
dominant
forms

Extracting
dominant
forms

Macro-texture

Micro-texture

Mixing
micro-texture with
macro-texture

Concealment
two-level texture

Figure 1: SCOTT is based on a “two-level” texture
concept, mixing a micro-texture (dashed lines) with a
macro-texture (solid lines), from two input models.

3
SCOTT: SYNTHESIS OF CONCEALMENT TWO-LEVEL TEXTURE

SAMI: SALIENCY BASED METRICS
OF IDENTIFICATION

SAMI is basically a simple easy-to-implement heuristic
method based on existing image processing techniques
and some intuition-based postulates. SAMI computes
objective metrics of the ability of an observer to detect and identify an object in a scene. By “objective”
we mean here that such metrics are computed automatically, by reproducing the average observer SVH response, as they use the saliency map concept [Itt98a].
From a test image, a mask containing a Region Of Interest ROI (basically the footprint area of the object, or
a bounding box), and the ground truth edges of the object, it computes two scores: a detection score, called
D_score, for the evaluation of detection, and an identification score, I_score, for the evaluation of the identification (Figure 4).

SCOTT [Gos14a], for “Synthesis of COncealment
Two-level Texture”, is an algorithm designed to
compute a texture and map it onto an object so that
it can visually integrate its environment [Gos14a].
SCOTT synthesizes a concealment texture, which is
both generic and visually faithful to that environment,
from texture samples of a visual environment: one
for the macro-texture concealment texture, one for the
micro-texture concealment texture (Figure 1).
SCOTT can be used for a lot of applications, like the reduction of visual pollution caused by manmade equipments (antenna, electrical cabinets, distributor boxes,
repeater shelters, etc.), by giving the “polluants” an aesthetically more pleasing look [Maz13a]. First results of
simulation show that SCOTT is efficient. However, so
far we did not use any relevance feedback. In a process
of concealment, the problem is the evaluation of detection and identification of the concealed object: SAMI is
an answer to this problem.
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In section 2, SCOTT is briefly described to understand
the problem solved by SAMI. For more details about
SCOTT, see [Gos14a]. In section 3, SAMI is described
with both the D_score and the I_score. In section 4
are some results of SAMI used for the improvement of
SCOTT. In section 5, some other applications of SAMI
are discussed. Finally an overview of the future work is
given in section 6.

2

Macro-texture
model

Before computing the scores, two temporary data
are computed for the whole SAMI process. First the
saliency map of the test image. In SAMI, the saliency
map is computed by [Itt98a], since it is the first, and
so far the most used, biologically inspired saliency
algorithm. Indeed, the goal of SAMI is to estimate the
ability of an observer to detect and identify an object,
then it is important that the whole process is based on
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Postulate: the structure of an object stands out if its
edges stands out (Figure 3).

the Human Visual System. Secondly, the ROI is dilated
by a morphological operation, so that the area of the
dilated ROI, the d_ROI, is twice that of the ROI. That is
because an object can also modify the visual impact of
its neighborhood, notably in terms of saliency. So the
detection and identification of an object is not limited
to its own area, but to the area around it (Figure 2)
contained in the d_ROI.

(a) Original
image

(a) Original
image

(b) ROI

(c) d_ROI

(c) Edges of
the object

(d) Inverse of
the edges of
the object

Figure 3: For a given image (a), if we observe only
the color information (b), we cannot identify the main
object in the scene (hydrant). What allows us to identify
an object is its structure. According to our postulate,
that structure stands outs if the edges stands out ((c)
and (d)).

(d)
Image
masked with
d_ROI

Figure 2: For the entire SAMI process, the ROI (basically the footprint area of the object, or a bounding
box) is processed to compute the d_ROI. For a given
object (hydrant in (a)), the ROI is the footprint of the
object (b). Once computed by morphological dilation,
the d_ROI (c) is then not limited to the area of the object, but to the area around it (d).

The computation of the I_score then requires the
ground truth edges of the object.
First, we extract the edges of the test image, and we
mask it with the d_ROI : this is the “test image edges”.
The extraction of the edges is realized by an edge extractor (e.g. Canny filter), not on the grayscale image,
but on a weighted average of the normalized L* (lightness), C* (chroma) and h (hue) channels of the image. Indeed the L*C*h colorspace, derived from the
L*a*b* colorspace, combines the advantges of both the
L*a*b* and HSV (Hue, Saturation, Value) colorspaces
[Bal12a]. A euclidian distance corresponds to a visual
distance when merely switching from the L*C*h colorspace to the L*a*b* colorspace. And the components
of the colors are clearly and intuitively separate in the
L*C*h colorspace, like in the HSV colorspace. This
way we can attach more importance to one particular
component, like the hue channel, which we think may
be more responsible for the visual sensation of edges.
The pixels of the edges are weighted by their corresponding saliency values in the saliency map. This way,
each edge pixel does not only stand out through a nonzero gradient in L*C*h colorspace, but also through the
saliency of its neighborhood.

Detection score
The detection score D_score evaluates the ability of detection of an object in a visual environment.
Postulate: the global saliency of an object is a function of the continuous areas of its highest values.
First, the saliency map is masked with the d_ROI. Then
a mask is computed by thresholding the saliency map
within the d_ROI. The threshold is the mean saliency of
the area given by the logical xor between the ROI and
the d_ROI, that is the part of the d_ROI around the ROI.
The mask may be processed with an opening morphological operation to remove very small spots (which are
unsignificant, according to our postulate). The saliency
map is then masked with this last mask. The final
D_score is then computed as the mean saliency of the
remaining pixels.
The D_score is then an objective measure of the ability
of detection of an object (Figure 4). This is an absolute score as it does not depend on any saliency value
reference; then it has only a meaning when compared
with the original image D_score, or other test image
D_scores. Its range is between 0 and 100. Practically,
through different scenarios, we have observed that the
entire theoretical range is not used, then some statistical
processing could be used to improve the meaning of the
results (see Section 6).

The idea behind the I_score is to compare the ground
truth edges with the test image edges. Before comparing, both the ground truth edges and the test image
edges may be processed with a morphological dilation.
Indeed, the d_ROI in the test image may have the same
structure as that of the ground truth edges, but its structure may have been affected by a small translation or
scaling effect. Processing both the ground truth edges
and the test image edges with a morphological dilation
prevents from claiming that the structures are different
while they are not (false negative).

Identification score
The identification score I_score evaluates the ability of
identification of an object in a visual environment.
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The final I_score is then computed, according to our
postulate, as a combination of the cross-correlation of
the image edges with the ground truth edges and with
the inverted ground truth edges. It is comparable to a
combination of the true positive rate and the false positive rate. All these operations are processed inside the
d_ROI.
The I_score is then an objective measure of the ability of identification of an object (Figure 4). This is a
relative score as it is a comparison to a ground truth reference; then it has a meaning by itself, as the rate of
preservation of the original image structure (of course
the I_score of the original image has no meaning since
it is 100%). Its range is between 0 and 100. Practically,
through different scenarios, we have observed that the
entire theoretical range is not used, then some statistical
processing could be used to improve the meaning of the
results (see Section 6).
At the end, we have two objective metrics of the ability
to detect and identify and object in a scene (Figure 4).

4

RESULTS

SAMI has initially been designed to evaluate the performance of SCOTT. The evaluation, of the results of
SCOTT, proves that SCOTT does reduce the visual impact of objects [Gos14a]. It allows to improve SCOTT
algorithm by adjusting its parameters to obtain better
SAMI D_score and I_score.
Figure 4: SAMI computes objective metrics of the ability of an observer to detect and identify a given object in
a scene. From an input test image (distorted Mona Lisa,
with yellow borders), the original image and a Region
Of Interest ROI (both with green borders), SAMI computes two scores for this ROI: a detection score D_score
and an identification score I_score. The D_score (red
path) is computed from the saliency map of the test image ROI. The I_score is computed as a comparison between the ground truth edges (computed from the original image, both with green borders) and the test image edges, weighted by the test image saliency. The
D_score is 11.02%, and the I_score is 14.86%. These
scores confirm that the ROI is salient compared to the
rest of the painting (Leonardo da Vinci would certainly
agree), and the test image ROI structure does not match
that of the original version, since it has been distorted.

In the evaluation of SCOTT, the name of the game is to
compare an original image, containing a visually polluting object, and several test images, where the object
is concealed by SCOTT.
The ground truth edges of the object, for the estimation
of the identification, is merely obtained by extracting
the edges of the original image (where the object is not
concealed), the same way the edges are extracted from
the test image (where the object is concealed) to compute the I_score.
From the results (Figure 5 and Figure 6), we can first
conclude that SCOTT is efficient, since the scores are
better (smaller in this case) with SCOTT textures. Secondly, we understand that the need here is to improve
SCOTT algorithm by adjusting its parameters, since
some concealment textures are clearly better than others.

Comparison of saliency algorithms

Of course SAMI can also be used to evaluate general
purpose texture synthesis algorithm, like inpainting.

5

SAMI could be used to compare saliency algorithms in
an application of object segmentation. Indeed the best
algorithm would then be the one with the “best” (the
highest in this case) SAMI D_score for this object.

OTHER APPLICATIONS

We think that SAMI could be used in two other applications: the comparison of saliency algorithms and the
computation of visual attention map.
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In this application, SAMI should be adapted as follows:
there would be no more d_ROI, only the ROI is used
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(a)
Original
image
without
SCOTT texture

(b) Region Of Interest ROI

(d) Original image saliency map

(f) Original image
edges

(h) Test image
with
SCOTT
texture

(k) Test
edges

(a)
Original
image
without
SCOTT texture

(b) Region Of Interest ROI

(c) d_ROI

(d) Original image d_ROI

(e)
Original
image
d_ROI
saliency map

(f) Original image
d_ROI edges

(g) Test image 1
d_ROI

(h) Test image 1
d_ROI saliency
map

(i) Test image 1
d_ROI edges

(j) Test image 2
d_ROI

(k) Test image 2
d_ROI saliency
map

(l) Test image 2
d_ROI edges

(e)
Original
image
d_ROI
saliency map

(g) Original image d_ROI edges

(i) Test image
saliency map

image

(c) d_ROI

(j) Test image
d_ROI saliency
map

(l) Test image
d_ROI edges

Figure 5: SAMI has initially been designed to evaluate
the performance of SCOTT, a concealment algorithm.
In this example, we have a concrete example of visual
pollution caused by a repeater shelter without (a) and
with (h) a SCOTT concealment texture. The object is
contained in a bounding box used as Region Of Interest ROI (b), from which is computed the dilated ROI
d_ROI (c). SAMI compute the detection score D_score
from the saliency map of the test image (i) in the ROI
(j); this D_score can be compare to that of the original image (d) in the ROI (e). The identification score
I_score is computed from the edges of both the original
image and the test image ((f) and (k), respectively) in
the ROI ((g) and (l), respectively). In this simulation,
the concealment texture has been mapped on the object
in a way that it best fits its 3D shape. The SAMI results
prove that SCOTT is effecient by making the polluting
object less salient and by breaking its visual structure:
the D_score of the original image is 12.63%, while that
of the test image is 6.34%; the I_score of the test image
is 18.12%.

Figure 6: SAMI allowed us to improve SCOTT, by
evaluating its resulting images, that is the images with
SCOTT textures, and making the SAMI scores better
(smaller). In this example, we have a visual environment (a), with an object we want to conceal (d): the
mailbox. By using a bounding box as the ROI (b),
from which is computed the dilated ROI d_ROI (c),
SAMI compares the ROI saliency maps and edges, in
the original image ((d), (e) and (f)), in the same image with a concealment texture from the original version of SCOTT “test image 1” ((g), (h) and (i)), and in
the same image with a concealment texture from an improved version of SCOTT “test image 2” ((j), (k) and
(l)). These results prove that we can improve SCOTT
by evaluating its results with SAMI, and take the best
(smallest) scores. In this scenario, the I_score is not
relevant since the concealment textures do not fit the
shape of the object: they are just superimposed on the
2D plane of the image. Here are the scores: the D_score
of the original image is 12.72%, while that of the test
image 1 is 7.05% and that of the test image 2 is 4.50%.

(no dilation of the ROI), and then the D_score threshold
should merely be computed as the mean saliency of the
not-ROI area.
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For example, if we compare Itti [Itt98a] saliency algorithm with a more recent one like MSSS [Ach10a], we
find out that the second one would be better for an application of saliency based object segmentation, since
its SAMI D_score is higher than Itti’s (Figure 7): 22.87
against 17.82. Indeed, visually, the target object is more
highlighted in MSSS saliency map than in Itti saliency
map.
(a) Original image object

Computation of visual attention map
Another possible application could be to include SAMI
in a saliency algorithm, by processing the whole
saliency map with SAMI to compute a visual attention
map, as a dense SAMI D_score map.
Indeed, in a visual attention modeling process [Bor13a,
Itt98a, Itt99a, Itt05a, Tor06a, Xu14a], we simply use the
raw values of the saliency map: the maximum would
define the first point of focus, then the second maximum would define the second point of focus, and so
on. However, such a process would not take into account the size of the saliency spots, and it is our intuition that the global saliency of a region is a function of
the continuous areas of its highest values. That is why
SAMI could be useful to improve such a process.
To do so, SAMI would merely process the saliency
map with a shifting neighborhood window as ROI (no
more d_ROI ). Then a D_score would be computed for
each pixel of the saliency map. Mathematically, in this
case, SAMI is a non-linear function which moves the
saliency values away from each other: the small values
become smaller and the high values become higher; it
is like increasing the local contrast. The results (Figure 8), realized with the saliency algorithm Itti [Itt98a],
prove that the resulting map highlights better a salient
object in a scene, by removing secondary objects in the
background.

6

(c) Original image
saliency map : MSSS

Figure 7: SAMI could be used to compare saliency algorithms for an application of object segmentation. The
best saliency algorithm is the one which highlights the
most the object, that is the one with the best (highest)
D_score for this object (that is the ROI and there is no
more d_ROI ). In this example with a very salient object in a image (a), SAMI can compare the saliency
map of two algorithms: Itti (b) and MSSS (c). According to SAMI D_score, MSSS is the best for an application of object segmentation, as it highlights more the
salient object with the highest D_score: 22.87% against
17.81%.
But the main future work will be to combine both
SCOTT and SAMI in a feedback loop (Figure 9). One
of the most influential parameters of SCOTT is the criterion for the selection of the input samples as models to synthesize a concealment texture faithful to the
visual environment: macro-texture model and microtexture model. So far, this selection is done manually
(Figure 6), according to what the user wants the concealment texture to look like; then the criterion of selection is purely subjective. But it could be very beneficial
to the algorithm that this selection is automatic. First,
SAMI would extract, from an image of a given visual
environment, the possible pairs of input SCOTT models (macro-texture model and micro-texture model), as
the least salient samples in the environment for example. Then for each pair of models, SCOTT would synthesize a concealment texture. A simulation module
would then simulate the mapping of each concealment
texture onto the object to conceal. From the renderings
of the simulation, SAMI would then evaluate the results by computing both the D_score and the I_score.
Finally, the concealment texture with the best SAMI
scores would be selected as the SCOTT concealment

FUTURE WORK

First, the meaning of the results could me improved by
statistically processing the SAMI scores. Indeed we
have observed that the theoretical ranges of the score
are not fully used, notably because the theoretical maximum (100) of the functions cannot be reached. By
studiying the practical useful ranges of these scores, we
could compare the results better by clipping and stretching the results.
Secondly, even if the results of evaluation by SAMI
show that such an evaluation is relevant, and even if
SAMI does allow us to improve SCOTT algorithm by
adjusting its parameters, SAMI has not been validated
so far. In other words, we also need a subjective evaluation for the objective evaluation! Since by “objective”
we mean “HVS-inspired automatically computed”, immediate future work will be to validate SAMI by comparing the obtained results with data provided by test
subjects.
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(b) Original image
saliency map: Itti
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Visual
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optimal
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(b) Original image
saliency map: Itti

SCOTT
computes a
concealment
texture
for the current pair
of possible models

SAMI evaluates
the result of
concealment
simulation

Simulation Module
maps the
concealment
texture onto the
object to conceal

Concealment
texture

Figure 9: Future work will be to combine both SCOTT
and SAMI in a feedback loop. One of the most SCOTT
influential parameters is the selection of the input sample as models to synthesize a concealment texture faithful to the visual environment: macro-texture model and
micro-texture model. It could be very beneficial to the
algorithm that this selection is automatic.

(d) Original image
ROI saliency: Itti and
SAMI

Figure 8: Another possible application could be to include SAMI in a saliency algorithm, by processing the
saliency map to compute a visual attention map, as a
dense SAMI D_score map. Indeed, SAMI acts as a
non-linear function which moves the saliency values
away from each other: the small values become smaller
and the high values become higher; it is like increasing the local contrast. This way the most salient object is more highlighted while the secondary objects are
removed. If we take the same example as Figure 7
(a), with the saliency algorithm Itti, we see that some
secondary objects are salient, while the main object
(hydrant) is not really highlighted (b). However, with
SAMI, only the hydrant has a high value over a big area
(d). This way the hydrant is much more highlighted.
One could argue that SAMI has the same effect as a
mere low-pass filter. But the result of a low-pass filter
(b) shows that, even if the hydrant is more highlighted,
the saliency value of the background is bigger on average. Besides, if we focus on the main object (that is the
ROI and there is no more d_ROI ), the D_score is the
best (highest) for the algorithm Itti with SAMI: 48.85%
for Itti, 62.78% for Itti filtered by a low-pass filter, and
63.56% for Itti with SAMI.

7

CONCLUSION

SAMI provides original metrics of detection and identification of an object in an image, based on the saliency
map of this image. To do so, SAMI computes two complementary scores, a detection score, called D_score,
and an identification score, called I_score, which evaluate the detection and the identification of the object,
respectively. SAMI has been initially designed to evaluate SCOTT, a concealment texture algorithm synthesis,
to complete our concealment algorithm package. This
way we improve SCOTT and we are considering incorporating SAMI inside SCOTT itself, to make automatic
the selection of SCOTT input models. A first other possible application of SAMI is the evaluation of saliency
algorithms for an application of object segmentation.
Finally, SAMI could even be included in a saliency algorithm, by processing the whole saliency map with a
shifting window, then computing a visual attention map
as a dense SAMI D_score map.

8
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ABSTRACT
The paper presents the aspects of 3D graphics utilization in the visualization of underground coal gasification
(UCG) process. Data gathered during the process as well as achieved by the mathematical modelling describe
a three dimensional structure of the georeactor where the process takes place. Proper visualization of this
information is crucial for better understanding of the process and further possibilities of its development and
practical usage. Therefore, a dedicated software tool was developed to support the visualization of the data. This
program enables visualization of the data in user friendly environment which supports the monitoring of process
during each stage. It is developed with application of XNA technology in C#.NET. The system overview with
possible applications is presented.

Keywords
visualization, 3D graphics, UCG process

1. INTRODUCTION
The energy requirements of modern world are
constantly increasing. Though renewable energy
sources are one of the most promising, they are still
in a minority in the market. It seems the fossil fuels
are going to play the most important role for the
predictable future [Col06, Sha09]. Unfortunately,
these energy sources are hardly environmentally
friendly. One of the crucial environmental aspects is
CO2 emission, which is believed to be a cause of
climate changes. Therefore it is necessary to adopt
fossil fuel usage, with the view of environmental
impact reduction while preserving energetic
efficiency. The underground coal gasification (UCG)
is recognized as one of such promising technologies
[Bhu13, Bia08].

Figure 1 Underground coal gasification process
scheme
reaction zone (injecting well or injector) and one for
acquiring and removal produced gases (production
well or producer). The two wells are connected by
gasification channel. Gasification channel forms the
zone, where entire process takes place. The
gasification process is complex and involves several
physicochemical phenomena [Col06, Zog13]. Among
many others the most important are: gaseous phase
chemical reactions, surface chemical reactions,
pyrolysis, water evaporation, transport of mass and
energy (also in porous media). As the result of the
processes several chemical individuals are formed,
the thermal energy is produced, consumed and
transferred, the geometry of gasification channel is
modified. All that processes influence quality of
produced syngas.

The UCG goal is to convert underground coal seam
into flammable gas, which can be further used as an
energy source. The coal deposit is usually accessed
by system of wells (Figure 1). At minimum two wells
are required: one for injecting processing gases into
Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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The UCG process is recognized as complex and not
fully understood, which makes its controlling
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a difficult task. On the other hand, syngas quality and
stability of its parameters in time are crucial for
industrial utilization. Therefore, further research are
absolutely necessary. Several research projects have
been set up worldwide. Two main pathways are
taken: experimental and modeling. In both of them
huge amounts of data are gathered. Their analysis can
be much more effective if the data are presented to
the scientist in appropriate, readable and effective
way. Because of that, the project aimed at UCG
process visualization system development has been
started. As the UCG data describe the process state in
time and space it was assumed that 3D graphic will
be the proper tool for visualization. The most
important parameters of UCG process are spatial
placement, shape and time development of solid –
gas interface, spatial and temporal distribution of
gaseous phase fluxes, temperature and concentrations
of gaseous chemical species: hydrogen, carbon
monoxide, carbon dioxide, methane, oxygen and
many others. The application of 3D computer
graphics for UCG process data visualization is
presented. The class structure of the developed
software is described along with achieved results.

It was assumed that visualization of UCG data should
allow:


visualization of at least two parameters
simultaneously,



observing varying parameters’ values in
time,



visualization of each point with tools for
selecting which part of data should be
presented to the user.

Visualization of UCG process should base on its
nature. As the georeactor vicinity is represented by
set of data defined within 3D space, selection of 3D
computer graphic is straightforward. Investigation of
UCG process requires analysis of at least three
parameters:


changes of gasification channel shape and
size in time, which is strictly connected with
effectiveness of ongoing process,



temperature field in gasification channel,
coal bulk and on the surface separating
gaseous and solid phase,



selected chemical compounds concentrations
in gasification channel and coal bulk.

2. VISUALIZATION TECHNIQUE
The UCG originating data describe how values of
several chosen quantities varied in time in the vicinity
of georeactor. The term ‘georeactor’ is used to
describe a selected space, containing gasification
channel, the cavern and coal in which gasification
process takes place. Regardless of data origin –
measurements or simulation – they always have
similar structure. Firstly, each of measurements or
calculations is bound to its location – a set of
3 coordinates (x,y,z) which identify a point in 3D
space, where the value was calculated (measured). In
case of modeling results, used in the work described
in the article, the points locations are defined by
georeactor spatial discretization (numerical grid). The
point may, or may not be uniformly spread in the
space. In the case of numerical modeling there are
usually few thousand of points in which the values
are calculated. During measurements, the number of
measurement points hardly exceed few hundreds.
Therefore the simulation data were used for
visualization development and testing. During the
simulation the data are calculated in well-defined
time intervals, which allow prediction of georeactor
state evolution in time. Summing up, it may be stated
that:


there are up to several thousand points in
which parameters’ values are determined,



there are few (usually 10 to 20) parameters,
which values are determined
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there is full set of data (values of each
parameter in each point) determined in few
hundreds discrete time intervals.

All mentioned data are expected to change in time
during UCG process. Simultaneous visualization of
selected values is highly desirable, as it gives the
researchers possibility to investigate probable
interactions between parameters. The gasification
channel is de facto defined by surface separating
solid and gaseous phases. The shape of the surface
and its placement in the space inform of changes in
gasification channel. Therefore, use of triangulated
3D surface was chosen for gasification channel
representation. Other data (temperature and
concentrations) have point rather than surface nature.
Nevertheless, combined visualization of few selected
parameters as a 3D objects gives an opportunity to
present each of parameter using different feature of
the object (color, height, rotation, etc.). It was
accepted that 3D primitives as simple polyhedrons
will be used for their visualization. Total
visualization will present a set of 3D objects placed
in 3D scene and animated according to passed time.
It was assumed, that in each of the points defined by
numerical grid a graphical 3D object will be placed.
The object color, size, proportion and rotation speed
are used for presenting values of selected parameters.
The primitives (cone, cube, tetrahedron etc.) or
complex 3D model can be used for values
representation (3D objects). For example, let’s
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Figure 2 Concept of UCG visualization system
choose a tetrahedron as a 3D object used for
visualization. Its color can be used for representing
temperature, size for hydrogen concentration and
rotation for pressure. It is also possible to change
sizes in selected directions, but because of readability
it is usually better not to exceed 3 or 4 parameters’
visualization at the same time.

Host component represents a platform on which
whole visualization system is built. The role of host
component is to ensure the way of communication
between other components. The component takes
care of all other necessary components and objects
creation and initialization. It is responsible for
visualization time span management. The component
holds graphic context, which is used by other
components for drawing their part of visualization.
The Host component repetitively call contained
components to update themselves and to draw
themselves with use of provided graphical context.

Visualization of values variations in time is relatively
straightforward – each time interval (time step) is in
fact bound to one set of parameters values. It is
sufficient to display the sequence of following
visualizations as time passes.

Graphics Model represents a visualization of
selected simulation result. It holds information of
state of visualization (still, animated, etc.), simulation
time and current frame. The frame idea supports
visualizing time advance in visualizing model. It is an
analogue for movie frame in UCG visualization
software. It was assumed that each simulation
provides data for several hundreds of frames, which
are used for animated visualization. The role of
graphical model is to synchronize the simulation time
and appropriate frame number. Apart from Graphics
Objects, Graphical Model holds Graphical Elements
– a special kind of visualized data presenters.

The design of software for UCG data visualization
was prepared with w view of flexibility and easiness
of further enhancements. Special attention was also
paid to the efficiency.
The overall software construction consists of six
components (Figure 2):


a Host component,



a Graphics Model component,



set of Graphics Objects,



set of Graphical Elements,



a Cameras component,



a Decoration/graphics helpers

Graphical Elements are used for visualizing the
effect of data transformations, which, by its nature,
are not bound to grid points. As an example the
surfaces showing distribution of selected constant
value of parameter, a plane with values map of
selected parameter and so on.

The responsibility and role played by each of the
elements are presented in following paragraphs.
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Figure 3 Static class diagram of UCG visualization system
DirectX and OpenGL. Both support programmer with
similar features, though they differ in portability and
integration with operating system. OpenGL is known
to conform with open source standard and is available
on several operating systems. On the other hand
DirectX is non questionable leader in graphic
software development on Windows machines. As it is
not portable, it can be better integrated with the
operating system and gives more control to
programmers. Usually DirectX solutions have better
performance on Windows machines, allow better
multithreading operations utilization and provide
COM object oriented interface. Taking under
consideration, that the visualization software is
dedicated to run Windows operating system, the
DirectX was chosen as a base, but with help of higher
level XNA Game Studio 4.0 library. The XNA Game
Studio is a managed code library dedicated to 2D and
3D game development. It wraps DirectX API and
presents it to the user with high level, easy to use
class model. The software was written in C#
programming language, Microsoft Visual Studio was
used as IDE.

Graphics Object represents a set of data which has
to be presented along with objects responsible for
visualizing them in selected way. The Graphic Object
data are bound to collection of frames. Graphic
Object holds a visualizer – object capable of
presenting data for selected frame. As visualizers can
be easily changed it is also easy to change the way the
UCG data are presented.
Cameras provide the user view of visualized 3D
data. The system presents to the user part of the data
which is visible from the selected camera. Software
define 5 cameras – 4 still targeted at the visualized
space and one movable. The movable camera can be
moved in the space in the same way as in FPS (First
Person Shooter) games. It allows making close-ups as
well as seeing the visualized data from different
perspectives.
Decoration/graphics helpers are used for showing
UI elements such us legend, directions markers,
guiding planes and so on. All this elements do not
really belong to visualized data but helps user to
appropriately understand what is visualized and helps
him to navigate in the space. As some of the helpers
need information from graphical model, there is
a host which is responsible to set up required
communication.

The program structure (most important classes) are
presented in Figure 3. The UCGVision class is a Host
component for applications. It holds references to
GraphicalModel
object
(visualized
data
representation), LegendVisualizer, SectionVisualizer
and DirectionVisualizer objects. The three last
objects belong to Decoration/graphic helpers. The
GraphicalModel holds collection of references to
Object class objects. The Object holds collection of
FrameObject (frame representations). All objects are

Implementation of 3D graphic visualization software
is very difficult without help of appropriate graphic
library. The considered library should ensure a level
of abstraction between graphic hardware and
developed application. There are two solutions
widely used in graphic software development:
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Figure 4 Visualization of UCG data – the model overall view (left) and selected region closeup (right)
Processor:

Intel Core 2 Duo E7500 @ 2.93
GHz

GPU:

NVIDIA Quadro FX 580 2 GB

RAM:

4 GB

Table 1 Workstation hardware configuration
Nevertheless, software performance can be
significantly improved by software optimization. The
suggested workaround of this problem is to use
pregenerated bitmaps for visualizations of points
placed further from camera position. As the software
is supposed to show animation of UCG process run,
the time spent for each scene rendering should not
exceed 40 ms. It is worth mentioning, that the amount
of data visualized on each frame is exactly the same,
they just represent different points in time. Despite of
the mentioned problem developed software proved its
usefulness in UCG data visualizations.

Figure 5 Visualization of UCG data – the isosurface of selected parameter
created by dedicated
ObjectGenerator).

class

factories

(eg.

The GraphicModel is created by DBLoadGMBuilder
upon data read from database. The TestGMBuilder
generates GraphicalModel object for test purposes.

4. CONCLUSIONS
The UCG process is one of promising technology for
coal bed exploitation. Understanding of the process is
made easier when the data gathered during process or
its modeling are presented in rich and readable way.
The developed software allows such presentation by
using the possibilities given by 3D graphics. Upon
experiences gathered, the following conclusions were
formulated:

3. RESULTS
The developed software was tested using several
datasets. The datasets were generated using CFD
model of UCG process [Nur14]. The results of
obtained visualizations are presented in Figure 4 and
Figure 5. All calculations were performed using the
workstation described in Table 1. The visualization
allows easy observations of modeled process
parameters. The tests of the software showed, that
free camera is especially useful. However, one
disadvantage has also been observed. During
visualization of large datasets (over 25000 points) a
significant problems with efficiency have been
observed. As the dataset size grows, so does the
amount of graphic objects used for their
representation. Because each object consists of set of
triangles (number of triangles depend on object type),
rendering whole scene requires significant number of
calculations. For smooth program operations it is
necessary to use top notch hardware equipment.
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The usage of visualization software helps with
understanding of UCG process and allow
detailed investigation in its details,
The XNA Game Studio proved to be very
flexible and easy to use library. It allowed rapid
development of visualization system.
Visualizing of huge amounts of data can cause
significant slowdown in system performance.
Workaround of the problem, though not easy is
possible – it is suggested to use pregenerated
bitmaps to show objects far from camera
position.
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ABSTRACT
The study of robots that mimic the behavior of small animals such as lizards and arthropods has been actively
carried out. However, systematic analysis of the gait behavior of small animals is not prevalent in the literature.
Motion analysis of most living creatures is conducted using the optical motion capture system. However, it is
inapplicable to small animals owing to the difficulty of attaching optical markers. To solve this problem,
markerless motion capture is being researched; however, many of these studies were performed on human
subjects. Therefore, to apply a markerless motion capture system for insects that have many legs and a high
degree of freedom, additional research is required. The objective of this study is to develop a system to estimate
the continuous pose of small-articulated animals using a three-dimensional skeleton model of the animal from a
multi-view video sequence. It includes the extraction of the extremity and root of each leg and the calculation of
joint kinematics using the forward and backward reaching inverse kinematics (FABRIK) algorithm that uses the
extracted extremity and root. The method developed in this study will contribute to better understand the gait
behavior of small-articulated animals.

Keywords
Kinematic modeling, Markerless motion capture, Pose estimation, 3D reconstruction, 3D modeling, Inverse
kinematics
and robots can be analytically compared, is minimal.

1. INTRODUCTION

The objective of this study is to develop a system to
track and analyze the kinematics of small animals
using a three-dimensional articulated model of the
animal from a multi-view video sequence. It includes
the optimization of the acquisition of multi-view
video images, the generation of a three-dimensional
skeleton model from the multi-view images for each
frame, and the calculation of joint kinematics from
continuous sequences.

The research field that analyzes human and animal
motion is a newly growing field of study. It is widely
applied in a range of areas, from the logistics industry
and space exploration to individuals’ overall living
environment, such as home appliances and animation.
Research on robots that resemble insects is steadily
increasing. In addition, this research is expected to
facilitate the collaboration of nanotechnology (NT)
and information technology (IT). However, research
on automatically recognizing animal motions and
converting them into data, and measurement
techniques by which the motions of actual animals

2. RELATED WORK
In most biomimetic robot research, the analysis of the
behavior of living things is performed cognitively
using two-dimensional images or videos obtained
through high-speed photography or microscopy,
based on biological knowledge. In addition, the
difference in terms, modeling, and the research
approach between biology and engineering
researchers occasionally becomes an issue in the
research process [Vat07].

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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As a solution to this problem, a markerless motion
capture method was considered. The approach used
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in the existing markerless motion capture system is
the motion reconstruction method through the
interpretation
of
human
body
silhouette
[Li02][Hos01].

cameras can obtain an image at the speed of 70

However, it has many limitations in the reconstitution
of available motion. It is inaccurate, unrealistic, and
requires considerable time. Because it is affected by
illumination and background changes, it is difficult to
use the existing markerless motion capture system in
a general environment. In order to reduce such
limitations, research on markerless motion capture
using a large number of cameras and a visual hull
carving technique is being carried out [Mun05].

In general, camera calibration includes error due to
the precision of patterns (chessboard), or the camera
itself. To fix this problem, multiple sheets of images
are obtained by diversely changing the locations of
the pattern for calibration, as shown in Figure 2.
Stable values are obtained by performing a filtering
process at the corner points found in each of the
pattern images.

frames per second with a 659ｘ494 pixels resolution.

4. MULTI-CAMERA CALIBRATION

Extrinsic parameters(world-centered)

Researchers at Stanford University have developed a
markerless motion capture method by obtaining the
relative coordinate system for each degree of freedom
from the prepared human skeleton model using
human movement or motion with a series of cameras
and a set of three-dimensional points from the
silhouette for each individual frame [Cor06][Che03].
Gibson et al. collected the images of motions and
moving behaviors of ants and spiders at various
angles and traced the changes of their feature points.
Research based on those traced points was conducted
to form three-dimensional animations [Gib07].
However, this research was conducted focusing on
animation, tracing the feature points and moving
paths of the insects rather than the kinetic analysis of
the minute movement of insects. Pullar et al.
conducted research on a motion-tracing algorithm
that uses camera images and a physics-based kinetic
model to represent three-dimensional motions of
spiders [Pul08].

Figure 2. Camera calibration using the Camera
Calibration Toolbox
In this study, the Camera Calibration Toolbox
[Bou01] was used. This toolbox finds the corners
from the arrangement of black and white rectangles
that fit the size of the grid.
In this study, multiple cameras were used, and
therefore, the accurate locations of all cameras cannot
be detected through stereo calibration. The absolute
position of the remaining cameras about the reference
camera can be found using the relative position of a
pair of cameras detected through stereo calibration.

3. EXPERIMENTAL SETUP
In order to capture the diverse motions of the smallarticulated animal, six color CCD cameras (BASLER
Co.’s scA640-70fc model) and a transparent acrylic
box were used in this research.

First, multiple sheets of 2D images are obtained from
the cameras, and each camera is calibrated. Next,
stereo calibration is performed based on the corner
points, which are back projected using the camera
parameters obtained from the calibration of each
camera. Based on the results, the relative position
between the two cameras can be obtained. The
absolute position of the remaining cameras about the
reference camera is obtained by accumulating the
relative position between the two calibrated cameras,
as shown in Figure 3.

75cm

75cm

x

y

Figure 1. Captured environment that consists of a set
of six calibrated cameras arranged in a blue fabric
covered box

However, because the results of each stereo
calibration contain re-projection errors, the absolute
position of the camera obtained by these results
includes the accumulated re-projection error. In order
to solve this problem, the Lenvenberg-Marguardt
(LM) minimization method is generally used. To find

To synchronize the cameras, VIEWRUN Co.’s VR1000 TB was used. To capture the images of the
subject’s motions, two below the box and four lateral
cameras were utilized as shown in Figure 1. The CCD
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the slope of the errors in LM, the Jacobian matrix is
established. For this research, the optimization
problem was solved using sparse bundle adjustment
(SBA) [Lou04][Lou09].

In addition, it is difficult to understand the length
between each joint because the experimental animal
is extremely difficult to control. In order to solve this
problem, we manually selected the location of all
joints in all images of the first frame, and
reconstructed the selected locations as show in Figure
4.

Extrinsic parameters(world-centered)

Zworld

In order to estimate the position of the middle joints
by applying the FABRIK method, we used 16
locations of extremities and roots in the location of
all joints. In addition, two reference points for root
estimation were selected from the first image of
continuous multiple images, as shown in Figure 5.
Yworld
Xworld

Reference
points

Figure 3. Absolute position of cameras obtained
using the stereo calibration method

5. JOINTS POSE ESTIMATION

Figure 5. Selected positions of extremities, roots, and
reference points for the estimation of the middle
joints

In this study, for articulated animals that pose
difficulties in attaching markers for motion analysis,
the joint position was estimated by applying the
forward and backward reaching inverse kinematics
(FABRIK) method [Ari11] to extremity and root(the
joint between a leg and body) positions based on
initial joint positions.

Extremity estimation
In order to estimate the extremities in all frames, we
used the skeletonization method, which is widely
used to express the inherent structure of an object,
and the skeleton pruning method based on Discrete
Curve Evolution (DCE) [Bai07].

Initialization
The joint pose estimation of articulated animals by
applying inverse kinematics was important to obtain
the initial joint position. If the initial joint position is
considerably different from the joint position in the
second frame, an incorrect estimation is possible.
Furthermore, in the case of articulated animals like
tarantulas, incorrect results are more likely to occur.

However, as shown in Figure 6(b), because of
performing skeleton pruning, problems whereby the
extremity is not extracted, or an unnecessary
extremity is extracted, can occur.

(a)

(b)

(c)

Figure 6. Procedure of estimating extremities. (a) The
extremities obtained from previous frame. (b)
Extremities
candidate
extracted
using
the
skeletonization method and the skeleton pruning
method. (c) Extremity estimation result
Figure 4. Three-dimensional reconstruction of the
location of leg joints selected in the first frame and
reconstructed in three dimensions
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To solve this problem, we applied a stereo imageprocessing method to reconstruct all the extremities
obtained from multiple images in three-dimensional
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space. To eliminate any extremities that were
reconstructed from incorrect extremity positions, we
extracted those extremities that included three or
more extremities in close proximity. We then
grouped those extremities to obtain the centroid of
each group. Next, the actual three-dimensional
extremities of the experimental animal were extracted
and compared with the three-dimensional extremities
reconstructed from the previous frame.

we extracted only the skeletons that are applicable to
the legs of the experimental animal by using the
extracted points of the junction of the skeleton
images, and estimated extremities in all the multiple
view images, as shown in Figure 8.

Root estimation
We estimated the roots by extracting the reference
point based on the assumption that root positions are
always the same with respect to the reference point
while moving the experimental animal. We used two
images captured by the downward-facing cameras
because they were well placed to detect the locations
of roots.

(a)

(c)

Figure 8. Only the skeletons applicable to one leg are
extracted. (a) The skeleton images. (b) The junction
of the skeleton images. (c) The skeleton
corresponding to one leg

In this study, first, an 8 × 8-pixels image is created on
the next image, based on the two selected reference
points in the previous image. Then, we find the
coordinates close to the intensity values of the
selected reference points in the previous image.
Through these methods, the reference points were
extracted from all frames. Next, the transformation of
coordinates between lines through the two reference
points in each image was calculated. Finally, the roots
in all images were estimated by converting the
coordinates of the selected roots in the previous
image, as shown in Figure 7.

Then, after projecting the three-dimensional
coordinates of the joints, the positions of which were
estimated using the FABRIK method, onto the
skeleton image extracted from multiple view images,
the projected coordinates were corrected based on the
extracted skeleton, as shown in Figure 9. We then
applied stereo image processing to reconstruct the
corrected coordinates. Thereafter, we grouped the
three-dimensional coordinates of the joints to
determine the centroid of each group. Then, by
repeating this process, we extracted the optimal threedimensional coordinates of the joints.

Figure 7. Procedure of estimating roots. The user
selects the reference points in the frame n and the
search algorithm for the points in the region of the
frame n+1. The best match is indicated by the
intensity value

(a)

(b)

Figure 9. Corrected position of joints. (a) The
position of joints through the FABRIK method. (b)
The result of correcting the position of the joints by
the skeleton image

Middle joint estimation
The position of the middle joint was estimated by
applying the FABRIK method to the extremity and
the root positions based on the joint position
estimated from the previous frame.

Through this method, the position of the joints can be
corrected to be approximately near the skeleton of the
actual target. However, this result may include an
error in the process of three-dimensional
reconstruction, because it is corrected using a twodimensional image. Therefore, we made another
correction according to the link lengths, and the
positions of the middle joints were estimated as
shown in Figure 10.

However, small animals with many legs and many
joints, like the tarantula in this study, generate a great
deal of occulation. This makes it difficult to estimate
the position of the middle joint by using general
inverse kinematics methods.
In order to solve this problem, we corrected the
positions of the joints using the skeleton image
generated by the silhouette image in each frame. First,
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(a)

(b)

Figure 10. Result of pose estimation. (a) Estimated positions of the joints in the first frame and the last frame (the
hundredth frame). (b) Three-dimensional reconstruction of the joints
aspect requires further study to enable the extraction
of precise skeleton images.

6. CONCLUSION
The positions of all the joints were successfully
detected from multiple view images. This included
the extraction of the extremities and roots of each leg,
as well as the calculation of the joint kinematics using
the FABRIK algorithm with the extracted extremities
and roots. This is the first study to propose a means
of estimating the movement of small articulated
animals by using multiple view images. This has not
been attempted in any previous study.

The technique developed in this study can be adapted
to implement the kinematics and optimized motion
planning required for biomimetic robots.
In our future studies, we will evaluate the accuracy of
the positions of the joints by comparing the positions
obtained using our method with the manually selected
coordinates of all joints in a series of continuous
images.

We manually selected all joint locations in all the
images of the first frame and then reconstructed the
selected locations. Then, we estimated the positions
of the extremities by applying a skeletonization
method, which is widely used to express an object's
inherent structure, as well as a skeleton pruning
method based on DCE. We estimated the positions of
the roots based on the extracted reference points.
Finally, the positions of the middle joints were
estimated by applying the FABRIK method to the
extremity and root positions, and then, the estimated
middle joints were corrected by referring to the
skeleton images. As a result, we obtained the
positions of all the joints from multiple view images
of the actual target. However, this result could lead to
an error in a three-dimensional reconstruction
because it is extracted using multiple skeleton images.
This is a natural consequence of the threedimensional reconstruction problem.
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ABSTRACT
In this paper we present a new approach in producing realistic saccade eye movement animations by incorporating
anatomical details of the oculomotor system into the dynamics of the eye model. Unlike abstract models of the eye
motor behaviour, we make use of a biomedical framework to effectively model the eye globe along with the three
extraocular muscle pairs in efficient detail, that the application of the corresponding muscle activation signals,
naturally results in realistic motions. That way, we avoid the need of explicitly providing trajectory information,
and therefore simplify the process of eye animation. Regarding the calculations of the muscle activation signals
needed to drive the animation in a way that imitates a real human eye, we are based on existing knowledge about
the way that the nervous system utilizes the extraocular muscles during saccades.

Keywords
Eye animation, saccades, physics-based simulation.

1

INTRODUCTION

sual target in the centre of the retina, in the area called
fovea where the detail and sharpness of the vision is
maximized. This is necessary for actions like reading
or driving where maximum visual resolution is needed.

Among the human sensory organs, eyes stand out as
they serve not only as an input organ, but play a non
negligible role in human communication, since eyes are
the spot that we are accustomed to look when talking to
somebody. Hence, we are extremely sensitive at detecting even infinitesimal eye movements. That is why
a non-realistic eye animation immediately impairs acceptance of computer animation.

1.1

Vestibulo-ocular reflex (VOR): Also known as oculocephalic reflex. A reflex eye movement that stabilizes
images on the retina during head movement by producing an eye movement in the direction opposite to head
movement, thus preserving the image on the center of
the visual field.

Eye movements

Smooth pursuit: It is a common action of the eyes which
allows us to precisely follow a moving visual target.
Not to be confused with VOR movements which serve
specifically to balance the head movement.

The movements of the human eye are divided into several categories.
Fixation: This is not a movement, but the state when
the gaze has been stabilized at the desired target and the
eyes appear to be still. However, the eyes are never in
a state of complete rest and even during fixation times
they perform random jitter movements in order to satisfy the demand of the photoreceptors for non-constant
stimulus.
Saccades: Quick, simultaneous movements of both
eyes in the same direction which serve to bring the vi-

Replication of the aforementioned movements is a research area in computer graphics that receives significant attention during the latest years. However most
approaches focus on the problem of fixation and smooth
pursuit and neglect the significant saccadic eye motions.
A review of the recent state-of-the-art follows in the
next paragraph.

1.2
Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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Related work

Previous work on eye modelling descends mainly
from two different scientific communities. The first is
the computer graphics community [6] [7], where the
main focus is the production of realistic human-like
eye movements, while the other is the biomedical
community where the main interest is the study of
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the eyes as a human organ aiming to gain a better
understanding of the way eyes work with ultimate goal
to find new solutions to eye diseases [14].

Section 2 presents an overview of the proposed framework. Section 3 describes details about the proposed
computational oculo-muscular model, while Section 4
analyzes the muscle activation procedure. Section 5
describes the simulation procedure and results are presented. Finally, section 6 concludes the paper.

From a computer graphics point of view, notable works
are [8] where an eye movement model has been developed and [2] where they achieved the automated
production of eye movements using texture synthesis.
Moreover, several approaches have been proposed in
the past to model eye gaze of conversational avatars focusing mainly on estimating and correctly reproducing
static fixation points [4], [11], [9], [3]. In [18] a parameterized gaze controller has been proposed that allows several degrees of freedom for manual manipulation. Linear coupling between head and eye movement
has been introduced in [10], while a rule based machine
learning system for eye motion control has been proposed in [19].

2

Figure 1 illustrates an overview of the proposed system.
The backbone of the proposed system is the “simulation
framework”. It is based on a predefined oculo-muscular
model that drives its dynamic behaviour and takes as
input a formal definition of a specific task that can be
as simple as a single fixation point or as complex as
a dynamic trajectory. The action management module
decomposes the input action in sequences of primitive
tasks, each of which is handled separately. The kinematics manager and dynamics controller estimate the
kinematic, i.e. position trajectories, and dynamic properties. i.e. torques that are needed to perform the action,
respectively. Through an optimization procedure [1] the
ocular torques are translated into oculu-muscular forces
and muscle activation signals.

Recently, attention has been given to the study of the
brain control of the oculomotor system and attempts
have been made towards the development of the corresponding neurobiological models. The reason behind
the study of the brain control of the eyes are the several
advantages that exist in the ocular system compared to
other body systems that make it suitable for studying
the neural control of coordinated, goal-directed movements. Eye movements can be measured accurately,
since only six muscles control the position of each
eye,and the circuits that control eye movements do not
need to compensate for variable loads [16]. In particular, the saccadic system is the most intensely studied
oculomotor subsystem.

Then the resulted muscle forces are applied on the
oculo-muscular model in a forward dynamics manner
and the resulted motion trajectories are rendered. It
should be emphasized that the realism of the proposed
framework is highly dependent on the realistic oculomuscular model definition. For this purpose the model
derived by the seminal work of Robinson is used and
integrated in the dynamics equations of the simulation
framework

Pioneer in oculomotor study is D.A.Robinson [13] [14]
who put the basis on this scientific area. However, most
of his work was limited in one dimensional movements.
3D eye movements have been studied thoroughly by
Raphan [12]. In addition he has explored the important effects of extraocular muscle pulleys in determining saccade trajectory.

1.3

OVERVIEW

Motivation and contributions

The aforementioned approaches focus on the problem
of fixation and smooth pursuit and almost neglect the
significant saccadic nature of eye motions. This results
in an incomplete model and non-realistic eye animations. The proposed framework makes a first step towards the virtual physiological modelling of the oculomuscular system for animation purposes. Based on
seminal research of Robinson a computational model of
the human eye and the associated muscles is provided
that can be used to provide saccadic eye motions in a realistic manner. Therefore using as input target fixation
positions realistic eye motions naturally emerge, without the need to manually edit the respective animation
key-frames, as also demonstrated in the experimental
results. The rest of the paper is organized as follows.
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Figure 1: Overview of the proposed framework
Most of the aforementioned architectural blocks are described in the following sections. It should be mentioned that the implementation of the proposed framework is based on the OpenSim platform [1].

3

MODELING

Prior to the simulation of a physical system, the corresponding model, that has the features of the physical system we wish to study, has to be developed. It is
nearly impossible to capture the full complexity of the
physical system, so depending on the depth of detail we
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all the geometrical points of interest. A graphical illustration of the model is depicted in figures 3, 4. In particular, in figure 4 the capability of the muscle to wrap
round the eyeball is illustrated.

demand and on the kind of simulation we are performing, several modelling choices have to be made. The
goal of this paper is to produce realistic, physics-based
animation of the human eyes, so the details we are interested in, have to do with the mechanics of the eye and
in particular the way that the anatomy along with the
dynamics of the six extraocular muscles affect the eye
motion. Beyond the dynamics of the muscles, the passive tissues of the orbit have been proved to contribute
greatly in saccades, mostly in the decelerating phase,
rendering their inclusion to the final model necessary.

3.1

Anatomy

The human eye, with respect to the anatomical design
of the globe can be safely considered for our purpose,
a perfect symmetrical sphere that is able to rotate about
its centre. The eye diameter for adults is 24 mm, with
very little deviations between individuals, while the eye
mass is 7.5 grams. Responsible for moving the eye are
the six extraocular muscles.

Figure 3: Illustration of the anatomy of the developed
model of eyeball and extraocular muscles. Top View.

Figure 2: Eyeball with extraocular muscles. Front/Side
View
Figure 4: Lateral Rectus wrapping round the eyeball.

In the orbit we can find one more muscle that handles the elevation of the eyelid, but has no contribution to the globe movement. In Table 1 the characteristics of each one of the six muscles are shown. All
muscles except Inferior Oblique have common origin
point in the Annulus of Zinn, a ring of fibrous tissue behind the eye globe. The Annulus of Zinn is
not right behind the globe, and this asymmetry will be
included in our model, because it affects the moment
arms of the applied forces. The four recti muscles have
rather straightforward functionality in contrast to the
two oblique muscles. With respect to the axis around
which they can rotate the globe, the six muscles can
be grouped in three pairs. The first pair is comprised
by superior and inferior rectus and is able to rotate the
eye upwards / downwards. The lateral and medial rectus form the second pair which can rotate the eye left
/ right. The two oblique muscles cannot be assigned a
specific rotation axis, since their insertion points make
them capable of contributing in virtually all eye movements. The exact coordinates of the origin or the insertion points of the muscles could not be reliably found in
medical bibliography, so these parameters were picked
by careful examination of images. Table 2 summarizes
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3.2

Dynamics

In order to create a complete model of the eye, that will
be capable to provide the necessary realism regarding
the trajectory of the movement, in response to some desired eye orientation, the dynamics of the system components should be obviously taken into consideration.
The components that affect the movement are the muscles and the passive tissues that surround the eye globe.
The dynamic mechanical response of the body muscles
is an active research field. Most of the existing models originate from the [5] Hill Muscle Model, a threeelement model that manages to reflect the viscoelastic
nature of the muscles. However, up to now, focus has
mainly been given to the study of larger body muscles,
responsible for actuating the skeleton and therefore the
tuning of the model parameters has been based on those
kinds of muscles. Unfortunately, these models appear
not be suitable for the extraocular muscles and a reason
for that, is the way in which the eye should be able to
move, that is precise and swift when it performs saccades, or slow in smooth pursuit situations. On the
other hand, that high precision is not usually required
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Muscle
Origin
Adduction
Abduction
Superior Rectus
Annulus of Zinn
Intorsion, Adduction, Elevation
Elevation
Inferior Rectus
Annulus of Zinn
Extorsion, Adduction, Depression Depression
Lateral Rectus
Annulus of Zinn
Abduction
Medial Rectus
Annulus of Zinn
Adduction
Superior Oblique Annulus of Zinn* Intorsion
Intorsion, Abduction, Depression
Inferior Oblique
Maxillary Bone
Extorsion
Extorsion, Abduction, Elevation
Table 1: Motion Capability of Extraocular Muscles. *Superior Oblique’s path goes through the trochlea
X
Y
Z
Annulus of Zinn
-6
0
36
Maxillary
-14.4 -9.6
0
Troclea
-14.4
12
2.4
Medial-Rectus
-10.8
0
-5.4
Lateral-Rectus
-10.8
0
-5.4
Inferior Rectus
0
-10.8 -5.4
Superior Rectus
0
10.8 -5.4
Inferior Oblique
5.4
10.8 -5.4
Superior Oblique
5.4
-10.8 -5.4
Table 2: Coordinates of origins and insertion points of
Muscles and Pulleys (mm). Coordinates in this table
refer to the right eye. Left eye’s coordinates are the
same but mirrored in the YZ plane (Xle f t = −Xright ).
The origin is on the eyeball’s center, and the axes are
shown in figure 3.

θ : Eye angle
Fm : Net Added Muscle force
Fp : Net Passive force
F0 : Net active state tension
Rm : Net muscle force velocity slope
Ke : Net muscle elastic stiffness.
K1 , K2 : Stiffness of the passive springs
R1 , R2 : Viscosity of the passive springs
The passive force part contains all the passive elements
of the plant. Some belong to the muscles, while others belong to the orbit. Muscle passive elements are the
sarcolemma, sarcoplasmic reticulum, perimysium, endomysium, vasulature. Orbital passive elements are the
Tenon’s capsule, orbital fat, conjuctival tissue, check
and suspensory ligaments. The reason for the two constants of stiffness and viscosity is that Robinson’s proposed model [13] has two viscoelastic elements connected in series, the first having a slow time constant
and the second a fast one. The distinction that is made
between passive and active part of the model causes
some obscurity concerning which forces are generated
by the muscles and which by the passive tissues. Robinson’s approach, which we follow as well, is to lump
the passive part of the muscles together with the rest
passive elements, leaving the muscle to contribute only
the, so called, added force. By added force, Robinson
refers to the portion of the force that the muscle would
not normally apply if nervous excitation did not exist
and derives from the chemical processes that cause the
muscle to contract. On the other hand, the passive force
is always there deriving from the material characteristics of the muscle and would apply even if the muscle
was dead.
The concept of isolating the added force makes it possible to model the muscles as ideal actuators with the
force that they develop being linearly proportional to
the control input they receive. The remaining passive part of the model was modelled with three springdamper elements (Stiffness, Viscosity), one for every
degree of freedom of the eyeball. On Z axis, both stiffness and viscosity were multiplied by a coefficient relatively in order to reduce the transient torsional rotations
that were observed to agree with Listing’s Law [17]. In
figure 5 this is shown. The black line is the torsional

by most body muscles. A set of differential equations
that describe the behaviour of the extraocular muscles
during one dimension saccades have been proposed in
[13]. Equation 1 is Newton’s 2nd law, while equations
2 and 3 describe the muscle activation dynamics and
the passive behaviour of the system respectively. By
muscle activation dynamics we refer to the delay that
is observed between the excitation signal carried by the
neurons to the muscles and the actual force development by means of muscle contraction.

m

d2Θ
= Fp + Fm
dt 2

(1)

Rm dFm
dθ
+ Fm = F0 − Rm
Ke dt
dt

(2)

d2Θ
dθ
+ (R1 K2 + R2 K1 ) +
dt 2
dt
dFp
K1 K2 θ = (K1 K2 )Fp + (R1 R2 )
dt

(3)

R1 R2
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DoFs, there are multiple valid solutions regarding the
muscle utilization that satisfy the constraint of the specified eye orientation. To overcome this issue, we make
use of an optimization algorithm. This algorithm tries
to find the solution that minimizes the sum of squares
of muscle activation levels under, of course, the orientation constraint:
ssa = arg{∑(ssa2m ) | Fixed Orientation}, ssa ∈ R6

Figure 5: Non-zero transient torsional component of rotation. With the introduction of the increased stiffness
on Z axis’ elastic force the torsions were notably decreased.

where ssa is a vector containing the steady-state muscle
activation of all muscles. This way, the quantity that is
actually minimized is the total energy of the system, a
fact that has been found to be valid in many movement
scenarios.

rotation on a saccade without the increased coefficient,
while the green one is the same quantity after the increment of Z axis’ stiffness.

4.2

At this point we have successfully determined the
steady-state activations before and after the sacacade
given the two orientations (initial/final). The question
is, how do the muscle activation levels change from the
initial state to the final, so that the eye will rapidly and
precisely make the transition to the new orientation.
Robinson’s findings suggest that this does not happen
via the application of a step function that would
instantaneously change the neural signal to the new
steady state level, because if that was the case, due
to the highly overdamped mechanical response of the
eyeball system, the saccade would complete in a very
long time. If that was the case, the saccade trajectories
would be like in figures 6, 7. According to [13] there
is no active control during the movement. What this
means, is that the eyeball system is an open-loop
system and that muscle activations as functions of
time are already determined by the brain before the
movement begins.

There are two reasons why we did not model directly
the equations 1-3. Firstly, the numerical integration
of a more complex system would be less efficient and
would make more difficult the use of the proposed system on applications that the saccade trajectory would be
required in real-time. Such applications include video
games and VR simulators. Secondly, the problem of
scaling the one-dimension dynamic equations to the
thee dimensions is nothing but trivial.

4

MUSCLE ACTIVATION

In section 3 we developed an anatomical/dynamic
model of the human eye. Still, the most important part
in order to make a saccade simulation is missing. As
we already mentioned, the active force developed by
the muscles is controlled by the nervous system, with
the later determining the force requirements for a given
saccade, and subsequently supplying the appropriate
muscle excitations signals. That said, it becomes clear
that an adequate model of just the dynamic part of the
system is not enough to produce a realistic saccade. We
have to obtain knowledge about the way the Nervous
System drives the muscles in order to somehow imitate
it. Hopefully, this process will result to a realistic
animation that looks convincing to a human viewer.
Again, we use the results of Robinson’s work, where
he makes some conclusions about the forces before,
during and after a saccade.

4.1

Figure 6: Step response. 10◦ horizontally. Total saccade duration is nearly 200ms, which is far above the
observed durations in human subjects (<100ms).

Steady state muscle activation

At first is should be stated that the 6 extraocular muscles
are never in rest. At every fixation point, they should
equilibrate the elastic restoring forces of the passive
tissues and additionally keep the eye steady and stiff
at its position. In Robinson’s one-dimensional muscleabstract approach, the identification of the equilibrating
forces is trivial. In our approach this is not the case. Especially when 3D eye orientations are considered and
due to the redundancy of actuators with respect to the
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Transient muscle activation

4.3

Activation signal details

Trying to drive our simulation by to the human physiology, we constructed a muscle activation signal that
succeeds to reproduce most of the features of Robinson’s experimental results of saccades on real humans.
The total duration of the saccade is divided into three
phases.
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Figure 7: Step response. 10◦ horizontally & vertically.
Total saccade duration is more than 160ms, which is
far above the observed durations in human subjects
(<100ms).

Figure 8: Fix signal details.
t f ix = 100ms + angle × 0.5ms/◦
t f ixspike = t f ix + 5ms
tss = t f ix + 10ms

1. Excess force phase: For a brief time period in the beginning of the movement, an activation signal larger
than the steady state level is applied to every muscle
resulting to an excess force greater than required to
keep the equilibrium. According to Robinson, this
also happens in real human saccades, and aims to
accelerate the saccade. The magnitude of the excess
activation is proportional to the difference between
initial and final activation levels, while the duration
depends on the 3D angle between initial and final
orientation. These are the parameters of the excess
activation:

In figure 8 the above parameters are illustrated.

5

For the dynamic computations our framework is based
on the OpenSim platform [1], [15].

5.1

Simulation procedure

The simulation procedure is the following: We take as
inputs the initial and target orientation of the eye. For
both orientations we calculate the rotations in X,Y axes
using Euler Angles representation. The torsional rotation (Z) in steady state is set to zero as Listing’s Law
dictates. The next step is to invoke the static optimization algorithm in order to compute the steady state activation levels and feed them to the routine that constructs
the activation signals. The last step is to perform a forward dynamic simulation by initializing the orientation
of the model appropriately and applying the computed
activation signals to each muscle. The resulting eye trajectory is used to animate a 3D eye model. Plots of the
resulting trajectories for different initial and final orientations follow.

dssa = ssaa f ter − ssabe f ore
xcdur = 25ms + angle × 0.2ms/◦
xcmagn = dssa × 0.75
where xcdur is the duration of application of the excess activation, xcmagn is the magnitude of the excess
activation level and ssabe f ore , ssaa f ter are the initial
and final steady state activation levels respectively.
2. Error phase: After the excess force period, the
activation signal drops at aerror level which is the
steady-state level minus a small error. That way, we
capture the error of the initial calculation that is corrected with a small “fix” saccade after the completion of the main one. This phenomenon has been
observed on humans, especially on large saccades.

5.2

Saccade plots

Figures 9 - 10 are plots of eye rotation angles about the
three axes. eyeBallRotX represents the vertical rotation, eyeBallRotY represent the horizontal rotation and
eyeBallRotZ the rotation about the line of sight. All rotations are in degrees. Abscissa represents time in seconds. Figure 9 illustrates a horizontal right-to-left saccade of relatively large total rotation angle (40◦ ). Due
to the large angle, a small overshoot is observed, that
agrees with existing oculomotor studies [13]. Figure 10
shows an oblique saccade of 20 ◦ horizontal component
and 5 ◦ vertical. Overshoot is not observed on the horizontal rotation, while there is a small overshoot to the
vertical rotation that is caused by the non-zero torsional
rotation. Regarding the fix saccade, the horizontal component has a larger magnitude because the total angle of

aerror = ssabe f ore + dssa ∗ 0.975
3. Fix phase: The last phase is the “fix” phase. Activation settles to the steady state level after applying a spike of activation to every muscle in order to
quickly “fix” the error of the previous phase.
Every human does not have the same response times
regarding saccades. Moreover, in a specific individual
different behaviour can be observed depending on many
factors like mood, fatigue etc. With appropriate configuration of the signal parameters, one can modify the
produced saccades in order to simulate the variations in
saccade response. The parameters we have chosen are
the following:
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Figure 9: Horizontal saccade simulation. (0◦ , -20◦ ) ⇒ (0◦ , 20◦ )

Figure 10: Oblique saccade simulation. (0◦ , 0◦ ) ⇒ (5◦ , 20◦ )

Figure 11: Saccade: (0◦ , 0◦ ) ⇒ (0◦ , 10◦ )

Figure 13: Saccade: (0◦ , 30◦ ) ⇒ (0◦ , 10◦ )

Figure 12: Saccade: (0◦ , 10◦ ) ⇒ (0◦ , 30◦ )

Figure 14: Saccade: (10◦ , 10◦ ) ⇒ (-10◦ , -10◦ )

rotation on that direction was 4 times greater than the
corresponding angle on vertical direction.

drive the simulations have been overlaid on top of trajectories. The scale of the control signals is qualitative. Control signals are shown only for the muscles
that take part at each saccade i.e. have positive activation level. In some cases the activation calculation module outputs small negative activation values. These are

In Figures 11 - 14 several saccade trajectories are illustrated for various initial and final orientations. Again,
rotations about the three axes are plotted versus time.
On these figures, the control signals that were used to
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clamped to zero by our muscle model, as a muscle actuator can only support the pulling action (positive activations) and can never push (negative activation). The
three phases of the saccade can be easily spotted. In the
fist phase we have the excess activation that accelerates
the sacacde, then the error settling phase, and finally the
fix activation spike followed by the steady-state activation levels. The trajectory plots reveal that, the goal of
simulating a realistic trajectory has been accomplished.
Eye physiology results from [13], [14] and [12] agree
with our results in trajectory shape, rise times, magnitude of fix microsaccade, absence of important torsional
rotation and duration.

[4]

6

[8]

[5]

[6]

[7]

CONCLUSION

The major contribution of this paper is an attempt to
build a realistic biomechanical human eye model following the principles of the virtual physiological human. Anatomical details of the oculo-motor system
were incorporated both in the modeling and in the
dynamics simulation of the eye motor behavior. As
a result, based on the corresponding muscle activation signals, realistic eye saccadic motions naturally
emerge. Experimental results demonstrate that the proposed framework provides motion trajectories that are
very close to the seminal clinical studies of Robinson.
Even if the accuracy and fidelity of the proposed approach is proven remarkable, it does not deal with the
problem of incorporating volumetric tissue deformations that still remains an open problem. However, the
simplified model of 1D muscular elements that is seen
to be very realistic in the past in musculoskeletal simulations, proves itself also in the case of oculo-motor
simulations, with the addition however, of a relatively
complex underlying physiological model.
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ABSTRACT
Semi-automatic segmentation of the prostate boundary is presented for the pre-operational images of the MRIguided ultrasonic thermal therapy of the prostate cancer. The specific deformable surface method is based on
firstly fitting an ellipsoid on the given manual landmark points, then modifying the shape of the initialization
surface mesh by masking out the regions of the separately segmented bladder and rectum, and finally adapting
the surface mesh by searching image for the edge boundaries in the direction of the surface normal. The
suggested segmentation method combines information from two types of pre-operational MR-images showing
different contrast for the tissue structure. Dice similarity coefficient (DSC) between the semi-automatic
segmentation and the manual reference was on average 0.89 for a group of N=5 patients having the MRI guided
ultrasound thermal treatment. The robustness of the surface fitting method was tested by simulating 30
randomized initialization sets of the landmark points for each patient, and the resulting standard deviation of
DSC was 0.01.

Keywords
Deformable Surface, Prostate, MRI segmentation.
on-line temperature map, or in the post-analysis, to
estimate treatment outcome together with the
separately measured non-perfused volume of the
prostate gland.

1. INTRODUCTION
Recent studies have shown promising results on
applying the MRI guided high-intensity ultrasound
for the non-invasive treatment of the localized
prostate cancer, using an ultrasound applicator
inserted into the urethra to generate thermal
coagulation within the target region in the prostate
gland [Cho12a]. The prostate boundary identification
from the MR-images taken after placement of the
ultrasonic transducer is needed to provide exact
planning for the applied power and the rotational
speed of the multi-element transducer. The
segmented prostate boundary might then be used
additionally during the ultrasound treatment also, e.g.
in visualization of the MRI-thermometry measured

Both T1- and T2-weighted MR-images are taken
during the pre-operational stage of the transurethral
ultrasonic treatment of the prostate cancer. They give
different contrast between tissue types, and in
general, the T1-weighted MRI measures the spinlattice relaxation time in the longitudinal direction of
the main magnetization field after giving the
transversal excitation RF-pulse, while the T2weighted MRI is measuring the spin-spin relaxation
time in the transversal direction using different
variants of the RF-pulse sequences.

Related work

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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The previous studies on the prostate segmentation are
in the most cases using statistical parameters trained
with a large set of diagnostic T2-weighted MRimages. The anatomical volume and shape of prostate
varies strongly, as well as the MR scanners and
image acquisition protocols, affecting the image
resolution, quality and artefacts. For example, the
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using an intermediate MR imaging, a T2-weighted
planning image was taken to provide the final
operation parameters for the ultrasonic transducer.
During the ultrasonic treatment, sequences of 2D
MR-images, using the proton resonance frequency
shift thermometry, were scanned continuously to
have the on-line temperature maps of the ultrasound
operation in the orthogonal plane with the transducer
elements. After the treatment, two T1-weighted 3D
MR-images were taken before and after
administration of the contrast agent to show the nonperfused volume of the coagulated matter.

Miccai 2012 conference challenge on the prostate
MR image segmentation (PROMISE12) provided a
training data set including 50 MR volume images,
collected from four different medical centers, and the
best scores were given by an active appearance
model (AAM) approach [Mic12a].
Unfortunately, limited number of cases of the
transurethral ultrasonic therapy prevents using AAM,
and the segmentation of the prostate boundary from
the related pre-operational MR images seems to be
even more challenging than on the diagnostic MR
images. The transurethral ultrasonic applicator causes
deformation of the flexible prostate gland, partly
intentionally, to bring the transducer into the optimal
position inside the prostate for delivering the
ultrasonic radiation for the treatment region
[NDj12a]. The pre-operational MR-images are taken
in strict time limits and may thus have reduced
resolution and less quality in comparison with the
diagnostic images. The ultrasonic device includes
metal parts and can cause also imaging artefacts.
Currently, we can only speculate that it might still
take several years until this specific treatment method
shall be in the clinical use, to provide sufficient
amount of training data e.g. for the AAM method.

The prostate segmentation presented in this paper is
targeted for the T2-weighted planning image, but
also the T1-weighted preparation image is used to
provide additional information about the prostate
boundary. The images have different MR scanning
parameters for the origin, field of view and
resolution, but they are resampled afterwards for the
prostate segmentation. The resampled isotropic
images have the resolution of 0.5 mm and volume
sizes of 519x519x198 (ap, rl, fh). The reference
manual segmentation of the prostate boundary from
the planning image was done by an expert using a
preliminary software version for the 3D visualization,
and is shown with the red contour in the figures of
this paper.

Therefore, our approach is a semi-automatic
segmentation method, using manual landmarks on
the prostate boundary. It is also constrained in
topology by masking out the regions of the limiting
organs, such as bladder and rectum. With this prior
information, a surface model is fitted and
triangulated for a surface mesh, and then finally
adapted by moving the mesh nodes towards the
image edges, searched iteratively in the direction of
the deformed surface normal.

Contrast of prostate boundary
A major problem on the segmentation of the prostate
from the T2-weighted planning image is the large
variation in the MRI signal intensity of the prostate in
comparison with the surrounding tissue. Figure 1
shows the planning image for the subject P1 for the
orthogonally oriented slices, which are selected from
the center location of the ultrasonic transducer. The
dashed lines show the crossing position of the
selected slices, and the coronal plane is placed
orthogonally with the straight lined transducer
element. The ultrasonic transducer inside the urethra
is found as a low intensity, about 5 mm thick region,
in parallel with the dashed crossing lines (a dot in the
first coronal slice, the horizontal line in the transverse
slice and the vertical line in the sagittal slice).

2. STUDY DESCRIPTION
Measurement protocol
MR images for altogether five subjects, having the
MRI guided ultrasound thermal therapy for the
prostate cancer, were used in this study for the
prostate segmentation. The patients are numbered as
P1, P2, P4, P5 and P6, because data for the third
patient enrolled was not available. The data was
collected during years 2012 and 2013 at the
Sunnybrook Health Sciences Centre, Toronto, using
3.0-T Philips Achieva MR-unit. The subjects had
given their voluntary acceptance for the study, and
they were selected as being scheduled for the radical
prostatectomy of the prostate cancer after the
ultrasonic therapy.

The manually segmented prostate boundary is shown
with a red colored contour line in each orientation.
For this example graph, the 12 landmarks needed for
the initialization of the semi-automatic segmentation,
are selected by placing four landmarks on each
orthogonal central slice, distributed with equal 90
degrees angles from the slice crossing point as an
origin.

The prostate treatment and the MR-imaging followed
the protocol described in the reference [Cho12a].
Firstly, a T1-weighted preparation image was taken
to localize the position of the manually inserted
transurethral ultrasonic transducer. After the
transducer was re-positioned into the correct location
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Figure 1 shows that the grayscale difference of the
planning image across the prostate boundary may
have an opposite direction in the different regions.
For example, the image intensity is decreasing for the
inwards direction of the prostate at the upper
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(anterior) side of both the coronal and transverse
oriented slices, while at some surface regions at the
bottom (posterior) side of the graphs the intensity is
increasing. This variation in the contrast of the
prostate boundary in the T2-weighted MRI is caused
firstly by different structure of the surrounding tissue,
and secondly on the imaging artefacts, which can be
caused i.e. by the ultrasonic transducer device in the
urethra.
Figure 2 shows the T1-weighted preparation image of
the subject P1 with the same manual segmentation
contour and landmarks as in Figure 1. On the upper
side of the graphs the intensity gradient across the
prostate boundary is increasing, while for some other
regions there seem to be no significant contrast
across the prostate boundary. Figure 3 shows a
similar comparison for the patient P6 but for two
slice orientations only. In this case, the prostate
boundary is again visible for the planning image in
the top graphs, although the grayscale intensity
behaves somewhat differently over the prostate gland
in comparison with Figure 1. The bottom graph
preparation images of Figure 3 do not show good
contrast on the prostate boundary. Also, the boundary
between the prostate and bladder is not well aligned
between the preparation and planning images, shown
with arrows.

Figure 1. T2-weighted planning image for patient
P1. Red contour shows manual segmentation and
yellow ‘o’ label the landmarks.

In conclusion, the T2-weighted planning image
shows a good contrast all over the prostate boundary,
but with a variable gradient vector direction, while
the T1-weighted preparation image shows the
prostate consistently with a similar or higher
grayscale intensity than the surrounding tissue, but
the prostate can be misaligned, or the boundary
contrast is not sufficient in some regions.
Figure 2. T1-weighted preparation image for P1.
The manual segmentation and landmarks are
defined for the planning image in Figure 1.

Segmentation evaluation methods
For the results section in this paper, the quality of the
suggested semi-automatic segmentation of the
prostate boundary was measured using the dice
similarity coefficient (DSC), which shows the spatial
overlap between the segmented and the reference
prostate volumes. DSC varies between 0, where no
spatial overlap exists, to 1, with a complete overlap
[Dic45a, Zou04a].
To evaluate some basic statistics, we simulated 30
different initialization sets of the landmarks for each
patient. Each landmark set included 12 points placed
randomly over the manually segmented reference
surface for the prostate boundary. However, the
variation in the location of the landmarks was
restricted by the following means. Firstly, the
landmarks were divided into three groups, including
four landmarks placed on each pre-defined plane in
the coronal, transverse and sagittal orientation.
Figure 1 shows an example of the placement of the
landmarks into three orthogonal slices. The origin of

Communication Papers Proceedings

Figure 3. T2-weighted planning image for P6 in
top graphs and T1-weighted preparation image in
bottom graphs. Bladder is marked with arrows
and prostate boundary against bladder has moved
in between images in top and bottom graphs.
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Process isotropic MR-volumes for
planning and preparation images
Manual landmarks and seed points

Fit ellipsoid on
landmarks

Gradient of smoothed
preparation image
Gradient of
planning image

Create mask out
regions on seed
points
Reduced
initial surface

original SNDM
guided SNDM

Threshold on
gradient intensity
Re-direct gradient
vectors of
planning image

Refine surface mesh in
SNDM iteration loop

Figure 4. Graph of segmentation pipeline. Left hand side shows generation of initial surface.
Testing of original SNDM method using only one MR volume image is shown with dashed arrow,
and suggested guided SNDM method using also additional MR volume image for re-directing
gradient vector field is shown in right hand side with grey background.
boundary, to create firstly an ellipsoid surface.
Additional seed points are needed for both bladder
and rectum, one for each, to generate anatomical
mask regions to clamp the ellipsoid into a reduced
initial surface. Finally, the surface mesh is deformed
in a controlled way towards potential boundaries in
the image, using similar kind of the energy
minimization with edge functional as defined for the
snakes [Kas88a].

slices was set a priori for each patient directly at the
center position of the ultrasonic transducer. Based on
the origin, each landmark was selected by choosing a
point on the reference prostate contour for a set of
direction angles. These four angle values are at
{-3/4, -1/4, 1/4, 3/4}* radians in Figure 1.
In the randomized simulation, both the slice origin
position and the direction angles were varied. The
slice origin was altered in each orthogonal direction
from the default origin position using uniformly
distributed random variable in the range of ±10
voxels, which corresponds with ±5 mm range for the
resampled isotropic images. The position of the slice
origin is randomized with such narrow bounds,
because in the final application the origin will be set
by the middle position of the US-transducer array,
which naturally is adjusted carefully into the target
position. The four direction angles were varied
separately for each orthogonal slice using also
uniformly distributed random variable, but by taking
care that the distance in between the randomized
direction angle values was at least /8 radians.

The specific deformable surface method applied in
here has been developed originally for the
segmentation of the uterine fibroid from T1-weighted
post-treatment images of the MRI-guided ultrasonic
therapy of the fibroid [Ant14a]. The method is
renamed as Surface Normal Deformable Model
(SNDM) to be more specific. The algorithm seeks for
the edges in the direction of the surface normal
vector, with the additional constraint for having an
increasing intensity for the inwards direction of the
initial surface. As the surface bends during iteration,
the searching direction for each mesh node varies
correspondingly.
As discussed already for Figure 1, the assumption
about the increased intensity for the segmented object
is not correct for the prostate images. Therefore, our
hypothesis is, that the surface can be adapted into the
prostate boundary by using the edges in the T2weighted planning image, which gives sufficient
contrast across the prostate boundary, but the
accuracy can be improved by using also the T1weighted preparation image as guiding information
for the searching direction in the applicable regions.

We suggest that by this way we can estimate the
robustness of the segmentation method on variable
position of the landmarks. The segmentation results
were compared by calculating the dice similarity with
the reference manual segmentation, and finally
showing both the averages and standard deviation
values for each patient, over the N=30 simulation
runs with different landmarks.

3. SEGMENTATION ALGORITHM
The suggested prostate segmentation method is based
on having an accurate initialization surface. The
landmarks are placed on the prostate surface
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Figure 4 shows the segmentation pipeline including
the intermediate initial surface, and two alternative
segmentation results original and guided SNDM,
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The anatomical mask regions were defined separately
for both the bladder and rectum, by firstly giving a
manual seed point for each. These both organs have a
good contrast on the images, and the mask regions
could be segmented with the RegionGrowing()
function from the Matlab™. The incorrect regions
were cleaned out with the morphological operations
like the opening to remove thin connections and the
filling of holes, and finally the main body of the
segmented volume was selected based on the position
and volume size. It might be possible to fully
automatize this part of the segmentation, because the
position of the ultrasonic transducer inside the
urethra is a priori known, and so forth the expected
positions for both the bladder and rectum could be
used for the initialization of the segmentation.

which shall all be evaluated in the results section of
this paper.

Initial surface
The initial surface is firstly generated by fitting an
ellipsoid for the landmark points with the least
squares method [LiQ04a]. The ellipsoid surface is
discretized with a triangular mesh, and then further
modified to avoid entering into the masked out
regions of the bladder and rectum. The latter
deforming operation for the initial surface mesh was
found to be essential especially on the posterior side
boundary of the prostate gland against the rectum,
which could not be sufficiently modelled by an
ellipsoid.

Figure 5 shows an example for the generation of the
initial surface. The ellipsoid, fitted on the 12
landmarks, is shown with the yellow color, and it
follows the red colored manual segmented prostate
sufficiently well. However, the ellipsoid model
surface differs more on the boundaries against the
bladder and rectum. The bladder is the bright high
intensity region in the top left corner of the transverse
slice in Figure 5. The rectum is the dark low-intensity
region in the bottom side of both the coronal and
transverse slices. When testing the direct use of the
ellipsoid as an initial surface for the following
SNDM algorithm, we ended up to high uncertainty
on the final segmentation accuracy, because the
ellipsoid follows poorly the corners of the actual
prostate boundary. The reduced initial surface, with
the light blue colored contour, is clamped in between
the masked out regions, and gives an improved shape
for the initialization model.

Figure 5. Manual segmentation, ellipsoid fit and
reduced initial surface for patient P5. Bladder and
rectum are pointed with arrows.

The algorithm to modify the ellipsoid surface mesh
for the reduced initial surface follows a free-form
deformation (FFD) method, and has been originally
developed to register an anatomical surface model,
including lungs, myocardium and heart ventricles,
into a MRI volume image of the human upper torso
[Löt99a]. The algorithm uses a multi-resolution
pyramid of the MRI volume image to improve both
processing efficiency and robustness. The FFD
method was further developed by [Koi04a], to enable
using discrete sampling points instead of the
anatomical surface model. We applied this by using
automatically sampled additional points, to prevent
the initial surface to enter into the masked out
regions. We firstly calculated intersection between
the ellipsoid and the mask region, selected pairs of
the landmarks having the intersection surface in
between, and finally added three equidistant
sampling points on the intersection surface in
between each pair of landmarks.

Figure 6. Patient 5 coronal slice from Figure 5 and
additional sampling points (blue ‘o’), which are
placed in between landmarks (yellow ‘o’).
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Figure 6 shows an enlarged view for the coronal slice
of Figure 5. The masked out region of the rectum is
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window of the size (15x15x15) voxels, and gradient
of the smoothed image is calculated with the Sobel
operator, 2) the regions with sufficient gradient
intensity are selected by a constant threshold value,
3) in the applicable regions, the planning image
gradient vectors are re-oriented for the direction of
the preparation image gradients, to be used in the
SNDM iteration loop. By this way, the good contrast
of the T2-weighted planning image is preserved, but
where applicable, the T1-weighted preparation image
is guiding the searching direction of the SNDM
algorithm. The smoothing of the preparation image is
needed firstly to prevent adaptation on the smallest
details, and secondly to allow some misalignment
between the preparation and planning images.

the dark low intensity region in the bottom of the
graph, and the initialization ellipsoid is with the
yellow colored contour. Three additional points,
shown with the blue ‘o’ marks, are automatically
sampled on the intersection surface contour of the
rectum and ellipsoid, placed in between the
corresponding pair of landmarks shown with the
yellow ‘o’ marks. The reduced initial surface is
shown with the bright blue colored contour, and as it
approaches the red colored prostate boundary, it
gives an improved initialization model for the final
SNDM algorithm.

SNDM iteration loop
The edge tracking external energy functional of the
SNDM algorithm uses the gradient of a volumetric
image I. The gradient is calculated with the 3D Sobel
operator. The search is constrained with a directional
term D to track only for the edges which have the
gradient flow in the expected direction of the initial
surface normal vector:

The constant threshold level of 15, for the gradient
intensity of the smoothed T1-weighted preparation
image in the guided SNDM method, was selected
heuristically in purpose to mask out image regions in
which the poor signal to noise ratio would lead to
unreliable searching direction. The percentage of the
selected image region over all five subjects varied in
the range of 31.1 % … 37.2 %, with the average
value of 34.5 %. The units of both the gradient
intensity and the threshold value are corresponding
with the original T1-weighted preparation image,
having integer values in the range of 0 … 4095.

(1)
Term D is calculated as a dot product between the
initial surface normal vector and the normalized
gradient vector.
The processing is discretized by using the
triangulated surface mesh structure. The surface
normal vectors (NV) are calculated for each mesh
node. The correct inwards-handedness of the NV is
defined already when the initial surface mesh
triangulation is constructed from the fitted ellipsoid.
Then, the profile vectors with a limited length are
defined for each node in parallel with the NV,
extended both for inwards and outwards of the
surface. Based on equation (1), the local energy
minima are searched over the voxels defined by each
profile vector, and the largest consistent deforming
region over all the mesh nodes is selected to be
modified. The shape of both the selected surface
region and the neighborhood is finally regularized by
a spatial smoothing, to apply the needed internal
energy functional for the method. The goodness-offit is determined as the sum of the gradient intensities
for the voxels in each mesh node locations, and the
fitting process is run iteratively until convergence, or
if the maximum number of the iterations is reached.
[Ant14a]

4. RESULTS
The segmentation quality is measured with dice
similarity coefficient (DSC) between the calculated
and manually segmented prostate boundary. The
comparison is given for three different surfaces:

The original SNDM segmentation method was
evaluated also for the results in this paper, by using
directly the gradient volume of the T2-weighted
planning image as an input for the iteration loop,
which is shown with a dashed arrow in Figure 4.

Figure 7. T2-weighted image for patient 1 with
prostate segmentations in comparison. Green
contour shows original SNDM fitting for prostate
boundary, based on T2-weighted planning image
only, and blue contour shows suggested guided
SNDM fitting method using T1-weighted
preparation image also.

For the suggested guided SNDM method, shown with
the grey background in the pipeline graph, the T1weighted preparation image is used to improve the
prostate segmentation in the following way: 1)
preparation image is smoothed with a Hanning
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model
surface

original
SNDM

method gave the worst average result and also
resulted into the largest variance over the
simulations. The best result, in both terms of the
average DSC and the smallest variance over the
landmark simulation, was given by the suggested
guided SNDM method.

guided
SNDM

Patient

mean

std

mean

std

mean

std

P01

0.85

0.03

0.80

0.03

0.90

0.01

P02

0.83

0.03

0.74

0.03

0.87

0.01

P04

0.84

0.04

0.71

0.04

0.89

0.01

P05

0.88

0.02

0.77

0.02

0.91

0.01

P06

0.87

0.02

0.78

0.03

0.89

0.01

tot

0.85

0.03

0.76

0.03

0.89

0.01

Figure 8 shows the boxplot graph over the patient
data and with the simulated landmark positions. The
box middle line shows the median value, and the box
range is the lower and upper quartile of data (Q1 and
Q3). The whiskers extension from the box is defined
as 1.5 times the interquartile range between the Q1
and Q3, unless the maximum or minimum of data
values is reached. The outliers exceeding the
whiskers are shown with the red dots. The initial
surface fits already quite well with the reference
prostate boundary based on the median DSC value of
0.86, but the original SNDM segmentation method
fails and decreases the DSC value. The suggested
guided SNDM segmentation improves the median
DSC, and also shows smallest variation over the
randomized landmark simulation. The range of the
outliers is large already for the initial surface, but
with the guided SNDM method the outliers are
improved to be almost within the whiskers range.

Table 1. Dice similarity coefficient with
randomized landmark positions over N=30
simulations for each patient

0.8
0.75
0.7
0.65

original SNDM

0.85

model surface

0.9

guided SNDM

dice: all simulations

5. DISCUSSION

0.6

firstly for the initial surface, secondly for the original
SNDM method from [Ant14a], using the planning
image gradient only, and finally for the suggested
guided SNDM method, by firstly re-orienting the
planning image gradient direction with the gradient
of the smoothed preparation image. Figure 7 shows
the segmentation results for the patient 1 data. The
manual segmentation is shown with the red colored
contour and the landmarks are placed in this example
figure for their default positions. The original method
is shown with the green contour and the suggested
guided SNDM method is shown with the blue
colored contour.

Most of the referenced prostate segmentation
methods could not be applied in here, being based on
the statistical shape or appearance parameters which
would need a large training data set [Lit14a]. The
specific Surface Normal Deformable Model (SNDM)
is developed here to restrict the searching space by
using both a priori information and sufficiently
accurate initialization surface model. The SNDM
uses a discrete polygonal mesh as the surface
structure, while the original snakes and related
volumetric surface methods use spline functions.
Other studies using the polygonal meshes allow
usually a more generic adaptation, and may have to
refine the mesh structure by adding or removing the
nodes during the iteration, which is not necessary in
the SNDM method. The constrained search in the
direction of the surface normal makes the SNDM
method even more rigid. Directional search has been
applied also in the scope of the Gradient Vector Flow
(GVF), which leads to a generic method, but with
increased computational complexity due to GVF
calculation. [Mon11a]

Table 1 shows both the average DSC and the
standard deviations over 30 simulations of the
randomized landmark positions for each patient data.
The initial surface gave already quite good dice
similarity result, having the average of 0.85, but
sufficiently high variance. Weakest results gave the
original SNDM method, assuming incorrectly always
an increasing gradient for the planning image across
the prostate boundary. For the case P04 the original

The semi-automatic algorithms are often selected in
the segmentation of the medical images for the
practical reasons. The user input for the initialization
of the segmentation normally leads to a reliable
result, and thus might reduce the manual work
needed in the validation of the segmentation result.
Also, if the semi-automatic segmentation result is
found not valid in a certain region, it can be
improved interactively by adding landmark points on

0.55

Figure 8. Boxplot graph showing dice similarity
coefficient over all N=5 patients and N=30
randomized landmark simulations. Median value
is the red middle line inside the box, and first and
third quartiles set bottom and top of the box,
correspondingly. Red dots show the outliers.
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the critical boundary regions and rerunning the
segmentation procedure.

8. REFERENCES
[Ant14a] Antila, K., Nieminen, H. J., Sequeiros, R.
B., and Ehnholm, G. Automatic segmentation for
detecting uterine fibroid regions treated with MRguided High Intensity Focused Ultrasound (MRHIFU), Submitted to Medical Physics as a
Technical report, 20 pages, 2014.

The computational efficiency of the suggested
method was not yet thoroughly tested in this study, as
the main processing was run with a Matlab code
which was not optimized for the speed and memory
efficiency. However, excluding the manual setting of
the landmark points, the average processing time for
a patient data was 390 seconds with a HP EliteBook
8450w laptop (Intel Core i7 CPU, 2.80 GHz, 8GB
RAM, 64-bit Windows 7). Normally, the processing
efficiency can be improved by more than two orders
of magnitude with the C++ code, parallel thread
computation and optimized compiler parameters, so
we expect to reach computing time less than half
minute.

[Cho12a] Chopra, R., Colquhoun, A., Burtnyk, M.,
N'djin, W.A., Kobelevskiy, I., Boyes, A.,
Siddiqui, K., Foster, H., Sugar, L., Haider, M.A.,
Bronskill, M., Klotz, L. MR Imaging-controlled
Transurethral Ultrasound Therapy for Conformal
Treatment of Prostate Tissue: Initial Feasibility in
Humans, Radiology 265(1), pp. 303-313, Oct.
2012.
[Dic45a] Dice, L.R. Measures of the amount of
ecologic association between species, Ecology,
26(3), pp. 297–302, 1945.

6. CONCLUSIONS

[Kas87a] Kass, M., Witkin, A., and Terzopoulos, D.
Snakes: Active Contour Models, Proceedings of
First International Conference on Computer
Vision, IEEE Comput. Soc. Press, pp. 259-268,
1987.

We describe a semi-automatic segmentation method
for the prostate boundary from the pre-operational
MR volume images of the transurethral ultrasonic
therapy of the prostate cancer. Two types of MR
images were combined in the segmentation method,
i.e. the T2-weighted planning image and the T1weighted preparation image. The results were
evaluated with data collected from five patients, and
the random landmark positions were simulated to test
the robustness. The initial surface model is defined
based on the landmarks and anatomical topology, and
the final surface deformation is done in the iterative
loop by tracking the edges in the direction of the
surface normal, which improved the dice similarity
coefficient between the reference segmentation. This
specific semi-automatic segmentation approach has
the benefit of adapting to the MR images having high
variation in the quality. Significant changes in the
MR scanning protocol might require some re-design
of the method, although the constraints set by the
anatomical topology are valid for the prostate
segmentation in general.

[Koi04a] Koikkalainen, J., and Lötjönen, J.
Reconstruction of 3-D Head Geometry From
Digitized Point Sets: An Evaluation Study, IEEE
Transactions on Information Technology in
Biomedicine, vol. 8 (3), Sep 2004.
[LiQ04a] Li, Q., and Griffiths, J. G. Least Squares
Ellipsoid Specific Fitting, Proceedings of the
Geometric Modeling and Processing, Beijing,
China, April 13- 15, 2004.
[Mic12a]
http://promise12.grand-challenge.org/,
MICCAI Grand Challenge, Oct 2012.
[Löt99a] Lötjönen, J., Reissman, P.J., Magnin, I., and
Katila, T. Model extraction from magnetic
resonance volume data using the deformable
pyramid, Med. Image Anal., vol. 3, pp. 387–406,
Dec 1999.
[Mon11a] Montagnat, J., Delingette, H., and Ayache,
N. A review of deformable surfaces: topology,
geometry and deformation, Image and Vision
Computing 19(14) pp. 1023-1040, 2001.

7. ACKNOWLEDGMENTS
The study has been supported by the SalWe Research
Program for IMO (Tekes - the Finnish Funding
Agency for Technology and Innovation, grant
648/10) and the National Institutes of Health (NIH,
grant #1R21CA159550).

[NDj12a] N’Djina, W. A., Burtnyk, M., Kobelevskiy,
I., Hadjis, S., Bronskill, M. and Chopra, R.
Coagulation of human prostate volumes with
MRI-controlled transurethral ultrasound therapy:
Results in gel phantoms, Med. Phys. 39 (7), pp.
4524-36, July 2012.
[Zou04a] Zou, K. H. Statistical Validation of Image
Segmentation Quality Based on a Spatial Overlap
Index, Acad Radiol., 11(2), pp. 178–189, Feb
2004.

Communication Papers Proceedings

292

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

Three-Dimensional Blood Vessel Modeling Method
Considering IVUS Catheter Insertion
Jinwon Son

Young Choi

School of Mechanical Engineering,
Chung-Ang University
84 Heuksukro, Dongjak-gu
156-756, Seoul, South Korea
jinwon.son@cau.ac.kr

School of Mechanical Engineering,
Cung-Ang University
84 Heuksukro, Dongjak-gu
156-756, Seoul, South Korea
yychoi@cau.ac.kr

Wang Soo Lee

Sang Wook Kim

Division of Cardiology, Department of Internal
Medicine, College of Medicine,
Chung-Ang University
84 Heuksukro, Dongjak-gu
156-756, Seoul, South Korea
wslee@cau.ac.kr

Division of Cardiology, Department of Internal
Medicine, College of Medicine,
Chung-Ang University
84 Heuksukro, Dongjak-gu
156-756, Seoul, South Korea
swivus@gmail.com

ABSTRACT
In this paper, we propose a new 3D (three-dimensional) blood vessel modeling method for FSI (fluid-structure
interaction) analysis. Because of the nature of medical images, a 3D blood vessel model that includes intima and
adventitia cannot be reconstructed using a single medical image. Many researchers have used IVUS
(intravascular ultrasound) images to obtain detailed intima and adventitia information and X-ray angiogram
images to calculate the position and orientation of IVUS images. By combining these types of medical images,
3D blood vessel model can be generated. However, when an IVUS image is taken, a catheter attached to a
miniaturized ultrasound device is inserted into the blood vessel, so the shape of the blood vessel is deformed. The
resulting 3D blood vessel model developed by combining the IVUS and X-ray angiogram images reflects the
deformation of the blood vessel by the IVUS catheter. To solve this problem, we propose a novel method for 3D
blood vessel modeling using undeformed intima and adventitia information obtained with an IVUS catheter.

Keywords
Blood vessel modeling, CT, IVUS, X-ray angiogram
volume model that includes intima and adventitia is
needed. However, it is difficult to reconstruct a 3D
adventitial model from a single type of medical image.

1. INTRODUCTION
Recently, in the biomechanics field, many researchers
have been studying methods for blood vessel
modeling to better understand hemodynamics and
vascular disorder mechanisms [Car74]. Prominent
among the recent research on this subject has been
the development of computerized FSI (fluid-structure
interaction) analysis methods [You04, Qia10, Kni10].
For FSI analysis, a complete three-dimensional (3D)

The method most widely used to generate 3D blood
vessel models employs computed tomography (CT)
images. However, when a CT image is taken, a
contrast medium is injected into the blood vessel to
enable detection of its shape. The contrast medium
only shows the shape of the intima, not the shape of
the adventitia. For this reason, many studies have
examined the use of IVUS images to obtain detailed
intima and adventitia information [Qia99, Tse11].

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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Weichert reconstructed a 3D blood vessel model
using IVUS image biplane angiogram images. From
the IVUS images, contours of intima and adventitia
extracted and using biplane angiogram, position and
orientation of intima and adventitia were calculated
[Wei03 , Wei04].
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To obtain IVUS images, an IVUS catheter attached a
miniaturized ultrasound probe is inserted into a blood
vessel. The IVUS images, which show cross sections
of blood vessel, are taken during pullback of the
IVUS catheter. Therefore, IVUS images show intima
and adventitia contours in more detail than CT
images, but the overall shape of the vessel cannot be
obtained from IVUS images [Wah99].

to extract detailed information about the blood vessel.
When a CT image is captured, however, a contrast
medium is injected. With CT images, therefore, we
can reconstruct a 3D intimal model and observe the
overall undeformed shape of a blood vessel.
IVUS (intravascular ultrasound) is a medical imaging
methodology that uses a catheter to which a
miniaturized ultrasound probe is attached. By
referring to an IVUS image, we can extract detail
information about the cross section of a blood vessel.
We cannot, however, determine its absolute position
and orientation. In addition, the insertion of a catheter
causes the blood vessel to be deformed.

In previous research, we reconstructed a 3D blood
vessel model including intima and adventitia
information by registering CT and IVUS images
[Son13]. A 3D intima model was acquired from CT
images in the usual manner. From the intimal model,
the centerline of the vessel, which mimics the catheter
path, was approximated by a spline curve. Then,
cross sections of the intima were obtained at the
locations of the IVUS images. The contours of the
intima obtained from the IVUS images were
registered with the contours of the intima obtained
from the CT images to calculate the transformation.
The calculated transformations were applied to the
contours of the adventitia from the IVUS images to
obtain the contours of the cross sections of the intima
and adventitia in the 3D space.

To calculate the position and orientation of an IVUS
image, we used X-ray angiogram images.
Angiography is the medical imaging technique used
to visualize blood vessels. If an X-ray angiogram
image is captured before IVUS pullback, we can
determine the catheter pullback path. In addition, by
using two X-ray angiogram images that are taken at
different angles, we can reconstruct the catheter
pullback path in 3D space.
Using these medical images, our proposed method
progressed the following process.

However, when the cross sections of the intima were
obtained, the orientations in the normal plane did not
coincide with the IVUS images, as shown in Figure 1
[Hof99].

We reconstructed models of an undeformed intima,
deformed intima, and adventitia. To reconstruct the
undeformed intima model, we first isolated the intima
from a CT image and then extracted the iso-surface of
the intima voxel and converted it to a polygon model.
To reconstruct the deformed intima and adventitia
model, we combined an X-ray angiogram with IVUS
images. To calculate the position and orientation of
the IVUS images, we reconstructed a catheter path in
3D space by using two X-ray angiogram images. In
addition, we extracted the contours of the intima and
adventitia from the IVUS images by using a spline
curve. By combining a 3D catheter path and the
contours of the intima and adventitia, we
reconstructed deformed intima and adventitia models
(Chapter 3).

Figure 1. Comparison of the normal direction of the
centerline and the IVUS catheter path [Hof99]

To register these two 3D blood vessel models, despite
their being in different states, we calculated the
centerlines of two intimal models by using a 3D
Voronoi diagram. Along the centerlines, we obtained
the cross sections of two blood vessel models at the
same position. By registering the contours of the
intima obtained from the deformed blood vessel
model with those obtained from the CT model, we
calculated the transformation between the two intima
contours and applied the transformation to the cross
sections of the adventitia (Chapter 4).

A blood vessel modeling method that uses CT, IVUS
and X-ray angiogram images is proposed in this
paper to solve this problem.

2. OVERVIEW
The object of this study was to reconstruct a 3D
blood vessel model including undeformed intima and
adventitia. In this study, we used three kinds of
medical images, namely CT, IVUS, and X-ray
angiogram.
A CT (X-ray computed tomography) image is
generated by using an X-ray source that rotates
around the object. Because a blood vessel constitutes
a very small portion of a CT image, it is not possible
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Finally, we generated a 3D blood vessel model
including undeformed intima and adventitia.
Figure 2 shows the flow of data in our approach.
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Figure 2. Overview of the 3D blood vessel model
reconstruction process
Figure 4. (a) X-ray angiogram images of the IVUS
catheter (b) Reconstructed IVUS catheter path in 3D
space

In this study, to validate our proposed method, we
made an artificial blood vessel model using a silicon
tube and gelatin, as shown in Figure 3. Using this
artificial model, we obtained CT, IVUS, and X-ray
angiogram images.

3.2 Calculation of position and
orientation of IVUS images
The positions of IVUS images can be calculated
using the reconstructed 3D IVUS catheter path
because the pullback speed of the IVUS catheter is
held constant while the IVUS images are being
obtained. However, the orientation of an IVUS image
cannot be known from this information. Andreas
proposed the sequential triangulation method for use
in calculating the orientation of IVUS images
[Wah99]. The sequential triangulation method
assumes that the catheter path is composed of an
infinite number of joints and links, as shown in
Figure 5. Using constant IVUS pullback speed, the
location of IVUS images can be calculated and Using
Frenet-Serret formulas, twist angle between IVUS
images can be calculated. Using this method, the
orientation of IVUS image can be calculated using
information about the geometry of the joints [Wah99].

Figure 3. An artificial blood vessel model made using
silicon tube and gelatin

3. INTIMAL AND ADVENTITIAL
MODEL RECONSTRUCTION
3.1 A 3D catheter path reconstruction
As mentioned above, it is difficult to determine the
position and orientation at which an IVUS image was
obtained from the image itself. Therefore, biplane Xray angiogram images were used to estimate the
positions and orientations of IVUS images. The Xray angiogram images were taken at two different
angles before IVUS catheter pullback, as shown in
Figure 4(a). First, the IVUS catheter paths were
extracted from the X-ray angiogram images. Then,
the IVUS catheter path was reconstructed in 3D space
[Har03]. Figure 4(b) shows the reconstructed 3D
IVUS catheter path.
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Figure 5. Calculating the orientation of IVUS images
using the sequential triangulation method [Wah99]
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3.3 Intima and adventitia segmentation
from IVUS images
IVUS images are obtained by inserting an IVUS
catheter into a blood vessel. Therefore, an IVUS
image shows a cross section of a blood vessel, which
is more accurate than the contour obtained from a CT
image. In this study, a skilled operator worked
manually to obtain the vessel contours, as shown in
Figure 6. A closed spline curve was used, and 50
points were extracted from each spline curve.

Figure 8. A surface model of a deformed intimal
model

3.5 Undeformed intimal model
In CT angiography, a contrast medium appears in Xray images of blood vessel and the collection of grayscale images expresses the 3D shape of the vessel as
a voxel [Yoo00]. To generate polygon data, an isosurface is extracted from a CT image. In our study, to
extracting the iso-surface of intima, the commercial
medical image processing software 3D-Doctor was
used. Figure 9 shows an undeformed intimal model
generated using CT imagery.

Figure 6. Contours of intima and adventitia from an
IVUS image

3.4 Deformed intimal and adventitial
model
Figure 9. Undeformed intimal model generated from
CT imagery

By combining the positions and orientations of IVUS
images and contours of the intima and adventitia, a
series of cross sections constituting a deformed blood
vessel model was obtained, as shown in Figure 7. By
triangulation, a surface blood vessel model was
generated, as shown in Figure 8.

4. CROSS SECTION ACQUISITION
4.1 Calculation of the vessel centerline
Our approach to 3D blood vessel modeling involves
registering cross sections from a model generated
from combined IVUS and X-ray angiogram images
with cross section from a CT model. The centerline
of each intimal model is calculated to obtain the cross
sections of models.
A set of reference points must be identified on the
spline curve that describes the overall shape of the
blood vessel model. We defined the center points as a
series of centers of inscribed spheres of the intimal
model. In this study, VMTK (the Vascular Modeling
Toolkit) was used to calculate the center points of
intimal models using a 3D Voronoi diagram [Ant03,
Ant08, Ant03]. The internal Voronoi diagram is
obtained using VMTK by computing the Delaunay
tessellation of point set P, removing the tetrahedral
whose center falls outside the object [Pic09]. Figure

Figure 7. A series of contours making up the
deformed intima model
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10(b) shows the internal Voronoi diagram of the
intimal model obtained from CT imagery.

5. CONCLUSIONS
In this paper, we proposed a novel method for 3D
blood vessel modeling that overcomes the problem of
intima and adventitia deformation caused by IVUS
catheter insertion. To Validate our proposed
modeling method, we generated a 3D undeformed
intima model and a 3D deformed model, including
the intima and adventitia.

Once the center points of 3D intimal models have
been obtained, the parametric curve P(u) can be
calculated.

An undeformed intima model was reconstructed
using CT images, and by combining this model with
IVUS and X-ray angiogram images, deformed intimal
and adventitial models were reconstructed. Because
the position and orientation of an IVUS image cannot
be determined from the image itself, we reconstructed
a 3D IVUS catheter path by using two X-ray
angiogram images. By applying the sequential
triangulation method, the positions and orientations
of the IVUS images were calculated. To register the
cross sections of the intimal models, the centerlines
of the intima models were calculated by using a 3D
Voronoi diagram. This centerline was used to obtain
the cross sections of two intima models at
approximately the same position.

Figure 10. (a) Undeformed intimal model from CT
imagery (b) Internal 3D Voronoi diagram of the
intimal model (c) centerline of the intimal model

In our previous research, we proposed a blood vessel
modeling method using CT and IVUS images. In that
study, however, we did not consider the blood vessel
shape deformation caused by catheter insertion. In
addition, when we combined the CT and IVUS
images, we did not consider the fact that the
centerline of the intima model does not coincide with
the catheter path. To overcome these problems, in
this study, we reconstructed an intima model by using
only a CT model in the undeformed state and
intima/adventitia models that combine X-ray
angiogram and IVUS images of the deformed state.
Furthermore, for registering these two models, we
obtained cross sections using the centerlines of each
intima model.

Figure 10(c) shows the centerline of the intimal
model calculated from CT imagery.

4.2 Acquisition of intima and adventitia
cross sections from models
Using the computed centerlines, the cross sections of
intima models can be obtained. Before obtaining the
cross sections, the origin of the cutting plane has to
be determined because the cross section of each
intima model has to be at the same position. The
centerlines are interpolated spline curves divided into
segments of equal lengths with the same number of
points. In this manner, the origin of the cutting plane
is determined, and the normal vector of the plane is
defined as the tangential vector at the origin, as
shown in Figure 11. Using this plane, the cross
sections of intimal models at the same position are
obtained.

Future work will include an examination of the
method used to register two cross sections of a
reconstructed blood vessel model and a complete
reconstruction of a 3D blood vessel model including
undeformed intima and adventitia. Furthermore, in
this study, we did not validate the proposed method,
because it is difficult to assess the accuracy of the
reconstructed 3D blood vessel model. To evaluate its
accuracy, therefore, we will project the resulting
blood vessel model onto X-ray angiogram images
that show the outlines of a blood vessel. By
comparing the outlines of the blood vessel with the
projected blood vessel model, we expect to be able to
calculate the accuracy of the 3D blood vessel model.

Figure 11. A perpendicular plane of an intimal model
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ABSTRACT
A solution for driver monitoring and event detection based on 3D information from a range imaging camera is
presented: The system combines 2D and 3D algorithms to provide head pose estimation and regions of interest
identification. Starting with the captured cloud of 3D points from the sensor and the detection of a face in the 2D
projection of it, the points that correspond to the head are determined and extracted for further analysis. Later the
head pose estimation with 3 degrees of freedom (Euler angles) is estimated using ICP algorithm. As a final step,
the important regions of the face are identified and used for further experimentation, e.g. gaze orientation, behavior
analysis and more. The resulting application is a complete 3D driver monitoring application, based on low cost
sensor; it is described how to combine both 2D and 3D computer vision algorithms for future human factors
research enabling the possibility to study specific factors like driver drowsiness, gaze orientation or the head pose
estimation itself.
The experimental results shown are compared with ground-truth head movements obtained using an IMU.

Keywords
Head Pose Estimation, Face Detection, ICP, Point Clouds, Driver Monitoring.
It is described in this paper a solution that analyzes the
driver and determines certain aspects of its behavior
considering the information obtained from the fusion
of the color image and depth (from here, infrared
information can be obtained) from the Kinect sensor
bar. By combining both streams, a combination of 2D
and 3D algorithms is possible and it is aimed to
provide a reliable face detection solution, accurate
pose estimation and trustable identification of face
features, such as the eyes, the mouth and nose. The
obtained results from the proposed algorithm were
contrasted with a ground truth obtained from an
inertial measurement unit (IMU) that was placed
behind the head of the test driver. This allowed to
confirm whether the combination of the algorithms
(2D and 3D) delivered a good estimation. The lower
the difference between the IMU angles and the
solution the better the last one would be. All of the
three rotation angles were tested and compared (pitch,
roll and yaw).

1. INTRODUCTION
Driver monitoring is crucial in human factors. It is
important to monitor the driver to understand its
necessities, behavior or misbehaviors. In the market
there is already available technologies that provide
automatic driver monitoring systems, but the cost of
the sensors used are generally high, and many of them
require external and invasive devices that may
interfere in the driving process. Modern applications,
based on computer vision, take advantage of the
development of information technologies and
computing capacities to create applications able
monitor the driver by non-invasive methods, although
limitations inherent to the sensing technology are
present e.g. lack of depth information or light
dependent conditions. New technologies such as
stereo and time of flight cameras, are able to overcome
some of these difficulties. Specifically, recent gaming
sensors, such as the Kinect form Microsoft, are
providing a new set of previously-expensive sensors
embedded in a low cost device, thus providing 3D
information together with some additional features.

It is worth mentioning that the hardware used for this
experiment was not originally designed for this type
of applications as it was intended for indoor full body
tracking and gesture recognition. This presented some
difficulties that will later be described but that could
be easily solved by simple solutions such as raising the
window.
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Other approaches take advantage of the specific
features of the infra-red cameras, on which, thanks to
the specific illumination condition, the pupil can be
easily detected, thus the detection of the eyes is easier
([10] and [11]). Finally stereo systems are very useful,
because they provide 3D information but with the
disadvantage of the strong processing requirements
[12], some of the available commercial systems
includes these stereo system [13] and [14].

2. STATE OF THE ART
The techniques used to monitor the driver can be
divided according to the sensing device used. The
main three different sensor sets are:
Biometric sensors, based on the measurements of
biomedical signals. Although more robust, thanks to
the measurement of direct input signal form the driver,
they require intrusive methods [1] and [2]. These
intrusive methods can lead to important drawbacks,
such as a change of the behavior of the driver, or lacks
of comfort, that makes them not suitable for real
applications.

Not only in the field of intelligent transport system is
possible to find face detection and head pose
estimation, [15] provides a complete survey of the
topic, giving full information of the results and
categorizing the different available schemes according
to the technique used for head pose estimation:
Appearance template methods [16], Detector arrays
methods [17], NonLinear regressions methods [18]
and [19], Manifold embedding methods [20] and [21],
flexible models methods [22] , Geometric methods
[23] , Tracking methods [24] and [25] and Hybrid
methods [25], [20] and [26]. Some of the results
summarized on [15] are used to compare with the
presented work, as it is depicted in tests section.

The second set are on-board electronics (devices,
sensors, processing units etc…), mounted inside the
vehicle, that analyze the behavior of the driver by
extracting information from the CAN bus [3] and [4].
The availability of this information makes them useful
for commercial applications but the dependence on the
information released by the manufacturer and the
strong dependency on the reliability of the signal, can
throw back this sensors from a determined application.
Finally, computer vision based techniques are an
interesting tool for driver monitoring, that are
acquiring high importance in recent times because of
the nonintrusive nature for acquiring information.
Besides, the high amount of information available on
the images can be used to infer the state and the
behavior of the driver. On the other hand, the
difficulties inherent to computer vision algorithms
should be addressed. There are different types of
applications that use one or many of the available
cameras to address the main problem.

Not so many of these works take the depth information
into account, due to hardware restrictions, price of the
devices or strong processing requirements. With the
release of the Kinect, it is available to obtain color
images, 3D data and much more information based on
a low cost sensor. Thus the present algorithm enhances
the classical vision detection with depth information,
allowing to use accurate point clouds in order to
provide precise results in real time.

3. SYSTEM DESCRIPTION

Standard color cameras can be used during day light
conditions and can use general computer vision
algorithms and can take advantages of information
such as color. In [5] Viola and Jones face detection
algorithm is used, later condensation algorithms are
used for tracking the eye state, with detection based on
Gabor Filter. To detect drowsiness in the driver, SVM
(Support Vector Machines) are used for open/close
detection, and PERCLOSE (percentage of closed eye)
to identify the state of the driver. On [6] by using two
cameras, rapid 3D face modeling is performed using
frontal and profile face information for accurate 2D
pose synthesis. In [7] feature extraction from the
camera are used together with several parameters (i.e.:
percentage of eye closure over pupil over time,
quantity of eyed closed over time (Micro sleep) and
the Current Car Position (CCP)) to monitor the driver.
More focused into head pose estimation, work in [8]
provides 3D tracking based on monocular localized
gradient orientation (LGO) histograms and support
vector regression (SVRs). [9] Provides Eye detection
and Head Pose Estimation, the latest is based on
matching of specific features (eye distance) with a
model and tracking the movement using optical flow.
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The proposed solution is one of the many applications
in the IVVI 2.0 which is the second platform of the
Intelligent System Laboratory. It is a commercial
vehicle, equipped with a large variety of sensors
(mostly advanced cameras) to test and develop
different technologies to assist the driver (Figure 2).
From this set of cameras, the Kinect is one them. It
was attached to the dashboard, as shown in Figures 1
and 2. The location of the Kinect sensor was carefully
chosen, taking into account several factors:
-The minimum distance required for the Kinect range
detection (0.5 meters).
-Avoid interference with the driver's field of view,
therefore the positioning had to be the closest to the
dashboard in order to avoid this issue.
-The final position of the Kinect had to take into
account the steering wheel and the driver’s maneuvers
that may block the cameras. To avoid this, a balance
between the steering wheel presence and the driver’s
field of view had to be achieved.
Other locations of the sensor were discarded since
they did not fulfill the fore mentioned constraints.
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Figure 1: Overview of the system.
those points that are more than 2 meters away from the
sensor and the clouds in the lateral extremes as it is
more probable that the driver will be seated properly
on the seat therefore appearing in the center of the
screen.
Once the cloud is filtered and remodeled, a color
image is obtained from it by projecting the points to
the 2D world and extracting the information of the 3
channels (Red, Green and Blue). As a result, a 2D
representation of the cloud (or color image) is
obtained and the driver’s face is searched using ViolaJones algorithm [27].

Figure 2: Test vehicle IVVI 2.0.
Figure 1 shows the diagram that gives an overall idea
of the application. The proposed solution is a new
approach to deal with the detection of the driver, fast
estimation for the position of the face, determination
of its correspondent motion angles and to identify
relevant regions of the face for further analysis.

The Viola-Jones algorithm takes less time to
accomplish a full search of the face thanks to the space
reduction previously achieved
and proper
configuration for the size of the face to be located in
the image.

The solution begins by capturing the cloud of points
from the Kinect sensor and applying a distance filter
to remove the background. Later a color image is built
from the cloud, where a face will be searched by
applying a fast two dimensional based algorithm. In
case a face is detected, a point cloud obtained from the
original one is created but only with the points
corresponding to the face. The solution computes the
head pose constantly by comparing the actual point
cloud of the face with the first face detected. The
rotation matrix is later obtained and therefore, the
Euler angles (3DoF) corresponding to the rotation
between the two. Finally, the regions of interest for
human factors are searched on the actual face, this is,
the eyes and nose.

With the face detected, the next step is to build a 3D
object (cloud of points) with the corresponding points
of the face. This is done by extracting only the points
that correspond to the rectangle that contains the
detected face previously found with the Viola-Jones
algorithm (Figure 3). Because both, the cloud and the
color image, have the same dimensions and are
calibrated to match their center and borders (the
corners of the image match the corners of the cloud)
the position of the pixel of the image has an associated
point in the cloud and the cloud of the face is built.

Face detection and segmentation
The cloud of points retrieved from the Kinect sensor
is filtered, in order to reduce the points to analyze and
thus reducing both the search space and the processing
time for further algorithms. By taking into account the
restrictions of space in the vehicles' cockpit, it is
possible to model the environment and reduce the
space search to half of the original size by ignoring
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Figure 3: 3D Segmentation of a detected face
without cropping
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The obtained cloud is later reduced in size by cropping
15% from each side (top and bottom of the rectangle)
in order to focus on the space of the face that would
allow to estimate the head pose. By cropping the
rectangle, information not relevant that may lead to
misinterpretations is eliminated i.e. hair in the top,
beard, pendants and more. The main reason is that it
can affect the cloud due to the inaccuracies of the
depth sensor that may capture the points at one
moment but ignore them in the next. The second
reason is that some of the excluded areas represent
parts of the body that do not rotate with the head thus
they should be removed for the head pose estimation
as not only they do not contribute (may affect
negatively)to the rotation estimation.

Figure 4: Example of the voxel filter.
Where T is defined as the translation vector for the 3
𝑥𝑡
axis[𝑦𝑡 ]
𝑧𝑡
From ICP, the matrix Mt (3x3) is obtained and from
where the Euler’s rotation angles are obtained
according to the equations (3) (4) and (5). The effect
of the translation vector is eliminated by using the
centroid of the point of clouds corresponding to the
face obtained.

Although the capturing process is critical, it has an
important role at the beginning of the solution, since
once a face is detected, the cloud obtained is used as a
reference for the comparison with the rest of the nextto-be-found clouds. Cropping is also applied to the
reference cloud with the same restrictions and
dimensions as previously mentioned.

∆𝜃 = 𝑠𝑖𝑛−1 (𝑅2,1 )
∆𝛿 = 𝑡𝑎𝑛−1 (

,

𝑁

,

𝑁

)

𝑅2,2

)

(4)
(5)

It has to be mentioned that ICP needs to be properly
configured in order to deliver reliable results. After a
variety of tests, it was noticed that the slight variations
of the Viola-Jones algorithm when delivering the
rectangle containing the face (therefore the cloud of
points of the face) altered significantly the results
obtained between measurements. In order to avoid
these errors, a constant size is determined for the two
clouds to be analyzed by ICP.
Finally, at the last part of the solution, the eyes and the
nose are searched inside the area defined as face, based
on physical constraints and Haar-Like features.

(1)

Once the reference and the current cloud are properly
filtered, the Iterative Closest Points algorithm (ICP) is
applied. This algorithm compare the two clouds, and
returns the transformation matrix, composed by the
rotation matrix and the translation vector, by
minimizing the sum of the square error of the distance
between points. The ICP algorithm is applied in order
to obtain the transformation matrix Mt (2) determining
the new coordinates of the target cloud.
𝑥0
𝑀𝑡 = 𝑅([𝑦0 ] + 𝑇)
(2)
𝑧0
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)

Where ∆𝜃, ∆𝛿 and ∆𝜑 are the rotation angles for Pitch,
Roll and Yaw respectively.

The point p´ of the obtained cloud from the down
sampling is defined by Equation 1 where N (0.015 for
this application) is the parameter that determines the
size of the region to be considered when replacing it
for a single point.
𝑁

(3)

−𝑅2,3

Knowing that the computational time is paramount,
the cloud of points is down sampled i.e.: the amount
of points is reduced with a voxel filter (Figure 4). This
will remove the points from the cloud in a
predetermined area and replace them with one point
only (its centroid). The filtering is applied to both
clouds (the reference and the current). It is important
to determine the optimal value of the parameter of the
voxel filter. Too small and the amount of points will
remain almost the same and the computational time
reduction won’t be appreciated. Too big and too few
points will be available for the next algorithms thus
compromising the accuracy of the whole solution.

𝑁
𝑁
∑𝑁
𝑖=0 𝑥𝑖 ∑𝑖=0 𝑦𝑖 ∑𝑖=0 𝑧𝑖

𝑅1,1

∆𝜑 = 𝑡𝑎𝑛−1 (

Calculate the rotation

𝑝′(𝑥 ′ , 𝑦 ′ , 𝑧 ′ )=(

−𝑅3,1

Figure 5: Examples of normal face detection (A
and B) and error due to extreme light conditions
(C and D).
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Facial drawing techniques were used in order to
accelerate the process of searching the desired facial
features. One of the drawing techniques states that the
eyes should be in the center of the whole face and the
nose slightly lower. This restrictions were
implemented with flexible parameters in order to
avoid false positives.
These facial features, combined with the use of
different techniques, such as PERCLOSE analysis or
gaze orientation according to the pupil’s, are suitable
for further human factors and driver behavior analysis.

Figure 6: Comparison of the angles obtained for
Yaw from ICP and the IMU. The Y axis indicates
the angle or rotation in degrees and the X axis
indicates the time stamp in seconds.

4. RESULTS
In order to determine the reliability of the solution, a
series of different test were done with a total of 20
individuals performing head movements in the three
rotation axels: lateral movements (left to right) vertical
movements (up and down) and roll movements. An
IMU that registered the rotation angles was attached
to the back of the head of the individuals for ground
truth measurements. Results showed in Table I depict
the Mean Absolute Error (MAE) and figures 6 to 8
represent the results corresponding to one of the test
performed.
TABLE I
MEAN ANGLE ERROR IN THE OVERALL TEST BETWEEN THE IMU
AND THE

Angle

Error

Pitch

2.5

Yaw

3.8º

Roll

2.7º

Figure 7: Comparison of the angles obtained for
Roll from ICP and the IMU. The Y axis indicates
the angle or rotation in degrees and the X axis
indicates the time stamp in seconds.

Results of the errors per angle for the overall test.
Measuring Mean Absolute Error (MAE) as:
𝟏 𝒏
∑𝒊=𝟏 |𝐀𝐧𝐠𝐥𝐞𝐈𝐌𝐔 − 𝐀𝐧𝐠𝐥𝐞𝐈𝐂𝐏 |
𝒏

The system was tested with different lighting
conditions and positions of the face, in a controlled
scenario and later during a ride in the streets. The
speed of the solution, running on a PC Intel core i7 is
up to 10 frames per second. Thanks to the continuity
of the sequences, more than 30 tests were done for
each angle in every subject, focusing (but not only) on
Yaw and Pitch as these are the two main rotation
angles that the driver performs while driving, thus the
information this two angles can reveal is more
important on this context. As an application example,
Yaw could be used to determine if a driver was
distracted or not at a determined moment. Pitch could
be part of a drowsiness detection, combined with other
techniques such as the PERCLOS analysis of the
driver (Figure 9). As seen on (Figs 6-8.) The system
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Figure 8: Comparison of the angles obtained for
Pitch from ICP and the IMU. The Y axis indicates
the angle or rotation in degrees and the X axis
indicates the time stamp in seconds.
was able to track the movement of the head for its 3
rotation angles that with a very limited error.
As shown in Table I and (Figures 6-8.), the face pose
estimation algorithm determined with success the
position of the head; with error rates always below 4º.
Results comparison provided by [15] shows a
compendium of 38 different works with results
regarding the fine pose estimation. The work
presented here provides considerably better results (in
terms of MAE) than 33 of them (approx. 87%), and
very similar to the other 5. Furthermore, the results
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of the limitations to take into account, the system
performance was highly reliable under other
circumstances i.e. not extremely strong illumination
during daylight conditions, nightlight conditions, or
indoor. This makes this algorithm suitable for a wide
variety of applications, some of them are: An
application where the system performance would be
useful is night-fatigue monitoring as most applications
use normal color cameras that won’t work in the night
whereas the Kinect can use the infrared intensity
stream to get a clear picture of what is in front. Future
work lines will focus on the analysis of the eyes, more
specifically, the amount of time they are closed in
order to determine if the driver is falling asleep. This
could be combined with the analysis of the orientation
of the head to give a more advance driver monitoring
system.

Figure 9: Application results with the original IR
information from the sensor (a), 3D face detection
(b) and relevant regions identification (eyes and
nose) (c).
shown on this paper are similar to other more recent
approaches [8] and [9]. Although a comparison of
overall results is statistically insignificant, due to the
diversity of the databases used, it has been proved that
the performance of the system, based on a low cost
sensor, is close to other state of the art systems, even
with the lack of a tracking stage that would allow
smoother error rates. To allow a real and statistically
significant results comparison, Intelligent System Lab
[28] provides on its web page the database, with both
2D and 3D information from the Kinect sensor, as well
as the IMU data for ground truth.
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ABSTRACT
We present a prototype of a diving simulator system that can be used for organizing dives in real conditions. Our
simulator comprises of (a) an accurate visualization of a real wreck site in Mediterranean sea, Zenobia Cyprus,
one of the most well-known wrecks worldwide and (b) visualization of marine life based on the real types of
species that are gathering near the wreck. Moreover, a first attempt of integrating an existing diving computation
algorithm has been made. The simulator’s purpose, in its complete framework, is to be used by divers to organize
their dives in advance at the specific wreck and moreover to be used as a tool to promote diving tourism. The
diving computation part of the simulator has been validated according to the Professional Association of Diving
Instructor’s data, while the complete prototype of the system has been evaluated by expert users (divers) denoting
the importance of the specific simulator.

Keywords
diving simulator, dive computations, wreck 3D reconstruction, marine life, diving tourism.

1

INTRODUCTION

chaeology, medicine, science. Nowadays, the phrase
"a picture is worth a thousand of words" can not really
describe the amount of information one can perceive,
when a 3D interactive visualization is used. 3D representations of entire cities, archaeological places, museums, are among others, parts of virtual worlds which
allow interactive visits [Yar08a]. As a response of the
technological achievements and the increasing number
of divers, a new type of software applications developed targeting them. Digital representations of wrecks
or variety of dive sites, virtual environments where
divers can practice diving, video games with underwater theme, and dive simulations with 3D graphics, are
examples of migrating scuba diving into this new digital era.

The recreational scuba diving, in recent years, has been
developed into the most popular water sport worldwide. This is a highly enjoyable and entertaining activity for many millions of people around the world
who have discovered and appreciate the beauty, tranquillity and richness of the underwater world. According to the international diving training organization
PADI (Professional Association of Diving Instructors),
- which currently owns 70 % of the world’s diving market - more than one million people every year, obtain
diving degrees from the aforementioned organization
[PADI14a].
In addition, virtual replicas of real world sites became
increasingly common over the past few years used in a
variety of applications. The invasion of this new form
of media, changed the way we look and understand
the world, influencing among others, architecture, ar-

In this paper we present the methodology and the implementation for a virtual reconstruction of a dive destination, the Zenobia wreck. The real underwater environment is transferred into a virtual environment from the
perspective of scuba diving, taking into consideration
the effects that a human body has when it is exposed
to underwater depth. This application is designed to
target potential scuba divers of the specific destination.
It employs the principles of scuba diving, underwater
physics and decompression theory, aiming to be used
as a tool for organizing better a physical dive. Finally,
we examine the acceptance of such an application by

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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the diving community, since there is no data recorded
in the known literature about users’ opinion for diving
simulators.

the Decompression theory, have been recorded on dive
tables that are used by divers still today. Later, they
have been integrated into dive computers that model
absorption of inert gasses ’on the fly’ during a divers
dive [eDiv14a]. Recently, it has become common the
usage of software tools for organizing a dive and making a dive plan following the motto "Plan your dive, and
dive your plan". These tools, mainly show to the user
indicative information for a number of deco stops, i.e.
possible stops of diver, in several depths, while ascending in order to gradually decompress. The number and
the duration of each deco stop for a specific dive profile
is gained by calculating the absorption and discharge of
inert gasses during the dive [SL14a].

2 RELATED WORK
Virtual Underwater Environments
The underwater environment is hazardous and in most
of the cases it’s very expensive to perform underwater
activities either for pleasure or to gain scientific knowledge. These characteristics show the necessity of the
virtual representation of the underwater environment,
usually integrated with Virtual Reality systems.
Examples of applications of such 3D representations,
include robotic testings, such as testing of Autonomous
Underwater Vehicles (AUV). In such applications, the
virtual world is reconstructed from the viewing perspective of the robot, enabling realistic AUV evaluation
and allowing testing in the laboratory [Bru94a].

Dive Simulations
In the recent years, with the increasingly available computer power, as well as the increasing number of certified scuba divers, a new form of dive planners came into
play: the dive simulations with 3D graphics. There are
several dive simulations available at the moment, but
only few are implementing the Decompression theory
for diving into real dive sites’ virtual representations.
Some of the simulators emphasis on education, others
on promoting diving tourism, other attempt to recreate
the peaceful feeling of being in the underworld while
users are asked to complete specific tasks, while only
few simulate a dive into real diving destinations.
At eDiving [eDiv14a], an integrated learning system,
the user can practice diving online, visit virtual representations of real dive sites, plan his next diving expedition, find and interact with others to conduct a joint
dive, and share experiences and photos through a forum. In Second Life [SL14a], there is Suboceana Scuba
Diving environment, where users can find educational
information for the marine environment and perform
virtual diving.
The Infinite Scuba [Inf14a] is a collaborative effort of
a number of companies and organizations included the
Cascade Game Foundry (a computer games production
company), the PADI, the Mission Blue, the DEMA
(Diving Equipment Manufacturers Association) and
other companies producing diving equipment. The
game is based on real data. The user is trained in diving
and exploring exotic places that exist in the real world.
The developers aim is to increase the awareness of the
public for the diving sport and encourage people to start
diving into the natural world. Another interesting game
which has been released recently is the multiplayer
diving game World of Diving [WoD14a]. The game
is providing the possibility of using the virtual reality
headset Oculus Rift to maximize the immersion in
the marine environment. It begins with a diving site
at Caribbean, while the developers of the game are
promising more sites that exist in the real world with
Real biological and geographical data.

Virtual Reality applications are also used at the underwater archaeology field. For example the VENUS
project (Virtual ExploratioN of Underwater Sites)
survey’s shipwrecks at various depths and explore
advanced methods and techniques of data acquisition
through autonomous or remotely operated unmanned
vehicles. Innovative sonar and photogrammetry equipment are used, in order to develop virtual reality and
augmented reality tools for the immersive visualization
and interaction with a digital model of an underwater
site. Underwater archaeological sites within a VR
framework, can be used for digital preservation and
for demonstrating new facilities for the exploration
of the underwater site, in a safe, cost-effective and
pedagogical environment [Cha06a].
In the field of water sports, Drvis et al. [Drv06a]
demonstrate a swimming simulator in a virtual reality
ocean environment using a hand gliding and leg harness with pulleys and ropes in swimming apparatus.
A deep-sea apnoea diving simulator is demonstrated at
[Fel05a]. It integrates a virtual undersea environment
and a mechanical structure that helps divers descent and
ascend. Moreover, there exist dive simulations which
allow beginners scuba divers to experience the effect of
buoyancy control mechanisms before actually entering
the water, making the training less stressful and safer
for all participants [Kor03a].

Dives Planning
Since the 1920s, the community of the diving sport, has
seen drastically changes, in set of rules, especially in
the field of computing the absorption of inert gasses in
the diver’s body. The study and the modelling of the
spread of inert gas from breathing gases to the lungs and
then to the tissues of the diver and back, is described
in the Decompression theory [Yar08a]. The results of
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Among all the previously mentioned dive simulations,
only eDiving [eDiv14a] combines a dive computer
implementation in a reconstruction of real dive sites.
However, the integration of a dive computer in eDiving,
has as purpose to advertise dive computers that exist in
the trade market and teach divers how to use a specific
dive computer model.

3

(used even today) was the entirely manual mapping of
the wreck using tape measures, measurement frameworks, drawing tablets and pens. Another option was
using remote sensing methods deploying sonar, radar or
magneto metric devices. However, these devices are not
accurate enough and usually they are very expensive.
Computer vision offers promising technologies to build
3D models of an environment from two-dimensional
images. The state of the art techniques have enabled
high-quality digital reconstruction of large-scale structures, even in the underwater environment [Eri12a].
However, reconstructing using computer vision methods require involvement of many divers in order to capture real underwater photographs of the wreck, increasing drastically the cost of the virtual reconstruction.

DIVING SIMULATOR SYSTEM

At the end, we took advantage of the fact that the
wreck is inducted as a structure and use the 2D model
blueprints to recreate the ship in 3D, as shown in the
Figure 2. In order to locate the position and orientation
of the shipwreck on the seabed, we used data from the
official accident report of the Swedish authorities who
carried out the investigation of the cause of the wreck in
October 1981 [Mou96a]. Moreover, exact information
were used for smaller parts of the ship such as for the
bridge and propellers.

Figure 1: Main components of the designed diving
simulator.
We designed and implemented our diving simulator
with a component basis approach. As shown in the Figure 1 the three basic components of the simulator are:

Marine Life Representation

• Reconstruction of a real underwater scene; the
wreck Zenobia

For the marine life representation we took into account
two parameters: (a) species of marine life surround the
real wreck, and (b) real movements of marine life. In
order to create the dive site in a realistic way we used
real biological data for that specific wreck.

• Representation of marine life based on real data
• Dive simulation that allows divers to plan their dive
The decomposition of the complete simulator in different parts gives the flexibility of the substitution of
one component with a different implementation while
reusing the rest of the components. This makes our simulator easily extensible and reusable. For example the
same simulator can be used for organizing dives in a
different wreck (and not only at Zenobia wreck) providing the reconstruction and integration of that other
wreck while the rest of the components can be reused
as they have already been implemented.

A previous study at the Zenobia wreck [Ari09a]
recorded the number of marine species and their
allocation. The wreck has been divided into four
sections. The division was based on the difference of
lighting conditions in each one of the sections, since
the distribution of marine species is highly affected by
the existance of the light. In each of the four sections,
data about the numbers of each one of the marine
species were recorded.
In the four examined areas of the wreck, there were
85 species of organisms of which 24 were fish. Most
of the fishes where benthic (living near the seabed or
hard surfaces). According to the same study, there was
a frequency indicator for the appearance of each fish.
This indicator was used to spawn species in realistic
populations in several areas of the wreck, as shown in
the Figure 3. To achieve the fish movement in groups,
we used the well-know flocking algorithm of Reynolds
[Rey14a]. The algorithm is based on three simple steering behaviors (separation, cohesion, alignment) which
describe how an individual boid (fish) maneuvers based
on the positions and velocities of its nearby flockmates
(school of fish).

The three main components of the simulator are explained in detail in the following sections.

Real Wreck’s Digital Reconstruction
The Zenobia wreck has been selected to be reconstructed digitally, since it is one of the top dive
destinations in the world [Eco07a]. The MS Zenobia
was a Swedish built Challenger-class RO-RO ferry
launched in 1979 that capsized and sank close to
Larnaca, Cyprus, in June 1980 [HHV14a].
In order to create a 3D model of the Zenobia wreck,
we examined the different options suitable for underwater environments reconstruction. The old fashion way
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Figure 2: The Zenobia ship (left) has been digitally 3D reconstructed (right) based on blueprints (middle).
three issues, and not propose new models, thus we provide below only the basic concepts behind them. A
more in depth explanation of the related mathematical
backgrounds can be found in [Phy14a], [Bad11a] and
[Mou96a].

Remaining Gas Status
In order to avoid drowning, the diver should always has
gas in his tank. The remaining gas calculation depends
on the absolute pressure, the tank capacity, the tank
pressure, and the diver’s breathing rate.
While the user dives virtually, we track the diver’s position and based on his current depth, we calculate the
absolute ambient pressure based on physical lows given
at [Phy14a]. The ambient pressure affects the breathing
rhythm of the diver.

Figure 3: Marine life representation based on real
biological data.

Taking into account the tank capacity and the tank pressure, the remaining gas in the tank is calculated. Based
on diver’s breathing rhythm and the remaining gas, the
available time that the diver is allowed to stay in the
water, can be computed.

Dive Simulation
The Dive Simulation component is the core of the Diving System. In this work in progress, we make a first
attempt to cover this component. Below, we present the
parameters that are taken into consideration during the
virtual dive that is performed by the user. They can be
summarized to parameters related to:

Moreover, in scuba diving there are rules about actions
that should be taken by the diver, given the tank’s pressure status. For example if the tank’s pressure reaches
100 bars the diver should start returning to his boat, or
if the tank pressure reaches 50 bars, he should be at ascending mode (in the case of recreational diver). We are
taking into consideration these divings rules and thus
our simulator provides the user with this feedback according to his tank’s pressure status.

• Remaining gas status
• No-Decompression Limit (NDL)
• Ascending speed
The above are used to provide the user with crucial information indicating drowning, occurring by the first
one, or decompression sickness, occurring by the last
two. The aim of this prototype of the diving simulator is to integrate existing models addressing these
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rapid ascent. Its a common functionality of dive computers to track diver’s position in every second and
check if the diver is near to exceed a specific ascent
speed. In our simulation we are taking into consideration the maximum speed allowed to avoid decompression sickness, when a diver is ascending vertically,
m
)
as many international dive organizations suggest (9 min
[Mou96a], [Pal97a], [TDI10a]. We track the diver’s
position every second and we calculate his ascending speed, providing feedback to the user in cases he
reaches the maximum allowed speed.

the maximum amount of time that a diver is allowed to
stay at a specific depth, in order to avoid the decompression sickness.
No Deco Limits vary from dive to dive. In physical
dives the diver can track his NDL in two ways: (a) by
using a waterproof dive table that provides a set of NDL
time for several depths, accompanying with a watch to
track the time he stayed in that depth, and (b) by using
a dive computer, that is a type of a watch that tracks
depth and does all the calculations giving to the diver
feedback about the NDL.
Both dive tables and dive computers NDL feedback
based on a mathematical theory, the Classical decompression theory, first developed by J. S. Haldane. The
theory describes the diffusion of Nitrogen in the diver’s
body by dividing the human body into several independent compartments that load and discharge inert gas
with different rates [Bad11a], [Sch06a].

Dive Site Specific
In order to be dive site specific we do the calculations
for NDL based on the location of the specific wreck
reconstructed for this simulator.
We calculate the NDL according to the time a diver
needs to swim from his/hers current position, to the spot
where his boat is located. To achieve this we use real
spatial data. Above the Zenobia wreck, there is a buoy
in a fixed position where all the boats fasten. Below the
buoy there is a rope that leads to the wreck. Usually, the
last point that a diver visits at Zenovia wreck is where
the rope is attached on the wreck (Figure 4, B), about
17 meters in depth, while after that the diver starts ascending until he reaches the buoy at sea level (Figure 4,
C).

In our simulator, in order to provide the user with NDL
information we implemented an algorithm that is based
on Classical decompression theory. The NDL is computed on what is proposed at [Bak] using the Equation
1.
Pno_deco − Palv
1
]
NDL = − ∗ ln[
k
Pt − Palv

(1)

where:
1
k is a constant, different for each type of tissue ( min
),
Pno_deco is the Nitrogen partial pressure value where
diver should start ascending (bar),
Palv : is the Nitrogen partial pressure in diver’s lungs
(bar),
Pt is the current Nitrogen pressure in each compartment
(bar).

Based on the above, at each second we calculate the
time needed to return at the sea level from diver’s current position (Figure 4, A. In this calculations we take
into consideration: (a) the maximum speed allowed to
avoid decompression sickness, when a diver is ascendm
), (b) the reported divers’ average
ing vertically (9 min
m
speed (15 min ) when swimming horizontally and (c) No
Deco Limits at depths (A) and (B).

The simulator updates at each second, as it is also done
in dive computers, the information about:
1. the charge of Nitrogen in the different compartments
2. the prediction of surface Nitrogen partial pressure in
the different compartments if the diver starts assenting that very moment
3. the NDL according to the prediction of surface Nitrogen partial pressure
Figure 4: The calculations that are performed to avoid
decompression sickness are done using the specific
dive site parameters.

based on virtual diver’s position and route.
Whenever NDL reaches zero, means the diver is obligated to perform decompression in order to eliminate
the risk of getting the decompression sickness.

4
Ascending Speed

In this section we present the results of evaluation for
our diving simulator system. Firstly the system was
validated for its accuracy regarding the information that

Decompression sickness can be also occur even in cases
where the diver complies with NDLs, but he operates a
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provides to the participants (competent divers) and then
the system was evaluated for its usability and usefulness among experts divers. Finally we demonstrate the
strengths and weakness of our simulator comparing to
other systems.

This can be explained, considering the Equation 1 that
has been used for NDL compuation, In cases where the
fraction is less than or equal than zero, the ln is not
defined. The cases where this happens are when the
diver is in shallow depths, mostly at the beginning of
the dive, where the partial pressure of Nitrogen in the
breathing gas is more that the partial pressure of the
Nitrogen loaded at the hypothetical compartments. This
is the case when we have many missing compartments,
marked with dark gray color at the graph in Figure 5.

Validation
The component of the system that needs validation is
the numerical computation of the No Deco Limit time.
The outputs of this component were validated according to data provided by the Professional Association of
Diving Instructors (PADI). PADI provides this data in
the form of tables computed using the DSAT Recreational Dive Planner model [Sch06a].

Evaluation by Expert Divers
A meeting was held with seven divers. The majority
of them where very experienced divers, with an average number of 154 logged dives. All were Cypriot residents and six of them visited several times the Zenobia
wreck. They were asked to use the application based
on a common frame. They had to descend to 40 meters,
explore the wreck, stay long enough without exceeding the NDL, not overcome the maximum ascent rate
or run out off the air. Divers where not informed that
the presented wreck was the Zenobia wreck in order
to examine how convincing was the three-dimensional
representation, and also to speculate if the application
teases them to travel, even outside their country, in order to achieve a physical dive. During the application
use, experts were commenting and indicating problem
areas. However, the main objective of this evaluation
was to speculate whether the concept of this application is something useful, and if there is audience among
the diving community that would support such applications. For this reason, we conducted a questionnaire of
closed type, which experts were asked to answer after
contacting with the particular application. Finally, the
user evaluation closed with a group discussion where
the main subject was what they would prefer to see in
such a simulation and what not.

The comparison between the two; our system’s results
and PADI’s tables is shown in the Figures 5 and 6.

Figure 5: Validation of our simulator with data
provided by Professional Association of Diving
Instructors (PADI) for depth between 10 to 17 meters.

Regarding the experts opinion about the dive simulations, we recorded that dive simulations and dive planning software are not very popular among the divers,
but divers are positive in using them for planning their
dives at specific dive destinations. We asked divers if
they were willing to pay an amount of money in order to
have a similar product and the majority of them where
positive (five of seven). A crucial question was if they
can trust this kind of simulations for organizing their
physical dives. All except one, stated that they can trust
a dive site specific simulation for planning a real dive.
We wanted to find out which components of the dive
simulation divers think are important. So we gave to
divers a list with four different components that appear
in a dive simulation (Marine Life, Dive Computer, Realistic underwater environment, Digital shipwreck representation and real dive site bathymetry) and we ask
them to rank these components to what they think is
important and what is not, with the freedom to give

Figure 6: Validation of our simulator with data
provided by Professional Association f Diving
Instructors (PADI) for depth between 17 to 42 meters.
The Zenobia wreck can be found from 17 meters to 42,
so we split the results of validation in two parts according to the depth that Zenobia wreck position. Figure 5
illustrates that the simulation NDL differs from PADI’s
NDL. Figure 6 depicts that simulation NDL for depths
greater than 18 meters, where is the Zenobia wreck, becomes more accurate. In bigger depths, where the danger is higher, we observe better accuracy. However in
shallow depths there is a difference between the two.
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the same rating to more than one part of a hypothetical
wreck simulation. The vast majority of users depicted
that the most important part of a simulation is the dive
computer where user responses were nearly unanimous.
According to international statistics [Sto07a], the most
important factor for a diver to visit a dive site is the
rich marine life. In contrast with that, the majority of
the users were apathetic to the virtual marine life in a
simulation. Additionally, we wanted to record the experience from this simulation and to verify whether if
triggers the divers to do something else other than continue using it, stop using it, or making them to go for
a dive. We gave the divers three options as an answer:
(a) to stop using the application, (b) to continue using
the application, and (c) to go for a physical dive. We
gave the option to the participants to select more than
one possible answer. 5 participants choose to go for a
physical dive, 5 choose to continue using the application and none choose to stop using it. We could say
that generally the application gave a positive impression since none of the users wanted to stop using the
application. Finally we wanted to investigate if a dive
simulation could be used as a tool to promote diving
tourism in a country. In order to capture as clearly as
possible a reliable trend, during the evaluation with experts, we intentionally we did not mention that the diving simulation was at the Zenobia wreck. We told experts that the simulation was in a wreck located in the
European region and asked them if they would be willing to travel outside their country to see the shipwreck.
All responded positively. However, it should be noted
here that the divers who performed the physical dive at
the Zenobia wreck (6 out of 7), immediately recognized
the wreck and knew that this wreck is in the region of
their country of residence. This does not make it reasonable to conclude that such simulations would lead
to diving tourism, but also reveals that the 3D modeling
of the wreck, although not done in detail, was convincing.

gas). Some would like to have the opportunity to create
their own avatar by choosing themselves the appearance
of the diver. Divers were asked whether the swimming
speed of the virtual diver should correspond to the real
underwater swimming speed or a higher speed. Referring to speed, divers stated that it is better to have both
options, with the decompression algorithm working in
both cases relatively with the speed and time.

Comparison with Existing Systems
In this subsection we make a comparison of our diving
simulator with other existing systems. The comparison
is conducted in the scope of scuba diving, so we ignored
any other components that may appear in an interactive
environment such as multiple players, avatar creation
etc. In Table 1 we present a summary of component
features that build up a diving simulator. It is clear that
none of the dive simulations implements all of the components. The novel point of our simulation when comparing with the other systems is the implementation of
a dive site specific simulation that calculates the NDL
according to the distance that the diver has to cover in
the horizontal and vertical axis for returning not just to
the surface, but to a specific boat located in the water
surface. However, this feature is optional with the user
making the final decision.
Compo- eInfinity SubWorld This
nents
Diving Scuba oceana of
Work
Diving
Real
N/A
N/A
N/A
Yes
Yes
Marine
Life
Real
Yes
Yes
No
Yes
Yes
underwater
scene
Diving No
No
No
No
Yes
rules
Dive
No
No
No
No
Yes
site
specific
Table 1: Comparison between existing diving systems
and our work.

The evaluation closed with a discussion about what
the divers would prefer to see on a diving simulation.
Among the comments was that they would like to have
the ability to change parameters in the application depending on their personal profile. For example, they
would like to have an option to change the respiration
rate (in the simulation the rate was 20 litres per minute
at the surface) and put their own breathing rate. They
stated that it would be better to choose the type of bottles between 15 litres, 18 litres, or a specific set of twin
bottles, and the estimations of remaining air inside the
bottle to be based on their choice(in the simulation the
divers used a 12 Lt tank at 200 bar pressure). They
also stated that they would like to have the ability to
choose the oxygen fraction containing respiratory mixture, enabling with this calculations for NITROX dives
(dives with more than 21% oxygen in the breathing
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CONCLUSIONS

We demonstrated the methodology for implementing a
prototype of a complete diving simulator. The proposed
diving simulator can be used for promoting tourism diving in Zenobia wreck, one of the top ten dive sites world
wide. The simulator is a standalone application and can
run on a desktop computer.
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For our simulator we used real data for both, reconstruction of the wreck and the representation of the marine life surrounding the wreck. Moreover, a diving
computation algorithm has been integrated as a first attempt towards using the simulator for organizing dives
and having indications for decompression sickness and
danger of drowning.
We compared our simulator with existing systems. To
the best of our knowledge, it’s the only simulator that
is site specific while it also integrates the aforementioned components. Moreover we evaluated our simulator based on expert divers’ opinions and based on
recorded data for the computations performed.
A more in depth and formal evaluation is needed to be
done [Bow02a], [Dys03a], having more participants.
Moreover, the simulator should be evaluated by non
divers participants, to demonstrate whether it can be
used for training purposes and for encouraging people
to become divers.
As far as it concerns the diving computation component, further investigation is needed for the algorithm
to be used for the integration in order to give more accurate and conservative results in all depths. A bigger
number of marine life species can be used in the simulator based on provided biological data while more details on the wreck can be also modelled and textured
based on real underwater photographs. An extended
version of the simulator can be also provide the option
to the user to choose at which wreck would like to run
a virtual dive. This implies the virtual reconstruction of
other wrecks as well.

6
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ABSTRACT
The paper presents results of the work concerning the technical specification of Immersive 3D Visualization
Laboratory to be opened in late summer 2014 at the Faculty of Electronics, Telecommunications and Informatics
at Gdańsk University of Technology in Poland. The person immersed in VR space will be placed in a transparent
sphere with a diameter of over 10 feet, supported on rollers and equipped with a motion tracking system.
Walking motion of the person will inflict the revolution of the sphere and trigger changes in the computer
generated images on screens surrounding the sphere (CAVE with six walls) thus creating an illusion of motion.
The projection system will be equipped with a 3D visualization capability and supplemented with a spatial sound
generation system. The analysis prior to the specification was based on extended studies including literature and
site visits to selected installations in Europe as well as consulting with companies which are leading European
manufacturers and 3D systems integrators.

Keywords
Virtual reality, VR systems and toolkits, CAVEs, walk simulation, immersion.
Implementation of virtual reality systems is in
general a very complex task. Such systems combine a
number of modules of various types: mechanical,
optoelectronic and computer. Any assessment of VR
system quality must take into account the properties
of human visual, auditory, haptic, and balance
systems.

1. INTRODUCTION
In recent years, many centers in the world attempted
to build their own virtual reality laboratories. The
main idea of such laboratories is to allow users to
feel immersed and to move freely in a computer-generated virtual world. In particular many of these laboratories deploy sophisticated devices, allowing for
unlimited territorial virtual walk [4, 7-9, 15, 18, 19].

Virtual reality is sometimes described as I³:
interaction, immersion, and imagination [2].
Interaction is provided by the input devices,
immersion – by the output devices. Imagination is
not associated with the devices, is concerned with the
user. It is necessary to break away from the physical
reality. In the case of virtual walk systems,
interaction is achieved via locomotion interface,
immersion – by surround audio-visual projection.

An important advantage of virtual walk systems is
their ability to generate images, scenes and situations
that look very realistic, and to allow users move
through the virtual world in a natural way. Thus, such
systems may be used in applications such as, among
others [15]:
• military training and operations,
• industrial inspection training,
• scientific and architectural visualization,
• virtual tourism, exhibitions and museums,
• measuring the impact of the environment on human
behavior,
• phobia treatment,
• entertainment (e.g. computer games).

In order to provide the user with the ability to walk in
the virtual reality, a number of solutions have been
proposed: bidirectional treadmills [3, 6], conveyor
tables equipped with an array of bidirectional rollers,
omnidirectional roller skates, sliding surfaces with
the mechanism of placing feet centrally, motion
platforms and moving paving slabs placing
automatically under the walker’s feet [11, 14]. All of
these systems are rather complicated and thus less
reliable. Other disadvantages could be excessive
noise or lack of image projection on the floor.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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One of the best solutions providing movement
without changing location is a freely rotating sphere

315

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

with the user placed inside, where the sphere is
moved only by the force of human steps (something
like an omnidirectional hamster wheel) [7, 18].

the highest possible degree of immersion feelings
(unrestricted freedom of movement and stereoscopic
3D projection) together with the least amount of the
equipment worn by users (e.g. virtual helmets) to
provide them with the maximum comfort and
impression of natural activity.

In a system using a rotating sphere (with a special
hatch for entry) to achieve the feeling of audiovisual
immersion in the surrounding virtual reality a
cybernetic helmet is usually used, e.g. Virtusphere
[22]. This results, however, in a discomfort caused by
the device of considerable size and weight placed on
the user’s head. In addition, the delay in the
displaying of images in case of rapid motion of the
user’s head can cause cybersickness [2, 12].

2.1

Spherical Walk Simulator

The laboratory project is partially based on the
solutions described in the previous section.
Implementation of a mechanism of movement
without changing location will be carried out using a
transparent sphere rotating on the rollers. A user will
be entered into the sphere through a special hatch
opened from the outside.

An interesting device was developed at the
University of Warwick (England) [7]. In this
solution, rotating sphere with a user placed inside
rises in a vertical air stream, creating a kind of an air
cushion. The sphere consists of two layers, each of
which consists of several segments of a specially
designed shape [7]. In order to ensure sufficient
mechanical stiffness, the segments of individual layer
overlap with some offset. The outer layer of the
sphere is made of brushed material thus becomes a
screen on which the projection of the image is
performed. The user does not have to wear anything
on your head.

In the case of projection on screens surrounding the
rotary sphere, high transparency and homogeneity of
the sphere is required in order to prevent excessive
distortion of observed image (Fig. 1). Therefore the
sphere has to be made from a relatively small number
of segments (to minimize the length of segment
boundaries), from a material having sufficient
mechanical strength (the need to maintain the user
inside without significant deformation of the sphere),
resistance to dirt and mechanical damage (scratches)
during normal use.

Unfortunately projection on the sphere was only 2D.
Moreover, the problem of image bonding from
different projectors has not been completely solved.
Complex border line between two adjacent 2D
images on a spherical rotating screen makes it
difficult to combine [20]. Stereoscopy complicates
the task further. Our analysis shows that only
transparent sphere surrounded by the cubic CAVE
guarantees proper 3D stereoscopic visualization.
The first CAVE (Cave Automatic Virtual
Environment) was built in the University of Illinois
at Chicago in 1992 [4, 5]. The projection in CAVE
takes place on a number of flat screens, arranged in
the form of a cube, typically about 10 feet at each
edge. In many caves projection is made only on four
(three walls + floor) or five (+ ceiling) walls. This
allows the user easy access to the interior of the
CAVE (through the missing wall). However, in such
implementation of the CAVE the user who turns
back does not have a screen with an image in front of
himself. For full immersion the CAVE surrounding
the sphere requires all six cube screen-walls and
projection of images with suitable resolution and
brightness. Of course, one wall should provide
entrance to the CAVE.

Figure 1. Visualization of the rotary sphere inside
the CAVE.
Average observer eye level should coincide with the
geometric center of the sphere, which provides the
direction of observation perpendicular to the surface
of a sphere and to minimize the distortion of the
image in the case of projection on screens
surroundings the sphere (on the surface of the sphere
there will be no refraction of light rays). Diameter of
the sphere must therefore be equal to about two
heights of the average human (up to the eye level)
and was set to 10 feet. In case of placing the user
inside the sphere it is extremely important (safety
reasons) to ensure sufficient air volume in the sphere.
For the sphere diameter equal to 10 feet the above
assumption is fulfilled [15, 16]. The estimated sphere

2. IMMERSIVE 3D VISUALIZATION
LABORATORY
The task of creating a modern virtual reality
laboratory, named Immerse 3D Visualization
Laboratory, has been started at our Faculty. One of
the main assumptions of the laboratory is to ensure
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diameter provides also sufficiently large radius of
curvature, therefore abnormality of movement will be
imperceptible or at acceptable level [15].

from each other, and therefore each eye catches a
slightly different picture. The interpretation of these
images takes place in the brain of the observer,
resulting in the impression of depth. Creating an
impression of depth in this manner, requires
generation of pairs of images seen from a slightly
different perspective, and directing them (e.g. by
special filter glasses) to the left and right eye of the
observer [1, 13, 17].

The transparent variant of Virtusphere device with a
diameter of about 10 feet [22] seems to meet all these
required conditions.

2.2

Cubic CAVE

In our laboratory the rotary transparent sphere with a
user inside will be placed in the center of the cubic
CAVE with edges of about 11 feet each (3.4 meters).
The CAVE will consist of four vertical acrylic flat
screen-walls and horizontal glass screen-floor and
glass screen-ceiling with special coating for highest
brightness uniformity. To allow access to the CAVE,
one of these screen-walls will be an automatic sliding
door.

A few types of stereoscopic systems can be
distinguished: active (the projection with separation
in time) and passive ones (projection with separation
of polarization or projection with spectrum channels
separation). Because of the possibility of
depolarization of light on the rotary sphere material,
the projection with polarization separation may not
work properly in our laboratory and has been rejected
(Table 1). Two other alternative methods were
chosen to implementation: separation in time with
active shutter glasses (alternating eye overriding, Fig.
3) and spectrum channels separation using passive
glasses with selective interference filters for each eye
at the appropriate wavelength.

The 360 degree view will be achieved via the
stereoscopic rear projection on the all six flat screenfaces forming the cube structure of the CAVE around
the sphere [15, 16]. This solution requires projection
from six different directions (Fig. 2). The whole
image surround will be displayed by 12 digital
projectors – two Barco Galaxy NW7 projectors per
screen-wall (floor, ceiling). For seamless alignment
of both projectors on each flat screen the edge
blending technique will be used. These three-chip
DLP projectors themselves have a resolution of
1920 × 1200 pixels (WUXGA) and thus a final
resolution of single screen-face will be 1920 × 1920
pixels. Therefore, the square pixel edge length will
be 0.067 in (0.17 mm) [16]. A luminous flux of the
projectors equal to 7000 ANSI lumens implies
(taking into account the losses caused by the edge
blending) the total luminous flux above 11000 ANSI
lumens per screen-wall.

stereoscopy

advantages

disadvantages
possibility
of
active
wide color space
flickering,
with
standard projector
polarization
separation
120 Hz without
sensitive,
in
additional
active glasses
time
equipment
(shutters)
passive
polarization
with
wide color space,
sensitive,
separation no flickering,
projectors with
of
passive glasses
polarizing filters
polarisation
passive
no flickering,
reduced color
with
passive glasses,
space,
spectrum
polarization
projectors with
channel
insensitive
color filters
separation
Table 1. Properties of stereoscopic techniques.

Figure 3. Active stereoscopy with separation in
time.
Stereoscopy with separation in time implemented in
our laboratory will use radio-based active stereo
nVidia 3DVision Pro shuttering at 120Hz. Today's
active shutter glasses use polarization, so there is
some risk of incorrect operation of glasses caused by
possible change of polarization by the rotary sphere
material. Therefore, the stereoscopy with spectrum
channels separation will be available as an
alternative. It will be the Barco active Infitec+

Figure 2. The rotary sphere and six pairs of
projectors in I3DVL.
Three-dimensional vision is related to the fact that
the eyes of an observer are located at some distance
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technology using high-quality dynamic color filtering
to produce from one projector separate images for the
left and the right eye (Fig. 4) [1, 10, 13].
Additionally, slightly different color spaces of both
images are fully corrected by DynaColor (Fig. 5). As
the incorporated active Infitec+ filter can be switched
off, the same projector Barco Galaxy can also be
used for standard active stereo projection, which
requires synchronized shutter glasses, and for mono
projection. It means that for deploying both
stereoscopy only one set of projectors will be needed
(but two sets of glasses).

3. CONCLUSIONS
Implementation of Immersive 3D Visualization
Laboratory is a very complex task. Several problems
of different nature: mechanical, optoelectronic and
computer must be solved. Most of these problems
cannot be considered separately, for instance
problems related to the projection system cannot be
considered in isolation from problems related to the
mechanics
or
computer
generation
and
synchronization of three-dimensional image.
The description above concerns mainly the problems
related to the locomotion interface and the
visualization of three-dimensional image. A number
of problems are still not solved, both on technical
matters and the subjective user perception of 3D
impression as well as the impact on user health and
well-being [2, 12].

left eye
wavelength
right eye

Technical problems relate mainly to define the
minimum required resolution and brightness and
requires field tests. Another difficult problem is
prediction of the impact of transparent sphere (but
composed of segments) and problems concerning
dynamic parameters (proper synchronization user
motion with projected image) on the quality of the
image.

B L B R GL GR R L R R
Figure 4. Spectrum channels separation in
Infitec+ technology.
GL

GR
corrected
color
space

RL
RR

BR
BL
Figure 5. Color correction in Infitec+ technology.
The 12 Barco Galaxy projectors will be driven by a
12-node visualization cluster (12 × Dell Precision
T3600) with 12 nVidia GPUs of the latest generation
(Quadro K5000). Two additional nodes will support
tracking (including spherical walk simulator) and the
generation of sound. The nodes will be connected by
a high performance Infiniband network and
additionally by Gigabit Ethernet network.

Figure 6. Architectural visualization of the I3DVL
building.

Visualization will be supported by sound generated
by Bose and Apart speakers. User’s head position
will be measures by ART IR-optical tracking system.
It is worth adding that the rotary sphere will be
removable from the CAVE. This will allow the
testing of other models of locomotion interfaces, like
improved spheres or sliding surfaces with the
mechanism of placing feet centrally (e.g. Virtuix
Omni [21]). It will be also possible to use our CAVE
in the typical way, without any walk device, only
with some handheld controller. In addition, the
removed rotary sphere enriched with a virtual helmet
can simultaneously allow for independent simulation
(like Virtusphere [18, 22] mentioned before).
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Figure 7. Construction of the I3DVL building
(September 2, 2013).
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The final result of the project will be a complete
virtual reality laboratory (Fig. 6, 7, 8). The greatest
challenge of this laboratory will be unlimited walk
through computer-generated virtual world. This will
create endless possibilities to implement scenarios
for a wide range of practical applications.
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Figure 8. I3DVL building almost ready
(March 7, 2014).
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ABSTRACT
Visualization and interaction with 3D bone models reconstructed from medical images are fundamental for biomedical applications. They are useful for surgeons in order to diagnose and plan surgical operations. Although
traditional reconstruction techniques based on isosurfacing are mainly used for visualization, it is desirable to
obtain labelled models without outliers in order to improve the interaction. This paper presents the integration of
digital image processing and computer graphics techniques to enable not only the reconstruction of simplified 3D
bone models, but also the interaction with them. To that end, the segmentation of CT images is performed in order
to obtain different bone regions and to label them. This approach is divided into three main parts: segmentation,
reconstruction and interaction. The goal of the segmentation is to extract closed contours and to generate labelled
regions which represent the bone structures to be reconstructed. Then, 3D bone models are obtained from these
regions by isosurfacing. Finally, a detailed collision detection can be calculated between the 3D models in the scene
in order to provide visual aid when the user is interacting with them. This interaction includes the calculation of
distances, nearest points and overlapping triangles. Moreover, an immersive experience is provided by integrating
the Leonar3Do stereo system.

Keywords
medical image segmentation; bone labelling; 3D bone reconstruction; bone simplification; interaction; collision
detection.

1 INTRODUCTION

require the extraction of 3D models. Therefore, the
interactivity is limited to common camera operations,
such as panning, tilting, and zooming.

Visualization, reconstruction and interaction with 3D
bone models are useful for bio-medical applications.
They can be used in medical tasks that involve diagnosis, surgical planning, etc.

Other works use the regular grid representation to perform a 3D reconstruction by isosurfacing. Isosurfacing enables the use of fast and simple methods for rendering. On the other hand, several drawbacks have to
be considered due to the high resolution of the isosurfaces extracted. First, the generation of large polygonal
datasets requires high computational cost and memory
resources. Second, undesirable triangles can be generated due to the presence of artefacts and noise.

The visualization of bone structures is usually performed from Computed Tomography (CT) images. CT
images are mainly used to locate high density values
and therefore to distinguish dense cortical bone from
soft tissue. This type of images can also be processed
in order to extract features and structures [Sac04]. CT
images are usually acquired as a stack of slices and
the data set is represented as a regular volumetric grid.
This representation allows to visualize bone tissue
by using volume rendering. To that end, there exist
toolkits that enable the visualization of large volumetric
data sets [BD02]. This type of visualization does not

Furthermore, post-processing tasks, such as simplification, segmentation or labelling, have to be performed
as long as we need to enable interaction and collision
detection with the generated models [vdB04].
The main aim of this work is to present the reconstruction of 3D simplified bone models in order to enable interaction with them. For that, we present a set
of techniques to perform the segmentation of bone regions from CT images. It allows to simplify, label and
classify the bone models. The labelling has also been
used to enable interaction with the reconstructed models. Finally, the Leonar3Do system [Leo12] has been
integrated to let the user have an immersive experience

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.

Communication Papers Proceedings

321

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

through stereo visualization. Thus, users can interact
with a virtual 3D bone individually for different purposes such as education, training and surgical planning.

2 BACKGROUND AND OVERVIEW
There exist many segmentation techniques that can be
applied to medical images [PXP00]. These approaches
can be categorized as intensity-based, edge-based,
region-based and deformable models. However, there
is neither a standard segmentation technique that works
well for all medical images nor all methods are equally
good for the particular type of CT images.
Moreover, automatic segmentation methods usually require constraints, and difficulties are encountered due
to different factors such as variations in the shape of the
bone and heterogeneous structures [SRS∗ 10].
Concerning 3D reconstruction from medical images,
different approaches have been presented in the literature. As commented above, isosurfacing is the technique commonly used. This approach was initially presented by Wyvill et al. [WMW86] but it was popularized by Lorensen and Cline through the Marching Cubes algorithm [LC87]. In recent years, some
techniques have been adapted from popular methods
in computational geometry such as Delaunay triangulation and Voronoi diagram [LYG∗ 09]. Other techniques
are based on Hierarchical Space Subdivision Schemes
[BHGS06]. Sharf et al. [SLS∗ 07] presented a method to
interactively reconstruct surfaces by using a priori distribution. On the other hand, the extraction of contours,
using a hierarchical spatial decomposition, can be complemented with a table of patterns to triangulate these
contours [PJP12].
Applications that are usually used to work with medical images are limited to 3D visualization [BD02] and
they usually only allow to rotate the camera and to
remove outliers if it is necessary. There are several
toolkits which enable the manipulation of models reconstructed from medical scans. ITK-SNAP [YPH∗ 06]
is an application that allows to interactively segment
structures from medical scans. MITK [WVW∗ 04] combines VTK and ITK to provide interaction with models
reconstructed from medical scans. Most of these methods and tools do not allow to separate and classify different 3D bone models and interact with them. In order
to achieve it, labelling is essential to identify the different bone structures and it is a non-trivial task that
usually requires user interaction in complex cases. Previous works perform the labelling after isosurface extraction. Harders et al. [HBG∗ 07] process the manual
separation of erroneously connected isosurfaces, being
the artificial connections removed by the user. To this
end, a cut line can be interactively drawn onto the bone
isosurface. Yushkevich et al. [YPH∗ 06] use cut-plane
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operations to relabel a segmentation into different structures. Consequently, these approaches require to postprocess the isosurface generated.
In this paper, we present an approach for labelling the
different bone structures before the reconstruction. To
that end, CT images are processed to perform the bone
labelling during the segmentation. This image processing is focused on the extraction of filled bone regions,
which allows to reconstruct 3D simplified bone models. In addition, the bone labelling enables the interaction with these models. This interaction includes,
among others, picking and collision detection methods.
Finally, the Leonar3Do system lets the user have an
immersive experience through the stereo visualization.
For all the above process, this approach can be used
for training and surgical planning that requires the interaction with virtual bones. It can help the user to reconstruct and place bones in their correct position from
real medical images.
An overview of the process is shown in Figure 1. As
depicted in Figure 1 the different techniques are mainly
grouped into three main categories: "Segmentation &
Labelling", "3D Bone Reconstruction" and "Interaction". During the segmentation, CT images are taken
as input to be processed individually. In addition, the
bone regions of interest are identified for each CT image. Then, these regions are used for extracting a set of
3D simplified bone isosurfaces. Finally, different techniques are integrated to enable stereo visualization and
interaction with these 3D bone models.
The results of the different techniques are shown
throughout the paper. For that, a CT scan of the knee
has been used. It consists of 156 slices that were taken
at 0.675 mm intervals at a resolution of 512 x 512
pixels.

3 SEGMENTATION AND LABELLING
The goal of this step is to obtain a set of labelled and
filled bone regions for each CT image. Both features
are essential for the classification and simplification of
the bone structures. In order to achieve it, we use the
image processing techniques described below.

3.1 Smoothing
Since CT images are very heterogeneous, specially in
the trabecular bone areas, images are smoothed with a
curvature flow filter [Set99]. This algorithm uses a level
set formulation and performs edge-preserving smoothing (see Fig. 2). Thus, the pixels of a particular intensity form one level set. The level set function is then
evolved under the control of a diffusion equation where
the speed is proportional to the curvature of the contour.
Thus, areas of high curvature are diffused faster than
areas of low curvature. In addition, noise artefacts disappear quickly, while large scale interfaces will be slow
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Figure 1: General overview of the process.
to evolve, thereby preserving sharp boundaries between
objects.

(a)

and effort required during the segmentation. The seed
propagation consists in analysing the n × n neighbouring values (being n a predefined neighbourhood size) in
the adjacent slice to determine the possible location of
new seeds.

(b)

Figure 2: Smoothing a CT image. a) Original CT image. b) CT image obtained from smoothing.

3.2 Segmentation
We take advantage of these smoothed images to perform a particular region growing segmentation. This
segmentation is based on setting a seed for expanding
a region into neighbouring points. It is performed according to a threshold range of intensity values (see Algorithm 1). It also requires to know the location of a
set of seeds, one for each bone regions of interest in the
image (see Fig. 3a). Thus, a set of seeds is automatically established by seeking high density values, which
correspond to cortical bone tissue, in the image (see Algorithm 2). Then, these seeds are finally classified by
the user interactively, to validate or discard them. Furthermore, the user can interact with the image to select
the seed location in order to achieve more accurate results.
Once the user has validated a seed, it is propagated
along the image stack to identify the surrounding cortical tissue. This procedure reduces the amount of time
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Data: Set of slices and seed points.
Result: Set of Bone regions for each slice.
THRESHOLD_RANGE[2] ← Minimum and
maximum threshold values;
for each Slice Si do
for each seed s j in Slice Si do
Region R j ← 0;
/
CadidatePoints ← 0;
/
Add seed s j to CandidatePoints;
while CandidatePoints != 0/ do
Point p ← Next point in CandidatePoints;
Add p to Region R j ;
// Neighbourhood Analysis
for k ← 1 to 8 do
if neighbour value nvk ∈
THRESHOLD_RANGE then
if neighbour point npk ∈
/ R j then
Add npk to CandidatePoints;
end
end
end
Remove p from CandidatePoints;
end
end
end
Return Set of Regions R for each Slice S
Algorithm 1: Threshold Connected Region Growing
Algorithm
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Data: Slice.
Result: Set of potential seeds.
THRESHOLD_RANGE[2] ← Minimum and
maximum threshold values;
S ← 0;
/ // Seeds
I ← SlicePointSet;
A ← 0;
/ // Auxiliary Point Set
for i ← 1 to Slice Width do
for j ← 1 to Slice Height do
if Point Pi j ∈ THRESHOLD_RANGE then
if Pi j ∈
/ A then
Add Pi j to S;
A ← A∪Region Growing Segmentation
from Pi j ;
end
end
end
end
Return Set of Seeds S
Algorithm 2: Automatic Search of Potential Seeds

has been used because of its simplicity (see Fig. 5b).
In fact, both of them can be used since the result of the
contour lines are always closed due the features of the
region growing segmentation as we described above.

(a)

(b)

Figure 3: Smoothed CT image processing. a) Region
growing segmentation result. b) Contour extraction result.

3.3 Labelling
The bone labelling is performed at the same time that
the user validates the seeds during the segmentation.
This is a semi-automatic process which starts associating seeds to each single bone structure. The user
can group more than one seed to identify branching
bone structures. This 2D identification procedure allows to classify the bone structures avoiding the postprocessing of isosurfaces. This post-processing usually
involves a topological study for classifying groups of
connected triangles.

Finally, bone regions are generated by flooding the extracted contours. Since each region is represented by
external and internal contours (see Fig. 3b), it is possible to reduce the processing time by using only the
external contours. For that, we take advantage of the
fact that contours generated during the segmentation are
always closed. Therefore, the contours are treated as
polygons and the Jordan Curve Theorem is used to detect the inner contour points (see Algorithm 3)(see Fig.
4a). This algorithm is also utilized to flood the external
contours (see Fig. 4b). It is important to note that the
flooding process is required to classify the inner pixels
as bone tissue and to enable the 3D bone reconstruction.

3.4 Contour and region extraction
Contour extraction is performed to identify the boundaries of a bone region. Two methods are mainly used
when dealing with medical images: Marching Squares
and Edge Tracking. These methods are easy to implement and take into account an isovalue to determine the
appearance of boundaries and generate contour lines.
On the one hand, Marching Squares is considered as
a two-dimensional version of the Marching Cubes algorithm. It is based on a divide-and-conquer approach,
studying every cell composed of four points in a slice to
detect boundaries (see Fig. 3). On the other hand, Edge
Tracking detects edge intersections. Once a boundary
point has been detected, a contour line is generated
moving across cell boundaries until the contour line
closes back on itself [ZLZ08]. As opposed to Marching
Squares, this algorithm always provides closed contour
lines. Both the Marching Squares and the Edge Tracking algorithms use interpolation techniques to get more
accurate results.
In this case, even though closed contours are required
to delimit the different bone regions, Marching Squares
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(a)

(b)

Figure 4: Segmentation from closed contours. a) Removal of internal contours. b) Flood of external contours.

4 3D BONE MODELS RECONSTRUCTION
Once the region segmentation is performed, threedimensional bone models are generated by isosurfacing. Using the Marching Cubes algorithm, the 3D
bone models are reconstructed. The results, which
correspond to an area of the knee, are shown in Figure
6b. This comparative also shows the removal of
non-desirable geometry. This geometry can appear
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Data: Set of contours.
Result: Set of external contours.
EC ← 0;
/ // External Contour Set
I ← SlicePointSet;
for each Contour Ci do
inside ← f alse;
numContour ← 1;
numContours ←Number of Contours;
while numContour < numContours and !inside do
if Ci 6= CnumContour then
numPoint ← 1;
numPoints ←Number of Points of Ci ;
while numPoint < numPoints and !inside
do
Point Px,y ← PointnumPoint of Ci ;
crossings ← 0;
for each Line Segment LS j of
CnumContour do
if ray down from Px,y crosses LS j
then
crossings ← crossings + 1;
end
end
if crossings is odd then
inside ← true;
end
end
end
end
if !inside then
Add Ci to EC;
end
end
Return Set of External Contours EC
Algorithm 3: Extraction of External Contours

(a)

(b)

Figure 5: View from axial plane of femur isosurfaces:
a) isosurface obtained directly from original CT images, b) isosurface obtained from region segmentation.

(a)

due to the presence of internal noise (see Fig. 5 and
artefacts 6a). In addition, a brief comparative about the
resolution of the generated models is shown in Table 1.
The 3D models generated are cleaner and have lower
resolution. Moreover, an additional slice has been
added above and below of the three-dimensional image
in order to avoid the presence of holes and to obtain
models totally closed (see Fig. 6b).
Finally, a Laplacian smoothing filter has been applied
to the 3D bone models. The models are smoothed
adjusting the point coordinates, making the cells better shaped and the vertices more evenly distributed. It
is achieved analysing each vertex to determine which
other vertices are connected with it. Then, the coordinates of each vertex are modified according to the average of the connected vertices. This process is repeated
until the desired result is obtained. On the other hand,
lower resolution models can be generated by simplifying the contours obtained during the segmentation step.

Communication Papers Proceedings

(b)

Figure 6: Results obtained by isosurfacing: a) isosurface obtained directly from original CT images, b) simplified and labelled isosurfaces obtained from region
segmentation.
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Knee bones

Points

Direct isosurfacing

Isosurfacing after
segmentation

1.609.968

205.895

Reduction (%)

87,21%

Triangles
3.180.573
408.176
87,17%
Table 1: Comparative of the geometry generated by isosurfacing from previous segmentation

5 INTERACTION & VISUALIZATION
Once the 3D bone models have been reconstructed, the
interaction is enabled. For that reason, it has been
necessary to implement picking and collision detection
methods. In addition, due to the size and the topology
of the reconstructed models, those methods must be fast
and robust. 3D bone models can also be selected, translated and rotated to be placed correctly in the scene.
To simplify this step, the calculation of nearest points
and the overlapping triangles between every two bone
models is performed. These methods have been implemented in C++ using PQP - A Proximity Query Package [LGLM99] to calculate a detailed collision detection. Furthermore, the Leonar3Do system [Leo12] has
been utilized in order to improve the interaction and visualization. This is a virtual reality system that enables
a stereo visualization and interaction by using active
glasses.

Figure 7: Calculation of the nearest points between 3D
models.
using the PQP library. In this way, the data structures
previously constructed are used. This method is robust
since it is based on PQP.

5.1 Collision detection

5.3 Stereo Visualization and Immersion

In order to implement the interaction with the different 3D bone models, we have not only to calculate the
collision but also to generate a realistic response. Since
the reconstructed models are isosurfaces, it is necessary
to use algorithms that can work with that type of models. Distances and nearest points between two models
can help the user to place models that are not correctly
positioned (see Fig. 7). Some algorithms have been
tested [PJPO12] to choose the best suited to this problem. In this work, algorithms have been tested with
models with a complexity of up to one million triangles. The results show that the PQP library [LGLM99]
is quite fast and robust. This library uses swept sphere
hierarchies to perform collision detections. Moreover,
PQP is able to calculate different collision detection parameters, such as distances, overlapping triangles (see
Fig. 8), or closest points.

The Leonar3Do system mainly consists of a spatial
input device (called "bird"), 3D glasses and monitormounted sensors. Both the bird and the 3D glasses
operate in six degrees of freedom and sensors can
track both the bird and the glasses. To this end, the
Leonar3Do system uses a technology based on infrared
sensors. The bird has two buttons, one big and one
small, which can be programmed. In addition, the big
button is sensitive to pressure. On the other hand, 3D
glasses enable stereoscopic vision.
This visualization system allows the user to better understand the scene and makes easy to select objects by
using the spatial input device. In addition, the stereo
visualization increases the feeling of immersion when
manipulating the 3D bone models (see Fig. 9).
The Leonar3Do API (LeoAPI) is divided into two main
parts: the tracking API and the stereoscopic API. The
first one allows to know where both the spatial input
device and the glasses are situated. The spatial input
device has been used to manage a 3D cursor that enables the selection of bone models in the scene and to
manipulate them. On the other hand, the position of the
glasses is used to manage the camera, hence when the
user moves the head, the camera moves accordingly. To
do this, both the translation and the rotation of the user
head are considered. This increases the feeling of immersion and makes the application easy to use. It is

5.2 3D picking
The set of 3D bone models can be selected by picking. Each selected model can be rotated and translated
by using the mouse. These transformations are performed independently of the other models in the scene.
In order to pick bone models, we have implemented a
method that consists of casting a ray from the observer
that passes through the mouse position and the calculation of the collision with all the objects in the scene by
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(a)

Figure 9: Stereo visualization with Leonar3Do system.
Consequently, artefacts are also avoided during the reconstruction.
(b)

Figure 8: Overlapping triangles are displayed in red.
a) Overlapping triangles between the patella and femur
models. b) Overlapping triangles in (a) from a different
perspective.
important to consider that the camera position is modified by the LeoAPI, hence that it is placed at the focal
point. The stereoscopic API enables the implementation of the stereo view and it is responsible for generating the final frame of the application, whether or
not the stereo mode is activated. Because of this responsibility, it is necessary to disable the auto-buffer
swapping because the LeoAPI already does it. Moreover, the LeoAPI fills a projection matrix which have
to be provided to OpenGL before rendering the canvas.
However, this projection matrix can be modified before
passing it to the OpenGL pipeline.

6 CONCLUSIONS AND FUTURE
WORK
An approach to reconstruct 3D simplified bone models
and to enable interaction with them has been presented.
A semi-automatic approach has been used to identify
bone tissue from CT images. The proposed segmentation method requires extra processing time but in return it allows to label the different bone structures. The
3D reconstruction has been performed by isosurfacing.
Comparing our results with traditional isosurfacing approaches, the obtained 3D models are less complex
and contain no noise due to the previous segmentation.
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Furthermore, the stereo Leonar3Do system and computer graphic techniques have been integrated to enable
interaction with the reconstructed 3D models in terms
of geometry. This interaction includes a detailed collision detection that helps to provide visual feedback to
the user. Moreover, the Leonar3Do system is used to
provide an immersive experience that enables a stereo
visualization. As a result, our proposal allows users to
interact with individual 3D bones for different applications such as education and surgical planning.
As future work, we plan to apply this approach in the reconstruction of bones and fragments involved in a fracture. The reconstructed models can be used for surgery
planning and virtual fracture reduction. For that purpose, the segmentation algorithm should be extended
to deal with fractured bones. Moreover, the variation
of bone intensity level between adjacent medical images can lead to changes in the shape of bone regions
that provokes stepped boundaries during the reconstruction. These sharp boundaries are quite difficult to be
smoothed even though the vertices of the models can
be adjusted as we described in Section 4. Therefore,
other approaches should be studied in order to perform
the triangulation between contours.

ACKNOWLEDGEMENTS
This work has been partially supported by the Ministerio de Economía y Competitividad and the European
Union (via ERDF funds) through the research project
TIN2011-25259.

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

7 REFERENCES

cessing. In Computational Cardiology,
vol. 2966 of Lecture Notes in Computer
Science. Springer Berlin / Heidelberg,
2004, pp. 91–118.
[Set99]
S ETHIAN J.: Level Set Methods and Fast
Marching Methods: Evolving Interfaces
in Computational Geometry, Fluid Mechanics, Computer Vision, and Materials
Science. Cambridge Monographs on Applied and Computational Mathematics.
Cambridge University Press, 1999.
∗
[SLS 07] S HARF A., L EWINER T., S HKLARSKI
G., T OLEDO S., C OHEN -O R D.: Interactive topology-aware surface reconstruction. ACM Trans. Graph. 26, 3 (July
2007).
[SRS∗ 10] S HARMA N., R AY A. K., S HUKLA
K. K., S HARMA S., P RADHAN S., S RI VASTVA A., AGGARWAL L.: Automated
medical image segmentation techniques.
Journal of medical physics 35, 1 (2010),
3–14.
[vdB04]
VAN DEN B ERGEN G.: Collision Detection in Interactive 3D Environments:
Text. Collision Detection in Interactive 3D
Environments. Morgan Kaufmann Publishers, 2004.
[WMW86] W YVILL G., M C P HEETERS C., W YVILL
B.: Data structure forsoft objects. The
Visual Computer 2, 4 (1986), 227–234.
[WVW∗ 04] W OLF I., V ETTER M., W EGNER I.,
N OLDEN M., B OTTGER T., H ASTEN TEUFEL M., S CHOBINGER M., K UNERT
T., M EINZER H.-P.: The medical imaging interaction toolkit (mitk) a toolkit facilitating the creation of interactive software by extending vtk and itk. In Medical
Imaging 2004 (May 2004), International
Society for Optics and Photonics, pp. 16–
27.
∗
[YPH 06] Y USHKEVICH P. A., P IVEN J., H AZLETT
C. H. C., S MITH C. R. G., H O C. S.,
G EE J. C., B G. G.: User-guided 3d active contour segmentation of anatomical
structures: Significantly improved efficiency and reliability. NeuroImage 31
(2006), 1116–1128.
[ZLZ08]
Z HENG L., L I G., Z HU H.: The generation algorithm of tissue contour lines
in medical image. In Bioinformatics and
Biomedical Engineering, 2008. ICBBE
2008. The 2nd International Conference
on (2008), pp. 2631–2634.

[BD02]

B HANIRANTKA P., D EMANGE Y.:
Opengl volumizer: a toolkit for high quality volume rendering of large data sets.
In IEEE/ACM SIGGRAPH Symposium
on Volume Visualization and Graphics
(2002), pp. 45–53.
[BHGS06] B OUBEKEUR T., H EIDRICH W.,
G RANIER X., S CHLICK C.: Volumesurface trees. Computer Graphics Forum
(Proc. of EUROGRAPHICS 2006) 25, 3
(2006), 399–406.
∗
[HBG 07] H ARDERS M., BARLIT A., G ERBER C.,
H ODLER J., S ZÉKELY G.: An optimized
surgical planning environment for complex proximal humerus fractures. In MICCAI Workshop on Interaction in Medical
Image Analysis and Visualization (2007).
[LC87]
L ORENSEN W. E., C LINE H. E.: Marching cubes: A high resolution 3d surface
construction algorithm. Computer Graphics 21, 4 (1987), 163–169.
[Leo12]
L EONAR 3D O:,
2012.
http://www.leonar3do.com [Online
accessed 31-March-2014].
[LGLM99] L ARSEN E., G OTTSCHALK S., L IN M.,
M ANOCHA D.: Fast Proximity Queries
with Swept Sphere Volumes. Tech. rep.,
Dep. of Computer Science, UNC Chapel
Hill, 1999.
∗
[LYG 09] LV S., YANG X., G U L., X ING X., PAN
L., FANG M.: Delaunay mesh reconstruction from 3d medical images based
on centroidal voronoi tessellations. In
Int. Conference on Computational Intelligence and Software Engineering (2009),
pp. 1 –4.
[PJP12]
P ULIDO R., J IMÉNEZ J. J., PAULANO
F.: Surface reconstruction from 3d medical images based on tri-tree contouring. In
Proc. of the International Conference on
Computer Graphics Theory and Applications (2012), pp. 175–181.
[PJPO12] PAULANO F., J IMÉNEZ J. J., P ULIDO
R., O GAYAR C. J.: A comparative study
of implemented collision detection strategies. In Proc. of the International Conference on Computer Graphics Theory and
Applications (2012), pp. 485–490.
[PXP00]
P HAM D. L., X U C., P RINCE J. L.: Current methods in medical image segmentation1. Annual Review of Biomedical
Engineering 2, 1 (2000), 315–337.
[Sac04]
S ACHSE F.: 5. digital image pro-

Communication Papers Proceedings

328

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

User-Based Visual-Interactive Similarity Definition for Mixed
Data Objects - Concept and First Implementation
Jürgen Bernard12

David Sessler12

Tobias Ruppert1

juergen.bernard
@igd.fraunhofer.de

david.sessler
@igd.fraunhofer.de

tobias.ruppert
@igd.fraunhofer.de

James Davey1

Arjan Kuijper12

Jörn Kohlhammer1

james.davey
@igd.fraunhofer.de

arjan.kuijper
@igd.fraunhofer.de

joern.kohlhammer
@igd.fraunhofer.de

1 Fraunhofer
2 TU

IGD, Germany
Darmstadt, Germany

ABSTRACT
The definition of similarity between data objects plays a key role in many analytical systems. The process of
similarity definition comprises several challenges as three main problems occur: different stakeholders, mixed data,
and changing requirements. Firstly, in many applications the developers of the analytical system (data scientists)
model the similarity, while the users (domain experts) have distinct (mental) similarity notions. Secondly, the
definition of similarity for mixed data types is challenging. Thirdly, many systems use static similarity models that
cannot adapt to changing data or user needs. We present a concept for the development of systems that support the
visual-interactive similarity definition for mixed data objects emphasizing 15 crucial steps. For each step different
design considerations and implementation variants are presented, revealing a large design space. Moreover, we
present a first implementation of our concept, enabling domain experts to express mental similarity notions through
a visual-interactive system. The provided implementation tackles the different-stakeholders problem, the mixed
data problem, and the changing requirements problem. The implementation is not limited to a specific mixed data
set. However, we show the applicability of our implementation in a case study where a functional similarity model
is trained for countries as objects.
Keywords: Similarity Measures, User-centered Design, User Feedback, Mixed Data Sets, Feature Selection,
Information Visualization, Visual Analytics

1

INTRODUCTION

scientists. Due to differing expertise, a knowledge gap
exists. Capturing the mental similarity notion of the
domain expert and thus defining a meaningful similarity model may be challenging for the data scientist due
to a) false assumptions and different vocabulary, b) data
complexity, or c) an insufficient number of iterations in
the development phase. The problem gets worse if domain experts cannot formalize their similarity notion in
the granularity of specific attributes/features. For example, a doctor may not be able to explicitly define the
functional behavior of EEG features. But she can implicitly identify similar patterns at a glance.

The definition of similarity between data objects is an
important prerequisite to perform data analysis tasks for
various data-centered domains. One can assume that
the functional definition of similarity for the comparison of data objects is chosen in order to reflect the
notion of similarity in the mind of the users. In other
words, in most of the existing approaches the users’
mental similarity notion has to be represented by a functional specification.
However, in many applications the developers of the analytical system are not necessarily the users of the system. In these cases, systems are typically developed in
a collaborative effort between domain experts and data

Another challenge for the definition of similarity is
based on the data complexity. In many real world data
sets numerical, ordinal, categorical and binary attribute
types are present; often called mixed data. For mixed
data sets a combination of similarity measures for different attribute types is needed in order to cover the attribute space as a whole. However, approaches that deal
with similarity on mixed data sets are scarce.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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Finally, a problem arises if the mental similarity notion
of the domain expert changes over time. In this case,
most current systems require an intervention by the data
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scientist. The similarity model has to be re-defined, the
system has to be re-compiled and re-deployed. In addition, the underlying data set may change over time,
which implies similar actions. For both of these cases
a ‘static’ implementation at compile time lacks dynamism at run time.

While approaches that consider explicit user feedback
exist [25], [16], [49], incorporating implicit feedback in
a system is a more difficult task. Our concept is based
on implicit feedback, because we do not aim to bias the
user’s mental model by giving additional information
about the underlying attributes. The domain experts
should only be aware of handling features on-demand.
However, the functional similarity model is based on
features. Thus a knowledge gap between the user and
developer exists. Bridging this gap [47] is one of the
challenges of this work.

In this work we present a concept for the visualinteractive definition of similarity for mixed data
objects which can directly be accessed by domain
experts. Systems based on our concept will be able to
tackle the three challenges outlined in the similarity
definition process. We describe 15 mandatory steps
for the development of such systems. For each step
different implementation variants as well as their
advantages and disadvantages are presented. This
reveals a large design space.

Related approaches applying feature selection aim to
improve the prediction performance and to reduce the
number of features to best candidates for further analysis of the data set. An introduction to feature selection
as well as an extensive survey is given by Guyon and
Elisseeff [19]. Visual analysis and interactive refinement of automatic techniques for feature subset selection is presented in SmartStripes [35]. Our concept to
calculate similarity is primarily based on selecting and
weighting appropriate features of the data. By discarding features with weight zero or a weight smaller than
a threshold a feature subset selection can be achieved.

In addition, we present an implementation of the concept in accordance to the 15 mandatory design steps.
Domain experts are able to interactively align mixed
data objects and thus to express their mental similarity notion visually. Our approach tackles all three described challenges. Finally, we show the benefits of our
implementation in a case study. A mixed data set consisting of country attributes is applied to capture a mental similarity notion.

2

Feedback concepts are used in many domains for different tasks. Relevance feedback [41] is a prominent procedure in the information retrieval. It is used to improve
query formulations interactively and iteratively. In this
way, search queries can be optimized. Direct feedback
to improve the quality of search results is applied in
Pixolution [38] a tool for visual similarity search. Pixolution speeds up the process of finding images that are
visually similar to a sample image. Different feedback
strategies like the weighting of image colors or textual search are applied. In contrast to our concept, the
weighting strategy is based on explicit feedback. Indirect feedback, gained by monitoring the behavior of
users, is used by recommender systems. Online platforms for music, film or news, etc., use this technique
to suggest similar products. A survey on recommender
systems is presented by Adomavicius and Tuzhilin [1].
Active learning approaches use feedback to annotate
unlabeled data, which then is used to train machine
learning models [43]. In our concept we suggest the
use of implicit user feedback generated by object positioning in a 2D area to identify the arranged objects and
their pairwise distances.

RELATED WORK

We identified those fields of research which are related
to our work. While many inspiring aspects will be recalled later in the concept section, we first structure the
related work according to these fields of research.

2.1

User-Centred Design and Feedback

We present a concept that involves the user in the definition of the similarity operation. User-centred design
is a widely recognized practice to improve the effectiveness and efficiency of the user working with software [39]. Visual Analytics guidelines to involve the
user in design studies exist (e.g. presented by Tamara
Munzner [37]). Furthermore, this work deals with the
similarity notion of domain experts. This mental similarity notion in the minds of users can also be described
as the mental model [33]. The objective of our concept is to transform these mental models into functional
similarity operations, based on user feedback. There
are two possibilities for the collection of user feedback.
Explicit feedback can be gathered if the user has an indepth understanding of the attribute space of the provided data set. Implicit feedback is provided if the user
points out which objects are similar, based on her mental similarity notion without necessarily comprehending the available feature space. This concept is applied
by recommender systems [1]. The system then interprets the implicit feedback to create a functional similarity specification based on the features of the objects.
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2.2

Mixed Data and Similarity Metrics

Dealing with mixed data is a non trivial task. Our concept deals with mixed data sets from an algorithmic and
visual-interactive perspective. Several approaches that
deal with mixed data sets algorithmically exist. Clustering of mixed data sets is presented by Jie et al. [26].
Applications for the quantification of categorical data
and the exploration of data sets including both categorical and numerical variables exist [28] [27]. Visual
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3

approaches that incorporate categorical and numerical
data are often based on enhanced parallel coordinates
metaphor. Examples are ParallelSets [29] for categorical and VisBricks [32] for mixed data sets. Approaches
to explore relations between categorical data not relying
on parallel coordinates are presented in the Contingency
Wheel++ [2] and a content-based metadata layout technique [8]. Finally, relations in mixed data can be calculated by statistical dependency tests and be explored in
a visual-interactive way [9].

To the best of our knowledge, a visual-interactive interface for the similarity definition of mixed data objects that solves all described challenges has not been
presented before. However, in the past inspiring contributions have addressed some of these challenges. We
aim to introduce a concept that covers most aspects
of the work we presented. We consolidate this idea
with our expertise gained in design studies and hope
to contribute a concept that is generalizable, accepting
that specific contributions from related works might be
neglected. From these considerations, we sketch requirements to break down the high-level challenges presented in previous sections to a more precise and technical level. The objective of this requirement analysis
is to concretize the (interface) design space.

Our concept provides a combined similarity model for
mixed data types by unifying the results of prominent
measures for individual attribute types. A survey of binary similarity and distance measures is presented by
Choi et al. [15]. More binary and numerical similarity metrics are presented by Lesot et al. in their survey [31]. In the work of Boriah et al. categorical distance measures are discussed [12]. For our concept we
identify a benefit in the use of weighted distance measures. Approaches to enhance binary distance metrics
to provide weighting functionality are described in [14].
A comparative evaluation for weighted categorical distance and similarity metrics is provided in [12].

2.3

• R1 No need for data scientist. The definition of the
similarity model should be applicable for domain
experts without the presence of a data scientist.
• R2 Continuous distance measure between objects.
The distance between any two data objects should be
represented by a continuous numerical value, based
on object properties, not by class or cluster affiliation.

Active and Semi-Supervised Learning

In contrast to fully automated approaches to the definition of similarity, like the Topology Matching of 3D
Shapes [22], our concept enables the user to take an
active role. In the classification domain various supervised and semi-supervised approaches exist. Visualinteractive systems where users can define decision
trees are presented by Ware et al. [49] and Ankerst et
al. [3]. EnsembleMatrix [46] involves multiple classifiers with user interaction to support machine learning.
Semi-supervised clustering encourages the user to define constraints to influence the clustering outcome [5].
Clustering based on supervised dimension reduction is
presented in the iVisClassifier approach [16]. However,
our concept focuses on similarity metric learning, not
on data aggregation.

• R3 Implicit in favor of explicit feedback. Domain experts are not required to quantify similarity based on
individual attributes. They can operate at the object
level. It should be a matter for the system to identify appropriate features. The visual object representation should focus on unique identifiers. Attribute
information should only be provided on demand.
• R4 Handling mixed data. Implementations of
the concept should be able to cope with mixed
data. Systems should not depend on specialized
sub-types.
• R5 Adapting to changing requirements. While using
the system, domain experts should be able to adapt
the current similarity model in the case of a changing
mental similarity notion. There should be no need
for re-implementation and re-deployment.

Various supervised approaches for learning distance
metrics exist [51]. For numerical data, the Mahalanobis
metric can be trained as presented by Weinberger and
Saul [50]. Similar to our concept, Dis-Function [13]
incorporates user feedback in the distance metric learning by weighting features individually. However, no applicability to mixed data sets is illustrated. Moreover,
our concept aims at providing feedback based on data
subsets, not on the whole data set. A visual-interactive
nearest-neighbor definition approach is presented by
Mamani et al. [34]. Similar to our concept, the system
projects a subset of objects into 2D with respect to user
interest. Then, the user aligns this subset according to
her similarity notion. While providing some inspiration
for the object alignment concept, the approach focuses
on image retrieval features.
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REQUIREMENT ANALYSIS

• R6 Visual result overview. While defining the similarity model, domain experts should be supported by
a visual overview of the current similarity result.
• R7 History. Implementations of the concept should
provide a history which enables the domain experts
to observe the work flow and step back to past states.
Depending on the analysis task, the targeted data set,
and the application domain the requirements for specific implementations of the concept may vary.
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4

A CONCEPT FOR USER-BASED
SIMILARITY DEFINITION

In this section we present a concept for systems that
enable domain experts to express mental similarity notions for mixed data objects in a visual-interactive way.
A schematic overview is shown in Figure 1.

Figure 2: Object Alignment Strategies. Left: absolute.
Centre: orbital. Right: relative.

The visual-interactive components of the concept are
targeted towards visual analytics technology. Thus, implementations allow for an encapsulation of backend
(black box) functionality based on data mining and machine learning capability. This means that implementations will not require the presence of data scientists
when domain experts execute the systems. We recommend the implementation of the visual components
with respect to the design-study methodology known
from the visual analytics domain [47] [37].

interaction. We assume that domain experts can only
provide feedback for small data subsets, which influences the available design space. In the following, we
discuss three objectives for visual feedback interfaces.
S1 Object Alignment Strategy
The most important design decision is the alignment
strategy of data objects for the expression of mental
similarity notions. Following R2 we focus on techniques that enable the calculation of continuous pairwise object distance values. Thus, we neglect rankingbased techniques and discrete class assignment strategies [49]. While the idea of a ‘back-projection’ of
aligned 2D object geometry is inspiring [34], we see
difficulties in the back projection of mixed data sets.
We identify three different strategies for the alignment
of objects in 2D to provide similarity feedback, which
differ in the maximum distance definition (see Figure 2). As a first variant, the borders of the rectangular
display serve as a global maximum distance provider
(absolute mode). Pairwise distances of all aligned objects are calculated with respect to the global maximum
distance. For the second feedback concept the maximum distance is defined by a constant radius around
each object. In this orbital feedback mode objects are
only considered for the similarity calculation if they are
aligned within a specified distance radius. In a third
(relative) variant the objects are aligned by means of
a user-defined topology where the most distant objects
define the maximum distance (similar to [50] [34] for illustrations). Our experience shows a tendency towards
the orbital and the relative feedback mode. However,
we must draw attention to the possibly high cognitive
load of the orbital mode.

In the following we describe the four main components
of the concept. In the User Feedback View domain
experts give similarity-based feedback with respect to
a set of selected data objects (see Section 4.1). The
Feedback Model interprets the user feedback and calculates a weighting of the mixed data attributes (see
Section 4.2). The Similarity Model calculates pairwise
object distances based on the weighted attributes (see
Section 4.3). Finally, the Result View visualizes results of the Similarity Model (Section 4.4). Figure 3
emphasizes the data and control flow of the concept.
We suggest the use of distance matrices and attribute
weightings as data exchange formats between components. However, the use of other (data) interfaces is
possible, if appropriate.
Finally, we contribute 15 mandatory design steps in the
work flow. The degrees of freedom and implementation
variants reveal a large design space. Our concept is developed based on related work, essential requirements,
and the experience of past design studies.

S2 Guidance in the Choice of Objects
Since data sets may be large, a meaningful subset of
data objects should be selected for feedback generation in order to adequately represent the mental similarity notion and to reduce over-estimation [21]. Systems
could provide guidance concepts to suggest interesting
objects (e.g. through relevance feedback [41]), or by
assessing the amount of ‘untouched’ information using
entropy measures [24]. Another variant is to provide
the best possible overview of all objects to enable domain experts to select the most meaningful objects. If
the system is used by multiple users then recommender
system strategies [1] might be interesting.

Figure 1: Overview of the concept. User feedback
given in a view is interpreted by a Feedback Model.
A Similarity Model converts the feedback to similarity
values and passes the results to the Result View.

4.1

User Feedback View

We begin with a detailed description of the visual interface in which similarity can be expressed through user
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Figure 3: Interface design and functional support.
S3 Visual Representation of Single Data Objects

weightings within subsequent feedback steps. The
simplest variant is to completely discard ‘old’ feedback
which may be suitable in some cases. However, we
suggest the implementation of a ratio function in order
to combine old and new feedback.

In order to ensure usability, the visual representation
of data objects should be as intuitive as possible. A
unique identifier enables domain experts to recognize
well known data objects and to effectively provide feedback with respect to their mental similarity notion (R3 ).
We suggest a compact visual representation to reduce
overplotting in large data sets. Promising alternatives
are iconic or glyph-based techniques for the visual representation of single data objects [11].

4.2

S6 Termination of Feedback Process
Another interesting aspect regards the termination of
the feedback process. Similar to the entropy-based
guidance in the choice of objects, the impact of new
training iterations might decrease if the degree of remaining ‘information’ tails off. Alternatively a constant
decrease of learning weight can be implemented.

Feedback Model

The goal of the Feedback Model is to generate weights
for each data attribute, similar to feature selection approaches [19]. Attribute weights are passed to the Similarity Model (see Figure 3).

4.3

The Similarity Model is the component in which continuous similarity values between any two data objects
are calculated (R2 ). The input is a) the mixed data set
(see Figure 1) and b) the attribute weighting based on
user feedback (see Figure 3). A schematic overview of
the algorithmic work flow is shown in Figure 4.

S4 Object Geometry Interpretation
Regardless of the chosen object alignment strategy in
the User Feedback View, the 2D geometry needs to be
‘matched’ with a possibly high-dimensional attribute
space. One solution is to use the object coordinates
directly and to apply regression models [36] or other
machine learning techniques [50] in order to identify
a functional dependency with the provided attributes.
Alternatively, pairwise object distances could be used.
These distances could then be compared with distances
‘caused’ by individual attribute candidates, (e.g. using Pearson‘s correlation coefficient [30] or Spearman’s
rank correlation [40]). An extension may be to apply tuples instead of comparing attributes with the object geometry independently. For example, the tuple consisting of the Latitude and the Longitude should be highly
appropriate when the mental similarity notion is based
on 2D geo-information. However, the complexity of the
Feedback Model computation would increase.

S7 Data Input
We have seen a variety of data input variants in the
past, spanning from fully automated to supervised approaches. In fact the data input variant may be a critical step when implementations of our concept aim to
work without data scientist involvement R1 , or without re-compiling (R5 ). Importing data appropriately is
a problem in its own right which we do not aim to solve
in this work. However, we suggest the use of predefined
input file formats, such as WEKA‘s ARFF-format [20],
since the data is then structured in an interpretable format and can be imported automatically.
S8 Data Preprocessing
We identify a general need for more visual-interactive
data preprocessing tools. Many data sets, analysis
tasks, etc. expect individual preprocessing guidelines
which are difficult to cover at run time at a glance.
However, some promising visual analytics approaches
for data preprocessing exist [23] [7]. To guarantee the

S5 Iterative Weighting Strategy
Domain experts may want to integrate various sets of
objects to optimize the functional representation of
their mental similarity notions. A variety of update
strategies are conceivable for the adaptation of attribute
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as categorical, or numerical. For the latter variant care
should be taken with ordinal attributes that cannot (automatically) be treated as numerical. Another consideration is the combined treatment of categorical and binary attributes, which may be reasonable in some cases.
S12 Choice of Distance Measures
Finally, the attribute weighting information and the data
provided need to be merged. One design choice could
be the use of different distance measures for individual
data subsets [50]. The alternative would be to treat individual attribute types differently. While a variety of
alternatives exist [51], the weighted Euclidean distance
may be an appropriate distance metric for numerical attributes. For categorical attributes a good choice may
be the weighted Goodall distance [12]; since it is sensitive to the probability of attribute values, less frequent
observations are assigned higher ‘scores’. For binary
attributes the weighted Jaccard distance [14] might be
a good starting point. Similar to other measures this
variant is based on a contingency table. The Jaccard
distance neglects negative matches (both false) which
might be advantageous for many similarity concepts
[45]. Based on the attribute weighting the ‘impact’ of
each attribute on the final similarity calculation can be
considered in a final unification step where all attributebased object distance information are condensed to a
single distance matrix.

Figure 4: Similarity Model overview. We suggest a
data transformation pipeline which is combined with attribute weight information based on user feedback. The
output of the Similarity Model is a continuous distance
value for every pair of data objects.
data quality required for later steps in the pipeline missing values must be handled. Moreover, coping with outliers is critical for subsequent similarity calculation capability. If domain knowledge about attributes is available it might be appropriate to exclude less interesting
attributes in order to increase scalability. Other feature
selection techniques may be applied [19].
S9 Attribute Normalization
We suggest normalizing numerical attributes in order to
provide comparability. Possible attribute normalization
strategies are, among others, zero-max, min-max, or zscore. However, our experience shows that if the target
value interval of each attribute is [0...1] a ‘unification’
of attributes in subsequent steps of the work flow becomes more straightforward (R4 ).

4.4

We suggest the provision of direct feedback from the
Similarity Model to the domain expert. In the Figure 3
we show how the visual result representation concept
can be used to close the feedback loop. Thus the Result
View may serve as an overview (R6 R3 ), as well as a
pool for object selection. Again, a compact visual data
object representation should be chosen to support the
implicit feedback strategy (R3 ) and to reduce overplotting.

S10 Handling Mixed Data Attributes
A meaningful treatment of mixed data attributes (R4 ) is
particularly important. One solution is to transform all
attributes to categorical attributes, (e.g. by binning) or
to ‘quantify’ all available attributes [28]. However, we
suggest the individual treatment of different attribute
types to better preserve their inherent properties. A variety of similarity/distance measures exist for numerical [31], categorical [12] and binary [15] attributes. We
consider the similarity definition for ordinal data as future work. We recommend the incorporation of measures which enable weighting in order to handle the attributes to the degree of ‘suitability’ [14] [12]. Finally,
a degree of freedom is the decision, whether measures
are implemented as static, or chosen at runtime, possibly through automated goodness-of-fit comparison.

S13 Representation of Pairwise Distances
Especially for large and/or high-dimensional data sets
a visual scalability problem may occur regarding the
visual representation of pairwise object distances. Regardless of the technique applied, we suggest the inclusion of interactive drill-down functionalities, such
as zooming and panning to facilitate the identification
of local structures. The distance matrix data structure
can be visualized directly, with the drawback that data
objects are reduced to a pixel-based display (see [8]).
However, large amounts of distance information may be
encoded visually. Another idea is to layout the objects
in a node-link structure, known as the complementary
means to distance matrix visualization [18] [9]. Forcedirected algorithms may be applied to layout data objects in 2D, alternatively projection-based techniques

S11 Attribute Transformation
As mentioned, similarity definition for ordinal data is
difficult. We suggest the treatment of ordinal attributes
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5.2

may be used. If such ‘map metaphors’ are chosen we
recommend providing interactive map rotation to better exploit the position information. However, errors
may be introduced by layout algorithms. This can be a
challenging problem since it distracts the domain expert
from the actual distance information calculated by the
system. To tackle this we suggest visually supporting
the layout with the results of neighborhood preservation measures (see [48]).

The relative object feedback is transformed to a Euclidean distance matrix. Each attribute of the mixed
data set is interpreted separately, based on the Pearson’s
correlation coefficient (S4 ). A decreasing weight function with the ratio (20% new, 80% old) is chosen as
weighting strategy (S5 and S6 ).

5.3

5.4

A FIRST IMPLEMENTATION

We present an implementation of the described concept
provided as a visual-interactive system. Domain experts are able to express object feedback, according to
their mental similarity notion. The implementation considers the 15 crucial steps for the development of appropriate systems and thus, tackles the described challenges. While not being limited to a specific mixed data
set, in the next Section 6, we apply our implementation
to a data set consisting of countries as objects.

6

CASE STUDY

In this section we illustrate the applicability of the implementation. We used an enriched version of the flags
data set [4], consisting of mixed attributes extracted
from the flag itself, as well as geographical and demographical attributes of the countries. In the application
example the Similarity Model is trained on the basis of
an individual mental similarity notion.

User Feedback View

We chose the relative object alignment strategy. Thus
domain experts are able to build object topologies (S1 ).
We implemented a drag-and-drop mechanism to enable
domain experts to explicitly add the most appropriate
data objects from the Result View in the User Feedback View (S2 ). Based on the chosen data set (see Figure 7), we chose the Name attribute as unique identifier,
as well as a flag icon (S3 ). The visually encoded information items complement each other for a quick lookup
of countries.
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Result View

We apply an MDS projection to represent objects in
2D with respect to all pairwise distances provided by
the Similarity Model (S13 ). The user can additionally
view the projection quality (Trustworthiness measure
by Venna and Kaski [48]), visually encoded with object
outlines in a continuous color scale from green (good
quality) to red (bad quality) (S14 ). Due to the comparatively small data set we did not include an additional
data aggregation scheme. However, the Result View
provides map rotation, zooming and panning to enable
users to explore the object space (see Figure 6) and to
use the described drag-and-drop functionality. At the
bottom of the system we provide a history function
(S15 ). We decided to show the object geometry rather
than the Similarity Model result for past iterations.

S15 Providing a History
Or final suggestion affects the integration of a history
(R7 ). Past (iterative) similarity definition steps should
be visually comprehensible [44]. A history functionality may provide both a lookup of past steps and an undo
capability. The visual representation of the history may
be based on the object feedback geometry, or by the result view showing the overall data set as a ‘fingerprint’.

5.1

Similarity Model

The incorporation of WEKA‘s ARFF-file format
makes the implementation applicable for a variety of
available data sets (S7 ). Missing values are removed,
an outlier handling strategy is neglected since we do
not want to affect the value range of the attributes (S8 ).
A zero-max normalization preserves the absolute value
relations (S9 ). We decided to treat mixed data attributes
independently (S10 ). However, ordinal attributes are
treated as categorical attributes to omit (quantified)
false assumptions (S11 ). The three individual distance measures for numerical, categorical and binary
attributes are chosen as suggested in the concept (S12 ).

S14 Visual Scalability
We suggest the use of data aggregation to cope with
large data sets. The visual representation of aggregated
data can improve visual scalability a lot [17] [10]. A
prominent class of aggregation techniques is (unsupervised) clustering (see e.g., [26]). The quality assessment of clustering/classification results is a non-trivial
problem which might be tackled by visual analytics
techniques [16] [42], [6]. Another variant to reduce the
object space interactively is faceted search. On the one
hand, a meaningful choice of facets may support domain experts in drilling down in the data space. On the
other hand, the mental similarity notion may be influenced.

5

Feedback Model

Description of the Mental Similarity Notion
We chose the mental similarity notion of topologically
correct distances between European countries. Thus,
the mental similarity notion is centered on the numerical attributes Latitude and Longitude, which are in fact
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Figure 5: Training Phase. Left: 5 countries generate
the topology of Europe (the mental similarity notion).
Right: the calculated Similarity Model result in an early
stage seems to reflect color separation.

Figure 6: Result View. Rotation, zooming and panning reveals data subspaces (here: Africa). On the right
the projection quality can be seen by colored outlines
(green to red).

contained in the data set but not explicitly shown during the feedback process, to facilitate the implicit feedback strategy (R3 ). To pass the test, the final Similarity
Model of the system had to reflect topologically correct
distances of the countries in the data set, and thus, the
worlds geographic topology.

the User Feedback View were then aligned in the upper
center of the map. On the left, the North and South
American countries were revealed, on the right Asia
and Polynesia was located. African countries could be
seen in the lower center. In Figure 6 the cluster of
African states can be seen in detail. Again we used
zooming, panning and map rotation to better exploit the
calculated Similarity Model and thus, to exploit the local structure of the data set. We applied the projection
quality indication. Thus we are able to distinguish between the quality of the Similarity Model and the MDS
projection error. Colored outlines of the objects shown
represent the result of Venna and Kaskis Trustworthiness measure.

Training the Similarity Model
In an initial user feedback step the countries Germany,
The Netherlands, Switzerland, Italy and Finland were
arranged in the User Feedback View as shown in Figure 5. We aligned the European countries with respect
to the locations of their capitals. The calculated Similarity Model is shown at the right. Objects available
in the User Feedback View are highlighted in the Result View with a blue outline and background. It can be
seen that Finland is located on the left, together with a
number of loosely distributed countries. The other four
countries are located on the right in a compact cluster
that mostly contains flags with red colors. According
to our mental similarity notion the five targeted countries should be aligned close to each other. However,
it seems to be difficult to represent our mental similarity notion with only five countries. In particular, the
color of the objects (still) seemed to have a strong influence on the calculated Similarity Model. To improve
the model quality Sweden was picked from the left cluster and Portugal from the right. In addition, we dropped
Poland and Hungary into the User Feedback View. A
topology based on our mental similarity notion could
now be identified. In a final feedback iteration we added
the countries Norway, UK, Ireland and Greece, mostly
to define the outer border of Europe more precisely (on
the left of Figure 7).

Interpretation of the Results
We took a closer look at the attribute weighting ‘behind’ the visual interface. Besides the attributes Latitude and Longitude the categorical attribute Color had a
strong influence on the intermediate Similarity Model,
among others. In the course of the training this influence declined due to the increased number of objects in
the User Feedback View. Even if our feedback of geolocations might have been imperfect, the weights of the
attributes Latitude and Longitude were comparatively
high from the training start, although not perfect. In
the course of the training, the two ‘target’ attributes remained with weights near the maximum, while all other
attribute weights of the data set declined.

7

In our implementation we had good experiences with
a small data set. In future, we aim to test the concept
on large data sets. It will be interesting to see where
limitations of scalability exist, depending on the complexity of chosen implementations, applied data sets
and chosen mental similarity notions. As pointed out
in S13 and S14 the visual scalability of the Result View
depends on a meaningful choice of data aggregation,
visual encoding and interaction design. We refer to
the cited related work to cope with particular visual

Analysis of the Similarity Model Result
The final topology on the right of Figure 7 resembles
large parts of the geographic topology of the world. We
applied the rotation interaction to Similarity Model to
align continents as usual. All European objects from
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Figure 7: The final training result based on 13 objects. Left: objects are aligned to define a topology (Europe).
Right: the Result View represents the calculated Similarity Model of the data set (topology of the world).
scalability challenges in this special application context. One way to tackle possible functional scalability
aspects is to consistently apply multi-threaded implementation variants. Since many of the 15 mandatory
steps can be exploited independently, a parallelization
of tasks might be highly appropriate. One might even
consider moving specific steps from CPU to GPU execution. However, this design decision must be made
with care to avoid bottlenecks caused by data-transfer.
Nevertheless we think that visual analytics capabilities
to support users with additional guidance concepts may
benefit from GPU execution in general. Another future work aspect is our goal of conducting more evaluations on different implementations. We consider the
described design space as large and at the moment we
are still not aware of the ‘best’ implementation configuration. Of course analysis goals, data sets and further
task-driven aspects have an influence on appropriate design decisions. We aim to apply the presented concept
in several research approaches currently envisaged. It
will be interesting to see how different domain experts
act with respective implementations.

The provided system contains visual encodings to support domain experts in the similarity definition process.
We showed the applicability of the system in a case
study with countries serving as mixed data objects. We
were able to create a similarity model representing the
geo-locations of the world based on similarity feedback
of 13 European countries.

8

CONCLUSION

We presented a concept for the development of visualinteractive systems that enable domain experts to express mental similarity notions for mixed data objects.
The direct definition of similarity by domain experts
contributes to user-centered design principles and helps
to increase both the effectiveness and the efficiency in
the object similarity definition process, especially if the
attribute space is large and/or unknown. We also contribute to exploratory search tasks and support gaining
insights in multivariate, mixed data sets. The concept
is sub-divided into 15 mandatory steps. Moreover, we
presented an implementation of the presented concept.
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ABSTRACT
In this paper we focus on universal human values as defined by Schwartz [Schw92] in the context of visualizing
personal health data. Can data visualizations convey human values? We have explored various modalities of
presenting health data and found that personal health visualizations indeed can convey values. This is currently
work in progress, an initial step towards value-based design in the area of data visualization of personal health
data.
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1. Introduction

seem to relate to the human values they hold dear,
rather than specific things they want to measure or
specific goals they want to reach [RRMC14].

Healthcare is rapidly becoming more expensive; a
report by the OECD shows that the percentage of
healthcare expenditure of GDP (Gross domestic
product) will rise for European countries [MaOl13].
In general, each country will have to provide better
Healthcare using less money in the future. These
rising costs can be attributed partially to the growing
inactivity of people: “It is now more deadly than
smoking” [Macc13].

This finding implies that, for example, Nike
Fuelband users would wear the product because their
values resonate with Nike’s brand identity; they
might identify with and feel motivated by the slogan:
“Life is a sport, make it count” [Nike12].
This leads to the question: can personal health
visualizations convey, attach to or support human
values? This is especially important for novice,
casual, or non-technical users who often have
difficulties dealing with and interpreting the notion of
“data”. Based on this question, we form the
hypothesis that the value of visualization is closely
related to the modality in which it is presented.

In this context, wearable activity trackers are seen as
a promising way to counter this disturbing trend:
these intelligent wearable devices help users quantify
the amount of steps taken and the heart rate
throughout the day and thus provide people with
insight about their health and possibly motivate
people towards change. Earlier research in the
domain of digital health and wearable activity
trackers focuses mainly on translating sensor
readings, such as acceleration, into a number of steps,
or energy expenditure [CrCB06], but the relationship
between activity trackers and their potential user
group, however, has not received the same attention:
for example, it is still unclear what motivates people
to start tracking and how people make use of the
gathered data. An important study in this area found
that reasons for people to start tracking their activity

In the following, we will first elaborate on related
work, then describe a short study, in which values
related to activity trackers are explored, building on a
suggestion by Rooksby et al. [RRMC14] Next, we
will explore different modalities of presenting
personal health data and discuss them and their
implication for values. The paper concludes with a
summary and direction for future research.

2. Related research
Visualizations that relate to universal human values
as defined by Schwartz [Schw92] can be found in
many ways and representations. An inspiring way of
visualizing a single heart rate signal was created by
Jen Lowe, who visualized just her heartbeat, but then
contextualizing the signal in her complete expected
lifespan, which is a simple, yet deep approach to data
visualization [Lowe14].

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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Nike
Fuelband

Withings
Pulse

Jawbone
Up

BodyMedia
Band

Fitbit Flex

Basis B1

Discriminator

Nike brand
authority,
‘fuel points’

Can be worn
unnoticed,
heart rate
sensor

Includes meal
and emotion
tracking

Precision,
focus on
weight-loss

Social
leaderboards

Contains most
sensors of all.

Slogan

“Life is a
sport, make it
count”

“Track.
Improve”

“Know
yourself, live
better”

“The leading
on-body
monitoring
system”

“Make fitness
a lifestyle
with flex”

“The world’s
most
advanced
health
tracker”

Emotional
Benefits

Collecting
‘fuel points’

Discretely
tracking
activity
during the day

Support
during the day
to live
healthier

Ensuring
weight loss

Competing
with friends

Exploring
health using
multiple

Value

Hedonism
(Enjoying
life)

Achievement
(capable)

Tradition

Security
(health)

Power (social
recognition)

Curiosity

Table 1. Differentiating between the activity trackers based on discriminators, slogans, and emotional
benefits. From these elements, a matching Schwarz value has been selected.

The weather bracelet by Mitchell Whitelaw [Whit09]
shows how a simple visualization of weather data can
evoke “a sense of preciousness” purely by presenting
it in a physical shape. This is a prime example of
how the modality in which data is presented is able to
influence it’s the perceived value.

devices and their intended use, slogans and
marketing material have been analyzed (Table 1).
From this, (intended) emotional benefits and the
correlating values have been derived, based on
Schwartz’s Universal value model [Schw92].
Visualizing the devices in the model provides us with
the distribution as shown in Figure 1:

Rooksby et al. [RRMC14] have looked at personal
tracking and propose that rather than relying on one
single app or product, people “interweave”, as he
puts it, a multitude of apps. Consequently, data is
scattered over various products, apps and services,
resulting in a fragmented view of one’s health.
The Health Mashups [BTSL13] concept has proved
the usefulness of a system that aggregates data from
various sources in order to find trends that relate to
an individual’s well-being and promote behavior
change. For their system they chose to use natural
language to provide the user with “significant
observations”. This leaves room for us to study the
visual representation and exploration of such data
sets.

Fig 1. Activity tracking devices mapped on Schwartz’s
universal value theory (Schwartz, 1992)

Value Study
As the first step, a benchmark study involving
various activity trackers was carried out, comparing
both product features and product marketing
elements. The activity trackers included in this study
are the Nike Fuelband [Nike12], the BodyMedia
Band [Body13], Withings Pulse [With14], Jawbone
Up [Jawb13] and Fitbit Flex [Fitb14]. Feature-wise
these devices are all quite similar; they have
integrated accelerometers for counting steps
throughout the day and Bluetooth (Low-Energy) for
smartphone connectivity and synchronization. Some
tracking devices have other sensors integrated to
measure additional physiological parameters such as
skin temperature. To differentiate between the
Communication Papers Proceedings

The investigated tracking devices can be associated
to various values. For instance, the BodyMedia band
is especially aimed at people who feel insecure about
their weight, hence their partnership with a TV-show
[Coms12]. The work of Le et al. connects heart rate
measurements and group’s activity visualized as
abstract avatars to an increased feeling of
connectedness, which is directly related to human
values as shown above [LFH13].

3. Method
In order to study visualization we first gathered
personal health data. One device in specific has been
used to gather data; the Basis B1 (Fig. 2). This device
340
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was chosen because of its wide range of available
sensors:

3.1.2 Case B: 3D visualization
The Processing software package [FrRe13] has been
used to map and visualize the measured physiological
parameters. Each day is represented with a line
graph; layering these simple graphs in 3D space,
creates a new dimension (the “date” axis), resulting
in a three dimensional “data landscape” (Figure 5a
and 5b). The visualization is interactive, meaning it is
possible to pan, zoom and rotate to change one’s
view on the data. Especially during these actions the
user gains more insight into the structure of the “data
landscape”, such as common patterns over multiple
days.

Fig 2. The Basis B1 [Basi14] watch used for
gathering health data
The Basis B1 is capable of detecting and recording
heart rate (beats per minute), galvanic skin response
(microSiemens per centimeter) and skin temperature
(degrees Celsius), as well as the user’s steps and
activities (walking, running, cycling). Measurements
are done in one minute intervals, and the data was
extracted from the watch using a modified version of
a script that is able to access the Basis API [Troi13].

Fig. 5a: Cropped version of Figure 5b to better
show the layered line graphs.

Visualizing personal health data
Using the data gathered from the activity tracker we
have explored several ways of visualizing the data,
attempting to investigate how the representation of
data can influence its interpretation by end-users. We
suspected that exploring extreme cases in our study
would give us a better view on the research question
than exploring several slightly different cases.
Therefore, the four cases (A-D) range from digital to
physical representations of health data.

3.1.1 Case A: Dashboard
The first case is a typical dashboard style
visualization of one’s health data, using standard line
graphs and interactive elements to zoom in and
toggle the visibility of individual data streams.

Fig. 5b: Visualization of skin temperature, heart
rate and skin response over multiple days.

3.1.3 Cases C and D: Physical visualizations
Janssen et al. [JaDF13] found that physical
visualizations can provide a better experience to
people performing analytic tasks on 3-dimensional
data. Especially since physical visualizations afford
being touched as opposed to on-screen visualizations.
This was the basis for our decision to include
physical visualizations in our comparison as well.
Two custom physical visualizations from personal
health data have been created to explore how
physicality influences interpretation of the data.
Three channels of data have been used, namely heart
rate, skin temperature and galvanic skin response.

Fig. 3. A dashboard view of the data
The dashboard contains multiple views; other views
are averages per day and mean value per time of the
day (e.g. average skin temperature at 8.00 AM) (Fig.
4). These views all inform the user, albeit in a
traditional way.

Fig. 4 Average heart rate per time of the day on
timeline (incl. standard deviation).
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between the various graphs, since these are not
deviations from the mean. Interaction is possible by
rotating the structure around the central axis; this
allows viewers to more easily “skim” through the
data, since it isn’t possible to view all data points
simultaneously using this kind of data sculpture.

4. Discussion
Visualization A is a conventional dashboard. It taps
into conventions about information visualization set
up by experts [Tuft90]. Such a visualization works
well for people who have experience in reading
graphs and want to view raw data in an acceptable
format; in Schwartz’s terms: people who value
“tradition”. The value of such a system is in its
accuracy and neutral representation, supporting user
in retrieving correct values at any given point in time.

Fig. 6: Wooden data display. Back to front: heart
rate, skin temperature, skin response (C).
The first prototype (Figure 6) is a two dimensional
wooden radial display of the data, where the mean is
represented by the “visible” circle, and deviation
from the mean is emphasized: peaks outside of this
circle represent values above the average, while
peaks inside the circle represent values below
average. The circle itself represents 24 hours of data
starting at the top; data points from 8 A.M. will be at
1/3 of the circle, while data from 8 P.M. will be
situated 180 degrees (12 hours) further in the circle.
The three data channels consist of stacked laser-cut
shapes, aligned by their mean value circle and given
different colors to ease comprehension. The mean
makes a suitable reference to ease the interpretation
of the visualization: for example, one can easily
distinguish sleeping from being awake by the skin
temperature (middle layer), as this parameter rises far
above average during the night and lowers
immediately when waking up. Recognizable daytime
activities are active sessions outside, where skin
temperature drops below average and heart rate rises
considerably.

Visualization B also follows conventions, but breaks
with A by providing an extra spatial dimension that is
used to incorporate more data while maintaining the
granularity of the main timeline. This creates an
interesting representation of one’s health over
multiple days, rather than during one single day
(compared to A). This visualization allows observers
to quickly spot recurring (daily) patterns and
structures over larger periods of time. For instance,
Figure 5 shows clear patterns around 8.00 and 17.00
every day. This information might be more difficult
to find in a two dimensional visualization without a
representation of more than one day. This implies
that case B trades accuracy for a more global view of
the sensor data and allows for exploring a single
“data landscape” rather than multiple individual
graphs. Because of the added temporal element, it
can be argued that proposal B is more related to the
value of long-term feeling of “security” in figure 1. B
gives a clear overview of how health metrics change
over time, ensuring that people can spot any negative
changes early on.
Cases C and D differ from A and B because of their
physicality. Both C and D do not contain a scale; the
various data layers are scaled to emphasize the
fluctuations improving visibility and comparability in
all three layers. This visualization focuses less on
accuracy and absolute values, and instead creates a
more understandable tangible representation: It
emphasizes the fluctuations rather than the scale.
As with many physicalized representations of digital
or intangible concepts, cases C and D are, on the one
hand, static representations that are bound to a
snapshot of data and do not allow for the dynamic
display of changing information. On the other hand,
physical artifacts are always present, unlike a screen
that can be switched off. This allows these artifacts to
occupy a different position in the user’s life and
therefore convey different values to the user than
virtually displayed data can. Additionally, physical
artifacts that represent personal data inherently may
have a sentimental value caused by their physical and

Fig. 7: Radial display with data aligned on a
different axis (D).
The second prototype (Figure 7) does not rely on the
deviation from a mean value. Instead, data is
distributed over a circle with a fixed radius,
representing 24 hours. Height describes the absolute
data value, creating a fortress-like structure. The
central circle is even obscured by the two outer
circles. This can be overcome by more careful
scaling of data, but this would skew the relation
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non-generic nature; they are an embodiment of one’s
personal data. This idea has also been suggested by
Michael Whitelaw in a reflection on his “weather
bracelet” [Whit09].

[Body13] Bodymedia: BodyMedia // Reach Your Health &
Fitness Goals with BodyMedia FIT. URL
http://www.bodymedia.com/. - Retrieved 2014-0425.

Between C and D, few differences can be noted, D
might seem like a slightly modified version of C.
However, in D, physical interaction is required to
browse through the data; this would make D a more
‘engaging’ visualization while C is a visualization
that does not require engagement with its viewer; it
provides an instant image of the data, making it
easier to compare data between various periods of
time, while D always requires interaction to get the
complete picture. This slight difference in appearance
turns out to have a large impact on the conveyed
value of these artefacts.

[BTSL13] Bentley, Frank ; Tollmar, Konrad ; Stephenson,
Peter ; et al.: Health Mashups: Presenting
Statistical Patterns between Wellbeing Data and
Context in Natural Language to Promote Behavior
Change. In: ACM Transactions on ComputerHuman Interaction vol. 20 (2013), Nr. 5, pp. 1–27.

Conclusively, visualizations A and B seem to be
related respectively to ‘tradition’ and ‘security’. C
and D seem to relate to ‘self-direction’, including
sub-values like ‘creativity’ and ‘curiosity’ [Schw92].
D nudges towards stimulation with the added notion
of interactivity.

[CrCB06] Crouter, Scott E.; Clowers, Kurt G.; Bassett,
David R.: A novel method for using accelerometer
data to predict energy expenditure. In: Journal of
Applied Physiology vol. 100 (2006), Nr. 4,
pp. 1324–1331.

[Coms12] Comstock, Jonah: BodyMedia on board for new
Biggest Loser season | mobihealthnews. URL
http://mobihealthnews.com/19185/bodymedia-onboard-for-new-biggest-loser-season/. - Retrieved
2014-03-27.

[Fitb14]

5. Conclusions and Future Work
In this paper we have shown that personal health
visualizations indeed can express values, by
presenting several cases in which data is presented in
different modalities and discussing how these relate
to values. We found that the various modalities can
be positioned in the Schwartz model based on their
conveyed values.

[FrRe13] Fry, Ben; Reas, Casey: Processing.org. URL
http://processing.org/. - Retrieved 2014-03-26.
[JaDF13] Jansen, Yvonne; Dragicevic, Pierre; Fekete,
Jean-Daniel: Evaluating the efficiency of physical
visualizations. In: Proceedings of the SIGCHI
Conference on Human Factors in Computing
Systems : ACM, 2013, pp. 2593–2602

This work in progress study is a first step towards a
deeper investigation of values of various modalities
of presenting data in the personal health context.
Future research should focus on validating and
extending the suggested modality-value links through
more detailed user studies. Other hybrid modalities
of data visualization can be included in future work
as well. Physical overlays for screens with digital
information and wearable artifacts with embedded
digital information displays are examples of such
modalities, blending dynamic displays together with
tangible objects.

[Jawb13] Jawbone: Jawbone - Products for Your Mobile
Lifestyle.
URL
http://store.jawbone.com/store/aliphcom/DisplayH
omePage. - Retrieved 2014-04-25
[LFH13] Le, Duy; Funk, Mathias; Hu, Jun, Blobulous:
Computers As Social Actors. In: Proceedings of
the Experience Interactivity in Public Spaces
(EIPS) workshop at CHI’13, 2013.
[Lowe14] Lowe, Jen: One Human Heartbeat. URL
http://onehumanheartbeat.com/. - Retrieved 201403-27.

Additionally, the role of contextual data aggregated
from external sources can be researched. Together
with values, contextual data is presumed to be a
decisive element in what modality of visualization to
use; think about contextual user interfaces, adapting
to the user’s location and activity. Such a scenario is
also possible for presenting data based on contextual
information.

[Macc13] MacCallum Carter, Lisa: We’ve turned the whole
world
into
a
couch.
URL
http://forumblog.org/2013/04/weve-turned-thewhole-world-into-a-couch/. - Retrieved 2013-0806.
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ABSTRACT
Pattern clustering is an important data analysis process useful in a wide spectrum of computer vision applications.
In addition to choosing the appropriate clustering methods, particular attention should be paid to the choice of the
features describing patterns in order to improve the clustering performance. This paper presents a novel feature
descriptor, referred as Histogram of Structure Tensors (HoST), allowing to capture the local information of an image. The basic idea is that a local pattern could be described by the distribution of the structure tensors orientations
and shapes. The proposed HoST descriptor has two major advantages. On the first hand, it captures the dominant
orientations in a local spatial region taking into account of the local shape of the edges structure. In fact, it is
based on the structure tensor that represents a very interesting concept for characterizing the local shape. On the
other hand, the use of the histogram concept makes the proposed descriptor so effective and useful when a reduced
feature representation is required.
In this paper, the proposed HoST descriptor is addressed to the pattern clustering task. An extensive experimental
validation demonstrates its performance when compared to other existing feature descriptors such as Local Binary
Patterns and Histogram of Oriented Gradients. In addition, the proposed descriptor succeeds in improving the
performance of clustering based resolution enhancement approaches.

Keywords
Local feature descriptor, Histogram of structure tensors, Pattern clustering, Orientation and shape information.

1

INTRODUCTION

to the choice of the appropriate clustering technique and
its parameters setting, it is very important to involve effective features that allow patterns to be well discriminated and thus improve the clustering performance.
The emergence of pattern clustering in various works
on textual images introduces the need for efficient features that focus on the writing specificities. In fact,
there is a regularity of fine patterns that distinguishes
textual images from natural ones. Moreover, textual
images are composed by several structural primitives
(e.g. edges, corners, line segments, and curvatures)
constituting complex structures. That’s why, we study
in this work the feature extraction issue for the clustering of writing patterns. We propose a new local feature
descriptor, referred as Histogram of Structure Tensors
(HoST). It is based on the structure tensor which represents a very interesting concept in differential geometry
because it can provide substantial information in a local
neighborhood. The proposed descriptor provides better
pattern clustering performance than the other existing
descriptors including pixel intensities based descriptor, gradients based descriptor, Local Binary Patterns
based descriptor and Histogram of Oriented Gradients
based descriptor which becomes increasingly popular
in computer vision and pattern recognition applications.

Pattern clustering is an unsupervised data analysis
process whose goal is to partition a given unlabeled
database into groups of similar patterns, called clusters.
It has been widely involved in various applications
including machine learning, pattern recognition, object
detection and recognition, image analysis and image
retrieval. Specifically, pattern clustering represents an
integral step in a variety of research works on textual
image analysis and interpretation such as resolution
enhancement [Wal13a,Wal13b], handwritten character
recognition [Con01,Vuo02] and writer identification
and verification [Dah10a,Dah10b,Sid07,Bul05].
Feature extraction aims to describe an image by a set of
features. The local description of an image is still critical in many computer vision applications. In addition

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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Moreover, we demonstrate the usefulness of the HoST
descriptor for an example of clustering based magnification approach [Wal13b] that is recently proposed to
up-scale low-resolution textual images.

the structure tensor which is a very interesting concept
in differential geometry because it represents the local
structure of an image based on a local gradient vector
field. We refer to the proposed descriptor as Histogram
of Structure Tensors (HoST). The basic idea is that a
local pattern could be described by the distribution of
the structure tensor orientation and shape. In the following, we briefly present the structure tensor principle
and then we detail the proposed local feature descriptor.

The rest of this paper is structured as follows. Section
2 briefly presents related works on feature extraction.
Section 3 details the proposed local feature descriptor.
Experimental evaluations and comparative studies on
pattern clustering and magnification tasks are provided
in section 4. The main conclusions and some perspectives are given in section 5.

2

3.1

Given an image I, the first order derivative structure tensor at a certain pixel is defined by the product of gradients (Equation (1)) [Diz86].

RELATED WORKS

The local description of an image is still critical to
applications performance. Therefore, it is important
to choose effective local feature descriptor to represent an image. The intensity values of pixels are directly employed as a feature descriptor in a variety of
works [Wal12,Wal13a,Wal13b]. First order and Second order of gradients based features are also widely
used in the literature to locally describe writing patterns [Loc12,Agg12]. Ojala et al. [Oja96] introduced
the Local Binary Patterns (LBP) as a local feature descriptor. Its principle is to label each pixel by thresholding the neighborhood pixels and considering the result
as a binary number. The LBP descriptor has been recently used to describe writing patterns for writer identification and verification task [Ber13] and also for character recognition of vehicle license plate [Liu10]. Anthimopoulos et al. [Ant10] have used descriptors based
on the LBP concept for text detection.
Dalal and Triggs [Dal05] introduced the Histogram of
Oriented Gradients (HOG) as a local texture descriptor. It is based on the gradient information as a local feature and counts occurrences of edge orientations
in a local neighborhood. The HOG descriptor has attracted a great deal of attention and it becomes one of
the most widely used local feature descriptor. This is
due to its performance achieved in many computer vision and pattern recognition applications [Den11]. The
HOG descriptor has been successfully applied for text
analysis and recognition [New11,Min13].
The structure tensor provides rich information about
the local shape based on a local gradient vector field.
Such concept has been used for estimating the curvature in oriented patterns, detecting complex symmetries [Wei01], restoring document images by diffusion
[Wei99,Dri12,Dri09] and detecting local features such
as the Harris corner detector [Kot03].

3

T = ∇I × ∇I t

(1)

where ∇ is the first order derivative in the gradient field:
!
∇I =

∂I
∂x
∂I
∂y

(2)

In practice, gradients need to be calculated on a slightly
smoothed image to avoid the singular points of the input image [Alv92]. Therefore, a Gaussian convolution
kernel Gσ is applied on the image I. In addition, Weickert [Wei99] proposed to use a second Gaussian convolution kernel Gρ in order to enhance the local consistency
of neighboring tensors. This leads to the generation of
ρ
the smoothed structure tensor Tσ :


ρ
Tσ = Gρ ⊗ ∇(Gσ ⊗ I)∇(Gσ ⊗ I)t
(3)
ρ

In differential geometry, the structure tensor Tσ is defined as a 2 × 2 symmetric matrix:


J
J
ρ
Tσ = 11 12
(4)
J21 J22
ρ

where J12 = J21 . The structure tensor Tσ could be decomposed in an orthonormal basis formed by two orthogonal eigenvectors Θ+ and Θ− associated respectively with two positive eigenvalues λ+ and λ− (Equation (5)). The eigenvectors Θ+ and Θ− indicate the local orientations of the variations in the image, while the
eigenvalues λ+ and λ− that are formally given by Equation (6) measure the associated derivative energy (i.e.
the magnitude of these variations).
Tσ = λ− × Θ− Θt− + λ+ × Θ+ Θt+
q

1
2
λ+/− =
J11 + J22 ± (J11 − J22 )2 + 4J12
2
ρ

HISTOGRAM OF STRUCTURE TENSORS: NEW LOCAL FEATURE DESCRIPTOR

(5)
(6)

ρ

Geometrically, the structure tensor Tσ represents an ellipse whose radii are λ+ and λ− and its principal axis
Θ+ forms an angle θ with the horizontal axis. The

This paper presents a novel feature descriptor to capture the local information of an image. It is based on
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The implementation of the proposed histogram of
structure tensors descriptor are summarized by the
following steps:
Step 1: Compute the matrix of the structure tensor
ρ
(Tσ )i for each pixel of a given spatial region (Equation
3).
Step 2: Estimate the eigenvector (Θ+ )i and the eigenρ
value (λ+ )i of each (Tσ )i (Equation 5 and 6).
Step 3: Calculate the angle (θ )i corresponding to the
ρ
most prominent direction of (Tσ )i (Equation 7).
Step 4: Compute the weights wi, j based on the distance
between the orientation (θ )i and the nearest orientation
bin centers c j∈{1,2} of the histogram HoST .
Step 5: Accumulate the weighted vote into the corresponding orientation bins b j of the histogram HoST
(Equation (8)).

formula for calculating the angle θ is written in Equation (7). The eigenvalue analysis determines the shape
of the structure tensor (isotropic or anisotropic) in the
principal directions. The geometric interpretation of the
ρ
structure tensor Tσ is depicted in Fig. 1.

 2J
1
12
(7)
θ = arctan
2
J11 − J22

Figure 1: Geometric interpretation of the first order
derivative structure tensor.

3.2

In practice, the proposed local feature descriptor is applied by dividing the input image into small spatial regions, called patches. Each patch is described by an histogram HoST . The combined histograms form the representation of the input image. Such a descriptor is very
useful when a reduced feature representation is needed
to describe an input image whose size is large. In this
paper, the proposed HoST descriptor is addressed to the
pattern clustering task.

The Proposed Histogram of Structure
Tensors

The structure tensor at each pixel is characterized by
two useful parameters : Θ+ and λ+ . In fact, the direction of Θ+ indicates the most prominent orientation in
a local neighborhood. Furthermore, The eigenvalue λ+
represents the local derivative energy in such direction.
From now, we use (Θ+ )i , (λ+ )i and (θ )i as references
to respectively the principle axis, the largest eigenvalue
and the angle with the horizontal axis of the structure
ρ
tensor (Tσ )i at a given pixel i.
The orientation field is a very useful appearance information because it describes the changing direction
within a spatial region. To take advantage of this information, we propose to gather the structure tensor orientations of the pixels in a spatial region via an histogram
representation. In order to incorporate the derivative energy in the most prominent orientation, we propose also
to calculate for each structure tensor orientation (θ )i a
weighted vote that involves the largest eigenvalue (λ+ )i
(Equation (8)). This allows us to capture the dominant
orientations in a local region taking into account of the
local structure shape.
Similarly to [Dal05], votes are weighted by using bilinear interpolation to reduce aliasing effect. More precisely, for each structure tensor orientation (θ )i , the two
nearest orientation bin centers c j∈{1,2} are involved by
weighting the vote by coefficients wi, j inversely proportional to the distance between the given orientation (θ )i
and its neighboring bin centers c j∈{1,2} . So, each structure tensor orientation (θ )i of a given pixel i contributes
a weighted vote that will be accumulated into the corresponding orientation bins b j of the histogram HoST
(Equation (8)).
HoST [b j ] = ∑ wi, j × (λ+ )i s.t. (θ )i ∈ b j

(8)

4

Before introducing the implementation details and reporting the performance of the proposed HoST descriptor, we present the database considered in our experimental study.

4.1

Database

In this work, all experiments are run on a large database
used in recent research works on resolution enhancement of textual images [Wal12,Wal13a,Wal13b]. It
contains 124,000 image patches collected from high
quality character images which are automatically
generated by using an efficient font engine called
FreeType1 . Such character images cover a large variety
of sizes, styles (italic, non-italic) and fonts (serif,
sans-serif) currently used in textual documents, signs,
labels, bills, etc. The image patches sampled from
these character images are of size 7 × 7 and localized
along the edges of characters (Fig. 2). This leads to the
collection of a generic image patch database including
numerous writing patterns which are very different
due to their shapes, sizes, orientations and positions in
the image patches. Fig. 3 shows some samples of the
database.

1

i
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between centroids. In contrast to the CH index, the
minimal value of DB index indicates the best clustering solution. The silhouette is another popular cluster
validity index [Rou87]. The silhouette measure is defined for each observation in a dataset. It gives information of how well each observation lies within its cluster.
Thus, the average of silhouette measures over the entire
dataset provides an indicator of how appropriately the
data has been clustered. The silhouette measure ranges
from -1 to +1. A good clustering solution results in a
measure close to 1. In this paper, the silhouette based
clustering validity index will be used for the final comparison between different local feature descriptors.
In [Arb13], the authors demonstrate that CH, DB and
silhouette indices are within the group of indices that
shows a better behavior for clustering validation than
other indices.

Figure 2: Illustration of selecting patches from a character image.

Figure 3: Writing pattern samples from the database.

4.2

Application to Pattern Clustering

4.2.2

In this section, we perform an evaluation of the proposed HoST descriptor for the clustering of writing patterns. In fact, each image patch of the database presented above is described by a HoST representation.
After that, an intelligent version of the Kmeans method,
referred as iK-means [Mir05], is applied to gather similar patterns in the same cluster. Such unsupervised technique automatically determines the number of clusters
and initial centroids for the K-Means method using the
so-called Anomalous Pattern (AP) algorithm. In this
work, the iK-means method is used in all experiments.
In the following, we describe the cluster validity indices
used in this study for evaluating the clustering results.
After that, we perform a comparative study between
different local feature descriptors.

4.2.1

HoST is designed to be non-oriented in contrast to the
HOG descriptor. So, the orientation bins of the histogram are spaced over [0◦ −180◦ ]. Table 1 summarizes
the effect of varying the number of orientation bins on
pattern clustering performance. Results are investigated
in terms of DB and CH indices. In order to enhance the
local consistency of neighboring tensors and avoid singular points in a spatial region, we use the Gaussian
convolution kernels mentioned previously with σ = 0.7
and ρ = 1.5. According to Table 1, we can see that
sampling the structure tensor orientations into 4 bins
achieves the lower DB result, the higher CH result and
thus the best clustering accuracy. The number of clusters determined by the AP algorithm is 12 when using
4 orientation bins. Increasing the number of orientation bins yields to decrease the pattern clustering performance.

Evaluation Metrics

When the ground-truth data partition is available, it is
possible to compare it with the partition proposed by
the clustering method based on many indices such as
Adjusted Rand and Jaccard [Bat95]. But, when the
ground-truth data partition is not available, another kind
of indices is used to estimate the quality of clustering by
measuring the cohesion (intra-variance) and separation
(inter-variance) of the clusters [Ber97]. We focus on the
second kind of indices because the correct partition of
the database used in this work is not available.
Calinski and Harabasz [Cal74] proposed a clustering
validity index, referred as Calinski-Harabasz (CH) index. It estimates the cohesion based on the distances
from an element in a cluster to its centroid and the separation based on the distance from the centroids to the
global centroid. The larger the CH index value, the better the clustering solution. Davies and Bouldin [Dav79]
proposed another clustering validity index, referred as
Davies-Bouldin (DB) index, which estimates the cohesion based on the distance from an element in a cluster
to its centroid. The separation is based on the distance
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Pattern Clustering Results

As HOG descriptor become increasingly popular in
computer vision and pattern recognition applications,
we compare the proposed HoST descriptor with it. Before that, we study the effect of varying the number of
orientation bins in the case of HOG descriptor. Tests
are performed for the same sizes of orientation bins as
in the previous experiment, but these bins are spaced
over [0◦ − 360◦ ]. Indeed, HOG descriptor is designed
to be oriented and the gradient directions have an effect
in the case of writing patterns [Min13]. For instance, an
histogram of 4 orientation bins spaced over [0◦ − 180◦ ]
in the case of HoST descriptor corresponds to an histogram of 8 orientation bins spaced over [0◦ − 360◦ ]
in the case of HOG descriptor. In order to make a
fair comparison, the same clustering method described
above is used in all experiments. According to Table 2,
the best clustering accuracy is achieved when using 8
orientation bins in HOG descriptor. This proves again
that 45◦ is the appropriate orientation bin size to cluster
the writing patterns as shown in the above experiment.
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Cluster Validity Index

Number of
Bins

Number of
Clusters

DB index

CH index

3

12

1.0018

5.1936 e+04

4

12

0.8229

7.4998 e+04

5

13

0.9379

6.4887 e+04

6

11

0.9036

6.0035 e+04

Table 1: Evaluation of HoST descriptor for pattern clustering with different orientation bins spaced over [0◦ −
180◦ ].
In the following experiments, we use the optimal number of orientation bins in the case of HOG descriptor
and HoST descriptor.

clustered database. This clustering step is very important in this approach because it is responsible for improving the quality of resolution enhancement results.
The authors of [Wal13b] have simply used the intensity
values of pixels as feature descriptors to represent writing patterns included in the training database. Such a
database is used in this paper and described in section
4.1. Rather than using intensity based descriptors, we
propose to incorporate our HoST descriptor in such a
magnification approach in order to improve the writing
pattern clustering performance. Experimental results of
section 4.2.2 illustrate such improvements in terms of
different clustering validity indices. In this experiment,
we study the effect of using our descriptor on the quality of the learned dictionaries and even on the resolution
enhancement results.
In [Wal13b], a coupled high-resolution/low-resolution
dictionaries are learned from each cluster. Fig. 5(a)
plots some of these high-resolution dictionaries determined by using the intensity based descriptor. On the
other hand, Fig. 5(b) displays some high-resolution
dictionaries generated by using the proposed HoST descriptor. We can notice that more appropriate dictionaries are found by the application of our descriptor which
allows gathering patterns with similar dominant orientations in the same cluster.
In order to evaluate quantitatively the effect of using the
proposed HoST descriptor in the resolution enhancement approach involved in this study, we perform an
up-scaling of different low-resolution textual images.
For lack of space, we give magnification results on
a degraded image scanned at 150 dpi. Table 4 compares the Peak SNR (PSNR), the Root Mean Square
Error (RMSE), the Structural SIMilarity index (SSIM)
[Wan04] results of the up-scaled images recovered by
[Wal13b] using HoST descriptor and without using it.
According to this table, we can see that the proposed
HoST descriptor succeeds in improving the resolution
enhancement performance of [Wal13b]. In fact, the image reconstructed by [Wal13b] via the proposed HoST
descriptor achieves the highest measures result. In order to have a closer look, Fig.6 illustrates some enlarged
regions from the input image, the up-scaled images and
the ground truth image scanned at 300 dpi. We can notice improvements in visual quality of the image recov-

To examine the effectiveness of the proposed HoST descriptor, we compare it with HOG descriptor and other
existing local feature descriptors on the pattern clustering task. Such features include pixel intensity, first
order of gradients, first order and second order of gradients and LBP based descriptors. Evaluation results of
this comparative study are listed in Table 3. Fig. 4 compares also our descriptor with those cited above in terms
of silhouette measures. At the same testing settings,
Table 3 shows that the clustering performance is significantly improved when our proposed feature descriptor
is applied to represent image patches of the database.
Indeed, pattern clustering by using the HoST descriptor
achieves the best results in terms of mean of silhouette
and DB index. In addition, it greatly outperforms the
tests applying the other feature descriptors involved in
this study in terms of CH index.
Furthermore, results of clustering plotted in Fig. 4 via
graphic representations of silhouette measures illustrate
again that the use of our proposed feature descriptor improves the pattern clustering performance. In fact, the
silhouette measure is negative when the average distance of an element to the others in the same group
is larger than the average distance to elements in other
groups. Such undesirable characteristic is clearly observed in Fig.4(a-e) where the silhouette measures are
plotted for pattern clustering using respectively pixel
intensity, first order and second order of gradients, LBP
and HOG based descriptors. Fig. 4(f) that represents
the results of clustering using the proposed HoST descriptor includes the lowest number of silhouette measures that are negative.

4.3

Application to Resolution Enhancement of Textual Images

This experiment concerns the application of the proposed HoST descriptor to the magnification of lowresolution textual images. In fact, recent research works
on the resolution enhancement of textual images, such
as [Wal13b], are based on incorporating a pattern clustering step in order to learn multiple dictionaries from a
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Cluster Validity Index

Number of
Bins

Number of
Clusters

DB index

CH index

6

16

1.1285

2.2974 e+04

8

15

0.9863

2.8466 e+04

10

15

1.3970

1.8205 e+04

12

18

1.4220

1.5651 e+04

Table 2: Evaluation of the HOG descriptor for pattern clustering with different orientation bins spaced over [0◦ −
360◦ ].
Local Feature Descriptor

Number of
Clusters

Intensity

Cluster Validity Index
Mean of Silhouette

DB index

CH index

13

0.1218

2.0156

7.3503 e+03

First Order Gradients

13

0.1141

2.4600

4.7292 e+03

First and Second Order Gradients

15

0.1348

2.4714

4.0189 e+03

LBP

18

0.2250

2.1024

1.2287 e+04

HOG

15

0.2027

0.9863

2.8466 e+04

HoST

12
0.3338
0.8229
7.4998 e+04
Table 3: Comparison between local feature descriptors applied for pattern clustering.

Magnification
proach

ap-

[Wal13b]

RMSE PSNR

SSIM

29.460

0.865

18.745

6

[Agg12] Aggarwal A., Rani R., and Dhir R. Recognition of devanagari handwritten numerals using
gradient features and svm. International Journal
of Computer Applications, 48(8):39-44, 2012.
[Alv92] Alvarez L., Lions P.L., and Morel J.M. Image selective smoothing and edge detection by
nonlinear diffusion. ii. SIAM J. Numer. Anal.,
29(3):845-866, June 1992.
[Ant10] Anthimopoulos M., Gatos B., and Pratikakis
I. A two-stage scheme for text detection in video
images. Image Vision Comput., 28(9):1413-1426,
September 2010.
[Arb13] Arbelaitz O., Gurrutxaga I., Muguerza J.,
PeRez J.M., and Perona I. An extensive comparative study of cluster validity indices. Pattern
Recogn., 46(1):243-256, January 2013.
[Bat95] Batagelj V. and Bren M. Comparing Resemblance Measures. Journal of Classification,
12(1):73-90, 1995.
[Ber97] Berry M. J. and Linoff G. Data Mining Techniques: For Marketing, Sales, and Customer Support. JohnWiley Sons, Inc., New York, NY, USA,
1997.
[Ber13] Bertolini D., Oliveira L. S., Justino Edson J.
R., and Sabourin R. Texture-based descriptors for
writer identification and verification. Expert Syst.
Appl., 40(6):2069-2080, 2013.
[Bul05] Bulacu M. and Schomaker L. A comparison
of clustering methods for writer identification and

[Wal13b] using HoST 28.134 19.145 0.874
Table 4: Effect of using the proposed HoST descriptor
on resolution enhancement results of [Wal13b].
ered by [Wal13b] using the proposed HoST descriptor
when compared with the image reconstructed without
using it.

5

CONCLUSION

In summary, we mention the main contributions of this
paper. First, a new feature descriptor called Histogram
of Structure Tensors was introduced to capture the local
information of an image. Second, the proposed descriptor was applied for writing pattern clustering task. Experimental results showed its effectiveness in terms of
cluster validity indices when comparing it to other local
feature descriptors often used in the literature. Third,
we demonstrate that the proposed descriptor can improve the performance of clustering based resolution
enhancement approaches.
A proposed extension to our work is to include more
clustering algorithms for a comparison purpose. Furthermore, the proposed local feature descriptor could
be useful to other computer vision tasks such as image
matching, object detection and classification.
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ABSTRACT
We present a method to compute and visualize the curvature and torsion scalar fields derived from a vector field
defined on a multi-block curvilinear grid. In order to compute the curvature and torsion fields, we define a uniform
Cartesian grid of points in the volume occupied by the curvilinear grid and interpolate from the curvilinear grid to
the Cartesian grid to get the vector field at the Cartesian grid points. We can then use finite difference formulas to
numerically compute the derivatives needed in the curvature and torsion formulas. Once the curvature and torsion
have been computed at the Cartesian grid points, we employ a multi scale color coding technique to visualize these
scalar fields in orthoslices of the Cartesian grid. This multi scale technique allows one to observe the entire range of
values of the scalar field, including small, medium and large values. In contrast, if uniform color coding is used to
visualize curvature and torsion fields, it sometimes shows most of the values in a single predominant color, which
makes it impossible to distinguish between the small, medium and large values. As an example of this multi-scale
technique, we displayed the curvature and torsion fields in a computational fluid dynamics (CFD) simulation of an
industrial stirred tank and used these images to identify regions of low, medium and high fluid mixing in the tank.

Keywords
Curvature, Torsion, Vector Field Visualization, Nonlinear Color Map, Transfer Function Generation, Computational Fluid Dynamics.

1

INTRODUCTION

vey of flow visualization techniques) that are suitable
for various circumstances. In this work, we propose to
use multi-scale color coding to visualize the curvature
and torsion scalar fields derived from a vector field defined on a multi-block curvilinear grid in order to investigate fluid mixing in CFD simulations of an industrial
stirred tank. Implementing this type of visualization
on a multi-block curvilinear grid presents considerable
challenges compared to a uniform grid.

In computational fluid dynamics (CFD), visualization
of scalar fields derived from vector fields is an important tool in identifying and understanding flow patterns
and complex fluid flow motions. There are a number of
visualization methods (cf. (Post et al., 2002) for a sur-

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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Related Work

Computing the curvature of an entire vector field was
introduced by (Theisel, 1995) for 2D vector fields, then
later was generalized for 3D vector fields by (Weinkauf
and Theisel, 2002) and included torsion, Gaussian cur-

353

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

2

vature, and mean curvature, as well. They showed that
at the critical points, the curvature tends to infinity. We
extend their work to time-dependent vector fields defined on multi-block curvilinear grids as opposed to
static vector fields defined on uniform grids.

In this method, the two major parts are 1) computation
of the curvature and torsion scalar fields, and 2) rendering the scalar fields as orthoslices using multi scale
color mapping. In the first part, we read a data file,
of size 350 GB in binary HDF5 format, that contains
the vector field (fluid velocity) at the grid points of the
multi-block curvilinear grid used in the CFD stirred
tank simulations. This curvilinear grid is subdivided
into 2088 blocks and contains 3.1 million grid points.
The CFD simulation was run over 5700 time steps representing 25 rotations of the stirred tank impeller (Roy
et al., 2010). We then do the following steps:

(de Leeuw and van Wijk, 1993) introduced an interactive probe to visualize a vector and other derived quantities from the velocity gradient tensor such as acceleration, curvature, torsion, and shear. They visualized the
curvature as a bended arrow, and the torsion as twisted
stripes around the bended arrow. While this approach
is explicit and very informative, this probe is impractical for an entire curvature field because the visualization would quickly become cluttered. Instead, we opted
for a scalar visualization method. We examined the
curvature and torsion fields using orthoslices. For this
approach, it becomes crucial to choose the right color
mapping technique.

1. Define a 3D Cartesian grid of points in the stirred
tank that will be used to calculate the curvature and
torsion fields.
2. Since these Cartesian grid points are different from
the curvilinear grid points where the vector field is
given, we have to get the vector field at the Cartesian
points by interpolation. We do this using the Direct
Interpolation method which is described in (Bohara
et al., 2010).

Research on generating color maps focuses on making
the scalar values more prominent and easy to visualize. (Kindlmann and Durkin, 1998) introduced a
semi-automatic method of generating transfer functions to find material boundaries in a volume. They
created a histogram volume which measured the
relationship between the scalar values and their first
and second derivatives, and used this information to
construct opacity functions. Later they further extended this approach to include curvature information
in their multi-dimensional transfer functions. Other
approaches of generating transfer functions include
topological-controlled methods as done by (Zhou and
Takatsuka, 2009). Alternatively, (Tzeng et al., 2003)
introduced a user interface that allows the user to
paint directly on slices of a volume, then automatically
define high-dimensional classification functions using
artificial neural networks. There also exists other work
in this area involving automatic (Hafen et al., 2013) and
manual (Pfister et al., 2001) generation of functions to
construct color maps.

3. Compute the first, second, and mixed derivatives of
the vector field with respect to x, y, and z at the
Cartesian grid points using finite difference formulas.
4. Use these derivatives to calculate the curvature and
torsion at the Cartesian grid points. This gives us
the curvature and torsion fields for the entire stirred
tank.
In part two, we render the resulting scalar fields as follows:
1. Construct a histogram of the scalar values, then design a multi scale color map. We show that the
use of conventional uniform color coding for the
whole range of these scalar values often gives a single predominant color, making it impossible to visualize variations in the scalar values. In contrast,
multi scale color coding gives different colors for
the small, medium, and large scalar values, thereby
enabling one to visualize the entire range of these
values.

These color mapping approaches focus on isolating a
specific region in space. In contrast, our multi scale
color coding technique allows us to show all of the major ranges of a scalar field by simultaneously displaying
all of the variations in the curvature and torsion across
any given orthoslice.

2. Extract a plane (orthoslice) from the Cartesian grid
on which the scalar fields are computed, and apply
the multi scale color map to the orthoslice. This
technique enables one to visualize the variations in
the scalar values throughout the orthoslice.

We previously used multi scale color coding to display
the curvature and torsion along integration lines (pathlines) in a vector field (Khurana et al., 2012). In this
paper we extend our previous work from integration
lines to scalar fields of the entire vector field. Thus here
we generate the curvature and torsion everywhere in the
stirred tank instead of just along pathlines.
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In the following subsections, we describe parts one and
two in more detail.
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2.1

Curvature and Torsion Computation

The curvature κ and torsion τ are then given as:

The CFD simulation models an ideal continuous stirred
tank reactor in which the fluid velocity V (vector field)
is continuous everywhere inside the tank. Since the discrete vector field in the simulation represents an actual
continuous vector field, we can assume that the equality of mixed partial derivatives is true for our discrete
representation. Also we neglect any possible critical
points in the vector field and assume that its derivatives
are defined everywhere in the discrete grid.
Let V be the fluid velocity (vector field) in the CFD
stirred tank simulation:
V = (u, v, w)

κ=

τ=

2.2

(2)
(3)
(4)

(5)
(6)
(7)
(8)
(9)
(10)

(11)

L̈ = uVx + vVy + wVz

(12)
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Multi Scale Color Coding

An example of multi scale color coding is given in
figure 1, which compares the uniform and multi scale
color coded curvature field in an orthoslice in the xy
plane at time step 1 in the CFD stirred tank simulations.
A histogram of the curvature values, which range from
0 to more than 55, shows that about 41% of them are
less than 1, 72% are less than 2, 86% are less than 3,
92% are less than 4, 96% are less than 6, etc. The curvature values were capped at 55 so that values greater
than 55 were treated as outliers and set to 55. If uniform color coding is used to display the curvature values from 0 to 55 on a color scale that goes from red to

...
L = (uux + vuy + wuz )Vx +
(uvx + vvy + wvz )Vy +
(uwx + vwy + wwz )Vz +
u2 Vxx + v2 Vyy + w2 Vzz +
2uvVxy + 2uwVxz + 2vwVyz

(15)

Various techniques can be used to construct the multi
scale. In the method presented here, the number of divisions in the multi scale and the range of scalar values
in each division are determined manually so as to facilitate the visualization of the scalar field variations of
interest. A cumulative histogram of the scalar values is
used to determine the boundaries of the divisions so that
each division contains the desired percentage of scalar
values. The user can choose any number of divisions
and specify any range of scalar values and any range of
colors for each division in order to enhance the visualization of the scalar values of interest.

where uxx , vxx , wxx are the second derivatives of u, v, w
with respect to x, etc., and uxy , vxy , wxy are the mixed
derivatives of u, v, w with respect to x and y, and so on.
Let L be the position field of the fluid whose velocity
field (vector field) is V. Then the first, second and third
derivatives of L with respect to time are given by:
L̇ = V

2

|L̈ × L̇|

In designing a multi scale for color coding, one has to
specify the number of divisions in the scale, the range
of the scalar values in each division, and the color range
for each division. Generally one needs to visualize the
entire range of the scalar field values including small,
medium and large values, but if the range of values is
large, as in the case of curvature and torsion, uniform
color coding often gives a single predominant color for
most of the values which makes it difficult to distinguish between these values. We need to see the small
and medium values of the curvature and torsion in addition to the large values in order to determine the degree of fluid mixing in different parts of the stirred tank.
Thus we have to choose a set of parameters for the multi
scale (the number of divisions and the range of scalar
values and colors for each division) that will enable us
to visualize the entire range of curvature and torsion
values.

(1)

where ux , vx , and wx are the first derivatives of u, v, and
w with respect to x, etc.
The second derivatives and mixed derivatives of V are:
Vxx = (uxx , vxx , wxx )
Vyy = (uyy , vyy , wyy )
Vzz = (uzz , vzz , wzz )
Vxy = (uxy , vxy , wxy )
Vxz = (uxz , vxz , wxz )
Vyz = (uyz , vyz , wyz )

...
det[L̇, L̈, L ]

(14)

These formulas can be used to calculate the curvature
and torsion at any point in the stirred tank Cartesian
grid for any time step in the CFD simulations.

where u, v and w are the x, y and z components of the
fluid velocity. The first derivatives of V with respect to
x, y and z are:

Vx = (ux , vx , wx )
Vy = (uy , vy , wy )
Vz = (uz , vz , wz )

|L̈ × L̇|
|L̇|3

(13)
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violet, most of the values are shown as shades of red
and cannot be distinguished from each other, making
it impossible to visualize the small, medium and large
values, as shown in figure 1(a).
In order to see the small, medium and large values of the
curvature, we manually designed the following multi
scale color mapping, which has 9 divisions and is piecewise linear in each division:
Division
1
2
3
4
5
6
7
8
9

Curvature Range
0 - 0.5
0.5 - 1
1 - 1.5
1.5 - 2
2 - 2.5
2.5 - 3
3-4
4-6
6 - 55

Percent Range
0 - 17.90
17.90 - 40.96
40.96 - 59.86
59.86 - 72.38
72.38 - 80.83
80.83 - 85.91
85.91 - 91.64
91.64 - 96.44
96.44 - 100

(a) Uniform scale color coding for curvature

The curvature ranges and corresponding percent ranges
used in this multi scale mapping were obtained manually from a cumulative histogram of the curvature values. The color scale that we are using goes from red
to violet as its color index goes from 0 to 1. The color
range for each division is specified by converting the
percent range to decimal percents and using these as
the starting and ending color indexes for that division
(e.g., the starting and ending color indexes for division
2 are .1790 and .4096). Within each division, the color
index varies linearly with the curvature value:
c = c1 +

(v − v1 ).(c2 − c1 )
v2 − v1

(16)

where v is the curvature value, c is the corresponding
color index, v1 and v2 are the starting and ending curvature values of the division, and c1 and c2 are the starting
and ending color indexes. Thus this multi scale color
coding is piecewise linear.

(b) Multi scale color coding for curvature

Figure 1: Comparison of uniform and multi scale color coding
of an orthoslice of the curvature field.

When this multi scale scheme is used to display the curvature in the orthoslice, one can now easily distinguish
between the small, medium and large curvature values,
as shown in figure 1(b). The red and orange areas, yellow and green areas, and blue and violet areas correspond to small, medium, and large curvature, respectively. Thus the red and orange areas indicate a small
degree of fluid mixing while the blue and violet areas
indicate a large degree of mixing.

3

the stirred tank. The main idea is to visualize the variations of the curvature to see the regions of high and
low straining of the fluid elements, and to visualize the
variations of the torsion to see where fluid elements get
twisted the most. These are shown in separate sections
which compare the uniform and multi scale color coding methods for each quantity. The dimensions of the
orthoslices are 100 × 100 × 1 in the x, y, and z directions respectively. We rendered both uniform scale and
multi scale color coded orthoslices of the curvature and
torsion fields at time step 1 in order to compare the uniform and multi scale color coding methods (figures 2
and 3). We then rendered 12 multi scale color coded
orthoslices, including 6 for the curvature field and 6 for

RESULTS

We used the multi scale color coding technique described above to color code the curvature and torsion
fields in a specified orthoslice of the stirred tank’s uniform Cartesian grid. The orthoslice we used is parallel to the xy plane and is located around the middle of
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the torsion field at time steps 1, 1000, 2000, 3000, 4000,
and 5000, in order to observe the scalar fields at different time steps (figure 3).

3.1

Curvature Field

In figure 1(a), uniform color coding is used to display
the curvature field in an orthoslice in the xy plane at
time step 1. As mentioned previously, a cumulative histogram of the curvature values shows that about 92%
of them are less than 4, but in the uniform color scale
shown in the figure, curvature values less than 4 are in
the bottom 7% of the color scale which contains only
shades of red. Thus when uniform color coding is employed, 92% of the curvature values are displayed using
only 7% of the color scale and hence these curvature
values all appear as shades of red and cannot be distinguished from one another. This means that in general, uniform color coding cannot distinguish between
the small, medium and large curvature values. It can
only distinguish the very large ones from the others.

(a) Uniform scale color coding for torsion

In order to visualize the small, medium and large curvature values, we used the multi scale color map described above to display the curvature field in the orthoslice, which is shown in figure 1(b). In this multi
scale method, the lowest 92% of the curvature values
are displayed using 92% of the color scale instead of
only 7%, the lowest 96% of the curvature values are
displayed using 96% of the color scale, etc. This causes
the small, medium, and large values to be shown in distinctively different colors (red and orange, yellow and
green, and blue and violet, respectively) so that one can
easily distinguish between them. In the figure we can
clearly see that in general the outer regions near the baffles of the stirred tank produce significant curvature and
flow distortion. This reaffirms the expectation that the
baffles disturb the rotation of the fluid causing distortion and stretching of the fluid elements, which promotes mixing. In general the lowest curvature values
appear to be near the inner rotating shaft, as expected.

(b) Multi scale color coding for torsion

Figure 2: Comparison of uniform and multi scale color coding
of an orthoslice of the torsion field.

Figures 4(a)-4(f) show the multi scale color coded curvature images in the orthoslice at time steps 1, 1000,
2000, 3000, 4000 and 5000. The multi scale used in
these 6 images is similar to the one described in Section 2.2 except that the upper end point of the curvature
range in the last division is 200 instead of 55 (i.e., the
curvature values are capped at 200 instead of 55) and
the percent ranges for the 9 divisions are slightly different at each of the 6 time steps. Thus figure 4(a) is the
same as figure 1(b) except that the curvature values in
figure 4(a) are capped at 200 instead of 55 in order to be
consistent with figures 4(b)-4(f). In all of these images,
the multi scale color coding enables one to clearly visualize the small, medium and large curvature values as
the red and orange, yellow and green, and blue and violet areas, respectively. It can be observed in these time
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series images that in general the regions of high and low
curvature do not change spatial locations significantly
with time. This type of visualization and analysis is not
possible with uniform color coding.

3.2

Torsion Field

Figure 2(a) shows the uniform color coded torsion field
in the orthoslice at time step 1. As mentioned in Section 1.2, the torsion values can be positive or negative,
but we are visualizing only the absolute value of the torsion, neglecting whether the twist is clockwise or counterclockwise since the degree of fluid mixing depends
primarily on the magnitude of the torsion rather than its
direction. A cumulative histogram of the absolute value
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of the torsion values shows that about 94% of them are
less than 17, but in the uniform color scale shown in the
figure, torsion values less than 17 are in the bottom 6%
of the color scale which contains only shades of red.
Thus uniform color coding uses only 6% of the color
scale to display 94% of the torsion values and hence
these torsion values all appear as shades of red and cannot be distinguished from each other. This means that in
general, as in the case of curvature, uniform color coding cannot distinguish between the small, medium and
large torsion values. It can only distinguish the very
large ones from the others.
In order to visualize the small, medium and large torsion values, we manually constructed the following
multi scale color mapping, which has 10 divisions and
is piecewise linear in each division:

Division
1
2
3
4
5
6
7
8
9
10

Absolute Value of
Torsion Range
0-1
1-2
2-3
3-4
4-5
5-6
6-8
8 - 11
11 - 17
17 - 300

Percent Range
0 - 18.61
18.61 - 36.07
36.07 - 50.59
50.59 - 61.18
61.18 - 68.69
68.69 - 74.13
74.13 - 82.30
82.30 - 89.55
89.55 - 94.40
94.40 - 100

Figure 3: Torsion isosurface of a sub grid of the stirred tank.

The regions of high torsion are associated with fluid
elements that are significantly distorted in the angular
plane and hence likely to be well mixed. As in the case
of curvature, in general the outer regions of the stirred
tank near the baffles produce areas of high torsion and
hence high mixing, while low and medium torsion areas, which indicate low and medium mixing, are primarily located in the interior of the tank.
Figure 3 shows a sample non color coded torsion isosurface for the iso value 979.1. In future work we plan
to generate multi scale color coded isosurfaces for both
curvature and torsion to complement the multi scale
color coded orthoslices.

The absolute value of torsion ranges and corresponding
percent ranges used in this multi scale mapping were
obtained manually from a cumulative histogram of the
torsion values, which were capped at 300. The above
multi scale color map was used to display the torsion
field in the orthoslice, which is shown in figure 2(b). In
this multi scale method, the lowest 94% of the torsion
values are displayed using 94% of the color scale instead of only 6%. This enables one to easily visualize
the small, medium, and large torsion values, which are
shown in red and orange, yellow and green, and blue
and violet, respectively.

4

Images for the orthoslices considered here are generated using both the multi scale and the uniform color
coding techniques. The multi scale images can be observed for analysis of mixing performance as they are
capable of displaying both the well and poorly mixed
zones in the stirred tank. The greater the values of curvature and torsion, the greater the mixing of the fluids in that region. In figure 4, there are many regions
(blue and violet) of high curvature and torsion indicating high mixing. These regions are typically located
in the near-baffle regions close to the stirred tank wall.
Similarly, there are areas (red and orange) of low curvature and torsion which indicate low mixing and are
typically located in the interior of the tank. These types
of observations are not possible in the uniformly color
coded images as they are visually incapable of providing a definitive analysis of the scalar fields.

Figures 4(g)-4(l) show the multi scale color coded torsion images in the orthoslice at time steps 1, 1000,
2000, 3000, 4000 and 5000. The multi scale used in
these 6 images is similar to the one used in figure 2(b)
except that the upper end point of the torsion range in
the last division is 600 instead of 300 and the percent
ranges for the 10 divisions are slightly different at each
of the 6 time steps. Thus figure 4(g) is the same as
figure 2(b) except that the torsion values in figure 4(g)
are capped at 600 instead of 300 in order to be consistent with figures 4(h)-4(l). In all of these images, the
multi scale color coding enables one to clearly distinguish between the small, medium and large torsion values, which is not possible with uniform color coding.
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(a) Curvature at time step 1

(b) Curvature at time step 1000

(c) Curvature at time step 2000

(d) Curvature at time step 3000

(e) Curvature at time step 4000

(f) Curvature at time step 5000

(g) Torsion at time step 1

(h) Torsion at time step 1000

(i) Torsion at time step 2000

(j) Torsion at time step 3000

(k) Torsion at time step 4000

(l) Torsion at time step 5000

Figure 4: Curvature and torsion fields at various time steps, displayed using multi scale color coding.

Communication Papers Proceedings

359

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

5

CONCLUSION

and Image Processing 2010 (CGVCVIP 2010),
ISBN (Book) 978-972-8939-22-9.

In this paper, we demonstrated the computation and visualization of curvature and torsion scalar fields that are
derived from a vector field (the fluid velocity) defined
on a multi-block curvilinear grid used to model a stirred
tank reactor. We showed that if uniform color coding is
used to display the scalar quantities, then most of them
are shown in the same color (red), making it impossible
to distinguish between the small, medium and large values. Instead, we used a multi scale color coding technique that displays the small, medium, and large values
in distinctively different colors (red and orange, yellow
and green, and blue and violet, respectively) so that one
can easily distinguish between them. This enables one
to estimate the degree of fluid mixing in different parts
of the stirred tank since curvature and torsion are indicators of fluid mixing (the greater the curvature and
torsion, the greater the mixing). Thus if the values of
a scalar field are not uniformly distributed between the
lowest and highest values, which is usually the case,
then multi scale color coding is needed to effectively
display these values. In future work we plan to generate
multi scale color coded isosurfaces of the curvature and
torsion fields, which will complement the multi scale
color coded orthoslices shown in this paper.

6
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ABSTRACT
When extracting iso-surfaces from large volume data sets, long processing times are required and a high number of
polygons is generated. We propose a massively parallel iso-surface extraction and simplification algorithm. The
extraction is based on the marching cubes algorithm. In order to process large volume data sets, we perform the
extraction with an interleaved simplification step using parallel edge collapses and the quadric error metrics.
Interleaving extraction and simplification is based on locally postponing collapse operations close to the processing
front. In contrast to previous methods, we do not need an explicit simplification error fall-off close to the front.
Thus we can produce meshes with the same quality as if we would simplify the complete mesh after extraction. By
implementing both extraction and simplification on the GPU, we can reconstruct high quality iso-surfaces from
large data sets within a few seconds.

Keywords
marching cubes, simplification, reconstruction.

Figure 1: Iso-surface extraction and simplification results for the Porsche data set with an iso-value of 14. The left
image shows an intermediate result during the interleaved extraction and simplification and the right image shows
the triangles of the generated mesh.

1

INTRODUCTION

sively parallel iso-surface reconstruction algorithm with
efficient, high quality parallel simplification.

In the last decades, the resolution of volume data sets has
constantly grown and memory requirements increased.
When extracting iso-surfaces from such large volume
data sets, a high number of polygons is generated, which
also results in long processing times. To efficiently generate meshes from such volumes (especially medical
data sets like high resolution histological scans), a fast
and efficient algorithm is needed. We combine a mas-

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without fee
provided that copies are not made or distributed for profit or
commercial advantage and that copies bear this notice and the
full citation on the first page. To copy otherwise, or republish,
to post on servers or to redistribute to lists, requires prior
specific permission and/or a fee.
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The marching cubes algorithm is commonly used for
iso-surface extraction. It allows producing meshes from
large data sets in reasonable time, but – like almost all
of its variants – produces a high number of triangles.
Hierarchical approaches (e.g. [MS93]) were proposed to
reduce the triangle count during iso-surface extraction.
These are however less efficient for tubular structures
because they can only uniformly adapt the resolution. To
further reduce the mesh, simplification algorithms can be
used after the extraction or directly during this process.
The latter can be implemented using a plane sweep algorithm or by partitioning the volume into a regular grid
or a space partitioning hierarchy. The processing front –
i.e. the outer surface of the already processed volume –
needs to be constrained during simplification. Vertices
on the front must not collapse, which leads to artifacts,
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like sliver triangles. The so-called tandem algorithm
[ACE05] alleviates this problem using a time-lag. The
simplification error gradually falls off closer to the front
and thus the vertex density increases. While the mesh
quality is better, the error falloff constitutes a trade-off
between memory consumption and mesh quality.

for positioning dual vertices generate a mesh with better
quality and less triangles. This algorithm is also very
good in reconstructing sharp features (e.g. edges or corners) but the surface does not accurately approximate
the tri-linearly interpolated iso-value.

The main contribution of this paper is a novel formulation of the tandem algorithm that does not require a
time-lag. The key advantage is that the resulting mesh
is equivalent to that produced by a complete extraction
followed by a sequential simplification. Our implementation is based on a parallel edge collapse algorithm
using the quadric error metrics to optimize the vertex
positions and normals. Using the GPU for both extraction and simplification allows us to quickly produce high
quality meshes from large volume data sets.

2

RELATED WORK

The main idea of our approach is to interleave iso-surface
extraction and simplification on the GPU. We therefore
review related approaches on iso-surface extraction and
simplification, as well as combinations of both.

2.1

Recent approaches exploit the processing power of massively parallel graphics processors (GPUs). Reck et
al. [RDG+ 04] proposed an algorithm to extract isosurfaces from tetrahedral volumes. They pre-select the
intersections of surface and voxel grid on the CPU and
generate the mesh on the GPU using an interval tree. For
rectilinear grids, a tetrahedrization is required, which
leads to a higher number of triangles and also introduces
artifacts. Johansson et al. [JC06] also use span spaces for
pre-selection and pre-classification. They utilize GPU
for interpolation and their approach is not restricted to
tetrahedral grids any more. Tatarchuk et al. [TSD07]
propose a hybrid implementation of marching cubes
and marching tetrahedra running on the GPU. The isosurface is generated on the GPU but again contains a
higher number of triangles than the original marching
cubes algorithm due to the tetrahedrization. A recent
improvement to marching cubes on the GPU uses the
so-called HistoPyramids [DZTS08].

Iso-surface extraction

The marching cubes (MC) algorithm [LC87] divides a
voxel grid into cubes and processes each of them independently. Several improvements, including adaptive and dual algorithms, were proposed [WMW86,
HGB93, MSS94, SW04], mainly to prevent holes in
the mesh or to improve the mesh quality. Using tetrahedrons [TPG99] instead of cubes is also possible. It
prevents holes but drastically increases the amount
of triangles.
Chernyaev proposed a topologically
correct iso-surface generation based on tri-linear interpolation [Che95]. Other approaches directly reconstruct the surface from sets of orthogonal slices
(e.g. [SS02, SS04]) using contour matching instead of
interpolation. Newman and Yi [NY06] provide an extensive survey on different MC algorithms and variants.
Performance optimizations include using a modified
branch-on-need-octree with min-max decisions [WG90]
and span spaces [SHLJ96, Liv99] which represent the
cubes as two-dimensional points of their min-max values. For a fast extraction of the iso-surface, partitions
(lattice elements) or k-d-trees are used.
The splitting boxes algorithm [MS93] was one of the
first adaptive methods. A cube intersected by the isosurface is recursively split and simply checked for signchanges in every edge. The dual marching cubes algorithm [SW04] improves the mesh quality and is able to
also generate quad meshes. It is based on using the dual
of the volume grid, i.e. it places a vertex in each cell that
is crossed by the iso-surface. The quadric error function combined with the method of Lindstrom [Lin00]
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2.2

Simplification

Mesh simplification is one of the most common techniques for real-time rendering of complex polygonal
models and has been an active field of research over the
last two decades. A detailed review of simplification
algorithms is given by Luebke [Lue01]. As we aim at
efficient iso-surface reconstruction and simplification
from large volumes, we focus on real-time capable simplification algorithms.
Uniform vertex clustering [RB93] subdivides the bounding box of the model into cells using a regular grid. All
vertices inside the same grid cell are collapsed to their
mean. An improved variant is weighted vertex clustering [LT97]. It better preserves features that are not
aligned with the grid. Uniform clustering is relatively
fast and gives a precise upper bound for the simplification error. However, a further reduction in flat regions is
still possible without increasing the simplification error.
The vertex pair contraction [GH97, PH97] has become
the most common technique for the simplification of
mid-sized triangle meshes. In combination with the
introduced quadric error metric, it allows a flexible control over the geometric error and can be used to calculate optimal vertex positions. This approach was also
extended to handle an arbitrary number of vertex attributes [GH98]. A combination of vertex clustering
with error quadrics [Lin00] improves the placement of
the clustered vertices, but still uses a high number of
triangles in flat regions. Shaffer and Garland [SG01]
proposed to overcome this problem by using a BSP tree
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4

instead of a uniform grid. This increased the run time
significantly compared to uniform clustering, but the
method is still faster than edge collapse simplification.
An adaptive vertex clustering using octrees was also proposed by Schaefer and Warren [SW03]. Here the run
time is even higher than using a BSP tree, but the quality
of the simplified mesh can almost compete with edge
collapse simplification.
DeCoro and Tatarchuk [DT07] proposed a parallel GPU
implementation of vertex clustering [SW03] by implementing an efficient GPU based data structure. While
the performance is very high, it still has the same quality
problems as uniform vertex clustering. Recently, a parallel GPU implementation of edge collapse simplification
using quadric error metrics [GDG11] has been proposed,
which we extend in our work.

2.3

The core idea of our approach is to interleave a parallel
marching cubes with a parallel stream simplifier. As
both algorithms run on the GPU, we also minimize communication between host and device as we only transfer
the reduced mesh. We chose a plane sweep partitioning due to simplicity, i.e. we process the data in layers,
although other partitionings would easily be possible.
Our method consists of two basic modules. The first one
is the actual surface extraction based on the marching
cubes algorithm. The second module is the mesh simplification that receives the output of the first one as input.
The simplification is based on edge collapse operations
that contract edges by collapsing two connected vertices.
The position and normal of the collapse vertex are computed by minimizing the quadric error metric [GH97]
which also defines the collapse cost.
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v4

Hybrid algorithms

The hybrid algorithms of Attali et al. [ACE05] and
Dupuy et al. [DJG+ 10] directly simplify the iso-surface
mesh during extraction. The first one uses a sequential
marching cubes in a tandem with a simplification algorithm. The extraction and simplification steps alternate
layer-by-layer. A time-lag is introduced to delay collapses until the extraction front is further away, resulting
in a better quality of the simplified mesh. The algorithm of Dupy et al. [DJG+ 10] improves this approach
by using a load-balanced cluster to parallelize extraction
and simplification. In addition, they do not use a plane
sweep any more but partition the volume using an octree.
Finally, those parts of the mesh that cannot be further
simplified are stored on disk to reduce the memory consumption. A similar approach has been proposed for the
reconstruction of surfaces from point clouds has been
proposed by Cuccuru et al. [CGM+ 09]. It combines
streaming, iso-surface extraction, and simplification by
applying local vertex clustering with topology preservation to produce good quality meshes.

3

PARALLEL MARCHING CUBES

Similar to Attali et al. [ACE05], we partition the volume
into layers for processing. We do however split the
volume into partitions containing multiple layers if they
fit into memory and process them in parallel. The first
kernel calculates the cube codes – i.e. eight-bit values
encoding if the vertices are inside or outside. This kernel
also calculates the intersections between the iso-surface
and the cube edges if there are any. Assuming that the
four corners and four edges of the cube’s bottom are
already processed, every thread processes vertex v4 and
the edges e4 , e7 and e8 only (drawn blue in Figure 2). In
addition, the kernel computes the gradient at vertex v4 .
Note, that we use a specific kernel for the first slice of
each partition to improve performance.

e9

e10
v1

e3

e1

v3
e2

v2

Figure 2: Local edge and vertex indices used during
the extraction. Each thread processes the blue elements
only.
The second kernel produces the triangles and thus generates the mesh contained in the layers. It uses the classical
marching cubes look up table defining the surface topology. This kernel also removes degenerate triangles and
feeds the mesh to the second module, the simplification.
We divide a volume of dimension dimX × dimY × dimZ
into layers and slices like Attali et al. [ACE05]. The kth
slice contains all vertices with the same y-coordinate.
The kth layer is the set of all vertices, edges and patches
between or on the kth and the (k + 1)st slice. Figure 3
shows the relationship between slices and layers. So
the volume comprises the slices from 0 to dimY − 1 and
layers from 0 to dimY − 2. We then process the layers in
ascending order.

Figure 3: Relationship between slices and layers. The
kth layer is composed of slices k and k + 1.
We group the slices and layers into partitions during
surface extraction. Every partition is composed of N
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slices and N − 1 layers respectively. These are processed
in two loops and mainly two kernels (see Algorithm 1).
Note that two additional slices are required to compute
the surface normals from the gradients. Consequently,
the partitions overlap by one slice in each direction. As
the vertices of the first slice were already calculated in
the previous partition, we do however only need one
additional slice in each partition. This means that a
partition with N slices only contains N − 2 layers that
can be used for the extraction (see Algorithm 1). In
addition, we use separate kernels for the first and last
slices for this reason.
Partitions, Remainder = gen_partitions(dimY )
kernel_cubecode_init()
for each partition_index in Partitions do
kernel_cubecode(partition_index, N − 2)
kernel_generate(partition_index, N − 2)
call_simplification_module()
kernel_cubecode_other(Remainder)
kernel_generate_other(Remainder)
call_simplification_module()
Algorithm 1: Parallel extraction and simplification.

After the first kernel has calculated the intersections,
gradients and cube codes, kernel_generate produces the
mesh using the classical marching cubes look up table.
The look up table stores the topology of the surface. This
means that and only intersections of cube edges and the
iso-surface have to be calculated and the corresponding
mesh is fetched from the look up table. The result is
a level set Iρ := {v ∈ R3 : f (v) = ρ}, whose equation
can be simplified by subtracting the iso value ρ from the
whole data set. Table 1 lists all data structures required
during iso-surface extraction. Finally, this kernel also
removes degenerate triangles and feeds the mesh to the
second module, the simplification.
buffers

memory (bytes)

slices
gradients
voxel edges
cube code
triangles

NdimX dimZ
12NdimX dimZ
24((3N − 1)dimX dimZ − N(dimX + dimZ ))
(N − 1)(dimX − 1)(dimZ − 1)
60(N − 1)(dimX − 1)(dimZ − 1)

Table 1: Memory consumption and data structures required for the iso-surface extraction. The size of the
input grid is dimX × dimY × dimZ , while N is the number of slices in each partition.

The cube code kernel is executed for each cube (see
Algorithm 2) using a thread block dimension of 16 × 16
or 32 × 32 depending on the GPU. Assuming that the
four corners and four edges of the cube’s bottom are
already processed, every single thread just processes
vertex v4 and the edges e4 , e7 and e8 (see Figure 2). An
exception are threads on the ‘right’ and/or ‘front’ border
of a grid that need to process additional vertices.

5

Every thread also calculates the gradient of vertex v4 .
The gradients and the cube codes always have to be
calculated for the previous layer as well. A thread sets
the first four bits of the cube code and then shifts the
code four bits to the right at the end. The parallelization enforces to enumerate cube edges not just locally, as
depicted in Figure 2, but also globally. This prevents a repeated calculation of intersection points between the isosurface and cube edges. Algorithm 2 gives an overview
of the cube code kernel. Note that Algorithms 1 and 2

PARALLEL SIMPLIFICATION

The simplification module is based on a parallel GPU
simplification [GDG11] originally developed for in-core
processing of a single mesh. We implemented the following changes to combine it with the stream extraction:
First, the mesh generated from N slices is transferred
from extraction module. At this point, it does not matter
extensions

modifications

previous

connect meshes

update vertex
quadrics

quadric error
optimization
remove illegal
collapses

append mesh of
next N slices

parallel
edge collapses

k = partition_index(N − 2)
// compute the global index k
for each layer in a partition do
// a partition consists of N − 2 layers
for each cube ∈ kth -layer do in parallel
calculate_gradients()
generate_cubecode()
if 0 < cubecode < 255
calculate_intersections()
shift_cubecode()
k = k+1
Algorithm 2: Cube code kernel.
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omit special cases that have to be handled explicitly, e.g.
when the volume contains only a single partition.

connectivity
update
edge compaction
no
no

yes
all slices processed

compact mesh

level complete

yes
save mesh

Figure 4: Extensions (left) and modifications (middle)
of the previous simplification algorithm (right).
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Figure 5: Interleaved extraction and simplification (bonsai #2, iso 50). The mesh is gradually simplified as the
processing front moves without using an explicit time-lag.
anymore how the extraction module operates, i.e. we
could simply replace the marching cubes algorithm with
marching tetrahedrons or dual marching cubes. Then the
vertex quadrics are computed for all new vertices and
vertices on the previous processing front. The vertices
along the processing front are marked in the extracted
mesh such that they can be identified for the constrained
simplification and to later combine the mesh with the
next partition. The edge data structure is filled as in
the original simplification algorithm [GDG11] and the
parallel simplification loop starts. The quadric error is
optimized and illegal collapses are removed. An edge
can only collapse if it is not connected to the processing
front, i.e. none of its vertices are marked. In addition,
collapses of direct neighbors are also not possible since
we do not know their local ordering yet. This can be
easily achieved by setting the error of edges connected
to the processing front to −1. After removing all illegal
collapses, the operations are applied. Finally, the collapsed edges are removed after updating the face and
edge connectivity. If no further collapses are possible,
the next partition is added to the partially simplified
mesh. During compaction, the new positions of the processing front vertices inside the vertex buffer are stored
in a look up table. Figure 4 shows an overview of the
simplification process.

The claim above can be proven by analyzing which
operations are performed in a sequential simplification
and if these are the same in our algorithm. A sequential
simplification collapses the vertex pair with the smallest
error until a given threshold is reached. As the error
of the neighboring edges increases during the collapse,
their error will always be higher after collapsing them,
if it was higher before. This implies that the edge is
also collapsed by our method at some time during the
simplification. If an edge is collapsed by our method,
then all neighboring edges have a higher error. This
means that a sequential algorithm also has to collapse
exactly this edge before neighboring edges could be
collapsed. Finally, setting the error of edges connected to
boundary vertices temporally to −1 and preventing their
collapse, only causes a local delay of the simplification,
because the neighboring edges also cannot collapse yet.
When the next partition is added, we simply need to
check the marked vertices – i. e. those on the processing
front – and find the in the next partition. Using a plane
sweep algorithm, these will simply be the first extracted
vertices. For other partitioning schemes we simply need
to assure that the vertex order is the same in the partitions
to combine both meshes in linear time.

Instead of a time-lag [ACE05], our simplification algorithm locally postpones only those collapse operations
that cannot be performed yet. As the collapse operations
are local, a mesh with same quality can be produced by
any global operation ordering, as long as the local order
remains fixed. We exploit this by simply blocking all
operations in the direct neighborhood of the processing
front. When additionally enforcing the correct local ordering, the simplification error automatically decreases
for vertices close to the current boundary (see Figure 5).
This way, the result will be identical to a simplification
of the complete mesh and the operations are performed
as soon as possible minimizing memory consumption.

We performed our evaluations on a PC with Intel Core
i7 CPU (3.33 GHz), 6 GB of main memory, and an
NVIDIA GTX 580 graphics card. We used CUDA
5.0 to implement the parallel reconstruction and simplification. The models are taken from “The Volume
Library” [Roe13]. Table 2 gives an overview of the
volume data sets we used for evaluation. The largest
volume is the “Porsche” car model. It also produces
the highest number of faces and thus has the highest resource consumption. Bith, “bonsai #2” and “CTA head”
are medium sized. The bonsai contains many ramifications, leading to a high number of faces in the simplified
model. Table 3 shows the relative and absolute number
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CTA head

iso 50

iso 250

iso 60

iso 25

iso 50

iso 20

bonsai #2

Figure 6: Renderings of the generated meshes of bonsai #2 (iso 20, 25, and 50) on the left and the CTA head (iso 50,
60, and 250) on the right. For all models, closeups with wire frame overlay are shown besides of them.
model

dimensions

size

bonsai #2
CTA head
Porsche

512 × 189 × 512
512 × 120 × 512
559 × 347 × 1023

48.384
30.720
193.784

number of cubes and slightly increases with the number
of generated faces (see Table 4) due to the embarrasignly
parallel nature of the marching cubes algorithm. The
extraction performance ranges from 12.0M (CTA head,
60) to 12.9M (Porsche, 14) cubes per second and the
number of triangles from 174k (bonsai #2, 25) to 2.24M
(CTA head, 60) per second. The memory consumption
is dominated by the volume and gradient data in the
current partition with a small overhead for the simplified
mesh. Note that there is no significant difference in processing times or memory consumption between medical
and other data sets.

Table 2: Dimension and file size of the models [Roe13]
used for evaluation. The size denotes MBytes in RAW
format.
of cubes crossed by the iso-surface, where the number of
generated triangles is roughly twice of that. As the generated mesh also depends on the iso-value, we denote it
together with the model in the following.
crossed cubes
%
#

model
bonsai #2 (20)
bonsai #2 (25)
bonsai #2 (50)
CTA head (50)
CTA head (60)
CTA head (250)
Porsche (14)

4.49
2.29
0.67
3.08
9.53
2.24
2.40

2,203,645
1,125,808
329,858
956,441
2,961,041
694,745
4,744,499

# faces
4,405,952
2,252,046
658,158
1,913,256
5,878,764
1,392,432
9,580,084

Table 3: Relative and absolute number of crossed cubes
depending on the iso-value, given in parenthesis. In addition, the number of generated faces before simplification
is shown.

6.1

Performance

We used 12 layers per iteration of the algorithm as partition size. The extraction time is almost linear in the
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model

extr.

simp.

# faces

mem.

bonsai #2 (20)
4.09s 5.74s
bonsai #2 (25)
3.99s 2.86s
bonsai #2 (50)
3.78s 0.95s
CTA head (50)
2.58s 1.19s
CTA head (60)
2.62s 5.31s
CTA head (250) 2.58s 1.37s
Porsche (14)
15.34s 21.12s

4,396,060
2,245,412
658,158
1,845,976
1,216,734
1,392,432
4,140,690

480.5
430.6
394.7
423.4
514.2
411.5
923.2

Table 4: Computation time in seconds for surface extraction and simplification, number of faces after simplification and maximum memory consumption (in MBytes).
Cf. Table 2 for number of faces before simplification.
The generated meshes are shown in Figure 1 and 6. The
lowest simplification performance is achieved for the
“bonsai #2” due to the highly curved surfaces and the
highest performace is achieved for the “Porsche” data
set which contains many almost flat regions. The ratio
of triangles before and after simplification ranges from
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20.7% (CTA head, 60) to 100% (bonsai #2, 50). The
meshes are simplified at up to 258k collapses per second.
The bonsai #2 data set (iso 25) has similar characteristics as the “old bone” [ACE05] but almost three the
size. With an iso-value of 20 it resembles the “young
bone” data set, again with about three times the size.
Unfortunately, the original data sets used by Attali et
al. [ACE05] were not available for a direct comparison.
On our system, the algorithm of Attali et al. needs about
60 seconds for the bonsai #2 (iso 25) and approximately
125 seconds for bonsai #2 (iso 20), so our algorithm
is 8.8 times and 12.7 times faster respectively. Our approach also compares favorably with[DJG+ 10] although
that scales almost linear with the number of CPU cores
(4 in our system) and is thus almost four times faster
than [ACE05].

6.2

We experimented with the error-threshold and analyzed
the directional bias. In contrast to Attali et al. [ACE05],
the directional bias is – as expected – almost zero because we do not require any time lag.

Memory Consumption

Figure 7 shows the total memory consumption when
processing the “Porsche” data set in detail. Note that
the GTX 580 does not have enough memory to store the
complete model, so we have to use the partitioning. For
each partition, we plot the maximum memory consumption during extraction and simplification along with the
number of faces after simplification. While the memory gradually increases with the size of the generated
mesh, it is dominated by the data required to process the
current partition.

7

Removing the explicit time-lag by locally blocking/postponing simplification operations enables us to
reduce memory consumption and processing time. Due
to the massively parallel implementation on the GPU,
our approach can process large volumes within a few
seconds. In addition, it directly benefits from the future
improvements of graphics hardware or other parallel
systems.
By guaranteeing the same local ordering of collapse operations as a sequential simplification of the complete
mesh, we achieve the same quality as the underlying simplification algorithm. This also implies that no artifacts
at partition boundaries are introduced. Our improved
simplification algorithm works with any mesh generation algorithm. So we could easily replace the marching
cubes algorithm with dual marching cubes, marching
tetrahedrons, or others.
Our current implementation is limited to models for
which at least three slices – i.e. one layer – fit into
memory because of the plane sweep partitioning. For
very large volume data sets, we could use a regular
grid instead without changing the core algorithm. The
only part that needs to be modified is the fusion of the
next partition’s mesh with the already simplified one.
However, the run time complexity of this step will still be
linear as the vertex ordering of the iso-surface extraction
is fixed within each partition.

8

Figure 7: Total memory consumption and number of
faces in the extracted and simplified mesh after complete
processing of the “Porsche” data set.

6.3

Mesh Quality

As shown above, our method produces meshes of the
same quality as the underlying simplification algorithm.
We compared our simplification with simplifying the
complete extracted mesh using the algorithm of Grund
et al. [GDG11]. For the smaller models, the runtime and
the simplified mesh were the same (up to floating point
round-off errors). The larger models like “CTA-head” at
iso-value 60 and “Porsche” do not fit into the graphics
memory of the GTX 580 and cannot be simplified with
that algorithm.
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ABSTRACT
In this paper, we propose an algorithm estimating the vanishing point (VP) of a sidewalk in a man-made
environment from a single image. For finding the VP, the lines in an image are efficiently exploited as a clue
because the projections of parallel lines in an image intersect at a VP. However, there are too many noises
disturbing line detection in natural scene images, for example trees, pedestrian and shadows. Thus, we suggest a
noise reduction technique called orientation consistency pass filtering (OCPF) for improving line detection
performance. An edge orientation at the window center of OCPF is compared to its neighbor edge orientations
for calculating orientation difference. The center pixel is removed if the difference of edge orientations greater
than a threshold, and preserved otherwise. In addition, we suggest a novel vanishing point detection method
using edge orientation voting (EOV), which predict VP position accurately. The lines filtered by OCPF can
generate the VP candidates using bottom-up extended lines. The VP candidates receive supports from all edges
below the currently inspected VP candidate. The most supported VP candidate is selected as dominant VP. This
proposed method was implemented and tested on 600 sidewalk image database that has 640x320 resolutions.
74.3 % of the test sidewalk images are in range from 0 pixels to 20 pixels from manually marked VP.

Keywords
Sidewalk Recognition, Line Detection, Vanishing Point Estimation, Natural Scene Images.

1. INTRODUCTION
Our goal is to estimate the vanishing point (VP) of a
sidewalk using an single image with unknown
camera parameters to obtain navigate information.
The images we would deal with are taken on the
sidewalk. They have a sidewalk direction around
image center. So, they are preserved perspective of
parallel lines. Most sidewalk images have so
complicated scenes we need to simplify as essential
elements like lines and segmented region as possible.
We use only lines as essential elements. Figure 1
shows that only the direction of green lines pass near
the vanishing point in perspective. Other two color
lines are roughly parallel to same color

Figure 1. An sidewalk image; Each color correspond
to divided angle of lines in the image. Red and green ,
yellow are assigned if angles are 25°~ 165°, 80°~
110°,165°~ 0°~ 25° respectively.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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lines and have VPs at the infinite because they are
roughly parallel to the image plane. A cue for the
sidewalk direction is the VP at the end of the
sidewalk, noted by the green dot (see Figure 1). For
finding the vanishing point, the lines in an image are
extracted and efficiently exploited. Our contribution
is composed twofold. (1) a noise reduction technique
considering variation of edge orientation called
orientation consistency pass filtering (OCPF). It
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improves line detection performance. (2) A VP
voting method called edge orientation voting (EOV)
that is supported by edges satisfying orientation
criteria.

3. LINE DETECTION
The first step of a proposed line detection method is
extracting edges from image using canny edge
detector. We use similar method with [Geo11] for
extracting canny edge detection (see Figure 2).

2. RELATED WORK
Many researches on line detection and VP estimation
have been studied over the past decades. Generally,
VP estimation is based on lines clustering. So line
detection is carried out well in advance.
One of well-known line detection methods is
progressive probabilistic hough transform (PPHT)
[Mat99]. Though it is improved version of hough
transform, high edge density regions such as foliage
of trees, are regarded as lines because without using
edge direction information. The chain code of edges
can be used sidewalk detection[Yu08] in terms of
connections to inclined column. The drawback of
chain code method is losing information horizontal
and vertical edges because they are not connected
diagonally. Horizontal lines supporting VP consist of
horizontal edges. Depending on viewpoint, boundary
of sidewalk have many vertical edges. It also tends to
be generated in noise data such as tree branch due to
considering edge connections only in image axis.
Line segment detector (LSD)[von10] considers edge
orientation along with edge magnitude for line
detection. Its main algorithm is region growing based
false detection control. The region growing is
detecting lines well, but in some case, the OCPF is
superb. Details are described in section 3. Line
detection.

Figure 2. Image pre-processing and canny edge
detection; (a) Original color image, (b) Canny edge
image.
Although many noises are reduced by using above
pre-processes and canny edge detection, much
remains to be reduced. We need segmented lines
those element pixels have similar directions in the
image. Meanwhile, non-lines such as tree branch and
pedestrians would be regarded as noise. According to
our observation, the sidewalk have simple repeated
pattern with tetragonal boundary along the length and
width. In addition, most man-made structures such as
buildings, boundary stones and bus stations are
parallel to sidewalk. On the contrary, most non
sidewalk objects have complex disorderly patterns.
For this reason, if an edge has neighbors inconsistent
edge orientation then erased else preserved. We
designed OCPF described in Algorithm 1, Figure 3
and Figure4.

VP estimation is useful for many applications
ranging from navigation assistance to understanding
geometric context of a scene [Tar09]. Most VP
estimation methods based on visual scenes are under
the Manhattan world assumption [Cou03]. For
finding the VP, a number of lines are clustered by its
parallel principle and orthogonal principle [Mir11].
But, these methods are targeting the Manhattan world
such as buildings have hexahedron shape and simple
textures. Because we already know that the detection
target is a sidewalk, it is possible to estimate VP
without Manhattan assumption. In brief, we find
maximum crossing point of extracted lines. Gabor
texture orientation and semicircle voting region
should be used for VP estimation of road [Hui09].
Clearly, it is good method for off-road, but there are
so many occlusion of VP such as pedestrian or a case
VP lie hidden over horizontal line in a sidewalk.
Another VP estimating method is random sample and
consensus (RANSAC) using distance from VP
candidate to lines [Geo11]. We improve this method
separating inliers and outliers. Details are described
in section 4. Vanishing point estimation.
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Input :  is the canny edge gradient magnitude image.
 is the canny edge gradient angle image.
Output:  is the OCPF image.
1 For x = 1, 2,…, for x positions
2 For y = 1, 2,…, for y positions
3
4
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if  < ∅ then

5

 (, ) ←   

6

else

7

 (, ) ← 

8

end

9
10

end

11 end
12 end

Algorithm 1. OCPF
N is the number of pixels along the x-axis. N is the
number of pixels along the y-axis. The W is defined
as A set = { (a, b)|(a, b) ∈ R  , I (a, b) > 0,
(a, b) ≠ (x, y)}. n(W) is the number of elements in
W, R  is the rotated rectangle (see Figure 3). The 1
and 2 of Algorithm 1 iterate the computation of angle
variation ( ) along the x- and y-axis, respectively.
The 3 of Algorithm 1 check if the position (x, y) is an
edge in the  . The 4 of Algorithm 1 calculates the
average
of
the
acute
angles
between
 (, ) and  ( ,  ) of edges in  except for a
centroid position of  . The 5 of Algorithm 1
determines whether a current center position is a line
pixel or not by comparing to threshold angle value ∅ .

Figure 4. OCPF filtering procedure; (a) Original
color image, (b) Canny edge image, (c) Filtered short
length out image, (d) OCPF image.
After Algorithm 1, If the number of connected pixels
is greater than a threshold value then we take the
connected pixels as line ( Figure 4. c). Rotated
rectangle  of Figure 3 is designed to adjust
manually its length and its width in order to reduce
impact of noise. The θ is automatically assigned from
sobel edge of canny edge detector. Figure 4 shows
the procedural result of OCPF. Algorithm 1 is
correspond to the procedure b to d of Figure 4. We
regard segments shorter than length of  as noise in
d of Figure 4 because length of  represent the
minimum length of lines. So we use the threshold T
in proportion to the length of  . A strong point of
the OCPF is fewer responses to noise that has various
orientation region compare to other line detection
methods in natural scene image ( see Figure 5). After
performing PPHT and LSD, the shadows of the trees
remain in the images.

Figure 3. Rotated rectangle

Figure 5. A comparison of line detection methods; (a) Original color image (b) Canny edge image (c) Short
length filtered out OCPF image (d)PPHT image (e) LSD image (f) Filtered short length out LSD image.
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The y-position of an edge represents voting weight.
The more close to bottom of image, the more voting
weight because most images have sidewalk plan at
the bottom of image. And then we choose maximum
value as VP in  (a green dot in f of Figure 8).
Figure 8 shows total procedure of VP estimation. The
d of Figure 8 shows efficiency of OCPF again. The
bottom-up extended line image reduces the time
computing a point of intersection of two lines. As
inspecting candidate VP, we can reduce time
complexity for searching dominant VP. The white
pixels of Figure 8 e are the candidate VPs.

Figure 6. A comparison between OCPF and LSD; (a)
Original image (b) OCPF image (c) LSD image
However, OCPF image not only reduces noise, but
also have the most lines of the boundary of the
sidewalk because OCPF cut noise lines into short
lines to be erased. The other strong point remains
curve as long line ( see Figure 6). It can be used for
the estimation of the shape of sidewalk.

4. VANISHING POINT ESTIMATION
For finding candidate VP that is an intersection point
of two lines, we use bottom-up extended lines
linearly approximated line segments are drawn from
bottom of the line to top of the image, increasing
pixel value 1 ( c of Figure 8). The pixels on the
bottom-up extended lines greater than 2 are regarded
as VP candidate points because these points are an
intersection of two more lines. We can choose one of
the VP candidates as dominant VP using the function
of Figure 7. It considers acute angle between  (VP
candidate to an edge) and  (direction of edge), if it
is smaller than threshold T then assign voting value
y-position of an edge (inlier) else voting value 0
(outlier). This method applies all candidate VPs
voted by edges positioned under v and accumulate
the voting values into VP estimation dense image
( , e of Figure 8). Above mentioned method is called
edge orientation voting (EOV).

Figure 8. Vanishing point estimation; (a) Original
image (b) Canny edge image (c) Bottom-up
extended line image (d) OCPF image (e) VP
estimation dense image (f) VP marked image(a
green dot).

5. EXPERIMENT AND RESULT
VP estimation is tested on 600 sidewalk images taken
in the Daejeon, South Korea in 12 different place
each of 50 images along the sidewalk. These
sidewalk images exhibit large variations in color,
texture, illumination and amvient enviroment. All
images normalized to the same size with height of
320 and width of 640 due to a wide view angle in
order to imatate human. To assess VP localization,
all the images are manually marked by those who are
trained to know the VP concept. We compared the
EOV method to other two methods. One of them is
Locally adaptive soft voting(LASV) method [Hui09].
LASV method uses convolved responses of 5 scales
and 36 orientation garbor kernels for estimating
texture orientations. And for VP estimation, set halfdisk voting region centered at overall VP candidates.

Figure 7. Edge orientation voting (EOV).
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Another method is eyeDog [Geo11] which extracts
lines usings canny edge detector and hough transform.
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The intersection points of extracted lines are VP
candidates. The VP candidates are selected
randomoly and then calculating distances form it to
lines. A VP that has most lines closer than a
threshold is elected. This method is the random
sample and consensus (RANSAC). The comparisions
of VP estimation accuracy are shown in Figure 9.

Figure 11 show that how the EOV works if there are
different light condition 1~3 row of Figure 11 are in
the evening, 4 row is in the morning, 5 row is in
snowy weather and 6 row is a fog-shrouded sidewalk
image. The column 1~3 of Figure 11 are VP
estimation denoted by green dot, OCPF images and
VP dense images respectively.

Figure 9. VP estimation accuracy.
EOV shows the best performance in our database.
56 %, 53% and 43% of the test sidewalk images are
in range from 0 pixels to 10 pixels EOV, LASV and
eyeDog respectively. 74.3 %, 70% and 50% of the
test sidewalk images are in range from 0 pixels to 20
pixels EOV, LASV and eyeDog respectively. Figure
10 shows some VP estimation result of EOV. We can
verify the robustness to noise such as shadows, tree
branch and pedestrians.

Figure 11. Some result of EOV in various light
condition.

Figure 12. A comparison of LASV (a) and EOV (b).
Figure 12 compares the VP estimation result using
LASV and EOV. It reveals that more smaller region

Figure 10. Some results of EOV in our database.
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inspected in EOV and LASV`s false VP occurs in
narrowly crossed two lines. But EOV is supported
from different angle lines and detect right VP
blurredly because OCPF reduce the impact of
narrowly crossed two lines (erasing lines between
two closed lines).

Figure 13. A VP estimation failed case.
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ABSTRACT
Information visualization is widely involved in our daily life. It develops rapidly in both 2D and 3D environments.
In the 3D case, evaluation is a critical problem. Existent evaluation metrics are firstly introduced in this paper. We
chose to focus on mathematical metrics only and several metrics referring existent ones are designed to evaluate a
text-based information visualization in 3D urban environment. Afterwards, some modifications of the visualization
are gained by constructing processing functions which take into account the object space distance and the screen
space distance. A re-evaluation process for the new results is conducted to see if the visualization result is improved
or not. Results show that screen space functions have better performance in improving visualization performance,
which can provide references for visualization designers to diversify and characterize their visualizations.

Keywords
3D information visualization, mathematical visualization metrics, text visualization, perception.

1

INTRODUCTION

• Information visualization: means to use interactive visual representations of abstract,
non-physically based data to promote human
cognition. It focuses on visual metaphors for
non-inherently spatial data such as the exploration
of text-based documents.

Visualization has penetrated in our life for a long time
since its debut. As the development of science and technology, enormous datasets are generated everyday, such
as social network posts, outer space exploration, buying
goods on-line as well as the governance of the country. Datasets are recorded at any time and at any place.
But with a direct view to these raw datasets, few human beings can really understand the inside meanings
of what they represent. Hence these datasets have to be
processed in a way that human beings can easily understand and find new knowledge to there interests to aid
them make decisions and choices. This process is defined and described as two forms of visualization by the
nature of the raw datasets used [Rhy03] [Nag06]:

The aim of visualization is to convey information to
human beings in a more effective way than analysing
raw datasets. The more effective the visualization is,
the better it can aid users. Lots of work has been done
in both 2D and 3D environment concerning visualization. For 2D examples, many on-line tools are available, which deal with datasets from various sources
such as economy, education, environment and transportation. These visualization results are normally represented through graphs with lines, curves, points, bars,
surfaces, maps, tables, trees or networks.12
For 3D cases, it is still a young field compared with 2D
ones. For scientific visualization, winds, water fluid,
smokes, pollutants, industry designs and medical purpose based visualizations are the main concerns in 3D
environment [Fed01], [Jos12]. One example for 3D
information visualization in urban environment is that
[Cha07] proposed a highly interactive way to provide
intuitive understandings of population census information to users. The visualized information is projected
onto the surface of a 3D city model with different colors representing different population density.

• Scientific visualization: means to use interactive
visual representations of scientific data, typically
physically based, to promote human cognition. It
focuses on the visual display of spatial data concerning scientific processes such as the bonding of
molecules in computational chemistry.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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This paper mainly discusses about the evaluation of information visualization in 3D urban environment. Even
with much effort paid in 3D information visualization,
its evaluation is a critical problem. Visualization metrics are necessary for this process, which allow us to
evaluate visualizations in ways that enable better understanding of data and concepts. It can also help push
visualization research to go further by setting followable rules for visualization designers to meet [Mil97].

visual quality metrics to predict picture quality according to human perception. Metrics of this type could
be important information highlighted or not. [Ler12]
proposed a method for reducing eye-strain induced by
stereoscopic vision. They focused on images with highfrequency contents associated with large disparities so
as to remove irritating high frequencies in high disparity
zones. Although this work is not dedicated to visualization evaluation, but the effort to keep visual quality on
the focus point to defocus the blur can be referred for
designing human perception related visualizations.

We firstly introduce many widely-accepted visualization metrics in previous works section. In correspondence with a text-based 3D information visualization,
we chose to focus on mathematical metrics and design
several metrics that match this visualization so as to
evaluate its performance. Afterwards, modifications of
the visualization result are conducted taking into account the screen space distance and the object space
distance. New results are later evaluated with the same
metrics set. Comparisons and analysis are made among
these new results to see if the visualization result is improved or not. Finally discussions are given in last section, along with perspectives for the future work.

2

Then for the evaluation of high-dimensional data visualization, [Ber11] presented systematized techniques
which use metrics to help the visual exploration of
meaningful patterns for high-dimensional data. They
chose a set of factors to distinguish metrics, visualization techniques and the visualization process itself concerning high-dimensional data. Factors are: clustering, correlation, outlier, complex patterns, image quality and feature preservation.
Above are works dealing with visualization metrics described with respect to different visualization purposes.
Even though currently there is no complete standard
description for visualization metrics world-wide, yet
we can refer to the work of [Mar07] to systematically
summarize metrics mentioned above. He proposed a
systemic classification method for visualization metrics
taking into account the visualization purpose, the structure of data and the users who employ the visualization.
Three types of visualization metrics were defined:

PREVIOUS WORKS ON VISUALIZATION METRICS

Metrics are used to measure and evaluate the quality
of an object. Likewise visualization metrics aim to
evaluate the quality and performance of the visualization result. When searching for visualization metrics
references, there are lots of records on visualization
quality metrics from the field of visualization analytics.
These are more for picture based visualizations, kind of
image-processing evaluation. The focus might be how
correctly an image is representing the typical feature
data or the number of feature points visualized. Typical
metrics of this type are data density, occlusion percentage or screen occupation percentage [Bra97]. In this
case, a scatter plot is always used to help analyse and
evaluate the visualization performance [Pen04].

• Mathematical metrics: this kind of metric normally can be computed directly or indirectly from
the system, which provides many direct indicators
of the visualization, such as number of data points
and data density - " the more data items represented, the more effective the visualization." Then
other widely-used mathematical metrics are: number of dimensions, occlusion percentage and reference context and percentage of identifiable points.

Another type of metrics aims at evaluating human interaction visualizations. Works as [Oco08] derive metrics
from human-computer interaction heuristics, and specify the metrics to emphasize the characteristics of interactive visualizations. Proposed metrics are: empowering analysis, improving analytic products, collaboration, ease of use, immediate feedback, errors and critical incidents and minimal actions.

• User-centric metrics: this type of metrics aims to
find out how well users involve in visualization.
Some task-given user tests are conducted concerning these metrics, to acquire the results as see some
important features, the time consumed to see the
important features, identify a certain object and
the overall feelings for finishing tasks.

Visualization results are supposed to help users make
choices or discover new knowledge, hence human perception plays an important role in evaluating visualization performance. [Alb11] proposed a perceptual embedding method to select information that bears projections of the data from a psychophysics study and multidimensional scaling. Then [Lin11] reviewed perceptual

• Visualization efficiency metrics: what makes a visualization effective? Time to process, ease of expressing and integrating domain knowledge, dealing with uncertain/incorrect/dirty data, ease of
classification and categorization, flexibility of visualization, query and dataset functionality, high
dimensionality and summary of results.

Communication Papers Proceedings

376

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

3

EVALUATION

any user test and the dataset is not large, so we ignore
the user-centric metric and the visualization efficiency
metric, just choose to focus on the mathematical metric.
Below are the final metrics we use:

One task for this paper is to use metrics to evaluate the
performance of information visualization in 3D urban
environment. Firstly we introduce the study object.

3.1

• Number of texts on screen: as camera position
changes, some texts will be culled out, so the number of texts on screen changes accordingly. We
keep a record of this number to work as a reference for information density, written as NT.

Study object

As a support for visualization, we have a dataset based
on an annual summer music festival taking place in the
city of Nantes, France [Bri13]. In this dataset, each activity during the festival is processed as an event, which
has four attributes as listed in table 1. There are in total
32 events in this dataset.

• Number of occluded text: if there are two texts
with screen size S1, S2, and S1 is the smaller
one. When the overlapping part of these two texts
is bigger thanS1*0.1, they are considered as occluded, marked as OT. We can further get the occlusion percentage from this metric.

Attribute name Descriptions
Name
Event name
LoI
Level-of-importance
Content
Detailed information of event
Location
Where the event takes place
Table 1: Attributes of event

• Ratio of all texts surfaces to screen surface: each
text has its own screen surface size (2D bounding
box on screen), which is firmly related with text
lengths. Hence comparisons between the single
text surface is of little significance. However we
can get the total surfaces of all texts, which leads
to an occupation percentage metric: the ratio of all
text surfaces to the screen surface, written as RTS.

Then a 3D urban environment is needed to function as
a background container to embed visualization results.
We use the 3D city model of Nantes, France from the
work of [He12] as illustrated in figure 1 below, exactly
the same city where all the events take place:

• Average text font height: after the projection from
3D scene to 2D display on screen, each visualized
text has its own font height on screen, so the average text font height from a given camera position
can be acquired, which is marked as AFH. Then,
the standard deviation of AFH can also be computed to see if text fonts have big variations and
dispersions from AFH, written as SD_AFH.
• It is meaningless to merely compare SD_AFH
without taking into account AFH, so the ratio of
SD_AFH to AFH is used to study the dispersion
degree of text fonts, written as RSDA.

Figure 1: The 3D city model of Nantes, France.

3.2

Metrics design

The visualization result of the study object is a 3D scene
in which users can zoom in/out, pan or rotate to find information to their interests. It is hard to find metrics for
such visualization scenes but we can choose to evaluate
the visualization result from a given camera position.
Then for visualizations from other camera positions,
the evaluation process is exactly the same. When the
camera position is decided, the 3D visualization scene
turns into 2D visualization result on screen, hence we
can refer to the metrics in section 2 to design metrics
that match this visualization.

3.3

After the evaluation metrics are designed, conducting
the evaluation process is scheduled. The visualization
is implemented on a 15-inch Apple MacBook Pro with
a screen resolution of 1440*900. The open source 3D
graphics toolkit, OpenSceneGraph 3.2.1, is used to visualize the 3D urban environment.
The default information to visualize for event is the
name. Text is placed according to the location attribute
but with an offset in Z-axis so as not to overlay with 3D
buildings. Text font heights are gained through the 2D
bounding box of texts on screen, achieved with Ymax Ymin. All calculations are based on the pixel unit. The
camera position in figure 2 is chosen and metrics values
at this time are listed in table 2:

Visualized information can be represented in a variety
of forms such as lines, point clouds, figures, symbols
or texts. According to the attributes of the event, text is
chosen as the representation form for visualized information. So applicable to texts is the first rule to follow
for designing metrics. Then, we have not yet conducted
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are chosen: size, color and transparency. Then in 3D
visualizations, the camera-object distance and the distance between objects on screen can be gained through
computation, so we take them as two input parameters:
object space distance Do and screen space distance Ds:
• Object space distance: texts are visualized in 3D
environment, the distance from the text to current
camera position can be computed, mark as Do.
• Screen space distance: in most cases, visualization
results are projected either on computer screens
or on other display equipment, which are 2D results. The distance from the text screen position to
screen focus point can be gained, mark as Ds. The
default focus point is the screen center.

Figure 2: The camera position to conduct evaluation.
On the bottom of screen are HUD (head up display) instructions for users, such as the text number on screen.
NT OT RTS
AFH SD_AFH RSDA
29
10 26.8% 40.35 3.55
8.8%
Table 2: Metrics values of the original visualization.

Finally many processing functions are constructed using the two input parameters to apply on perceptive factors to modify the visualization result. For these functions, their values are normalized between [0, 1] so as
to easily combine the different function effects by multiplying them as showed in equation (1):

From table 2 we can compute the occlusion percentage
is more than 30%, which is not a good visualization
result. The RTS at 26.8% is acceptable with good legibility for texts as shown in figure 2. And the texts show
good similarity with a RSDA at 8.88%. From figure 2
we can see that there is no obvious contrast and difference among the texts. A histogram of the font heights
from this camera position is illustrated in figure 3:

Out put(s, c,t) = f unctions(Do , Ds ) ∗ base(s, c,t) (1)
Each perceptive factor has a system default base and
will be multiplied with the function(s) value to get the
final output. One drawback of setting the maximum
function value as 1 is that it will generate a decrease
effect for perceptive factors. However functions can be
re-designed according to specific applications. Functions are divided into two types according to the parameter they use: object space functions and screen space
functions. The evaluation metrics will be used again on
new results to verify if there are improvements or not.

4.1

For object space functions, x is the ratio of current Do
to maximum Do that gained at initialized camera position. The value pair [u, v] is used to change the function
shape. u is the maximum value of functions, by default
is 1. v is to set the point where function shape has a
change. For example, when camera is too close to the
text, the function value can be consistent or even is invalid until the v point it begins to take effect.

Figure 3: The histogram of font heights.
11 out of the 29 font heights belong to the value zone
[38, 41] (pixels), followed by 9 texts lie between [41,
44] zone. Then 7 fall to the value zone of [35, 38].
These three parts take up 93% of the text font heights.

4

• Object space linear function: aiming to change the
perceptive factor with a continuous linear effect,
with object closer to the camera has a bigger value.

1 − uv x : x > 0, x ≤ v
(2)
OL(x, u, v) =
u
:x>v

MODIFICATIONS AND REEVALUATION

• Object space sinusoid function: a sinusoid curve
which has less sharp transitions than OL function.

π
1 − u2 (sin( πx
v − 2 ) − 1) : x > 0, x ≤ v
OS(x, u, v) =
1−u
:x>v
(3)

In figure 2, visualized texts are almost the same, which
will reduce the efficiency for users to find interesting
information. We propose a method to modify these
texts to make some differences among them. The main
idea is that firstly three text related perceptive factors
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• Screen space complex linear function: the changing speed in SL is sharp, hence a complex version
is created with changeable function shape:

1
:0≤x≤i

u
∗ (x − i) : i < x ≤ v
1 − v−i
SCOML(x) =

1−u
:v<x≤1
(6)

• Object space ordering function: aiming to enlarge
the effects of objects that are far from the camera. In this function, the position of the Nearest text is used to get a tempValue of the function. Currently we use the OL function to computetempValue. Then the tempValue is the basis
for calculating values of texts at further positions:

OO(Nearest, x, u, v) =

Nearest ∗ tempValue(x, u, v)
4000
(4)

• Object space piecewise function: a continuous
piecewise function with six conditions, an improved version of OL function, written as OPW. It
is hard to put all the conditions of piecewise functions into the paper, so it will be illustrated through
its function curve in figure 4 below.

• Screen space standard cosine function: function
values change as a standard cosine curve.
SC(x) = cos(

πx
)
2

(7)

• Screen space complex cosine function: with
changeable parameters to change function shape.

1 − u + u2 (cos( πx
v + 1) : 0 ≤ x ≤ v
SCOMC(x) =
1−u
:v<x≤1
(8)

• Object space constant piecewise function: a noncontinuous piecewise function with more than 10
conditions, written as OCPW.

• Screen space fisheye function: enables the screen
center part highlighted while others decreased to
generate a fisheye effect. Hs is the screen height.

To have a better understanding of these functions, we
illustrate them in figure 4 except OO. Here OPW is in
red, OCPW in blue , OS in rose and OL in green. The
[u,v] value for each function is set with slight differences so that the curves are not occlude.


 1
SFE(x, Hs ) =
0.9

0.6

: 0 ≤ x ≤ H4s
s
: H4s < x ≤ 3H
8
3Hs
: 8 <x

(9)

• Screen space ellipse function: the highlighted part
on screen is an ellipse zone. Ws is the horizontal
screen width and Hs is the vertical screen height.
1=

(10)

Similarly, curves of all screen space functions are
drawn in figure 5 below, with two screen space linear
functions in the color of cyan, two cosine functions in
purple, SFE in red and SE in green.

Figure 4: Shapes of object space functions except OO.

4.2

x2
SE(x,Ws , Hs )2
+
(i ∗Ws )2
(u ∗ Hs )2

Screen space functions

For screen space functions, the default focus is the
screen center. The parameter x is the screen distance
from the text position on screen to the focus point.
Users can click a point on screen to set it as the new
focus. Similarly, u means the maximum value of functions. v represents the changing point of the function
curve. An additional i is used to set the point to stop
function curve from changing.
• Screen space linear function: Wd is the width of
the screen diagonal.
SL(x,Wd ) = 1 −

Communication Papers Proceedings

2∗x
Wd

Figure 5: Shapes of screen space functions.

(5)

379

ISBN 978-80-86943-71-8

WSCG2014 Conference on Computer Graphics, Visualization and Computer Vision

4.3

Re-evaluation and analysis

for all the object space functions, there is no improvement concerning NT. However all the results reduce
the OT, among which OL, OS, SL, SCOML, SCOMC
functions even reduce the OT from 10 to 0.

After stating all the processing functions, the next step
is to apply processing functions on perceptive factors to
generate new results. Three text based perceptive factors proposed in section 4 are text size, color and transparency. Text size is firstly chosen to be processed.

As stated before, the decrease effect of processing functions is inevitable due to the normalization of functions.
For RTS, the maximum values is 26.66% of SE function, which is quite close to that of the original result.
The minimum one is SCOMC function at 7.69%. A
very low RTS means that visualized texts on screen occupy small part of the display equipment, which is not
good for a visualization. Results of these two functions
are illustrated separately in figure 7 and figure 8.

Processing functions are applied one by one from the
camera position in figure 2. There are in total 11 results
after applying processing functions. It is impossible to
put all the results in this paper, so we firstly summarize
the values of metrics proposed in section 3.2 for all the
processing functions, then choose several typical results
to illustrate. Metrics values are listed in table 3 and 4:
Funtions
Original
OL
OO
OPW
OCPW
OS
SL
SCOML
SC
SCOMC
SE
SFE
Table 3:

NT OT RTS(%) AFH SD_AFH
29
10 26.8
40.35 3.55
29
0
9.77
24.00 3.55
29
9
21.26
35.14 12.88
29
7
23.01
37.60 3.55
29
6
21.19
35.89 4.37
29
0
10.61
24.77 4.65
31
0
9.71
20.79 8.96
31
0
9.03
19.69 8.52
31
4
15.98
27.9
9.39
31
0
7.69
18.53 7.06
29
7
26.66
37.11 14.02
31
4
15.09
25.98 11.35
Metrics values after applying functions.

Figure 7: SE function result. After applying SE function, the NT is 29 and the OT is reduced to 7. It has
the maximum RTS value, which is close to that of the
original result.

Ori* OL
OO
OPW
OCPW OS
8.8
14.8
36.7 9.4
12.2
18.8
SL
SCOML SC
SCOMC SE
SFE
43.1 43.3
33.7 38.1
37.8
43.7
Table 4: Values of RSDA(%) after applying functions.
*Ori represents the original camera position result.
To better analyse the new results, contents in table 3 and
4 are illustrated in figure 6 below:

Figure 8: SCOMC function result. At this time, the NT
is increased to 31 and there is no occluded text, which
is better than the original visualization result. However,
the average legibility for texts decreases sharply, only
those near the screen center remain legible.
The maximum value for AFH is the OPW function at
37.6 pixels as illustrated in figure 9, and the minimum
one belongs to SCOMC function at 18.53 pixels. For
SD_AFH, the maximum value goes to SE function at
14.02 pixels and the minimum is 3.55 pixels of OPW
function in figure 9 and OL function in figure 10. One
thing to notice is that these two functions have the same
SD_AFH value as the original result.

Figure 6: A visual comparison of metrics values.
After applying processing functions, most of the screen
space functions have an increase in NT except SE. Then
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From analysis above we can conclude that object space
functions are good at maintaining information density
since they did not increase the number of texts visualized. And the similarity among visualized information is guaranteed. For screen space functions, they
can improve the information density and they have better performance in contrasting information, more varied
and dispersed. Some functions have very close metrics
results, still the results look quite different from each
other, such as the SFE result and the original result.
In brief, screen space functions proposed in this paper
are more interesting than object space functions. When
designing a 3D information visualization, methods and
techniques as these screen space functions can help diversify and characterize the visualization result.

Figure 9: OPW function result. NT is 29 and OT is 7.
It has the same SD_AFH at 3.55 pixels as the original
result and the AFH is 37.6 pixels, a bit smaller than that
of original one at 40.35 pixels. Even though the values
of metrics are quite close, still visual differences exist.

5

DISCUSSIONS AND PERSPECTIVES

This paper mainly deals with a text-based information
visualization in 3D urban environment. Several metrics
are designed on the basis of existent ones to evaluate
its performance. In order to modify and improve the
visualization result, many processing functions taking
into account the screen space distance and the object
space distance are constructed to apply on selected text
related perceptive factors. We mainly illustrate the text
size. The re-evaluation after applying processing functions indicates that when dealing with such an information visualization, screen space based modifications are
more effective than object space ones as to improve visualization performance, especially in highlighting and
contrasting important or interesting information.
We just illustrate the performances concerning text size.
But it is possible to apply functions on other perceptive
factors as illustrated in figure 12, 13 and 14:

Figure 10: OL function result. NT is 29 and OT is 0.
The SD_AFH value is 3.55 pixels, the same value as
the original one. However its AFH is 24 pixels, almost
half the value of original one.
Finally for RSDA, the maximum value belongs to SFE
function at 43.7% as illustrated in figure 11. The minimum occurs to OPW function at 9.4%, which is quite
close to the original value at 8.8%.

Figure 12: SE function applied on color factor.
However when this kind of factor is involved, the metrics no longer work, so user tests need to be conducted
to complete the evaluation. Then more perceptive factors are expected, such as the text font. Processing
functions also need improving, such as for screen space
functions, the multi-focus model should be supported
and the possibility for users to interact with parameters
within functions should also be considered.

Figure 11: SFE function result. The NT is 31 and OT
is 4. The two circles represent the zone of the fisheye.
With the maximum RSDA value, this result works well
at making hight contrast among texts, which can be a
reference to highlight information.
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ABSTRACT
A central part of virtual reality systems and game engines is the generation, management and distribution of all
relevant world states. In modern interactive graphic software systems usually many independent software components need to communicate and exchange data. Standard approaches suffer the n2 problem because the number
of interfaces grows quadratically with the number of component functionalities. Such many-to-many architectures
quickly become unmaintainable, not to mention latencies of standard concurrency control mechanisms. We present
a novel method to manage concurrent multithreaded access to shared data in virtual environments. Our highly efficient low-latency and lightweight architecture is based on a new wait-free hash map using key-value pairs. This
allows us to reduce the traditional many-to-many problem to a simple many-to-one approach. Our results show that
our framework outperforms by more than two orders of magnitude standard lock-based but also modern lock-free
methods significantly.
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Concurrent data structures, parallel programming, memory management, progress guarantee, map, dictionary

1

INTRODUCTION

Consequently, the number of interfaces grows quadratically with the number of components. This is manageable, as long as the number of components is relatively
small. However, modern virtual environments are often not restricted to a single user but may contain thousands of users that are distributed over the whole world
and connected via a network. Additionally, adding new
components to the system requires changes to the interfaces of many other components and the drawing of
new routes. This reduces the maintainability significantly and can affect the performance of the overall
system negatively.

Modern virtual environments (VEs) usually consist
of many different components such as graphics rendering, sound, several input devices, haptic rendering,
physically-based simulation, etc. A similar situation
exists in many modern games. All these components
have to share and communicate some kind of data.
For instance, the physically-based simulation gathers
data from the input devices and passes its results to the
graphics, haptic and sound rendering. This requires
some kind of interface for the data exchange between
the components. That data can be extremely large, e.g.
think about a spacecraft simulation in the asteroid belt,
where the position of thousands of asteroids changes
continuously. All transformations have to be passed
from the simulation to the rendering component.

A second major challenge for modern VR systems is
the data consistency: for instance, in multi-user VEs, all
users interact simultaneously but the system has to provide a consistent view on the VE to all users. This problem also arises in multithreaded single-user VEs, for instance if a haptic rendering thread runs at 1000 Hz and
the graphical rendering requires only 30Hz. As a result, we need some method to synchronize the data exchange between the components. Classic VR systems
often use locks on shared data to avoid race conditions
and barriers for data synchronization. Unfortunately,
this decreases the performance of the whole system because components have to wait until all other components have finished their operations. Consequently, it is
extremely complicated to guarantee time-critical access
to data for the components. In case of haptics this may
result in poor immersion or even damage of the expensive devices.

One of the standard approaches to describe and encode
virtual environments is the classic fields-and-routesbased data flow paradigm, as for instance specified in
VRML and X3D. In that paradigm, we have to draw
"wires" between the in- and output fields of the components and route the data through these wires.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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Both challenges, the distribution and the synchronization of the data, are closely related. However, classic VR systems usually handle them separately. In this
paper we present a new data pool-based approach that
solves both problems simultaneously and enables us to
overcome all the limitations.

of timings that show that our new system outperforms
classic approaches significantly.

In detail, our contributions in this paper are
1. a novel approach to data flow in massively parallel
VR systems that reduces the number of interfaces
from O(n2 ) to O(n) which benefits better maintainability and lower synchronisation overhead.
2. a novel data structure for wait-free dictionaries with
no possible deadlocks, no thread starvation, and
high performance read and write operations.
The basic idea is very simple: first, we identify all kinds
of data that need to be shared between different components, e.g. the transformations of the objects in the
scene. Instead of drawing a quadratic number of routes
between the components, we assign a single unique keyvalue pair to each data packet. We register this key to a
global key-value pool and reserve memory for the data.

Figure 1: Comparison of our approach (bottom) to the standard approach (top). While the standard fields-and-routesbased data-flow for data exchange and communication incurs a quadratic number of communication interfaces, our approach reduces this significantly. Consequently, it improves
system performance and maintainability.

This global key-value pool holds the complete shared
world state of the VE. If any component wants to access the data, it simply has to look up the key in the keyvalue pool. Note that we actually do not require a fullfledged database with SQL-like access, but a simple
dictionary, implemented as a hash-map, fulfills all our
requirements. Basically, we differentiate between consumers that just read the data, e.g. the rendering thread
that reads the transformations of the 3D objects in the
scene, and producers that are allowed to write data, like
the physically-based simulation that changes the transformations. A major advantage is that our global keyvalue pool automatically reduces the many-to-many interface of classic approaches to a simple many-to-one
interface. Additionally, this reduces the synchronization overhead (see Figure 1).

2

In order to guarantee a wait-free write and read access, we propose a double-buffering scheme for the
writing operations in our approach. Obviously, several consumers can read the same key-value pair in
parallel, while one producer is allowed to change the
key-value pair. This avoids the waiting-times, known
from classical approaches using e.g. barriers. Moreover, adding new interfaces between existing components of the software system or adding new components
to the system, is extremely simple and does not necessarily require the introduction and implementation of
more interfaces between components: we only have to
introduce a new key-value pair to the pool.
Overall, we get a highly adaptable wait-free system
for massively-parallel access in large VEs. In the following we will describe our implementation of such a
data pool-based VR system and we will present results
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RELATED WORK

A complete overview of all data organization methods
in VR systems would exceed the scope of this section.
Hence, we will concentrate on modern system designs
that rely heavily on multithreaded access to shared system resources and we will avoid classic methods that
where primarily designed for sequential access.
When introducing such a global key-value pool we will
immediately encounter the well-known problem of concurrent shared data structures and race conditions. The
pool is automatically becoming such a data structure as
all components simultaneously access it.
A basic distinction feature for concurrent data structures is whether they are blocking or non-blocking.
Blocking approaches usually allocate resources exclusively by using various well-studied techniques such as
mutexes, semaphores or condition variables. Concurrent threads have to wait until a resource has been released. This may result in a loss of efficiency and parallelization or even deadlocks. Many scenegraph systems
like OpenSG use blocking mechanisms for synchronization. Non-blocking approaches avoid this exclusive allocation of resources by introducing very smart
designs or by allowing changes only in a very small
critical section using atomic operations. These atomic
operations, like Compare-and-Swap (CAS), are usually
directly supported by the processor. Consequently, nonblocking data structures avoid inconsistencies and deadlocks.
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Today, there exist efficient non-blocking implementations for almost any common data structure [Her91],
[Her05], [Fel13]. However, due to the restriction to
processor-supported primitive data types that allow
atomic operations, they can be hardly extended to VEs
that require more complex data structures, e.g. matrices to store transformations. Additionally, memory
management has to be taken into account: the design
has to ensure that under no circumstances memory is
freed, which is still in use by a concurrent thread.

avoids per-element atomic instructions. Our approach
takes this into account and enhances the hazard pointer
scheme, which was previously introduced as a lock-free
approach for hash maps [Mic04]. Our scheme avoids
atomic per-element instructions and improves the management of thread-local hazard pointers by both wrapping the access of the hash map and by defining the
key-value pairs as a pair with a special copy-on-write
mechanism.

Actually, non-blocking approaches can be further classified into lock-free and wait-free methods. Lock-free
approaches do not use any locks and guarantee progress
of at least one of the threads accessing the shared data
structure. Lock-free approaches incorporate that some
threads can be delayed arbitrarily, in most cases the producer, which waits until every reader (which is in most
cases wait-free) has finished its operations on the shared
data structure. This approach is vulnerable for deadlocking the producer, however, statistically all threads
will make progress [Her91]. Wait-free approaches guarantee each thread access to the shared data structure in
a finite number of steps, regardless of other threads accessing the shared data structure [Her91].

In this section we present our new wait-free hash map
that allows fast concurrent access for both read- and
write-operations. First, we will describe the basic concepts of our key-value pool. Then we will give an
overview on our implementation.

3

3.1

Basic Concept

The core of our data structure is the pool. It stores all
data that can be accessed concurrently, either by the
consumer or producer components that we summarize
as entities. The shared data is stored in the pool in form
of key-value pairs. Basically, the key of such a keyvalue pair is the identifier for the entities. There is no
global main loop required; each entity can access the
data, i.e. read or write, at any point in time.

Wait-free approaches have been developed for queues
[Stel09] or linked lists [Tim12]. Some lock-free solutions have also addressed this challenge, including perthread timestamps [Bra13], [Har01], reference counters [Gid09], expensive compare-and-swap (CAS) approaches [Det01] or global pointers, such as [Her05]
and [Mic04]. They only support primitive data types
and they are not suited for random-access, which makes
them unsuitable for complex system architectures for
VEs. The main problem is that there are no atomic operations on hash maps available, which retrieve the position of a given key inside a hash map and replace or
return the found value.

The main challenge is to avoid inconsistencies, as the
pool has to ensure that no data that is currently read
by an entity will be overwritten by another entity that
concurrently writes the data. Moreover, all these access
operations should be performed without the necessity
to wait for any entity.
In order to guarantee the consistency of the data, we
propose a copy-on-write mechanism: if a producer asks
the pool for writing access to some key-value pair, we
simply update the original data and deliver a copy of
this original data to all consumer entities of the keyvalue pair. All entities with reading access are not disturbed, they can still read their old data. When the producer has finished its writing operation, we simply deliver this new data to future entity queries for this keyvalue pair. We call data that is currently written by a
producer the producer reference. Data that is accessed
by entities for reading is called consumer copy. The
overall value is therefore defined as a pair, with the first
element being the producer reference and the second
being the working copy.

With regard to the overhead needed for synchronizing
the access of threads, wait-free approaches offer the
least overhead, while lock-free mechanisms incur more
overhead, and lock-based mechanism even more. Waitfree approaches additionally support different thread
cycle times because no thread is blocked by another,
promising high performance when accessing a shared
data structure. Some of the above stated approaches had
been compared by Hart et al [Har07]. Hart summarizes,
that the reclamation overhead of non-blocking schemes
can dominate the overall execution time of these approaches, decreasing the performance boost with respect to traditional blocking approaches. Hart also
concludes, that for accessing single data sets the hazard pointer scheme performs very well, except when
these data sets have to be traversed as the scheme uses
atomic instructions. He further concludes, that it is desirable to create a hazard pointer based scheme that
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OUR APPROACH

Basically, this mechanism is somewhat similar to
double-buffering, known from graphical rendering. In
contrast to that, we have to ensure that old working
copies of the key-value pairs will be deleted if they are
not accessed by any entity anymore. In order to realize
this, we adopted the concept of hazard pointers.
If an entity asks for read access to a key-value pair, the
pool generates a hazard pointer that indicates that this
data is currently being read by an entity. The hazard
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3.3

pointer will be released when the entity has finished the
access. All hazard pointers of all entities are managed
globally by the pool. After releasing a hazard pointer,
the key-value pool checks if there are other entities still
reading the same data. If this is not the case, and there
already exists a newer copy of the data that had been
produced meanwhile by a producer, the old data can be
safely freed.

• Putting values into the key-value pool
• Getting values from the key-value pool
• Release of unused memory
The putPool function is used to insert a key-value
pair into the key-value pool. If the key is not already
stored in the pool, it simply creates a new key-value
pair. Otherwise the existing key-value pair will be updated. The value can be retrieved in constant time using
a simple hash function. Moreover, the putPool function contains the proposed copy-on-write mechanism:
when we update the value for a key, the consumer copy
of the value is updated by a clone of the producer reference. Note that the memory of the old consumer copy
is untouched and no memory is freed at this point, only
the pointer has been replaced.

In contrast to our approach, the original lock-free
scheme of Michael [Mic04] allows multiple producers,
but it only supports primitive data types. It also requires
the use of atomic instructions when updating values in
the hash map, which reduces the performance significantly (see Section 5). Our copy-on-write mechanism
avoids these drawbacks and eliminates the expensive
atomic instructions. Additionally, we support complex
arbitrary data structures like lists, matrices, dynamic
arrays or vectors in the key-value pairs. Currently, the
price for these advantages is that only one producer
for each key-value pair with an arbitrary number of
consumers is supported.

3.2

The getPool function is used to retrieve an existing
key-value pair from the pool. However, we have to indicate whether we have to return the producer reference
or the consumer copy. To do that, we additionally include a variable that indicates the access right.

Overview of the Implementation

Even if the basic concept is relatively simple, its actual
implementation holds some challenges. In the following, we will describe these challenges and present solutions. Figure 2 illustrates the basic concept of our architecture and shows the main components as software
classes.

Finally, the pool implements the scan function to
free allocated memory, based on Michaels approach
[Mic04]. The scan function checks whether the entries of a given list of retired KVDataPairs (retired
key-value pairs, which are returned by a put function
call) are currently under use. More specifically, if there
is any hazard pointer from a concurrent thread pointing
towards a given entry. The memory of the key-value
pair will be freed if there is no intersection between
the list of a threads retired KVDataPairs and the
global hazard pointer list (see Michael [Mic04] for
more details).
Algorithm 1 KeyValuePool::putPool(key,value)

In the previous section we described the three main
components of our approach: the key-value pool, the
key-value pairs and the entities. Our implementation
contains a class for each of these components.
Entity
-std::vector<KVDataPair*> m_retiredPairs
-std::vector<HPRecPoint*> m_aquiredHazardPointers
-virtual execute()
-put( std::string key, KVDataPair *value )
-get( std::string key, DBAccess access )
-release()

if key in map then
pair(KVDataPair) slot = map.getValue(key)
slot.producerreference = value
KVDataPair retired = slot.consumercopy
slot.consumercopy = value.copy()
return retired
else
map.insert(pair(key,value))

KeyValuePool
-std::map m_database;
-put( std::string key, KVDataPair *value ): KVDataPair*
-get( std::string key, DBAccess access ): KVDataPair*
-scan( HPRecPoint *head, std::vector<KVDataPair*> &retireList)
KVDataPair

Algorithm 2 KeyValuePool::getPool(key,access)

-virtual clone()
-KVDataPair( const &KVDataPair )

if key not in map then
return empty
else
pair(KVDataPair) slot = map.getValue(key)
if access is producer then
return slot.producerreference
else
return slot.consumercopy

Figure 2: Overall system architecture, constituted
by the global pool named KeyValuePool, the entities
named Entity and the key-value pairs named KVDataPair.
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The KeyValuePool Class

The global key-value pool has to provide three core
functionalities:
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3.4

The Entity Class
after some time. The maximum time is defined by the
thread cycle time of the slowest key-value pair consumer.
Algorithm 3 Entity::putEntity(key,value)

Each software component that can access the central
key-value pool is considered as a thread with a main
loop running within an execute function. Inside the
main loop, the software component can access the central pool. For arbitrary purposes we define an abstract
class called Entity. The class serves as a wrapper for
every software component that wants access to the central key-value pool. It provides two wrapper functions
of the put and get function. These functions additionally provide the management of the thread-local lists
of acquired hazard pointer as well as retired consumer
copies.

KVDataPair retired = pool.putPool(key,value)
if retired is not null then
retiredKVDataPairs.add(retired)

Algorithm 4 Entity::getEntity(key,access)
if access is consumer then
KVDataPair value = pool.getPool(key,consumer)
HazardPointer hp = value
acquiredHazardPointers.add(hp)
return value
return pool.getPool(key,producer)

The putEntity wrapper calls the putPool function of the central key-value pool and retrieves the
retired KVDataPair, if available.
The retired
KVDataPair is inserted into a thread-local list of
retired KVDataPairs, which is later used to free the
retired working copy.

Algorithm 5 Enity::release()
for all acquired hazard pointers hp of entity do
release hp
pool.scan(GlobalHazardPointers, RetiredPairs)

Similar to the getEntity function of the central
key-value pool, the getPool wrapper function distinguishes whether the access is from the producer or
from a consumer of the key-value pair. If the producer
of the key-value pair access the pool, the corresponding
key-value pair (replaced consumer copy) is returned.
As there is only one producer for each key-value
pair no memory management is needed because the
producer works on the producer reference of the pool
record. If a consumer wants to access the pool, a
hazard pointer is created for the record and saved to a
thread-local list of used hazard pointers, indicating that
no other concurrent thread should free the memory of
the key-value pair.

3.5

4

The calling of several putEntity and getEntity
inside the main loop of a thread, inserts arbitrary
KVDataPairs (old consumer copies of threads,
produced by updating key-value pairs) and hazard
pointer (references to used key-value pairs) to the
thread-local lists. After finishing all operations in one
thread cycle, the release function is called at the end
of the thread’s main loop. The release function releases all acquired hazard pointers from getEntity
calls, indicating other threads that the memory can be
safely freed. For producers that additionally call the
putEntity function, the second part of the release
function tries to free old consumer copies of the thread
produced key-value pairs, by calling the scan function
of the central key-value pool. This is similar to the
deletion of retired pairs from the KVDataPair list.

CASE STUDY

We applied our approach to a typically highly parallelized VE environment for simulated space missions.
More precisely, we adopted our system to a simplified
version of ESAs ARCHEO-E2E system [Neg12] that
defines a reference architecture for spacecraft engineering feasibility studies. Instruments of the spacecraft,
as well as the environment, including the spacecraft’s
orbit and attitude, are simulated and defined as entities within the software architecture. The sensor input
for the instruments is synthesized from the simulated
environment. In our implementation, all this synthesized data and the current world state (e.g. spacecraft
pose, positions of celestial bodies, sensor configurations, scene nodes) are represented as key-value pairs
in our central key-value pool. The instruments and the
physically-based simulation read and write the entries
periodically. Consequently, this scenario has a large
amount of concurrent read- and write operations on our
key-value pool. Figure 3 illustrates the current simplified architecture.

At the end of the main loop of each entity all used references to key-value pairs are released. It may happen
that an arbitrary number of old consumer copies could
not be freed because some concurrent threads are still
using them. Due to the wait-free access of the central
key-value pool that guarantees progress of each thread,
every claimed memory of a key-value pair will be freed
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The KVDataPair Class

A key-value pair is represented by an abstract class
named KVDataPair. Each Entity has to define its
own pool records by defining member variables. These
member variables can be accessed via a key, which is
determined when the key-value pair is first stored in the
key-value pool. This allows us to generate an arbitrary
number of complex values for each key and it reduces
the amount of required key-value pairs. Moreover, it
avoids unnecessary calls of getEntity functions.

Figure 4 shows a rendering of the simulation in which
a spacecraft travels through the main asteroid belt of
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our solar system. You can see a simulated spacecraft
probe, while approaching a target asteroid for scientific
experiments.

lock-free hash-map of the original hazard-pointer algorithm that supports wait-free reading and lock-free writing from [Mic04].
Figure 5 and Figure 6 show a comparison of the performance. You can see that our key-value pool outperforms both competitors for reading as well as writing
operations. More precisely, our method is more than
two orders of magnitude faster than the traditional lockbased hash map for reading operations. Obviously, the
speedup increases with an increasing number of threads
because the concurrent thread access is limited by the
locks in the standard approach (see Figure 5).
Even more interesting is the comparison with the lockfree hash map. Our new wait-free method, as well as the
lock-free method, support wait-free concurrent reading
access of the data. Consequently, both methods perform almost identically for reading operations (see Figure 5). However, our method also allows wait-free writing access using the copy-on-write mechanism instead
of CAS, used by the lock-free hash map. In that case
our method outperforms the lock-free competitor by an
increasing factor, depending on the number of threads.

Figure 3: Case study: Simplified architecture of an end-toend space mission simulator.

Figure 4: Case study: Simulated spacecraft rendezvous with
target asteroid.

5

RESULTS

We run our experiments on a machine with an Intel
Core i7 4-core processor with enabled Hyperthreading,
operated by Windows 7 64 bit and 4GB of RAM. Due
to the limitations of the competitive approaches we had
to limit the data pairs to basic primitives like doubles,
integers and pre-allocated lists with fixed size of 256
Bytes, in order to obtain a fair comparison with our
novel approach. We performed 50,000 read- and writeoperations for each test. Additionally, we repeated each
individual test 100 times and averaged the resulting timings. We performed the test for different numbers of
threads ranging from 2 to 128.

Figure 5: Timings for reading key-value pairs.

In our wait-free key-value pool test runs, we inserted
the keys for each test run at random positions in order
to prevent caching. The key size was set to 10 Bytes.
We compared the performance of our new approach
to two different existing methods. The first competitor was a standard blocking hash map. We used the
well-known boost library that uses shared mutexes and
allows multiple readers and a single writer accessing
the complete hash map. Additionally, we adopted a
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Figure 6: Timings for writing key-value pairs.
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Surprisingly, the lock-free hash map is even slower than
the traditional lock-based approach in writing operations. This is mainly because the lock-free method was
implemented with a spinlock-wait until it can CAS the
key-value pair between reading operations. The lockbased approach was implemented using boost mutexes,
which do sleep-waiting, while claiming the writer-lock.
They allow other threads to continue with their operations, explaining these results.
Our approach is independent of the number of concurrent threads. Consequently, the performance boost,
compared to both competitors, increases with an increasing number of threads (See Figures 7 and 8).
Figure 7 and 8 show how the concrete timings of the
approaches change, when using 4 or 32 threads. The
illustrations go along with our previous findings, indicating the performance decrease of the lock-based and
lock-free approach, explaining the performance boost
of our framework.

Figure 8: Timings compared to our approach for writing operations.

The only bottleneck of our method is the copy-on-write
mechanism during write operations because we have
to clone the current data. Finally, Figure 9 shows that
our approach incurs only a very small performance decrease while the key-value pair size increases. It decreases very slow but it would be remarkable when using pairs with high memory demand (e.g. more than 10
kByte), as the clone call of the copy-on-write mechanism mainly determines the access timing.

Figure 9: Dependency of the performance from the size of
the data packages with respect to the lock-free implementation.

6

CONCLUSION

We presented a new approach that allows wait-free data
exchange in massively threaded virtual environments.
Our new method guarantees both, wait-free writing and
reading access for concurrent threads. Moreover, we
allow, unlike most other wait-free approaches, arbitrary
data types to be written and read. Our method is easy to
implement and the software architecture is highly maintainable. Adding new components that share new data
with new and existing components is very simple and
straight forward.

Figure 7: Timings compared to our approach for reading operations.

Moreover, we have implemented our approach and applied it to real-world VEs, but we also made synthetic
benchmarks to compare it to other methods. Our case
study proves that our framework is perfectly suited for
real-time massively concurrent data exchange between
arbitrarily simulation entities acting as concurrent software components inside an VR system with very low
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latency. Our comparison results, based on synthetic
benchmarks, show that our new approach outperforms
traditional blocking and modern lock-free methods by
more than two orders of magnitude.
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We are confident that our technique can be applied easily to many other VR systems, including game engines.
However, there are more avenues for future work. For
instance, we will carry out further research on thread
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7

[Neg12] Cristina de Negueruela, Michele Scagliola, Davide Giudici, Jose Moreno, Jorge Vicent, Adriano
Camps, Hyuk Park, Pierre Flamant, Raffaella Franco.
ARCHEO-E2E: A Reference Architecture for Earth
Observation end-to-end Mission Performance Simulators. Simulation and EGSE facilities for Space Programmes, ESA ESTEC, 2012.
[Bra13] Anastasia Braginsky, Alex Kogan, Erez Petrank.
Drop the Anchor: Lightweight Memory Management
for Non-Blocking Data Structures. In Proceedings of
the 25th Annual ACM symposium on Parallelism in
algorithms and architectures, p. 33-42, 2013.

REFERENCES

[Fel13] Steven Feldmann, Pierre LaBorde, Damian Dechev.
Concurrent Multi-level Arrays: Wait-free Extensible
Hash Maps. International Conference on Embedded
ComputEntityr Systems: Architectures, Modelling, and
Simulation (SAMOS XIII), 2013.
[Her91] Maurice Herlihy. Wait-free synchronization. ACM
Transactions on Programming Languages and Systems,
Volume 13, Issue 1, 1991.
[Her05] Maurice Herlihy, Victor Luchangco, Paul Martin,
Mark Moir. Nonblocking memory management support
for dynamic-sized data structures. ACM Transactions
on ComputEntityr Systems, Volume 23, Issue 2, 2005.
[Har01] Timothy L. Harris. A Pragmatic Implementation of
Non-blocking Linked-Lists. In Proceedings of the 15th
International Conference on Distributed Computing, p.
300-314, 2001.
[Gid09] Anders Gidenstam, Marina Papatriantafilou, Hakan
Sundell, Philippas Tsigas. Efficient and Reliable LockFree Memory Reclamation Based on Reference Counting. IEEE Transactions on Parallel and Distributed
Systems, Volume 20, Number 8, 2009.
[Det01] David L. Detlefs, Paul A. Martin, Mark Moir, Guy
L. Steele. Lock-Free Reference Counting. In Proceedings of the 20th Annual ACM Symposium on Principles
of Distributed Computing, p. 190-199, 2001.

Communication Papers Proceedings

390

ISBN 978-80-86943-71-8

