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WSCG 2014 Keynote speaker
Manuel M. Oliveira: Performing High-Dimensional Filtering in Low-Dimensional
Spaces
Universidade Federal do Rio Grande do Sul, Brazil
http://inf.ufrgs.br/~oliveira/
Abstract
High-dimensional filtering is a key component for many graphics,
image, and video processing applications. Edge-preserving filters
(an important class of high-dimensional ones), for instance, are
essential for tasks like global-illumination filtering, tone mapping,
denoising, detail enhancement, and non-photorealistic effects,
among many others. Edge-preserving filtering can be implemented
as a convolution with a spatially-varying kernel in image space, or
with a spatially-invariant kernel in high-dimensional space.
Performing the operation either way is computationally expensive,
preventing its use in interactive and real-time scenarios. The talk
will present two recent techniques we have developed for efficiently performing edgeaware filtering. The first one is based on a domain transform that allows highdimensional geodesic filtering to be performed in linear time as a sequence of 1-D
filtering steps using a spatially-invariant kernel. The second technique works by sampling
and filtering the input signal using a set of 2-D manifolds adapted to the original data. Its
cost is linear in the number of pixels and in the dimensionality of the space in which the
filter operates. These techniques are significantly faster than previous approaches,
supporting high-dimensional filtering of images, videos, and global illumination effects in
real time. In the talk, I will present several examples illustrating their use in graphics,
image, and video processing applications.
Short Bio
Manuel M. Oliveira is an Associate Professor of Computer Science at the Federal
University of Rio Grande do Sul (UFRGS), in Brazil. He received his PhD from the
University of North Carolina at Chapel Hill, in 2000. Before joining UFRGS in 2002, he
was an Assistant Professor of Computer Science at the State University of New York at
Stony Brook (2000 to 2002). In the 2009-2010 academic year, he was a Visiting
Associate Professor at the MIT Media Lab. His research interests cover most aspects of
computer graphics, but especially the frontiers among graphics, image processing, and
vision (both human and machine). In these areas, he has contributed a variety of
techniques including relief texture mapping, real-time filtering in high-dimensional
spaces, efficient algorithms for Hough transform, new physiologically-based models for
color perception and pupil-light reflex, and novel interactive techniques for measuring
visual acuity. His work has been marked by a quest for solutions that produce highquality results in real time.
Manuel M. Oliveira was program co-chair of the ACM SIGGRAPH Symposium on
Interactive 3D Graphics and Games 2010 (I3D 2010), and general co-chair of ACM I3D
2009. He was also program co-chair of the WSCG 2013 and SIBGRAPI 2006. He received
the ACM Recognition of Service Award in 2009 and 2010
-i-

Keynote speaker WSCG 2014
Tino Weinkauf: Flow maps - Benefits, Problems, Future Research
Max-Planck-Institut für Informatik, Saarbrucken, Germany
http://www.mpi-inf.mpg.de/~weinkauf/
Abstract
The flow map has become a standard tool for the
analysis and visualization of unsteady flows. In simple
terms, it maps the start point of a particle integration
to its end point. Flow maps are used to compute
Finite Time Lyapunov Exponents (FTLE), Streak Line
Vector Fields, or to speed up other methods in flow
visualization. However, they are very costly in terms
of both computation time and storage.
In this talk, I will give an overview of the latest
developments in flow visualization, review the theoretical and practical benefits of flow
maps, discuss issues of accuracy and complexity, and pose open questions for future
research in this area.

- ii -

Keynote speaker WSCG 2014
Brian A. Barsky: Simulating Human Vision and Correcting Visual Aberrations
with Computational Light Field Displays
University of California, Berkeley
http://www.eecs.berkeley.edu/Faculty/Homepages/barsky.html
Abstract
This talk will present research on simulating human vision and on
correcting visual aberrations with computational light field
displays . The simulation is not an abstract model but
incorporates real measurements of a particular individual’s entire
optical system. Using these measurements, synthetics images
are generated. This process modifies input images to simulate
the appearance of the scene for the individual. Recent work on
vision-correcting displays will also be briefly introduced. Given
the measurements of the optical aberrations of a user’s eye, a
vision correcting display will present a transformed image that
when viewed by this individual will appear in sharp focus. This
could impact computer monitors, laptops, tablets, and mobile
phones. Vision correction could be provided in some cases where spectacles are
ineffective.
Short Bio
Brian A. Barsky is on the faculty of the University of California, Berkeley where he is
Professor of Computer Science and Vision Science, Affiliate Professor of Optometry,
Member of the Joint Graduate Group in Bioengineering with the UCSF medical school,
Member of the Berkeley Center for New Media, Member of Berkeley Institute of Design,
and an Arts Research Center Affiliate. He holds degrees from McGill University, Cornell
University, and the University of Utah. He is a Fellow of the American Academy of
Optometry (F.A.A.O.).
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Efficient Self-learning for Single Image Upsampling
Nilay Khatri∗ , Manjunath V. Joshi
DA-IICT, Gandhinagar, India
{khatri_nilay, mv_joshi}@daiict.ac.in

ABSTRACT
Exploiting similarity of patches within multiple resolution versions of an image is often utilized to solve many
vision problems. Particularly, for image upsampling, recently, there has been a slew of algorithms exploiting
patch repetitions within- and across- different scales of an image, along with some priors to preserve the scene
structure of the reconstructed image. One such method, self-learning algorithm [1], uses only one image to achieve
high magnification factors. But, as the image resolution increases, the number of patches in dictionary increases
dramatically, and makes the reconstruction computationally prohibitive. In this paper, we propose a method that
removes the redundancies inherent in large self-learned dictionaries to upsample an image without using any
regularization methods or priors, and drastically reduces time complexity. We further prove that any low-variance
(low details) patch that does not find any match can be represented as a linear combination of only low-variance
patches from dictionary. The same principle applies to high-variance (high details) patches. Images with high
scaling factors can be obtained with this method without any regularization or prior information, which can be
subjected to further regularization with necessary prior(s) to refine the reconstruction.

Keywords
Self-learning, image upsampling, super resolution, dictionary learning

1

INTRODUCTION AND RELATED
WORK

Inherent redundancies present within natural images
can be utilized to solve many vision problems such as
image denoising, texture synthesis [2], image compression [3], super resolution. A small patch [e.g. 3x3] is
highly likely to recur within- and across different image resolution scales [4]. Zontak et al. [5] exploited
the recurrence of patches for image denoising. The fact
that a coarser scale of any noisy image is less noisier
than the original noisy image is exploited in their work
across different coarser scales to extract a clean patch
for almost any noisy patch.

Figure 1: Self-learning: illustration for forming LRHR pairs using LR image and its coarser resolution version.

match for all the image patches requires very large external database which increases the computational complexity. According to Ebrahimi and Vrscay [8], the
patches learned from image itself form much more relevant database than any other external database. Glasner
et al. [4] empirically proved the repetition of a small
patch across different scales of an image and proposed
a single image super resolution algorithm that uses multiple coarser scale versions of an image. Zontak and
Irani [9] quantified the recurrence property of natural
images and established the superiority of internal image database over external image database. Freedman
and Fattal [10] proposed a local self-similarity approach
which reduced the search region for the nearest patch
and employed non-dyadic filters to achieve high scaling factors. Shan et al. [11] employed feedback-control
mechanism to match the upsampled image to that of
imaging model through a loop of deconvolution and
reconvolution. Khatri and Joshi [1] drew their inspiration from the work of Glasner et al. [4] and proposed a self-learning algorithm. However, they built

Freeman et al. [6] introduced example-based image upsampling, wherein high-resolution (HR) image patches
are generated from the HR image patches learned from
external database. Fattal [7] learned a parametric model
of edges from a large database of natural images to
achieve single image upsampling. The literature concerning single image upsampling using image database
is growing rich for sometime now. However, these
approaches being patch-based, finding a satisfactory

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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(a)

(b)

(e)

(c)

(f)

the dictionary size by taking only a small percentage
of the total dictionary patches, and further segments it
into three smaller dictionaries, namely, low-variance,
high-variance, and medium-variance dictionaries. The
non-dictionary patches (i.e. image patches that do not
find any best match) are obtained from these reduced
dictionaries. The proposed approach upsamples images
without any prior information, which can be subjected
for further refinements.

(d)

The rest of the paper is organized as follows: section 2
briefly reviews self-learning approach. Section 3 introduces the proposed approach. In section 4, the proposed
algorithm is evaluated experimentally. Section 5 concludes the paper.

(g)

Figure 2: Variance histogram of LR dictionary
patches: (a) painting, (c) abstract art, (e) natural
scene, (b)-(d)-(f) histograms of variances, (g) combined
variance histogram of all 1300 images. Majority of the
image dictionaries have a long-tailed variance distribution. The concentration of histograms near the origin
indicates a large number of low-variance patches. In
the plots, x- and y- axes indicate variances and their
frequency, respectively.

2

Self-learning [1] uses two images (LR image, Ilr , and its
downsampled coarser version, Icoarse ) to achieve very
high magnification factors. Contrary to Glasner et al.
approach [4], LR-HR patch pair dictionaries containing
only patches of Ilr that find an exact match in Icoarse
are created (also called best-mapped patches). Figure 1
graphically explains the process of dictionary generation by self-learning. In Fig. 1, P0 and P−1 form the
best-mapped patch pair, and R0 is the corresponding HR
patch. P0 and R0 form an LR-HR patch pair. This process of self-learning is repeated to search for all such
LR-HR patch pairs. All such patch pairs form LRHR dictionaries. Non-dictionary patches are obtained
as a linear combination of patches from dictionaries using l1 -minimization under sparsity assumption, by formulating the problem to estimate the coefficients as in
Eq. 1 [12] .

low-resolution (LR) and HR dictionaries comprising
patches having exact match with only one coarser-scale
version and generated the remaining patch pairs from
learnt patch pairs using l1 -minimization. They further
improved upon the solution by introducing Gabor prior
which forced the similarity of details between LR and
downsampled HR patches at various frequencies.
Majority of the algorithms mentioned above fall in the
category of image super resolution (SR). Image SR is
an ill-posed problem that requires accurate aliasing and
image formation models to correctly reconstruct an HR
image. There have been no models so far (to our knowledge) which incorporate aliasing to faithfully super resolve an image. The learning methods employed (e.g.
K-SVD) for dictionary reduction are computationally
taxing. Also, all the SR algorithms require costly optimization methods that render them ineffective for efficient and fast image upsampling. On the other side, traditional image interpolation methods (bicubic, splines
etc.) use only neighborhood pixels to interpolate a pixel
value ignoring the redundancies within images. Motivated by these limitations of SR and interpolation algorithms, and drawing our inspiration from self-learning
[1], in this paper, we propose a smart, and computationally efficient, image upsampling approach that not only
works successfully on various kinds of images (e.g. natural scenes, abstract arts, paintings), but for very high
upsampling factors as well. The proposed method, because of its simple operations, can be a useful tool for
quick upsampling of the images captured on mobile
phones. Unlike self-learning that builds a large LRHR dictionaries (for a reasonably large image, thereby
increasing the time complexity), our approach reduces

Full Papers Proceedings

SELF-LEARNING - A SUMMARY

N

min ||x||l1 , subj. to y = φ x; where ||x||l1 = ∑ |xi | (1)

x∈RN

i=1

Here, y and φ represent LR patch vectors and the LR
dictionary, respectively. The estimated x is used to reconstruct non-dictionary HR patches from the HR dictionary.
A degradation kernel is estimated for each LR-HR
patch pair from the learned dictionaries. These estimated degradation kernels are subsequently used in
conjunction with Gabor prior to obtain final upsampled
image. All these operation takes hours (see Table 2) to
complete and render self-learning ineffective for fast
and quick image upsampling.

3

THE PROPOSED FRAMEWORK

Self-learning [1] considers exact matching patches as
the candidates for LR-HR dictionaries; though, for
large images, these dictionaries become prohibitively
large. The proposed approach begins by creating
such LR-HR dictionaries from images captured using

2
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Figure 3: Histogram of edge strengths of LR dictionary patches: The shape of edge-strengths distribution
resembles that of variance distributions of dictionary
patches in Fig. 2. This observation allows reconstruction of a patch of a particular variance class as a linear
combination of patches from the same variance class.

Figure 4: Selection of thresholds for dictionary division: A sharp rise in the CDF curve near the origin
indicates a very high density of low-variance patches.
Indices i and j in CDF are used to select Tl and Th from
histogram of variances. Tl and Th are variables.

camera in the same fashion as self-learning [1] with
spatial resolution of X and 0.5X. Our experimental
observation of variance distribution (histogram of variances) of patches of LR dictionaries of around 1300
images (including paintings, abstract art, and natural
images) indicates that the majority of LR dictionary
patches have very low-variance. Figure 2 shows some
of the sample images along with the variance histogram
of their corresponding LR dictionary patches. We use
this evidence to create dictionaries.

provides a guideline for the division of LR dictionary.
It represents the process of threshold selection for
LR dictionary division. The variance value in the
histogram of variances plot that has a cumulative
value of 0.3 with all the preceding variance values is
chosen as low-variance threshold, Tl (index i in Fig. 4).
Similarly, the variance value in the histogram that has a
cumulative value of 0.6 with all the preceding variance
values is chosen as high-variance threshold, Th (index
j in Fig. 4). Any LR dictionary patch with variance
less than Tl is classified as low-variance patch, and
any LR dictionary patch with variance greater than Th
is classified as high-variance patch; while the rest of
the dictionary patches are termed as medium-variance
patches. It is to be noted that Tl and Th are variables
and can have values other than 0.3 and 0.6, respectively.

Dictionary creation
Self-learning employs l1 -minimization to solve for
non-dictionary patches, which not only has very high
time complexity, but the LR dictionary itself has
inherent redundancies of the patches. The proposed
approach eliminates these redundancies in a simple and
efficient manner. In the proposed approach, instead
of using computationally taxing l1 -minimization, we
opt for much faster l2 -minimization. In our experiments we have observed that, based on the variance
distribution of LR dictionary patches, any low-variance
non-dictionary patch can be reconstructed by a linear
combination of only low-variance dictionary patches.
Similarly, for high- or medium-variance non-dictionary
patches, linear combination of patches from their respective dictionaries, is sufficient. This observation can
be supported by considering low-variance patches as
patches lacking in details and high-variance patches as
patches with high-details (edges). For this assumption
to be true, the histogram of edge-strengths (gradient
value for each dictionary patch) of an LR dictionary
patches should resemble that of the histograms in
Fig. 2. Figure 3 shows histogram of edge-strengths of
LR dictionary patches for one of the sample images.
It indeed validates our assumption that high-variance
patches contain details and vice versa. As a consequence of this observation, in the proposed approach,
the self-learned LR dictionary is divided into three
separate dictionaries comprising low-, medium-, and
high-variance patches, separately. Cumulative Density
Function (CDF) of LR dictionary variances (Figure 4)

Full Papers Proceedings

Dictionary redundancy removal
Even after the division, low-variance dictionary still exhibits redundancies among its patches. These redundancies are eliminated by a simple k-nearest neighbor
(k=1) operation. In the proposed approach, for every
patch in low-variance dictionary (unlike self-learning
that searches for the exact match), its most similar patch
is searched within the low-variance dictionary itself.
For every such LR patch pair found, the patch with a
higher variance value is retained in the dictionary, while
the other patch of the pair is discarded from the dictionary. Since medium- and high-variance represent details of the image, this operation is performed only on
low-variance dictionary. Figure 5 shows a dictionary
variance distribution before and after redundancy removal. HR dictionary is formed by extracting for every LR patch its corresponding HR patch from the HR
dictionary. We thus have three LR dictionaries and their
corresponding HR dictionaries. After obtaining LR dictionaries in the aforementioned manner, non-dictionary
LR patches are represented as a linear combination of
patches from one of the three LR dictionaries depending upon their variances, and the corresponding coefficients for each non-dictionary LR patch are obtained

3
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(a)

(b)

(c)

Figure 6: Distribution of difference of variances between LR-HR patches of dictionary: Gaussian shape
of the distribution along with a long tail indicates the
similarity of variances between LR and their corresponding HR patches.

Figure 5: Redundancy elimination for low-variance
dictionary: (a) Input image; (b) Distribution before redundancy removal; (c) Distribution after redundancy
removal. The shape of the distribution is preserved preand post- redundancy removal with 30% reduction in
low-variance dictionary patches.

up to 8. Blind/Referenceless Image Spatial QUality
Evaluator (BRISQUE) [13] is used for quantitative
evaluation. We work in Y Cb Cr color space. Only the
luminance (Y ) channel is upsampled, while Cb and Cr
channels are bicubically interpolated. The images are
either downloaded from the Internet or captured using
a mobile phone (XOLO A500, 5MP camera). Icoarse
is obtained from Ilr by a blur & downsample process.
Patches of size 3x3 are used. For self-learning [1],
nearest neighbor search is performed using Approximate Nearest Neighbor [14]. The threshold values, Tl
and Th , for dictionary division, after many trials, are set
to 0.3 and 0.6, respectively.

using a least-norm minimization, as in Eq. 2, where y
is an LR patch vector; Llv , Lmv , Lhv are low-variance,
medium-variance and high-variance LR dictionaries,
respectively; x is a coefficient vector. Equation 2 represents an under-determined system of equations. Hence,
there is no unique solution in the least-square sense.

ifVar(y) ≤ Tl
 Llv x
Lmv x ifTl < Var(y) ≤ Th
min.kxk2 ; s.t. y =
(2)

Lhv x if Var(y) > Th
For every LR patch, its corresponding HR patch (based
on its variance) can be reconstructed from one of the
three HR dictionaries and the estimated coefficient vector x, as shown in Eq. 3. Here z is a reconstructed HR
patch; H indicates HR dictionary and the subscript indicates the dictionary class.

if Var(y) ≤ Tl
 Hlv x
Hmv x if Tl < Var(y) ≤ Th
(3)
z=

Hhv x if Var(y) > Th

Perceptual and quantitative evaluation
Figures 7−10 show the results for upsampling factor of
2. Self-learned dictionary of Fig. 7(c) (top row) comprises around 28, 000 patches. The combined dictionary using our approach comprises 4, 744 patches (a reduction of 83%). It would be of interest to note that
only a small percentage of the patches in self-learned
dictionary are used in our approach for reconstruction
(see figure captions for relevant statistics). Insets in figures prove the superiority of our approach over selflearning, and its comparability to Shan et al. [11].
While for edges with smooth nearby regions Shan et
al. [11] produces visually pleasant results (insets in
Figs. 7b-top row, 9d, 11a), for images with very fine
textures, it seems to produce a cartoonish feel (insets in
Figs. 8b, 10d).

The histogram plot of the difference of variances between LR and their corresponding HR patches in Figure 6 validates the use of estimated coefficients from
LR patches to reconstruct corresponding HR patches. A
spike at the origin hints at the sameness of low-variance
and medium-variance patches; while the long tail of the
distribution points at the similarity between the highvariance LR and HR patches. Most of the image dictionaries exhibit such behavior. The division of dictionary
into smaller dictionaries, along with the use of leastnorm, makes the proposed approach smarter and computationally efficient from self-learning [1]. It is to be
noted that the procedure explained above upsamples the
image by a factor of 2. Higher magnification factors can
be achieved by considering the current upsampled image as an LR image and repeating the above procedure.

4

Figures 11 and 12 present the results for upsampling
factors of 4 and 8, respectively. For 4X, reduction
of 94% is achieved in Fig. 11(c) (113, 218 to 6, 602
patches); while Fig. 11(f) has 93% reduction (108, 413
to 7, 867 patches). Final spatial resolution of 8X images is 3736x2492. For both the results of 8X in Figure 12, the dictionary reduction of 99% is achieved.
This means only 1% of the total dictionary patches are
sufficient for 8X reconstruction, and thus establishing
the computational efficiency of our approach for higher

EXPERIMENTAL RESULTS

In this section, the proposed approach is evaluated both,
perceptually and quantitatively, for upsampling factors
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scaling factors. Figure 13 shows the upsampling results
for images captured using mobile phones. Quantitative evaluation is done with Bicubic interpolation, along
with image upsampling methods. Table 1 lists the obtained BRISQUE scores for Bicubic, self-learning [1],
Shan et al. [11] and proposed approach. Kindly see the
supplementary material for more upsampling results of
different types of images. Figures 14-15 show some
more results for 2X and 4X. All the input images had a
spatial resolution of ∼1-1.5MP. Shan et al. [11] has the
tendency either to oversharp the edges or oversmooth
the fine details.

A word on time complexity
(a) LR (b) Shan et al.[11] (c) Self-learn. [1] (d) Our Approach

The proposed approach does not use any type of optimization methods to upsample the image. So, the processes that incur significant time cost in the proposed
approach are, nearest-neighbor search, and estimation
of coefficient vector x. The proposed approach is implemented in MATLAB on a system with 4GB RAM
and 2.50 GHz intel-i5 processor system, and although
it is an unoptimized and proof-of-concept version, a fair
idea about its efficiency can be had. MATLAB in-built
optimized functions were used wherever possible to
speed up the upsampling process. For nearest-neighbor
search an optimized version of ANN was used. For l1 minimization used in self-learning, l1 -magic [15] package by Justin Romberg was used. Results of Shan et
al. [11] were produced by an optimized executable obtained from their online resources and the best result
was chosen for the comparison. Table 2 compares the
proposed approach with self-learning [1] and Shan et
al. [11]. While clearly outrunning self-learning [1], the
proposed approach performs comparably with Shan et
al. [11] indicating at its viability for practical implementation when used in its optimized form.

5

Figure 7: Upsampling by 2X for the Internet images
[Woman (480x320) and Logo (416x352)]: (a) LR images; (b) Shan et al. [11]; (c) Self-learning; (d) Our Result. Self-learned dictionaries in (c) are of size 28, 000
(top-row) and 32, 000 (bottom row), respectively. Our
approach has dictionary size of 4, 744 (83% reduction)
and 6, 096 (81% reduction), respectively.
[3]

E. R. Vrscay, “From fractal image compression to
fractal-based methods in mathematics,” in Fractals in
Multimedia. Springer New York, 2002, vol. 132.

[4]

D. Glasner, S. Bagon, and M. Irani, “Super-resolution
from a single image,” in ICCV, 2009.

[5]

M. Zontak, I. Mosseri, and M. Irani, “Separating signal from noise using patch recurrence across scales,” in
CVPR, 2013.
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CONCLUSION

We have proposed a single image upscaling approach
which uses only a small percentage of the total dictionary patches to reconstruct high resolution images in an
efficient manner. The time performance of the proposed
approach hints at its potential ability to be utilized in (an
optimized form) the current handheld devices.
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(a) LR

(b) Shan et al.[11] (c) Self-learn. [1] (d) Our Approach

(e) LR

(f) Shan et al.[11] (g) Self-learn. [1] (h) Our Approach

Figure 8: Upsampling by 2X for architectural images [Castle (480x320) and Mural (480x720)]: (a), (e) LR images; (b), (f) Shan et al. [11]; (c), (g) Self-learning; (d), (h) Our Result. Self-learned dictionaries in (c) and (g) are
of size 30, 680 and 76, 797, respectively. Our approach has dictionary size of 5, 640 (82% reduction) and 7, 081
(91% reduction), respectively.

(a) Shan et al.[11]

(b) Self-learning [1]

(c) Our Approach

(d) Shan et al.[11]

(e) Self-learning [1]

(f) Our Approach

Figure 9: Upsampling by 2X for abstract/paintings [Arnie (320x192) and Vader (320x192)]: (a), (d) Shan et
al. [11]; (b), (e) Self-learning; (c), (f) Our Result. Self-learned dictionaries in (b) and (e) are of size 11, 581
and 9, 504, respectively. Our approach has dictionary size of 982 and 794 (92% reduction for both the images),
respectively.

(a) Shan et al.[11]

(b) Self-learning [1]

(c) Our Approach

(d) Shan et al.[11]

(e) Self-learning [1]

(f) Our Approach

Figure 10: Upsampling by 2X for natural images [Tulip (416x352) and Cat (416x352)]: (a), (d) Shan et
al. [11]; (b), (e) Self-learning; (c), (f) Our Result. Self-learned dictionaries in (b) and (e) are of size 17, 993
and 25, 886, respectively. Our approach has dictionary size of 4, 314 (76% reduction) and 6, 106 (76% reduction),
respectively.

(a) Shan et al.[11]

(b) Self-learning [1]

(c) Our Approach

(d) Shan et al.[11]

(e) Self-learning [1]

(f) Our Approach

Figure 11: Upsampling by 4X [Baboon (320x480) and Lady (480x312)]: (a), (d) Shan et al. [11]; (b), (e) Selflearning; (c), (f) Our Result.
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(a) Shan et al.[11]

(b) Self-learning [1]

(c) Our Approach

(d) Shan et al.[11]

(e) Self-learning [1]

(f) Our Approach

Figure 12: Upsampling by 8X [Lady (480x320) and Boat (466x310)]: (a), (d) Shan et al. [11]; (b), (e) Selflearning; (c), (f) Our Result. For (c), the dictionary is reduced from 356, 175 to 7, 977 patches. For (f), the
dictionary is reduced from 419, 623 to 2, 464 patches.

(a) Shan et al.[11]

(b) Our Approach

(c) Shan et al.[11]

(d) Our Approach

(e) Shan et al.[11]

(f) Our Approach

Figure 13: Upsampling by 2X for mobile phone images: (a), (c), (e) Shan et al. [11]; (b), (d), (f) Our Result. Shan
et al. [11] images have BRISQUE score of 40.72, 42.20 and 46.88, respectively. In comparison, our approach has
BRISQUE scores of 54.78, 42.33 and 47.03, respectively. For all three images, 77% of reduction in dictionaries is
achieved. Input images are of resolution 480x640, 640x480, and 640x480, respectively.
2X

4X

Woman Logo Castle Mural Arnie Vader Tulip

Cat

8X

Baboon Lady

Avg.
Score
45.82 52.99 39.87
Lady

Boat

Bicubic
26.02 37.04 43.80 41.64 19.63 22.00 59.02 36.74
55.48 38.31
Selflearning
26.14 60.74 43.06 43.63 24.02 26.66 62.04 37.85
55.48 46.35 55.27 54.78 44.67
[1]
Shan et
34.50 61.65 51.35 47.92 27.38 34.40 68.87 38.43
60.19 41.68 66.67 68.11 50.09
al. [11]
Our
34.21 60.79 51.99 47.81 28.51 38.80 68.82 38.13
58.83 49.97 68.50 67.89 51.19
Approach
Table 1: BRISQUE scores for the results in Figs. 7−12. The average BRISUQE score is better for our approach
than those of self-learning [1] and Shan et al. [11]. (Higher score indicates better image quality.)
2X
Woman

Logo

Castle

Mural

4X
Arnie

Vader

Shan et al.
15.00
12.82 23.89 46.06
7.11
6.58
[11]
Selflearning
144.57 150.00 136.67 183.33 155.85 109.95
[1]
Our
10.69
67.45 72.53 153.74 16.37 14.50
Approach
Table 2: Time complexity (in seconds) for the results in Figs. 7−12.
mance of our approach is comparable to that of Shan et al. [11].
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8X

Tulip

Cat

Baboon

48.14

13.18

70.18

127.83 348.49 342.52

123.88 96.98

3.58
Hrs.

3.79
Hrs.

61.52

67.12

Lady

Lady

7.88
Hrs.

Boat

3.79
Hrs.

144.32 168.86 340.52 380.12

Note that for 8X the time complexity perfor-
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(a) Shan et al.[11] (b) Bicubic Interpola- (c) Our Approach
tion

(d) Shan et al.[11] (e) Bicubic Interpola- (f) Our Approach
tion

Figure 14: Upsampling by 4X. Input images are of size 468x312 and 480x720, respectively

(a) LR

(b) Bicubic Interpolation

(c) Shan et al.[11]

(d) Our Approach

Figure 15: Upsampling by 2X: Each LR image has a resolution of ∼ 1-1.5 MP (630x840, 600x960, 538x717, and
674x899, respectively). Shan et al. [11] often produces results with over-sharpened edges (3nd row) or fine details
smoothened (2nd row)
.

Full Papers Proceedings

8

ISBN 978-80-86943-70-1

WSCG 2014 Conference on Computer Graphics, Visualization and Computer Vision

Visual Analysis of Polarization Domains
in Barium Titanate during Phase Transitions
Tobias Brix

Florian Lindemann

Jörg-Stefan Praßni Stefan Diepenbrock Klaus Hinrichs
University of Münster
Einsteinstraße 62
Germany 48149, Münster, NRW
t.brix | lindemann | j-s.prassni | diepenbrock | khh @uni-muenster.de

ABSTRACT
In recent years, the characteristics of ferroelectric barium titanate (BaTiO3 ) have been studied extensively in materials science. Barium titanate has been widely used for building transducers, capacitors and, as of late, for memory
devices. In this context, a precise understanding of the formation of polarization domains during phase transitions within the material is especially important. Therefore, we propose an application that uses a combination of
proven visualization techniques in order to aid physicists in the visual analysis of molecular dynamic simulations
of BaTiO3 . A set of linked 2D and 3D views conveys an overview of the evolution of dipole moments over time by
visualizing single time steps as well as combining multiple time steps in one single static image using flow radar
glyphs. In addition, our system semi-automatically detects polarization domains, whose spatial relation can be
interactively analyzed at different levels of detail on commodity hardware. The evolution of selected polarization
domains over their lifetime can be observed by a combination of animated spatial and quantitative views.

Keywords
Visualization in Physical Sciences and Engineering, Glyph-based Techniques, Time-varying Data.

1

INTRODUCTION

As computer simulations of molecular dynamics (MD)
have become standard in physical research, the need for
a visualization of MD became apparent. Now there exist many software packages for visualizing molecular
structures. However, to our knowledge there is no dedicated tool to guide scientists in detecting and exploring
ferroelectric domains in a simulation dataset.
In 2012 the topic was even in the focus of the IEEE
VisWeek SciVis contest [23]. In this paper we present
our application to visualize polarization domains in barium titanate during phase transitions in combination
with semi-automatic algorithms to classify domains.
The tool provides numerical methods for dipole moment calculation and detection of resulting polarization
domains. The user can obtain a quick overview of the
behavior of BaTiO3 during phase transitions by using
glyph techniques to reduce the potential clutter. A more
in-depth study of spatial and temporal evolution of polarization domains is supported by several linked views
using proven visualization techniques for a visual analysis, and by numerical parameters and histograms referring to selected time steps or domains for a quantitative
analysis. Our application has been implemented in the
framework Voreen (Volume Rendering Engine) [18] developed at the University of Münster. All statements according to frames per seconds (fps) or processing times
refer to a commodity computer with an Intel i7 processor, 16 GB RAM and an AMD Radeon HD 7900 Series
graphics card.

Since ferroelectricity in barium titanate (BaTiO3 ) has
been discovered in 1945 by Wul and Goldman [25], it
has been one of the most exhaustively studied materials [15]. It has an industrial importance based on the
common usage of BaTiO3 in thin films ([21],[5]) for
memory devices like Fe-RAM.
From a physical point of view, the material is interesting
because of its displacive phase transitions and its polarization domain formation. The movement of positively
and negatively charged ions during a phase transition
results in local dipole moments in the unit cells of the
barium titanate grid. Regions with similarly directed
dipole moments are called polarization domains.
A visualization of the evolution of these polarization
domains during phase transitions in ferroelectric materials can be useful to get deeper insights into the physical phenomenon of ferroelectricity. In 1963, first approaches relied solely on microscopes [2] to catch a
glimpse of domain formation.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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2

RELATED WORK

In the late 1950s theoretical physics conceived the idea
of simulating molecular behavior (molecular dynamics) [1] in addition to the observation of molecular phenomena in laboratories with technical devices. With
more powerful computers these simulations became
more feasible and cost-efficient than laboratory studies.
In order to handle the generated simulation data efficiently, numerous molecule representations have been
implemented in different software frameworks. Examples of such software frameworks are Visual Molecule
Dynamics (VMD) [9] and the Open Visualization Tool
OVITO [22] both of which inspired our design.
Although many different representations of molecule
structures are frequently employed, like ribbons [3],
which usually represent the backbone of protein structures, or Van der Waals surfaces [24], which visualize
the surface of a molecule based on the van der Waals
forces, we simply use the classic ball-and-stick model
by A. Hofmann [10]. Since our application is intended
for exploring ferroelectric domains, we do not see a
benefit of supporting further molecular representations.
If a need for further representations arises we refer to
the above mentioned visualization frameworks.
The biggest challenge in molecular visualization is the
large quantity of atoms. To visualize millions of atoms
at interactive frame rates, advanced rendering algorithms and storage techniques have to be used. Optimized rendering techniques have been presented for
example by Lampe et al. [16], who use billboards, i. e.,
quads facing towards the camera, instead of rendering
geometrical spheres for representing the atoms, and by
Krone et al. [12], who use a ray casting approach. In
our application we employ the billboards as proposed
by Lampe et al.
In the past, most visualizations in the physical research
of polarization domains in ferroelectric materials have
been generated without applying computer rendering
techniques. In 1963 Amelinckx and Blank [2] have observed polarization domains in BaTiO3 by an electron
microscope and used simple gray scale slices for visualization. Later in 1995, Kolosov et al. [11] visualized
ferroelectric domains by an atomic force microscope.
Although it has been the first observation with a resolution of 10nm they also used coarse pixelated gray scale
slices for visualization. In 2010, Pasćiak et al. [19] employed a 3D approach using an algorithm to automatically detect polarization domains in barium titanate and
visualizing the results in a binary volumetric manner
by distinguishing unit cells belonging to domains from
those which lie outside. In our application we use glyph
techniques to represent the domains. We want to stress
our use of the flow radar glyph of Hlawatsch et al. [8],
which is a glyph based flow visualization applied to a
molecular problem. All dipole moments of multiple
time steps of the molecular dynamics can be visualized

Full Papers Proceedings

Figure 1: Schematic representation of the application
workflow, which is subdivided in a preprocessing stage
and an interactive analysis stage.
in a single static image by these glyphs.
The application by Scharnowski et al. ([20]) for finding
polarization domains and exploring the data in several
visualizations was the winning entry in the VisContest
2012 [23]. They used surface representations based on
Krone et al. [13] for the polarization domains and vector fields for representing the dipole moments for each
unit cell. We are using the same vector visualization
for dipole moments, but differ in the domain representation. Furthermore, instead of having only one view to
see temporal evolution in the detected polarization domains, which can be tracked and identified over time,
we use several linked views to provide an application
for supporting physical research in ferroelectrics. One
of the latest publications in the field of dipol moment
visualizations is from 2012 by Grottel et al.[6], who
also use an arrow glyph based representation of the
dipol moments. Like Scharnowski et al. they use the
framework MegaMol [17] developed at the University
of Stuttgart.

3

APPLICATION DESIGN

Our application workflow can be subdivided into two
stages as shown in Fig. 1. In the data processing stage
the dipole moments of each unit cell are computed, and
the resulting polarization domains are detected (see
Sec. 4). Since these calculations are quite expensive,
a diagnosis on the fly is not possible. The subsequent
interactive visual analysis stage encompasses the
visualizations for exploring the data and for analyzing
the pre-detected domains (see Sec. 5).
The complete dataset, the precomputed dipole moments and the detected polarization domains are stored
in main memory in order to achieve interactive frame
rates during the visual analysis stage. Therefore, it
is necessary to convert the data obtained from the
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(a) Layout of the application in grid mode.

(b) Layout of the application in domain mode.

Figure 2: Example screenshots of the GUI layout in both application modes. Upper/Left: 3D and 2D views. Right:
Control menu and statistics. Bottom: Bar plot over all time steps. Lower/Right: radar glyph and domain statistics,
only in domain mode.
2D views and one 3D view in the upper left region
of the interface allow for a flexible visual analysis of
the data. Each view can be focused and enlarged for
precise analysis. Each of the 2D views is associated
with one of the axis-aligned major planes whose 3D
position is marked by color-coded frames in the 3D
view (Fig. 2a and 2b upper/left). Additionally, data
statistics are displayed on the right side of the interface,
depending on the current mode. The user can view
time steps by selecting them from the interactive bar
plot at the bottom of the system interface by selecting
a bar, which directly loads the associated time step, or
by using the arrows on both sides of the plot to select
the previous or next time step. The plot shows for
each time step the total number of unit cells belonging
to all identified domains or optionally the number of
detected domains in each time step, facilitating the
selection of time steps with high domain activity. After
selecting an interesting time step, the user can switch
to domain mode in order to visualize the domains that
have been detected. In this mode, single domains can
be interactively selected in the upper left view. For
each domain, an individual 3D visualization can be
chosen (see Sec. 5.2.1). By using the mentioned left
and right arrows next to the bar plot, the user can then
view the evolution of a domain over time by stepping
through the dataset. Furthermore, in domain mode,
the statistics bar will be enlarged to display specific
statistics about the selected domain, such as its lifetime
or size evolution over time (Fig. 2b lower/right). An
extra bar plot shows the number of unit cells belonging
to the selected domain highlighting the bar associated
to the current time step. A radar glyph (see Sec. 5.1.3)
visualizes the average domain dipol moment direction
with the same perspective as the actual 3D view. At
each point, the user can also change the parameters
of the preprocessing step and re-run the analysis to
achieve improved domain results. The user is also

molecular dynamics simulation into a binary format
to fit into RAM. The dataset contains the positions of
BaTiO3 atoms from a 3D unit cell grid over many time
steps.
When the atom positions are loaded, the data processing stage can begin with calculating the dipole moment
of each unit cell. We provide different methods to
accomplish this task, each with different parameters
controlled by the user to compensate for inaccuracies
caused by the simulation. A detailed description of the
methods and our experience is given in Sec. 4.1.
Subsequently the semi-automatic detection of polarization domains can be started, again controlled by
the user, who can influence the detection outcome
by choosing different methods and parameters (see
Sec. 4.2). The domain data contains general information about each domain, like center of mass or average
displacement, and a mapping of each unit cell to a
unique domain id.
All data structures can be saved and loaded by the
application. Hence the results of the data processing
stage can be recorded, and if the user resumes data
exploration later on the data processing stage can be
skipped.
After the data processing stage has finished and the
data structures have been stored in main memory,
the interactive visual analysis stage can begin. In
order to provide the user with a general overview of
the full molecule grid as well as specialized views
for regions of interest and detected domains, our
application allows the user to choose between two
different modes, which we call grid mode (Sec. 5.1)
and domain mode (Sec. 5.2). The user can switch
between these two modes without noticeable delay.
While the display layout is similar in both modes
(Fig. 2), grid mode visualizes the entire grid, while
domain mode is used to focus on the polarization
domains detected by our system. In each mode, three
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However, using our test dataset (see Sec. 6) revealed
this method as not feasible. Caused by the molecular dynamics simulation and numerical inaccuracies
the centroid of the oxygen octahedron fluctuates quite
heavily between subsequent time steps. The dipole moment directions inherit this fluctuation. Therefore, domain structures cannot be detected this way.
To avoid the uncertainty of the positions of all seven
atoms used in the calculation, we tried a second approach just considering the titanium atoms. By assuming an unpolarized stable configuration in the first time
step of the simulation, the dipole moment direction can
be quantified as the spatial difference between the titanium position in the first time step and the position in
the current time step. This method was suggested by a
domain expert and also used by Scharnowski et al. [20].
In the following we will use the term displacement
equivalent to dipole moment.
Independent of the calculation method an averaging of
atom positions through time steps can be done to filter deviations of these positions. The user can specify a
time interval during which each atom’s positions are averaged. Different weighting functions are offered such
as Gaussian or uniform distributions. In our case a time
interval covering about 20 time steps with a uniform
distribution weighting delivers the best results. This
again was suggested by a domain expert and also used
in the application by Scharnowski et al. [20].
The dipol moment calculation takes nearly 30 seconds
for a molecule grid with 503 unit cells over 500 time
steps.

Figure 3: Left: Barium titanate unit cell. Right: Titanium movement during phase transition used for dipole
moment calculation.
able to store videos of his data exploration or create
animations including tracking shots or development
over different time steps.

4

DATA PROCESSING STAGE

In order to achieve interactive frame rates during the interactive exploration and analysis the data has to be preprocessed. The dipole moments of all unit cells of the
barium titanate grid have to be precomputed, and depending on these dipole moments the polarization domains have to be determined by clustering. In the following we will give a brief overview of both processing
steps. Beside these two steps only the radar glyphs (see
Sec. 5.1.3) have to be precomputed. Our method requires a total preprocessing time of nearly 1.5 minutes
for a molecule grid with 503 unit cells and 500 time
steps. If necessary, this step could be performed on-thefly by leveraging a highly parallel computation framework as it has been done by Hawick et al. [7]. However,
this approach would cause little delays during time step
changes. Therefore, we have chosen to provide a delay
free analysis stage by accumulating all calculations in
one stage when a dataset is first loaded and caching the
results.

4.1

4.2

In order to detect polarization domains in the data,
we employ a neighborhood detection scheme which
focuses on the six immediate neighbors of each unit
cell, based on the approach suggested by Pasćiak et
al. [19]. The displacement direction of each cell is
compared to its six neighbors along the positive and
negative main axes by calculating the six scalar products between the current cell’s and each neighbor cell’s
displacement. The user can specify a minimum scalar
similarity threshold which determines whether or not a
neighbor is considered similar to the current unit cell.
The cell has a chance to become a seed of a domain
if a user-defined condition is fulfilled: Either at least
a specified number of individual neighbors are similar,
or the average scalar product of all neighbors is greater
than the similarity threshold. In our experience, a lower
limit of at least three similar neighbors while using a
similarity threshold of 0.85 delivered good results. If
the condition is met, a region growing algorithm will
search similar neighboring voxels in the same fashion
to expand the seed to a full domain. If there are no
more similar neighbors to expand the domain to, the algorithm checks if a minimum user-defined size of the

Dipole moments

During the phase transition from the paraelectric to the
ferroelectric phase, the initially unpolarized cubic unit
cells should become tetragonal, and the displacement of
the positively charged titanium atom and the centroid
of the negatively charged oxygen octahedron should
lead to a polarization. This behavior is illustrated in
Fig. 3. Thus the first obvious attempt is to represent the
dipole moments by the spatial displacement between
the titanium atom and the octahedron centroid. This
approach is not physically correct, since the dipole moment would take the exact partial valence charges of the
ions into account, which are not always given by molecular dynamics. Nevertheless, since we are primarily interested in the direction of the polarization and not its
magnitude, this simple calculation meets our requirements.
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domain was reached. If this is the case, the domain is
assigned a unique ID, and the algorithm continues with
the remaining non-visited unit cells. Before assigning
the ID, the algorithm checks the domain analysis result
of the previous time step to check for domains with similar centers of mass and displacement direction as in the
current result. If the distance between a previous and a
current domain center of mass is below a user-defined
threshold and the angle between the average displacement directions are below a user-defined angle, the domains are considered to be identical, and the new domain is assigned the corresponding old ID. Otherwise,
a new ID which has not been used before is issued.
This way, each domain ID occurs only once, and domains can be identified and tracked over the course of
several time steps. The domain calculation takes, like
the dipole moment calculation, nearly 30 seconds for a
molecule grid with 503 unit cells over 500 time steps.

5

used to gain displacement information about the whole
dataset.

5.1.1

In grid mode, the user can choose between three visualizations in the 3D view, the molecule representation, the
displacement representation and the radar glyph representation. Each representation will display information
about the entire grid for the current time step, except
the radar glyph representation (see Sec. 5.1.3 for details). The grid can be clipped along the main planes
to reduce the visual clutter. In each representation the
user can rotate and zoom the view using a trackball
metaphor. The molecule representation provides a classic ball-and-stick model design, in which atoms are rendered as spheres and the electron bonds between atoms
are rendered as cylinders (Fig. 4a). The color and size
of each element can be changed by the user. To render nearly one million spheres and cylinders with interactive frame rates (30-40 fps), geometry shaders with
billboard techniques [16] are used. As a result, the entire grid can be continuously displayed while using the
trackball metaphor or switching between time steps.
The displacement representation shows arrows pointing
along the corresponding dipole moment direction for
each unit cell. The color of each arrow can be encoded
in two ways. The first way encodes the length of the
displacement, defined by a transfer function (TF) [4]
chosen by the user. Visual clutter can be reduced by using the opacity value of the TF (Fig. 4b), which fades
out arrows with small length. Assuming a higher magnitude of displacements of unit cells assigned to polarization domains, simple clusters can be detected in this
representation. The second color encoding maps the
displacement direction onto the color (see Fig. 4c), as it
has been done by Grottel et al. [6]. As in the previous
encoding the TF can be used to reduce the visual clutter by fading out small displacements. This time only
the opacity value and not the color values of the TF are
taken into account. The user can easily identify regions
of the same displacement orientation. In both color encodings geometry shaders were used to provide a fluid
visualization during navigation as in the molecule representation with approximately 50 fps.
The radar glyph representation shows 3D radar glyphs
(see Sec. 5.1.3) for each unit cell. They use the same
transfer function to obtain colors as the arrows of the
displacement representation. The dipole moments of
all unit cells over all time steps can be visualized in a
single static image by this representation. During this
representation the frame rate drops to a minimum 20
fps caused by the number of lines to render.

VISUAL ANALYSIS STAGE

The interactive visual exploration and analysis stage allows the user to choose between the grid mode and the
domain mode. In the following we will describe the
visualization techniques used in both modes. We will
point out the special usage of each technique according to the specific task during the data exploration and
outline implementation details.

5.1

Grid mode

The visual analysis stage will start in grid mode as
shown in Fig. 2a to give the user an overview of the
entire dataset. Initially the user will observe the bar
plot located at the bottom of the application window
which for each time step alternatively indicates the
total number of molecules assigned to domains or
the number of detected domains. This information
gives the user a first impression when phase transitions
might have taken place and which time steps could be
interesting to analyze in detail. By clicking on a bar
of the plot the corresponding time step will be loaded.
The predecessor or successor time step can be loaded
by clicking on the arrow buttons next to the plot as
mentioned in Sec. 3.
Beside numerical parameters corresponding to the
loaded time step, which are displayed on the right side
of the tool window, the upper left 3D view visualizes
the entire molecule grid or the displacements of each
unit cell and thus enables a first approximate detection
of polarization domains within the time step (see
Sec 5.1.1). These potential domains can be explored
in more detail in the three slice views as described in
Sec. 5.1.2.
If the bar plot does not reveal any conspicuous time
steps or the user does not want to focus on single
ones, the radar glyph representation (Sec. 5.1.3) can be
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Similarity view

The three 2D slice views constitute the similarity view
(Fig. 5), which can be used in both application modes
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(a) Classic ball-and-stick model of the barium titanate molecule grid in closeup.

(b) Representation of the dipole moments
by a vector field colored by displacement
length. Small displacements are clipped by
transfer function.

(c) Representation of the dipole moments
by a vector field colored by displacement
direction. Small displacements are clipped
by transfer function.

Figure 4: Different 3D visualizations of the entire molecule grid of a single time step.

(a) Digital layout of the 2D similarity view

with similar displacements in grid mode, without using
the results of the domain analysis.
In domain mode, selected domains will be highlighted
in these views (see Fig. 5). Thus it is possible for the
user to align all slices to one selected domain and to detect imprecision in the domain detection.
Since the screen space is limited and the representation
would become too small for increasing molecule grid
dimensions, it is possible to shift the slice and zoom in
to see regions of interest in more detail.

(b) Diamond layout of the 2D
similarity view

Figure 5: Example screenshots of the similarity view in
both offered layouts (a)-(b). A selected domain in the
domain mode is highlighted in red.

5.1.3

(grid and domain mode). In each view, a slice through
the dataset orthogonal to one main axis can be selected by scrolling through the dataset with the mouse
wheel. In order to help the user navigate the three 2D
slice views, each slice’s current position is synchronized with a colored rectangle drawn in the 3D view
(e. g., Fig. 9b), in which the color of the rectangle corresponds to the color of the slice border.
In the similarity view, the directional similarities between the displacement of each unit cell in the given
slice and its immediate neighbors are depicted as colored 2D digital lines. Alternatively, for a more filling look, a diamond representation can be used (see
Fig. 5b). The closer the directional similarity between
neighbors is, the brighter the rendered object between
them. This is achieved by mapping the scalar product of two neighboring normalized displacements to
the opacity value of the color. Negative scalar products are mapped to zero, since they correspond to opposite displacement directions. Domains identified by
unit cells with similar displacement directions are visualized as connected regions, while borders between
domains with opposite directions will appear as gaps.
This way, a user can already visually identify regions
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Radar glyph representation

The radar glyph representation was inspired by the
work of Hlawatsch et al. [8]. The original (flow) radar
glyphs were invented for flow visualizations. They
are capable of representing the flow direction of one
point in space over all time steps in one glyph. Hence,
this technique allows the user to see the development
of each unit cell’s dipole moment displacement over
all time steps in one single static image. The glyph’s
increasing radius represents increasing time, while
the progression of the glyph-line plots the directional
changes of the displacement vector like the glyph by
Hlawatsch (see Fig. 6a). Since the original glyph just
captures the direction of the flow and not the magnitude, the length of the displacement is color-mapped
onto the glyph with a user-defined transfer function.
We provide this representation in 2D and 3D. A 3D
glyph is shown in Fig. 6b. In this view it is hard to
verify spatial directions without camera interaction.
This problem does not occur in the case of 2D views,
where a projection onto the plane that corresponds to
the respective 2D slice has to be performed (Fig. 6 (c)(e)). By rendering a green sphere into the glyph at the
position corresponding to the currently loaded time
step, the user gets a feedback which time steps are
belonging to the glyph’s part of interest. Furthermore,
the spheres serve as a visual link between different
radar glyph views.

14

ISBN 978-80-86943-70-1

WSCG 2014 Conference on Computer Graphics, Visualization and Computer Vision

(a) Mapping displacement directions over nine time steps onto a
glyph. t0 is the center of the glyph. Increasing time is mapped
onto increasing radius. Color and direction of displacements are
not changed.
(a) Domain analysis view showing detected domains glyphed
by their average displacement
direction. The common border
between two domains in volume
representation is highlighted.

(b) Domains visualized in different representations in one
view. Left: Molecules, Right:
Arrows, Top: Volumes.

Figure 7: Screenshots of the domain analysis view.

(b) 3D example radar glyph of
the test dataset.

include, for instance, the number of unit cells belonging to this domain as well as its lifetime, i. e., the interval determined by the time step it was detected first
and the last time step it was found in the dataset. All
values can also be plotted in a bar plot only showing
the time steps of the domain’s lifetime. Furthermore, a
3D radar glyph visualizes the average displacement of
the domain and is linked to the domain analysis view.
Rotation in the view will also effect the glyph, and displacement directions can be easily compared. Like in
grid mode, the bar plot at the bottom can be used to navigate trough the time steps. The selected domain stays
selected, which allows an observation of the evolution
of the domain over its lifetime. This evolution can also
be automatically animated to get a better understanding
of the temporal and spatial extent of the domain.
The similarity view (Sec. 5.1.2) slightly changes in the
domain mode. The selected domain will be highlighted
as shown in Fig. 5. In this way, the three slices of each
view can be adjusted to intersect the selected domain,
and the user can get a feedback on the quality of the
automatic detection and whether she has to restart the
data processing stage with new parameters.

(c) 2D projection of the same
glyph as in (b) onto XY-plane.

Figure 6: (a) illustrates the calculation of the radar
glyphs. Color represents the length of the arrow. (b) is
a 3D example of a glyph. Without camera interactions
spatial directions are hard to verify. (c) is showing the
glyph from (b) in 2D. The green sphere indicates the
position of the same time step in each image.
By considering more unit cells of the molecule grid,
regions of similar displacement behavior will become
visible in this representation mode (Fig. 10).
The glyphs were implemented with vertex buffer
objects (VBOs) and geometry shaders to handle the
large amount of vertices. The 3D view of a 503 unit
cell dataset with 500 time steps, which has about
62.5 million line segments, can be rendered with an
interactive frame rate (15-20 fps). However, the first
calculation of the glyphs takes nearly 30 seconds
and is done in the preprocessing stage (see Sec. 4).
Afterwards the VBOs are cached and the calculation
can be skipped during the next application start using
the same input data.

5.2

5.2.1

By switching to domain mode, the domain analysis
view will replace the 3D view in grid mode. Its main
purpose is to visualize the spatial interaction between
domains in one time step and the temporal evolution of
selected domains. Initially, each domain is displayed as
a single arrow whose size corresponds to the number of
unit cells of the respective domain. If a domain is added
in the current time step, which has not been present before, the arrow will be displayed in orange color, otherwise it will be green (Fig. 7a). This way, new domains
can be easily identified while browsing through the time
steps. The user can now change the representation of
each domain individually by right-clicking onto one of
the arrows, which will open a context menu to specify
the new viewing representation for the selected domain.

Domain mode

After getting an overview of the simulation data in grid
mode the user can switch to domain mode (see Fig. 2b).
All views are now changing in order to display only regions of the grid which have been identified as polarization domains. The most important view is the domain
analysis view which is located in the upper left and replaces the 3D molecule/displacement view of the grid
mode. For more details on this view see the following Section 5.2.1. When selecting a domain of interest,
which the user potentially has discovered in grid mode,
numerical parameter values corresponding to this domain are shown on the right of the framework. They
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(a) Number of domains.

(a) Similarity view slice of time
step 190. Position illustrated in
(b) by the red plane.

(b) Displacement view of time
step 190. Only displacements
above threshold are illustrated.

(c) Similarity view slice of time
step 339. Position illustrated in
(d) by the red rectangle.

(d) Domain analysis view of
time step 339.

(b) Number of unit cells belonging to domains.

Figure 8: Both plots showing the results of our test
dataset.
As long as the domain exists, its viewing mode will
remain constant when changing time steps. The user
can choose from the previously introduced molecule,
arrow or radar glyph representations, which when selected now only show the unit cells belonging to the respective selected domain (Fig. 7b). Furthermore, each
domain can be displayed using the volume view, which
exploits GPU-based volume ray-casting [14] combined
with image-space edge-detection (Fig. 7a). The necessary grid-sized volume dataset is generated by associating each unit cell with one voxel, and filling those areas of the volume dataset with a unique intensity value
which corresponds to a specific volume view domain.
In order to combine the geometry, e. g., arrows, with
volume rendering, we have modified the exit points
used by our ray-caster, which allows for correct geometry integration into the ray-casting process.
The volume representation provides the viewer with a
better understanding of the extent of the selected domain, especially in context with neighboring domains.
To allow the inspection of the border between two domains, we modified the ray-casting algorithm so that a
common border between two domains in volume representation will be highlighted with a high-opacity color
pattern. This provides the user with improved visual
tracking of domain growth over time (Fig. 7a).

6

Figure 9: Different visualizations of time steps 190 and
339.

here are our results:
A first result is illustrated in Fig. 8 showing both plots
provided by our application. Significant in Fig. 8a is the
lack of domains around time step 190. This is caused by
strict parameters used in this study. Only potential domains with at least 120 unit cells are rated as domains.
However, loosening the thresholds results in more detected domains in each time step, still having a local
minimum at 190. On the other hand, we have a local
maximum of unit cells belonging to domains around
time step 339 (Fig 8b). Both time steps could indicate
special moments of the phase transition.
Based on the first impressions of the plots we had a
closer look at these time steps as illustrated in Fig. 9.
The similarity view in Fig. 9a confirms the results of
the plots. No larger regions of unit cells with higher
similarity can be found. This is also visible in Fig. 9b
showing the displacement view. Only a few displacements are pointing in the same direction.
The high density of domains in time step 339 can easily
be found in Fig. 9c. As an example the domain analysis
view of this time step is shown in Fig. 9d. It could now
be used to observe the temporal evolution of single domains in detail.
Furthermore, the radar glyphs give insights into the
temporal behavior of single unit cells. Figure 10 shows
a part of a 2D slice of the YZ-plane located at row 15.
Groups of neighboring cells having approximately the
same displacement direction over the entire 500 time

RESULTS

We used a molecular dynamics dataset provided by the
IEEE VisWeek SciVis contest [23] to validate our system, since no other datasets were available to us. It contains a 503 barium titanate unit cell grid over 500 time
steps. The MD simulates the ferroelectric phase transition caused by decreasing temperatures over a period
of 10 nanoseconds, beginning in the paraelectric cubic
phase.
Working with this dataset was not easy. The results
were not expected in this way and differ from literature as also stated by Scharnowski et al.[20]. However,
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diamonds. The experts were skeptical about the use of
the radar glyphs. However, two of them were interested
to apply the glyphs to their 2D data and evaluate the
use. Referring to the 3D view the arrow representation
was considered as most useful, especially the possibility to simply fade out displacements with low amplitudes. The color mapping on directions was not implemented in the first design and has been added after
the request of the experts. Nevertheless, they wanted to
have both arrow color mappings.
Their overall conclusion was that our application is well
designed and, in their opinion, contains high-end visualizations. However, it is two years too early to evaluate
the entire capability of the system, since the scientific
community is just moving from 2D to 3D simulations,
resulting in a lack of a proper test dataset.

8

Figure 10: 2D glyph slice number 15 of YZ-plane. The
green rectangles highlight two groups of unit cells with
relatively constant directions, the blue rectangle highlights a group of unit cells with rotary directions.

We have presented an interactive system for the analysis
of phase transitions and polarization domain formation
in ferroelectric materials. We provide proven molecule
renderings as well as proven visualizations such as the
2D similarity view or the combination of geometry
based and volume rendering based techniques. The performance of our system allows the user to exploit these
rendering techniques while interactively switching between time steps.
The study of domain formation in barium titanate is still
in a relatively early state. An iterative process could be
established to advance this field of research. By using the visual results provided by our system, material
scientists could derive improved mathematical frameworks describing the process. This would enable them
to refine their numerical simulations and to draw new
conclusions about the behavior of polarization domains.
In turn, these findings could then be used to improve
our framework, resulting in even more accurate visualizations.
Therefore, we are trying to establish a collaboration
with materials science researchers to enhance our system. Since they can only provide 2D simulations at
the moment, we will focus on developing 2D visualizations, which will be integrated into the system. Furthermore, it would also be interesting to extend the application to handle further ferroelectric materials with
displacive phase transitions, which probably just affects
the dipole moment calculation. Beside the highlighting of domains in all views, the domain experts recommended to highlight the border between neighboring
domains in all views. This suggestion has not been implemented yet, but will be integrated in newer versions.
Last but not least, additional numerical algorithms for
the domain clustering could be implemented. Thus, the
user could be further supported in detecting accurate
polarization domains.

steps can be seen highlighted in green. Unit cells in
the center (blue highlight) seem to have a more varying dipole moment indicated by the roundness of the
glyphs. This challenges the theory of constant polarization domains and varying cells rated as domain borders.
A deeper study of this behavior could be helpful.

7

FEEDBACK OF DOMAIN EXPERTS

We have demonstrated our system using the contest
dataset [23] to seven researchers from different groups
of physicists working in the field of materials science.
Each of them immediately pointed to the domain plot
and noted the physically impossible look of the plot. It
should look more like a sign function with an impulsive rapid increase, followed by a constant high level of
domains. After checking our calculations they agreed
to our worries about the incorrectness of the MD we
used. Unfortunately they could not provide us with
new data, since they just do 2D simulations or 3D simulations with a 33 grid, which would be too small for
our system. Therefore, during the further discussion
they just focused on the visualization techniques with
their potential usage and not on the physical correctness of the test dataset. However, this incident underlines the importance of the 2D plot as first step of the
visual analysis. They all concurred with the main concept of one 3D view linked with three 2D views, since
they are more used to 2D representations, but want to
have a three dimensional feedback. The similarity view
was considered as useful, but the switch between lines
and diamonds as dispensable. The lines representation
was considered as adequate and better looking than the

Full Papers Proceedings

CONCLUSIONS

17

ISBN 978-80-86943-70-1

WSCG 2014 Conference on Computer Graphics, Visualization and Computer Vision

9

ACKNOWLEDGMENT

[16] O.D. Lampe, I. Viola, N. Reuter, and H. Hauser. Twolevel approach to efficient visualization of protein dynamics.
IEEE Transactions on Visualization and Computer Graphics,
13(6):1616–1623, 2007.

We thank Gerhard Wilde from the Institute of Material Physics at the University of Münster for sharing
his knowledge of ferroelectrics, and the research group
led by Jürgen Rödel at the University of Darmstadt for
giving us feedback on our application. This work was
partly supported by the Deutsche Forschungsgemeinschaft, CRC 656 "Cardiovascular Molecular Imaging"
(projects Z1 and Ö). The presented application is based
on the framework Voreen - Volume Rendering Engine
(http://voreen.uni-muenster.de).

10

[17] MegaMol project website http://www.visus.
uni-stuttgart.de/megamol/.
[18] Jennis Meyer-Spradow, Timo Ropinski, Jörg Mensmann, and
Klaus H. Hinrichs. Voreen: A rapid-prototyping environment for ray-casting-based volume visualizations. IEEE Computer Graphics and Applications (Applications Department),
29(6):6–13, Nov./Dec. 2009.
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ABSTRACT
Due to the fact that the quality of decisions is linked to the availability of information and to the ability of the
human brain to process this in an effective and efficient way, its selection and representation are of major
importance in business communication. Graphs and tables are widely used to transform raw data into a more
understandable format, but there are not any empirically tested guidelines that consider the cognition and
perception abilities of humans. This paper therefore explores how specific visual designs applied to column
graphs influence effectiveness and efficiency by applying the technique of eye-tracking to make an accurate
assessment of what the observer is looking at. The tested design elements show significant results and allow the
deduction of the following design guidelines for column graphs: do not use a 3D view for depicting two
dimensional data, do not use non-zero or broken axes, do show label values, do not use horizontal gridlines or
the label axis when showing label values and do align the label values depending on the available space (either
horizontally or vertically).
Keywords
Reporting Design, Information Visualization, Information Perception, Graphs, Column Graphs, Eye Tracking
use of design guidelines that enhance effectiveness
and efficiency of graphs by supporting the thinking
and working processes of the human brain [And11a]
[Pec12a]. Empirically tested and widely distributed
design guidelines for graphical displays therefore
would not only help to enhance effectiveness and
efficiency but would also help to standardize
business reports when applied by numerous people
responsible for creating reports [Hil03a]. Guidelines
in this context are rules about how to design
particular elements of a graph.

1. Introduction
The constantly expanding amount of available
information within and outside a company
necessitates the importance of selecting the right
information as well as depicting it in a way that
reduces cognitive load [May03a] [Muk07a]. One
way to highlight and emphasize important
information is to visualize the data in the form of
graphs, because they tend to draw attention and when
properly designed also reduce complexity while
enhancing the ability of the human brain to process
and remember information [Con08a] [Lur07a]
[Pen09a] [Ren03a]. Graphs are seen to be better in
supporting the comprehension of large amounts of
quantitative information as well as being more
effective for detecting trends, patterns or time
sequences in comparison to textual and tabular
information [Bea08a] [Get12a].

A way to observe Cognitive Load and therefore to
evaluate the effectiveness and efficiency of
guidelines is to apply the technique of eye tracking.
Recently, a concentration of research in the field of
business communications and in particular in the
design of graphical displays in combination with
cognitive abilities of users can be found [Con08a]
[Eis13b]. Eye tracking methodology is supposed to
provide more insights into visual behavior than
previous methods used to evaluate graphical
displays. This is due to the fact that scanpaths with
their saccades and fixations can help to examine and
understand the perceptual process in more detail
[Gol14a] [Ren03a].

How graphical information effects the cognitive load
can be directly influenced by the designer of a graph
[Bea08a]. Germane Cognitive Load can be reduced
by applying standardized display formats, thus
relieving the short term memory which represents a
bottleneck in the human information processing
[And11a]
[Mos12a]
[Pec12a].
Additionally,
Extraneous Cognitive Load can be reduced with the
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Therefore, this paper sets out to formulate such
guidelines for effective and efficient graphical
displays under the consideration of the cognitive
abilities of humans by applying the technology of
eye tracking.
The area of research will refer to the field of
Reporting Design, while Reporting Design is defined
as the perception-optimized information visualization
of graphs and tables in business reports (e.g.
management and annual reports) [Eis13a]. For a
better understanding the following paragraphs
discuss previous research in this area.

2. Visual Design of Graphical Display
There are many ways to depict data, but there are in
particular four types of graphs that are used in
business communications – bar, pie, column and line
graphs [Bea08a]. All four display formats have been
tested in a larger study but due to spatial constraints
only column graphs will be discussed in this paper,
which also represent the most common graph type
found in financial reports.

H1: A mislabeled value axis does not affect
effectiveness or efficiency of information
perception.

Column graphs usually have rectangular bars of
lengths that are proportional to the magnitudes or
frequencies of what they represent. They are
primarily used to show changes in data over a period
of time whereas the horizontal or x-axis represents
the time (shown from left to right) and the y-axis the
depicted financial variable (such as sales or earnings)
[Bea08a]. Their common design elements can be
inferred from figure 1 [Col97a]

H2: The use of a three-dimensional display
when depicting two-dimensional data does not
affect effectiveness or efficiency of information
perception.


Title
in TEUR
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label values
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Jan. Feb. Mar. Apr. May June July Aug. Sept. Oct. Nov. Dec.

horizontal
axis

vertical axis
or value axis

Studies on Working Memory in the context of
Information Load state that it is better for the
decision making process to display relevant
information in close proximity because of
limited resources in short-term memory
[Par13a]. Findings suggest that labels and
figures should be placed in juxtaposition to
their data series to emphasize their relationship
and reduce cognitive load [Vin93a]. Transferred
to the design of column graphs this result
suggests marking label values as close as
possible to their data marker, which leads to the
following hypothesis:
H3: The distance between the data marker and
the data value does not affect effectiveness or
efficiency of information perception.

Figure 1: design elements of a column graph

Most of the literature and experiments on graphs and
graph types compare graphical and tabular displays.
However, there is little literature on the design of
graphs and their elements. Furthermore, most of it
does not take the ability of the human brain into
account. A visual stimulus that does not consider
human cognitive architecture is likely to be random
in its effectiveness [Gol14a]. Therefore, findings of
former studies from other areas and those from
studies using other methods have to be analyzed and
considered when designing the experiment. The
following bullet points represent the most important
findings in conjunction with the purpose of this
paper and are the basis of the derived hypotheses:
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A well-known problem in this field of research,
especially in the communication between a
company and external stakeholders, is that
graphical displays can be distorted. This means
that graphs are designed to give a wrong
impression to the observer (intentionally or
unintentionally) [Pei02a]. A distortion can be
achieved by the selection of different graph
types, colors, scales, emphasis, size or other
modifications like applying 3D effects [Bea08a]
[Pen08a]. Two distortions are said to have the
biggest impact on the ability to process
information in the right way: mislabeled value
axes and three-dimensional displays. Firstly,
mislabeled value axes, because they exaggerate
the variation of the displayed data [Bea02a].
Secondly, the use of a third dimension for two
dimensional data because it can create visual
illusions that can cause biased comparison
judgments [Ame10a]. This findings lead to the
following two zero- hypotheses:
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Invented by Edward Tufte the data ink-ratio
suggests that performance is maximal when the
ratio is maximal (equal 1) [Inb12a] [Tuf83a].
Applied, this finding suggests that all additional
ink that is not crucial to display relevant
information should be omitted. However,
findings in conjunction with line graphs suggest
that when choosing the depiction of the label
axis instead of label values, gridlines help with
estimating data points (Poggendorff Illusion)
[Ren03a]. These two contradicting findings in
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literature provide the basis for the following
hypotheses:

Commonly used measures for the evaluation of eye
tracking data are error rates (perception of the
information is correct or incorrect = effectiveness)
and response time (perception of the information is
fast or slow = efficiency) [Hol12a]. These measures
cannot only be used to analyze the whole graph but
also for special areas of interest (AOIs). AOIs can be
designed for each visual target independently by
dragging rectangles or other arbitrary shapes
[Gol14a]. For statistical analysis the Mann-Whitney
U test for effectiveness, the ANOVA for efficiency
and Student’s t-test for estimation analysis is
recommended and used.

H4: The use of additional ink (label axis and
gridlines) when displaying label values does not
affect effectiveness or efficiency of information
perception.
H5: The use of gridlines, either with label
values or with a label axis, does not affect
effectiveness or efficiency of information
perception.


As humans in the western world are trained
since pre-school to read text horizontally, the
brain is supported better when data values are
aligned horizontally [Laa04a]. However, due to
spatial constraints, graphs often show value
labels aligned vertically. According to the
literature, this should lead to increased process
time.

Additionally, error analysis can help with
understanding differences and sequential strategies
between error and non-error. Furthermore, random
guesses can be identified and sorted out. These
insights can provide diagnostic information to a
designer that exceeds the information provided by
the analysis based solely on response time and error
rate [Gol11a].

H6: The alignment of the data values does not
affect effectiveness or efficiency of the
information perception process.

For this paper the process model of Eisl et al.
[Eis13b] that explains the phases conception,
execution and analyses in detail, is used.

These stated findings of related studies are used to
conducted experiments which will be explained in
section 4.

4. Experimental Design
The data presented in this paper is a portion of the
collected data from an ongoing larger study [also see
Eis13a, Eis13b and Fal14]. Three different
experiments are conducted to test the stated
hypotheses of section 2. General comments on the
used experimental design are stated here, while
specific comments can be found in sections below.

3. Methodology
Eye Tracking is already used in a wide range of
research areas such as marketing, psychology or
human-computer interaction [Kör08a] [Mau07a]
[Tsi09a]. This is the case because more in depth
analyses and objective observations can be
conducted through the use of this technology
[Gol14a]. In the last few years the field of
information visualization also applied this technique
and gained new insights [Hua05a] [Rat08a] [Ste13a].
Goldberg and Helfman [Gol11a] stated in their paper
that understanding differences in these sequential
strategies between various design alternatives is
valuable for improving designs to help maximize
effectiveness and efficiency, which is the purpose of
this paper.

In conformity with the used process model
participants are asked to read a question on the top of
the screen. The questions used are defined in
accordance with the literature and verified by a focus
group. After reading, participants are supposed to
answer the question and then move on to the next
slide by clicking. No time constraints are imposed
since the effectiveness is more important than the
efficiency. This is due to the fact that answering fast
but incorrectly is worse than needing more time to
find the right information. Randomization of the
displays is used and participants are full- and parttime students in business administration.

When analyzing eye tracking data fixations, saccades
and scanpaths are of particular interest. Fixations are
short dwells where the eye can process information,
whereas longer fixations are associated with greater
visual and/or cognitive complexity and an increased
number of fixations can be interpreted to have a
negative impact on search efficiency [Gol14a]
[Ren03a]. Saccades are quick movements from one
fixation to another, which can be used to derive a
participant’s attention pattern [Tok13a] and
scanpaths represent a string of related fixations and
saccades. For analyses, an unduly long scanpath is
believed to indicate a non-meaningful representation
or a poor layout [Ren03a].
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The study is conducted in a pervasive lab and the
height of and distance to the eye tracker is the same
for each participant. A headrest is used to ensure
minimum head movement. The eye tracking
hardware is a binocular eye tracking system with a
sampling rate of 120 Hz by Interactive Minds. A nine
point calibration and NYAN 2.0 software are used.
In order to evaluate solely the time that is needed to
answer the stated questions, AOIs are defined. All
results shown in this paper do not include reading
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time for the task but allow the experimentee to read
the task again during execution due to cognitive
constraints in process working memory.

Group: Sales trend
in TEUR
2014
800

600

Experimental design - hypothesis 1 (broken axis)
Hypotheses 1 is tested using two displays (see figure
2 & 3). The question used with figure 2&3 is:
“Which division generates more return in 2014?”
Return: Divison B
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Figure 5: two-dimensional display / label axis and gridlines
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Figure 2: zero or intact axis
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Figure 6: only label axis
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Figure 3: non-zero or broken-axis

645
586

600

30 participants (14 female and 16 male; average age:
25) are tested individually in a 15-minute session and
divided into two groups. Each participant views
either the example with the broken axis or the one
with the normal axis to eliminate remembering.
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Experimental design - hypotheses 2-5 (3D, value
labels, value axis and gridlines)
Hypotheses 2-5 are tested in one coherent
experiment. All displays are depicted in figures 4-8
and these two questions are asked to evaluate
effectiveness: Q1 “Does the actual sales volume
exceed the budget in June?” and Q2 “How high is
the actual sales volume in June?”
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Figure 7: label axis and label values
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Figure 8: only label values
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84 participants (45 female and 39 male; average age:
24) are tested individually in a 30-minute period with
a recalibration after 15 minutes. Participants are
divided into three groups which leads to maximal
two one displays per participant. To reduce
remembering when viewing the same data twice, one
display is shown before and one after recalibration.
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Figure 4: three-dimensional display

Each of the used displays can be compared with each
other to calculate the effects on information
perception for the stated hypotheses. According to
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previous research, the column graph using a threedimensional display for two-dimensional data should
lead to the worst result in effectiveness and
efficiency. On the other hand the display using direct
labels and no gridlines or value axis should be best
for information perception (low cognitive load
because of close proximity of information while
maintaining a high data-ink ratio). Direct markings
and the depiction of a value axis should lead to a
time delay and when no values are shown gridlines
should help in estimating the right value.

H1, that a mislabeled value axis does not impact
effectiveness or efficiency of information perception,
can be confirmed. However, strong indications of a
negative effect of a broken axis can be found. Further
research in this matter is necessary.
Results - hypothesis 2 (3D)
Error rates for the experiment using the 3D format
are calculated for the first question and show
significance at a p<0.1 level. The second question is
analyzed by estimation error (see table 4).
Effectiveness
2D effect
3D effect

Experimental design - hypothesis 6 (alignment of
label values)
Experiment 3 tests the alignment of label values.
Figure 9 and 10 show the two used examples in the
experiment. The stated question is: “How high was
the turnover in 2013?”

168
112

2010

2011

2012

2013

2014

2010

2011

Estimation errors
Variance
Std dev.
2D effect
407.57
20.19
3D effect
2,652.11
51.50
Table 4: estimation errors – 2D vs. 3D

112

168

223

223

391

335

391
335

2012

2013

2014

56 participants (32 female and 24 male, average age:
25) are tested individually in a 15-minute session and
divided into two groups. Due to the fact, that people
are used to reading text horizontally, better results
should be achieved when using a horizontal
alignment of label values.

< 0.01

♦ 2D

Estimations

200

Results - hypothesis 1 (broken axis)
Table 1 shows the results on effectiveness for
displays using a non-zero axis compared to one using
a zero axis.

▲ 3D
▬ correct
value

150
100
50
0
participants 1-n

Figure 11: Differences in estimations – 2D vs. 3D

Additionally, high significance (p<0.01) can be
found when analyzing response time on two- vs.
three-dimensional displays. Response time is 46.5%
longer for 3D than for 2D.

p-value
> 0.1

Efficiency
2D effect
3D effect

The use of a broken axis does influence information
perception negatively when comparing information
in two coherent graphs, however, no significance can
be found. Individual scanpath analysis shows that
participants tend to look at the value axis on the left
side more carefully than the right side. Wrong
answers result from not looking at the value axis of
the right graph.

Mean
Median
10.44
9.93
15.29
15.15
Table 5: response time – 2D vs. 3D

p-value
< 0.01

H2, that the use of a three-dimensional display when
depicting two-dimensional data does not affect
effectiveness or efficiency of information perception,
can be rejected.

Table 2 shows the results on efficiency. Almost no
differences in response time can be detected.
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p-value

250

5. Results and Discussion

Efficiency
Mean
Median
zero axis
15.65
15.83
broken (non-zero) axis
15.72
14.92
Table 2: response time – broken axis

< 0.1

The average over and underestimation is higher with
the use of a three-dimensional display and is
significant at a p<0.01 level. This correlation can be
extracted from figure 6.

Figure 9 & 10: alignment of label values

Effectiveness
Error Rate
zero axis
6.7%
broken (non-zero) axis
26.7%
Table 1: error rates – broken axis

p-value

Estimations when using a two-dimensional display
show an overall-range from 100 to 200 (mean 179)
and when using a three-dimensional display from 80
to 210 (mean 148). When calculating the differences
of the estimations to the correct answer, the
following results for variance and standard deviation
can be found:

Group: Turover trend
in TEUR
2010-2014

Group: Turnover trend
in TEUR
2010-2014

Error Rate
0.0%
10.7%
Table 3: error rates – 2D vs. 3D

Results - hypotheses 3 and 4 (value labels and
additional ink)
Almost no errors are made when giving the answer to
the first question (if actual or budget is higher).
Scanpath analysis shows that people who answered
wrongly confused columns for budget and actual.

p-value
> 0.1
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Effectiveness
Error Rate
p-value
only label axis
10.7%
label axis and gridlines
0.0%
< 0.1
label axis and label values
0.0%
only label values
3.6%
Table 6: error rates – value labels, value axis and gridlines

300
♦ gridlines

Estimations

250

When analyzing the second question (the actual
height of one column), those graphs without label
values show significant higher variations in results
on estimations than those with label values (p<0.01).

▲ no gridlines
▬ correct
value

200
150
100
50
0
participants 1-n

Figure 12: Differences in estimations – use of gridlines

H5, that the use of gridlines, either with label values
or with a label axis, does not affect effectiveness or
efficiency of information perception, can be
confirmed.

Additionally, significance for task completion time
can be derived at a p<0.05 level. The mean task
completion time varies between 8.05 and 10.44
seconds or 29.7%.
Efficiency
Mean
Median
p-value
only label axis
9.85
9.51
label axis and gridlines
10.44
9.30
< 0.05
label axis and label values
8.42
8.00
only label values
8.05
7.94
Table 7: response time – value labels, value axis and gridlines

Results – hypothesis 6 (alignment of value labels)
Results are very similar when using horizontal and
vertical aligned label values and do not show
significance, neither by evaluating error rates nor by
evaluation of response time.

When taking a closer look at the response times more
precise answers to the research question on design
elements can be given. The example using only label
values is significantly better than the use of only a
label axis (p<0.01). The column chart using only
label values is also significantly better than the one
using a label axis and gridlines (p<0.05).

Effectiveness
Error Rate
p-value
horizontally aligned
0.0%
> 0.1
vertically aligned
0.0%
Table 9: error rates – alignment of value labels

H3, that the distance between the data marker and
the data value does not affect effectiveness or
efficiency of information perception, can be rejected.

H6, that the alignment of the data values does not
impact effectiveness or efficiency of the information
perception process can be confirmed.

Using value labels in combination with a value axis
reduces response time but is not significant. Using a
label axis in combination with gridlines results in
lowest response time but is not significantly worse
than showing only a label axis. Additional ink
slightly increases response time, however, results do
not show significance. Further research is necessary.

6. Conclusion and further research

Efficiency
Mean
Median
p-value
horizontally aligned
5.51
5.49
> 0.1
vertically aligned
4.99
4.79
Table 10: response time – alignment of value labels

The literature shows that guidelines can help to
reduce Extraneous Cognitive Load and Germane
Cognitive Load and therefore enhance perceptual
speed and accuracy [And11a] [Pec12a] [Ren03a].
The goal of this study is to identify specific design
guidelines for column graphs to enhance
effectiveness and efficiency in the process of
information perception. Three experiments using the
technology of eye tracking are conducted to test the
following elements: display of a value axis, display
of gridlines, display of value labels, 3D effect for
two-dimensional data and the alignment of value
labels.

H4, that the use of additional ink (label axis and
gridlines) when displaying label values does not
affect effectiveness or efficiency of information
perception, can be confirmed.
Results - hypothesis 5 (gridlines)
Estimations without gridlines are 189 (overall range
from 100-250) and with gridlines 179 (overall range
from 100-200). Table 5 shows the results on the use
of gridlines.
Estimation errors
Variance
Stabw.
no gridlines
20.19
954.96
Gridlines
16.31
407.57
Table 8: Estimation errors – use of gridlines

In accordance with the literature it can be concluded
that graphical distortions have an impact on the
information perception process. Non-zero axes
inhibit the ability of the human brain to process
information correctly, thereby increasing error rates
(but not significantly). Further tests using a bigger
sample size should be conducted in this area. The use
of a three-dimensional display for two-dimensional
data increases error rates by 10% and response time
by about 50% and shows significance at a p<0.1 at a
p<0.01 level respectively.

p-value
> 0,1

Slightly higher variations can be detected when no
gridlines are displayed, so the average over- and
underestimation is higher without gridlines but not
significant.

As the theory of Cognitive Load suggests, data
values should be placed in close proximity to the data
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series. Placing label values in juxtaposition to its data
markers has the highest influence on the process of
information perception. If values cannot be placed
within the graph due to spatial problems, gridlines do
not influence effectiveness or efficiency. These
results contradict studies concerning line graphs
[Ame10a] [Pre06a] which state that the display of
gridlines reduces estimation errors.

[Con08a] Conati, C. and Maclaren, H. (2008):
Exploring the Role of Individual Differences in
Information Visualization, In: Advanced visual
Interfaces (Proceedings of AVI’08), pp. 199-206
[Eis13a] Eisl, C., Falschlunger, L., Hofer, P. and
Jungert, M., (2013): Reporting Design – a
systematic literature review, In: ACRN Journal of
Finance and Risk Perspectives, Vol. 2, Issue 2,
pp. 27-47

It can be concluded that if values are stated above or
within the label marker it is best not to use gridlines
or display the value axis because it delays
information processing time (but not significantly)
and decreases the data-ink ratio. The alignment of the
values does not have an influence and therefore
should be placed in accordance with the available
space but preferably horizontally due to reading
habits.

[Eis13b] Eisl, C., Losbichler, H., Höfler, R., and
Hofer, P. (2013): Eye Tracking als
Schlüsseltechnologie im Reporting Design, In:
Forschungsforum
der
österreichischen
Fachhochschulen, 7. Tagungsband, pp. 538-545
[Fal14] Falschlunger, L., Eisl, C., Losbichler, H., and
Greil, A. (2014): Using Eye Tracking
Technology to Improve Information Perception
of Tabular Managerial Information, In:
Forschungsforum
der
österreichischen
Fachhochsulen, 8. Tagungsband, pp. 246-250

Further research on the design of variants of
commonly used column graphs (segmented column
graphs and grouped column graphs) is necessary.
Additionally, the design of other types of frequently
used graphical display (bar, pie and line graphs) has
to be explored in conjunction with the cognitive
abilities of the human brain.

[Get12a] Gettinger, J., Koeszegi, T. S. and Schoop,
M. (2012): Shall we dance? – The effect of
information
presentations
on
negotiation
processes and outcomes, In: Decision Support
Systems, Vol. 53, No. 1, pp. 161-174
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Genuine Spherical Harmonic Lighting
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ABSTRACT
Precomputed radiance transfer techniques have been broadly used for supporting complex illumination effects
on diffuse and glossy objects. Although working with the wavelet domain is efficient in handling all-frequency
illumination, the spherical harmonics domain is more convenient for interactively changing lights and views on
the fly due to the rotational invariant nature of the spherical harmonic domain. For interactive lighting, however,
the number of coefficients must be limited and the high orders of coefficients have to be eliminated. Therefore
spherical harmonic lighting has been preferred and practiced only for interactive soft-diffuse lighting. In this
paper, we propose a simple but practical filtering solution using locally adaptive products of high-order harmonic
coefficients within the genuine spherical harmonic lighting framework. Our approach works out on the fly in two
folds. We first conduct multi-level filtering on vertices in order to determine regions of interests, where the high
orders of harmonics are necessary for high frequency lighting. The initially determined regions of interests are
then refined through filling in the incomplete regions by traveling the neighboring vertices. Even not relying on
graphics hardware, the proposed method allows to compute high order products of spherical harmonic lighting for
both diffuse and specular lighting.

Keywords
global illumination, spherical harmonic lighting

1

INTRODUCTION

tions and the lighting coefficients [1]. The main benefit
of the SH-based approaches is that we can decompose
the light transport to the different frequency bands so
that we can omit exclusively high-frequency illumination in the hierarchical frequency layers for interactively
lighting applications. Only several layers of harmonic
coefficients can render diffuse surface plausibly [6].
However, if we want to render a higher-frequency

Precomputed radiance transfer (PRT) techniques have
been widely used to render global illumination effects
in interactive graphics applications such as video games.
General PRT techniques precompute and approximate
the visibility and the cosine term between a point (vertex or pixel), so-called ambient occlusion, and incoming
hemispherical illumination, so that we can compute such
expensive shading on the fly. This precomputed ambient
occlusion is often modulated together with other illumination properties such as an environment map and bidirectional reflectance functions (BRDF). Monte Carlo
sampling on the hemispherical illumination has been
practiced commonly to compute ambient occlusion.

(a)

(c)

L10
L8
L6
L4

The PRT techniques are based on a frequency vector space of lighting, which uses spherical harmonics
(SH) [1, 2], Haar wavelets [3, 4] or discrete cosine transform (DCT) [5]. For instance, the SH-based techniques
project an environment light map to a set of SH basis
over the sphere, which consists of harmonic basis func-

L2
5 fps.

15 fps.

L0

Figure 1: Comparison of rendering between full SH
lighting (a) and our locally adaptive approach (b).
(c) shows the adaptive local filtering. Our approach
achieves real-time performance (15 fps.) with genuine
SH lighting with level 10 (121 coefficients). The rendered
image (b) is plausibly comparable to the calculation of
full-order coefficients (a). The peak signal-to-noise ratio
between the two images is 41.73.
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Low-Frequency PRT. Ramamoorthi and Hanrahan [6] proposed that the 25 coefficients (zero to four
levels of harmonic bases) could be enough to render
diffuse reflectance with general environmental maps.
However, high-frequency shadowing and specular
representation require a lager set of basis functions in
these traditional SH lighting techniques. Sloan et al. [1]
then introduced a seminal precomputation framework
to render the diffuse and glossy materials with environmental maps decomposed in spherical harmonics.
Their method can support various illumination effects
such as interreflections and caustics, assuming that
the scene is static and that the environmental maps
are in low frequency. The frame rate of the proposed
method was less than four frames per second with 50K
vertices using five harmonics layers (in 2002). Kautz et
al. [11] enabled to render arbitrary BRDFs and Sloan et
al. [12] applied the principal component analysis (PCA)
clustering method to extend their previous work [1] for
interactive applications.

shadow within the SH framework, we need a higher
order of harmonics basis despite of sacrificing the computational costs. For this reason, all frequency rendering
in interactive applications with a small number of SH coefficients has been thought to be impossible. Therefore,
the wavelet domain has been preferred for all-frequency
lighting.
Wavelet decomposition includes the mean and local deviation basis functions of each frequency layer. Analogous
to an image gradient including spatially varying local
frequency information, these local deviation bases operate as wavelet coefficients. Hence, the wavelet-based
techniques are capable of rendering all-frequency illumination effects with sharper shadow and BRDFs with
fidelity using a relatively small number of coefficients
[3, 7, 8, 4]. However, owing to the mathematical nature
of the wavelet domain, the wavelet coefficients cannot
be rotated directly. Implementing the rotation of wavelet
coefficients for real time is cumbersome, requiring more
efforts on programming with graphics hardware. Recently, hybrid approaches such as [9] have been proposed where the low-order spherical harmonics is used
for indirect illumination and the wavelets are used for
direct lighting.

All-Frequency PRT. Traditional SH lighting techniques employ a limited number of coefficients to provide a real-time response rate. High-frequency lighting such as sharp shadows cannot be rendered with the
number of coefficients in SH lighting. Sloan et al. [13]
proposed a radiance transfer technique that achieves
higher-frequency lighting by combining global illumination effects at two different scales: a coarsely sampled
macro-scale through the PRT and a finely sampled mesoscale on bidirectional texture function (BTF) on graphics
hardware. Ng et al. [3] introduced a seminal waveletbased representation for all-frequency lighting using a
nonlinear approximation. This method can render nondiffuse scenes at a fixed viewing and scenes at arbitrary
viewing directions. Ng et al. [4] extended their work [3]
to triple products of wavelet integrals for rendering allfrequency direct illumination, allowing to change the
viewpoint and the light direction. However, the rendering took three to five seconds per frame [4]. Liu et al. [7]
and Wang et al. [8] proposed a precomputed radiance
transfer method dedicated for rendering glossy objects.
These approaches separate 4D BRDFs into the viewing
(2D) and lighting (2D) direction, respectively. These
functions are factored in a form of Haar wavelets and
clustered to principals components [7]. Kautz et al. [14]
proposed a hemispherical rasterization method that recomputes visibility for self-shadowing of dynamic objects. Inger et al. [5] recently proposed a locally adaptive
product approach using discrete cosine transformation
to achieve a real-time frame rate with high vertex counts.

In this paper, we propose a simple but practical lighting
solution using locally adaptive products of SH coefficients only within the SH lighting framework. Our
fundamental insight is based on the observation that the
lighting changes along the level of harmonics. When
we increase the number coefficients of harmonics, the
change of light intensity forges near the edges of shadow,
i.e., the number of vertices, which require the high frequency lighting, becomes smaller as the harmonics level
increases. We take the insight from this observation and
propose a novel multi-level filtering approach for determining the regions of interest (ROIs) for high frequency
lighting against the regions, where the high order of harmonics makes no changes in lighting. This allows us to
compute the high-order products of diffuse and specular
lighting on given limited computational resources, rendering higher frequency lighting exclusively. Refer to
Figure 1 for the comparison of our rendering and classical spherical harmonic rendering. Our contributions are:
• A novel multi-level filtering approach for locally
adaptive products and
• A refining method of the vertex ROIs using the
breadth-first search method.

2

RELATED WORK

Other Basis PRT. Sloan et al. [15] decompose the
light transfer functions as the integral of zonal harmonic
(ZH) basis functions, rotated about different directions.
This zonal harmonics approximation is so efficient that
it enables fast local transformation of lighting on the fly.

Precomputed radiance techniques have been developed
intensively for more than a decade since Sloan et al. [1].
This section overviews the related work of the PRT techniques very briefly. Refer to Ramamoorthi [10] for more
detailed review of the latest PRT technologies.
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functions f˜ and g̃ can be projected as a dot product as
follows:

Tsai and Shih [16] decompose light transfer functions
into radial basis functions, which are undemanding to
rotate and handle high frequency efficiently. To achieve
a real-time performance, they compress the light transfer
matrix by applying a tensor approximation with clusterization, where only direct illumination is handled.
Nowrouzezahrai [2] recently introduced a sparse ZH
factorization method for rotating harmonic coefficients
efficiently.

Z

I=

f˜(s)g̃(s)ds =

Z

S

Z

= ∑ ∑ Fi G j
i

∑ Fi yi (s) ∑ G j y j (s)ds

S i

S

j

j

yi (s)y j (s)ds = ∑ Fi Gi = F · G ,
i

where
F is the SH vector of f ; G is the SH vector of g;
R
y
(s)y
i
j (s)ds is the integral of the orthonormal prodS
ucts, which turns out to be one only when i and j are
equal. Otherwise the integral results in zero due to the
nature of orthonormality.
Production Projection in SH. Our method computes incoming radiance as the product of ambient occlusion and a light map. The product f of two spherical
functions g and h can be projected in spherical harmonics:

In this paper, we explore a simple but powerful modification of the traditional SH lighting techniques. Our
objective is to render high-frequency lighting within
the genuine spherical harmonics framework. Our modification renders static diffuse and specular materials,
allowing the dynamic changes of the lighting and the
view.

Z

3

Fi =

PRELIMINARIES

3.1

S

This section briefly overviews the foundations of SH
lighting on which our system is based [1].

j

yi (s)y j (s)yk (s)ds

(2)

j

k

0 m
(g ∗ f )m
l = αl gl f l ,

(3)

p
where αl is 4π/(2l + 1).

3.2

where Klm is the normalized coefficients.

Diffuse SH Lighting

In our system, we approximate the diffuse SH reflection
lighting Ld at each vertex as follow:

A spherical function f of a band over the sphere can be
defined as a coefficient flm of the SH band,
i.e., flm is the
R
integral of the SH vectors of the band S f (s)ym
l (s)ds.
The discrete sum of the n-th order bands can approximate the original function f (s) as below:

Z

Ld (x,~wo ) =

L(wi )O(wi )ρd dwi = ρd L · O ,

(4)

Ω

where L is a rotated environment light map; O is an ambient occlusion which is the product of visibility and the
cosine term; ρd is a diffuse coefficient. We divide this
reflection equation into three factors: the environment
light map, the ambient occlusion and the reflectance.
These are decomposed to spherical harmonic coefficients
via Monte Carlo integration at the precomputation stage,
where we prebuilt Li and O as SH coefficient matrices.
Diffuse reflection with shadows can be computed on
the fly using the dot products of the SH vectors of the
ambient occlusion, lighting and diffuse reflectance.

l

(1)

l=0 m=−l

where the n-th order in the traditional SH basis includes
n2 coefficients.
Integration in SH. We compute diffuse lighting as
the products of ambient occlusion and a light map. In
spherical harmonics, the integration I of the products of
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S

where Ŷ is a three-dimensional product-projection
maR
trix that can be defined as Ŷi jk = S yi (s)y j (s)yk (s)ds; G
is the SH vector of g; H is the SH vector of h; F is the
SH vector of the product; Ĥ is the SH product-projection
matrix of H.
Convolution in SH. To evaluate specular reflection,
we convolve the incoming radiance function with the
z-aligned kernel [1]. The convolution of the circular
symmetric function g, which can be decomposed into
zonal harmonic coefficients, with a spherical function f
is an element-wise multiplication in the SH domain:

 √ m
m>0
 √2Kl cos(mφ )Plm (cosθ ),
m
yl =
2Klm sin(−mφ )Pl−m (cosθ ), m < 0
 0 0
Kl Pl (cosθ ),
m = 0,

flm ym
l (s),

k

= ∑ ∑ G j HkŶi jk = ∑ G j Ĥi j ,

Spherical Harmonics. Spherical harmonics are defined over a spherical space S, where a point on the space
(x, y, z) is parameterized as (sinθ cosφ , sinθ sinφ , cosθ ).
The angular portion of this system is called the spherical harmonics Ylm (θ , φ ) as a Laplace’s equation, where
l ∈ N (the total number of layers) is the coefficient layer
index, and m is an integer index between −l and l. The
complex basis is transformed and defined to the real
basis ym
l (θ , φ ) in practice using associated Legendre
polynomials Plm as follows:

∑ ∑

k

= ∑ ∑ G j Hk
j

n−1

j

Z

Foundations of Spherical Harmonics

f˜(s) =

(∑ G j y j (s) ∑ Hk yk (s))yi (s)ds
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Base SH lighting

Multi-level SH filtering w.r.t. the difference threshold (T)
Level 4

Level 3

Level 0—2

V0

•••

Level i

Level
Max.

|D3|<T (filtered out)

V1

|D3|>T (continued) |D4|<T (filtered out)

V2

•••

|D3|>T (continued) |D4|>T (continued)

•••

VN

•••

•••

•••

|D3|>T (continued) |D4|>T (continued)

|Di |>T

(continued)

|Dmax|>T

Figure 2: Multi-level SH filtering. We first compute the base SH lighting for all vertices. Then at each level, we
compute the difference D of lighting at each vertex. If the difference of the vertex is lower than the threshold T , we
do not calculate the SH light of the vertex in the higher levels. Otherwise, we repeat the computation in the next
levels.
(a)

(b)

(c)

Pos. Difference

parameters of shininess. To implement specular lighting, we first compute the reflected ray B(~wo ) and the
SH basis value ym
wo )). We also need to compute
l (B(~
the incoming radiance R in the SH domain as the product of the ambient occlusion O and the light L in the
intensity domain. We then conduct element-wise multiplications of the z-aligned specular lobe ρz and the light
R in the SH domain, equivalent to the convolutions of
the specular lobe in the intensity domain.

Neg. Difference
Smoothing

Base-level Rendering

Finding the ROI

Target-level Rendering for ROI

Figure 3: Schematic overview of our multi-level SH
lighting framework. (a) We compute the reference SH
lighting initially and (b) compute the difference between
the current and the reference level in SH lighting. We
define the narrow ROIs for the next level computation
and (c) compute the next level.

3.3

Specular lighting is the most expensive computation
within the SH lighting framework. Compared to other
steps, which are computed in linear time, the product
projection requires N 2 matrix multiplications, where
N is the number of SH coefficients. Note that in this
paper we focus on reducing the computational costs in
specular lighting within the genuine spherical harmonic
framework.

Specular SH Lighting

For specular lighting, we separate reflectance into diffuse (Eq. (4)) and specular reflection terms (Eq. (5)) [17].
We then compute isotropic specular reflection Ls by convolving the specular reflectance function along the incoming radiance [1]:
Ls (~N,~wo ) =

4

We specify our scope to optimizing the genuine SH
lighting framework without relying on any other domain
such as wavelet or zonal harmonics. In particular, our
objective is to enhance the frame rate of SH lighting
with specularity and high-frequency shadows.

Z

Li (~wi )O(~wi )ρs (~wi ,~wo )dwi ,

(5)

Ω

where we employ the isotropic Phong model, assuming
the specular lobe ρs as a single symmetric lobe with a
specular parameter k: ρs (wi , wo ) = (B(~wi ) · ~wo )k [18],
where B() is a bounced light.

4.1

In order to implement interactive lighting of specular
reflection, we convert the expensive convolutions into
element-wise multiplications using the SH basis. We
simplify Eq. (5) as below [1]:
Z

Ls (x,~wo ) =

R(B(~wo ) − ~wi )ρz (~wi )dwi

Ω

Multi-Level Filtering

We desire to decrease the computational costs in SH
rendering by reducing the number of the SH levels adaptively for each vertex. Our method first computes the
reference base harmonics of lighting for each vertex.
To define the ROIs of vertices for the higher levels in
harmonics, we compute the SH lighting at the current
level and filter out the vertices in the next level by comparing the lighting differences of the current against the
reference (under a certain threshold T ). However, the
selected ROIs of the vertices could be discontinued arbitrarily due to the gradient variation of the harmonic
levels. We therefore fill in the holes of the surrounding ROIs after the initial selection of vertices. We then

(6)

= R ∗ ρz (B(~wo )) ,
where R is an incoming radiance on ρz ; B(~wo ) is a reflection of w
~ o ; ρz is a z-aligned specular lobe.
Our precomputation therefore includes the SH decomposition of the Phong reflectance with predetermined
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SH multiplication at level l

SH multiplication up to level l-1

L

•••

level l-1

•

+

(accumulated)

difference
accumulated
up to level l-1

→ O
+ →

4.3

Our method calculates the specular and the diffuse lighting separately adopting the Phong reflectance model.
Our method first determines the reference base-level diffuse lighting for every vertex. The reference base level
for diffuse reflection is limited up to the second level
(the first top three layers) as the three SH layers are fundamentally important to render diffuse reflection [10].
Then, we find a region of interest, which includes the
significant lighting changes between the base and the
target level.

j=0

where is the i-th SH coefficient for the product of the
ambient occlusion O and the light L at the level l; where
bi j is the product-projection matrix of the light L defined
L
as the product of the light L and the product projection
matrix Ŷ (see Eq. (2)). Note that the l 2 -th element is
the first element at a level l while the ((l + 1)2 − 1)-th
element is the last element at the level l.
We then convolve the incoming radiance with the zaligned specular lobe and compute the specular lighting
S at the level l as the value of the convolution at a direction wo (see Fig. 5(c)):

Li Oi ,

i=l 2
l
where Ldi
f f use is a diffuse reflection at a level l for a
vertex x; Li is an i-th SH coefficient for a environment
light map; Oi is an i-th SH coefficient for the ambient
occlusion at a vertex x.

(l+1)2 −1

Sl =

∑

Ri · αi yi (B(wo )) ,

i=0

For instance, the inside of shadows is the result of negative lighting difference while the outside of shadows is
the result of positive light difference, see Fig. 8. Thus,
to capture the change of shadows, we check whether
the absolute value of the diffuse lighting difference |D|
is larger than the threshold T as the level grows. Algorithm 2 presents the pseudo code of the computation of
diffuse lighting at each level.
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Specular ROI filtering

Rli

(l+1)2 −1

∑

Specular
lighting at
level l

O

i

In order to reckon the level-by-level changes of SH diffuse lighting per vertex, we multiply the ambient occlusion and a light to compute diffuse lighting at level l
per vertex x. We then calculate the difference D of SH
lightings between the current and the base levels and
accumulate it as the lighting difference D (see Fig. 4):
=

→

The inspiration on our specular calculation is based on
our observation that the specular region shrinks as the
SH order of lighting increases. Based on this observation, we obtain the specular ROIs of vertices. We first
compute the reference base level of specular SH lighting
same as the original diffuse lighting (up to the second
level). Then we compute specular lighting at the current
level with Eq. (6) and check whether the vertices should
be included in the current ROI specular. We repeat this
vertex filtering level by level, yielding smaller ROIs with
higher orders. To this end, we compute the product R of
the ambient occlusion at a level l (see Fig. 5(b)):
(
(l+1)2 −1 b
Li j O j ,
i ≥ l2
∑ j=0
l
Ri =
,
2
bi j O j , i < l 2
Rl−1 + ∑l −1 L

Diffuse ROI

l
Ldi
f f use

×

→

Figure 5: Computation of SH specular lighting. First,
we compute the incoming radiance R at level l and compute two sub-matrix multiplications and a vector addition for Rl , avoiding the multiply duplication of light
product projection at lower levels. Finally, we compute
specular lighting S at level l via the dot product of Rl
and αY (B(wo )).

compute the next level SH lighting exclusively for the
vertices within the ROIs, followed by smoothing of the
edges around the ROIs. Figure 3 shows the schematic
overview of our method. Figure 2 shows the workflow
to determine the ROI of vertices at each level according
to the level-by-level difference of lighting. Algorithm 1
describes our multi-level lighting method in the pseudo
codes.

4.2

→
•

Bl

^
Light product matrix L

Figure 4: Computation of SH diffuse lighting. We
determine the diffuse ROI of the vertices at level l.

Al ×

→

Bl

difference
accumulated
at level l

Rl αlYl(B(wo))

+
×

difference
at level l

→

→

D

→

→

→

difference
at level l-1

(c) SH Computation
at level l

Rl-1

Al

•••

•••

(b) Sub-matrix
multiplication

level l

•

•

O
D

(a) Light product
projection

Level l

Level l-1

Level 3

where Sl is the specular lighting at the level l; αi is the
i-th convolution coefficient (Eq. (3)); yi (B(wo )) is the
value of i-th SH basis function at a direction B(wo ). Similar to the diffuse filtering, we stop further computation
if specular reflection S is lower than the threshold T . Algorithm 3 presents the pseudo code of the computation
of specular lighting at each level.

31

ISBN 978-80-86943-70-1

WSCG 2014 Conference on Computer Graphics, Visualization and Computer Vision

Initial ROI

Expanded as ROI

Excluded from ROI

ROI

Uncalculated

1st tier neighbors

2nd tier neighbors

Uncalculated

0
1
D
3
2
D
3
(a) Travel the neighboring vertices
around the ROI

(b) Compute the SH lighting
difference and add the vertex

D

Figure 6: Filling in the incomplete ROIs. (a) Traveling
the neighboring vertices around the ROI. (b) Computing
the SH lighting difference of the neighbors exclusively
and adaptively modifying (expanding) the ROI according to the difference.

4.4

(a) Before extrapolating
boundary SH lighting

Figure 7: Smoothing the boundaries. (a) We extrapolate the calculated SH lighting to neighboring vertices
in the breadth-first order. (b) For the neighbors, we average the SH lighting and extrapolate it up to the second
tier neighbors. D is an SH lighting on the boundary of
the ROI.

Refinements

Refining the ROIs. Some vertices could be filtered
out from the ROI at an early level although they might
have significant lighting changes in higher orders. We
therefore refine the ROIs of diffuse and specular lighting
by traveling the spatial coherence around the neighboring ROIs in the breadth-first order. We first compute the
difference of SH lighting exclusively among neighboring vertices around the initial ROI (up to the maximum
order of harmonics). If the lighting on the vertex varies
significantly, the vertex is added to the initial ROI. We
repeat this process until no more significant lighting
changes are detected among the neighboring vertices
(see Fig. 6).

Intel i7 3770 CPU with 3.4 GHz (4 cores; L1/L2/L3
cache: 4×32KB, 4×256KB and 8MB), 16GB DRAM,
and an Nvidia GeForce GTX 670 (2GB RAM). Our
implementation is genuinely CPU-based through multithreading using OpenMP. Note that the GPU is only
utilized to compute triangle interpolation.
We first parallelize the incoherent vertex-dependent computations such as computing the bounce vectors of lighting per view and multi-level filtering (see Sec. 4.1). In
addition, we parallelize our BFS method for refining
the ROIs of SH lighting. We define an array of outer
vertices from the boundary of the initial ROIs of the
base level, storing the array as a parallel queue. We
test the SH lighting differences of the vertices between
the current and higher SH order simultaneously within
the queue, yielding a selection of the vertices. We then
create another parallel queue of neighboring outward
vertices from the selected vertices, preparing the nextlevel traveling. The tests of lighting differences follow
in the same manner. We repeat this process recursively
until no vertex is selected.

Smoothing the Boundaries. We render high-order
SH lighting exclusively within the ROIs, yielding sharpedge artifacts often around the ROIs. This edge artifacts
occur as the computational trade-off between the speed
and the accuracy while comparing the SH lighting differences. For instance, when we use a very low level
of threshold T , most of the vertices are classified to
the ROI. There is no improvement in computational
efficiency. When we use a high level of T , our naive
calculation might suffer from sharp edges around the
boundary of the ROIs. Hence, we empirically chose a
level of threshold (we use T = 0.02 for specular reflection and T = 0.01 for diffuse reflection) first.

Results. Here we demonstrate the performance of
our method. Refer to our supplemental video for the
comparison of our rendering performance with reference computation. Table 1 compares the performance of
our method with three objects and various environment
maps.
Figure 8 compares the SH diffuse lighting, the accumulated difference map and the initial ROI. Note that
the diffuse shadows become sharper as the SH level increases. This shadow frequency changes can be regarded
as the accumulated SH light differences. Our initial ROI
are filtered level-by-level in respect to the accumulated
SH lighting differences.
Figure 9 presents our overall results with respect to
frames per second (FPS) and peak signal-to-noise ratio (PSNR). Our method is to render the base lighting
for each vertex and add the lighting changes for the ver-

We travel the neighboring vertices from the boundary of
the ROIs using the breadth-first search (BFS) method,
and linearly extrapolate the computed SH lighting of the
ROIs toward the second level of the outer boundary of
the ROIs in the breadth-first order (see Fig. 7). Note
that we take all the neighboring SH lightings of the
connected vertices into account by averaging them.

5

RESULTS

This section describes the implementation detail of our
method and demonstrate results.
Implementation. We implemented our locally adaptive SH lighting method in C++ on a machine with an
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Environment map
Peter’s basilica
Euclayptus Grove
Galileo tomb
Galileo tomb
Grace Catjedral
Grace Cathedral
Uffizi Gallery
Peter’s Basilisca

Model
Armadillo
Armadillo
Armadillo
Max Planck
Max Planck
Happy Buddha
Happy Buddha
Happy Buddha

# of
vertices
52k
52k
52k
58k
58k
59k
59k
59k

SH
level
10
10
10
10
10
9
10
9

# of SH
coeffs.
121
121
121
121
121
100
121
100

FPS
(ours)
13.7
12.1
13.2
13.9
12.3
12.7
14.2
14.3

FPS
(full cal.)
5.4
5.5
5.4
5.1
5.1
5.7
4.2
5.7

Filtering ratio
(diffuse)
13%
18%
9%
19%
9%
10%
14%
16%

Filtering ratio
(specular)
80%
73%
78%
83%
79%
78%
91%
85%

Speed
gain
2.53
2.20
2.44
2.72
2.41
2.23
3.38
2.50

Table 1: Quantitative measurements of our method with four objects with various environmental maps.
(a)
SH diffuse
lighting
(shadow)

(b)
Difference
map

Level 2 (base)

L6 – L2

Level 6

Level 10

L10 – L2

Level 13

L13 – L2

Diffuse ROI

Level
L13
L11
L6

Positive
Difference
Negative
Difference

L3
L0

Figure 8: Level-by-level difference of our SH diffuse shadow lighting. (a) shows the SH diffuse lighting at each
level and (b) shows the difference map of the levels against the reference base level.
(a) Level 2 (base)

(b) Full SH coef.

(c) Ours

(d) Multi-level Filter

Level

L10
L8
L6
L4

SH
Specular
+ Diffuse

L2

FPS: ≥60

FPS: 15

FPS: 5

PSNR: 43.87

L0
L10
L8
L6
L4

SH
Specular

L2

FPS: ≥60

FPS: 5

FPS: 17

PSNR: 45.96

L0
L10
L8
L6
L4

SH
Diffuse

L2

FPS: ≥60

FPS: ≥60

FPS: ≥60

PSNR: 51.16

L0

Figure 9: SH specular and diffuse lighting. (a) shows the reference base level. (b) shows the full calculation of the
entire SH coefficients. (c) presents our specular and diffuse lighting. (d) illustrates our multi-level filter for ROIs.
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(a)

(b)

(c)

(d)

(e)

(f)

(g)

Figure 10: Evaluation of visual differences between frames. (a) shows our rendering results of SH diffuse/specular
lighting of the “Happy Buddha” model that spins about its object axis. (b)–(g) present the close-up views around
the belly part of the model (the white box area in (a)) in 0.2 seconds intervals. (b)–(c) show smoother transition
from the specular highlight to the diffuse color. However, the frame (d) and (e) bluntly show the sudden changes of
the ROI, lacking middle-level specularity while the object spins (compare the regions with the red and the yellow
arrows). (f) and (g) start to present the missed specularity suddenly again. Although the visual differences between
the frames are subtle in this figure, the difference in the video becomes more noticeable. Refer to the supplemental
video for more example.
140

tices only within the ROI (the red region of Figure 9(d)).
Our specular and diffuse lighting speeds up the rendering time by a factor of 3.0 with a high PSNR as 43.87,
which looks virtually identical. It is worth noting that
the diffuse ROIs cover overall vertices in the scene while
the specular ROIs are distributed in the small regions.

Frames per second (FPS)

6

DISCUSSION

Our adaptive SH
100
80
60
40
20

Our method achieves lower FPSs than the full calculation up to the fourth SH level because the adaptive SH
computation with the overhead for checking the lighting
differences is more expensive than the raw SH computation. However, as the SH level increases, the cost of
SH computation grows faster than the overhead. Therefore, our algorithm can achieve interactive SH rendering
in higher than the fourth level. Figure 11 and Table 2
compare the impact of the level of SH coefficients on
the rendering speed.

0

2

3

4

5
6
7
8
9 10 11 12 13
Level of SH coefficients

Figure 11: The level of SH coefficients impacts on
rendering speed of our method (model: Happy Buddha).
ular SH lighting so that our adaptive filtering method
become more efficient in particular with specular.
We currently implemented our algorithm in the CPU
environments. Our method is based on dynamic filtering
on SH lighting components for each vertex so that the
array size of the SH lighting computation is inconsistent.
Therefore, our method might not be efficient in the GPU
environments as it is in the CPU environments.

As shown in Table 1, the adaptive filtering performance
of our method with specular SH lighting becomes more
efficient than that with diffuse SH lighting. Diffuse SH
lighting is determined by the hemispherical integral of
the product of the ambient occlusion and lighting, while
specular SH lighting is affected primarily by the convolution of the incident light vectors around the bounce
vector. Most of the vertices are visible with each other
while computing the hemispherical integrals of diffuse
lighting so that the filtering ratio of our diffuse ROIs is
relatively low. In contrast, we need only dominant light
information around the specular lobe for rendering spec-
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Full SH calc.

120

Fig. 10 presents the visual differences between frames in
the video. Our adaptive lighting method often filters out
some orders of SH coefficients, depending on the threshold level of light difference. When the threshold level is
too high, the size of ROIs shrinks rapidly, yielding such
flickering artifacts. In other words, the filtering performance could be sacrificed when the threshold level is too
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SH Level
2
3
4
5
6
7
8
9
10
11
12
13

# of Coeffs.
9
16
25
36
49
64
81
100
121
144
169
196

FPS
(full SH calc.)
120.0
70.3
48.6
31.5
19.8
13.2
8.4
5.9
4.2
3.1
2.3
1.8

FPS
(ours)
60.0
56.0
46.1
37.1
30.5
21.4
15.5
12.2
9.3
7.6
5.4
4.1

Algorithm 1 Multi-Level SH Filtering
1: procedure M ULTI L EVEL F ILTERING
2:
for vertex x in scene do
3:
for level i from 0 to BASE do
4:
base[x] = COMPUTE SHL IGHT(i, x)
5:
end for
6:
di f f [x] = 0
7:
for level l from BASE + 1 to TARGET do
8:
di f f [x]+ = COMPUTE SHL IGHT(l, x)
9:
if di f f [x] < T then
10:
REMOVE F ROM ROI(x)
11:
end if
12:
end for
13:
end for
14:
REFINE ROI()
15: end procedure

PSNR
46.72
50.72
45.85
44.29
42.52
43.27
42.86
44.22
44.27
42.80
42.49
42.00

Table 2: Frame-rate comparison between the full SH
coefficients computation and our adaptive method. The
PSNR compares the image differences between them.
low. We could trace back that the typical ringing artifact
of spherical harmonic lighting impacts the traveling algorithm of our method (described in Sec. 4), yielding such
visual artifacts between frames. We will remove this by
attenuating high-frequency lighting coefficients [19] in
our future work.

7

Algorithm 2 Compute diffuse lighting at level l
1: procedure C OMPUTE D IFFUSE ( L , X )
2:
levelDi f f use = 0
3:
for i from l 2 to (l + 1)2 − 1 do
4:
levelDi f f use+ = L(i)O(x, i)
5:
end for
6: end procedure

CONCLUSION

We propose a simple but practical multi-level filtering
solution for genuine spherical harmonic lighting. Our
approach evaluates the local variance of SH lighting
level by level to filter out vertices that do not require
high order computation of SH coefficients. The coarsely
determined regions of interests are refined by filling
in the incomplete regions by traveling the neighboring
vertices from the outer boundary of the ROIs in the
breadth-first order. Our method allows to compute high
order products of spherical harmonic lighting for both
diffuse and specular lighting with a real-time rate by
changing the lighting and view.

Algorithm 3 Compute specular lighting at level l
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
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13:
14:
15:
16:

procedure C OMPUTE S PECULAR ( L , X , R )
levelDi f f use = 0
for i from l 2 to (l + 1)2 − 1 do
R(i) = 0
for j from 0 to (l + 1)2 − 1 do
R(i)+ = Ŷ (i, j)O(x, j)
end for
levelSpecular+ = R(i)α iY i (B(wo ))
end for
for i from 0 to l 2 − 1 do
for j from l 2 to (l + 1)2 − 1 do
R(i)+ = Ŷ (i, j)O(x, j)
end for
levelSpecular+ = R(i)α iY i (B(wo ))
end for
end procedure

APPENDIX A
This appendix provides pseudo-codes for our multi-level
SH filtering and the computation of diffuse and specular SH lighting at each level in our spherical harmonic
lighting.
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ABSTRACT
This paper extends prior work with normalized radial visualizations (NRVs) that includes the RadViz mapping onto
the two-dimensional unit disk. Here we examine point sensitivity under varying assumptions about dimensional
anchor motion. First, we describe the role of the barycenter of the dimensional anchors as the position where
records map to under a NRV when all of their dimensional values are equal. Next, we explore the intuition that
data records whose standard deviation across the dimensions is small map close to the barycenter under a NRV;
such data records have low mobility. When the dimensional anchors are arranged uniformly on the RadViz circle,
our distance formulation provides a preprocessing test that is sufficient for concluding that a record will lay within
a circle of radius 12 around the barycenter. This test is independent of the ordering of the dimensional anchors
on the circle. Then, for RadViz we employ a robotic motion planning analogy which utilizes the Minkowski sum
to show that when some of the dimensional anchors’ positions are free to move on the unit circle, then a data
record maps inside an annulus, whose center, inner and outer radii are computable. Extending the motion planning
analogy, we are able to determine a dimensional anchor configuration which places a data record image point at a
chosen position. To illustrate this, the Weave visualization system has been enhanced to include interactive point
sensitivity features.

Keywords
Computer Graphics, Radial Visualization, Visual Analytics

1

INTRODUCTION

Radial visualizations, with some variety in construction, originated in the 19th century.
RadViz [HGM+ 97b] is a 2D visualization that displays d
dimensional data by arranging labels at points on the
circumference of the unit circle. Figure 1 shows an
example of a basic RadViz image for a dataset with
14 dimensions. RadViz can be viewed as a particular instance of a Normalized Radial Visualization
(NRV) [DGRG12], which describes a transformation
′
in Euclidean space from Ed → Ed , where d ′ = 2 (see
Section 1.1). Each of n data records are then associated
with points on the interior of the circle by way of the
RadViz algorithm. The labels located on the unit circle

Figure 1: A RadViz image of a 14d data set [DGRG12].
are called Dimensional Anchors (DAs), one for each of
the d dimensions.
This paper examines point sensitivity for this type of radial visualization under varying assumptions about dimensional anchor motion. That is, we observe how a
data record’s position in the image space changes as dimensional anchors move (how sensitive the point is to
changes in DA positions). The literature on this topic is
scarce. The closest work appears to be Reem’s [Ree11]
examination of how the geometric characteristics of

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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a Voronoi diagram [Aur91] change under small perturbations of the sites. Yi et al. [YMSJ05] discuss
data records moving towards dimensional representatives (see Section 1.1).

Coordinates [Kan00], 3D Star Coordinates [SY06],
RadViz [HGM+ 97a], and SphereViz [SDC07].
Yi et al. [YMSJ05] describe a radial visualization that
employs “magnets”, which exhibit and attraction force
with a point based on the product of the dimension’s
value in the data record and the strength of the magnet.
In a manner similar to the RadViz DAs, the magnets
act upon only a single dimension. The magnets may
also be moved and the motion of the particles examined.
Unlike RadViz, the magnet may also repel a particle.

Our approach begins in Section 2 by highlighting the
NRV barycenter (average, center or centroid) of the
dimensional anchors as the position where records map
to when all of their dimensional values are equal. This
can differ from the RadViz unit disk’s center. Records
whose standard deviation across the dimensions is
small map close to the barycenter, and we derive
a bound on this distance that applies to arbitrary
dimension of the NRV image space. Such records have
low mobility under motion of the dimensional anchors.
Next Section 3 uses a motion planning analogy (see
Section 1.2) in the RadViz context to show that, when
some of the dimensional anchors’ positions are free
to move on the unit circle, then a data record maps
inside an annulus, whose center and inner and outer
radii we provide. The motion planning analogy extends
further to allow us to, given any point on a data
record’s annulus, reverse-engineer to recover a set of
dimensional anchor positions that yield that point. An
earlier version of Sections 2 and 3 appears in the PhD
thesis [Rus13]. Section 2 extends beyond [Rus13] the
bound on barycenter distance to arbitrary dimension
of the NRV image space. Section 3 generalizes the
annulus center and radius calculation to accommodate
moving an arbitrary number of DAs.

Tominski et al. [TA04] describe several different visualization methods which take high dimensional data and
map it to a 2D image space. Although their TimeWheel
is oriented toward datasets that have a temporal component, it may be used for other datasets where an independent variable is chosen as the variable of focus.
Once this focus variable is placed in the center, the
ordering of the remaining variables poses a difficulty
as in RadViz and Parallel Coordinate [ID90] visualization. Both their MultiComb and spike glyph are similar, however less sensitive to the arrangement of the
non-focal component. This is in contrast with RadViz,
where there is no particular component that is the focus
of the analysis.
Daniels et al. [DGRG12] establish a number of
theoretical properties of radial visualizations as well
as rigorously formulate a broader class of Radial
Visualizations – the aforementioned NRVs. RadViz
is shown there to be a special instance of NRVs.
RadViz has been shown in the literature to be useful
for multi-dimensional data. For example, DiCaro
et al. [DCFMFM10] use d ≤ 8, Figure 1 shows
d = 14, Daniels et al. include a RadViz example
from bioinformatics with 6817 genes, each associated
with a dimensional anchor, and RadViz is applied
in bioinformatics for supervised learning in [KB10].
Other RadViz research includes integration of RadViz
with Parallel Coordinates by Bertini et al. [BAS+ 05],
Vectorized RadViz [Sha04, SGM08, Zim11] and using
RadViz to visualize time series data [NS11].

These results are beneficial to the visualization analyst
who wants to understand the freedom of movement of
data record image points under motion of the dimensional anchors. For this paper the Weave visualization
system [DSFG12] has been enhanced to include interactive point sensitivity features. Weave is a highly interactive open source web-based visualization platform
that provides the ability to integrate, analyze, and visualize distributed data and databases, and to disseminate
the results in a web page. Weave is available on the
github public code repository. Section 4 provides conclusions and offers avenues for future research.

1.1

Prior to Daniels et al.
other authors, such as
Nováková [Nov09] and McCarthy et al. [MMH+ 04],
had offered informal observations on properties formally stated and proved in Daniels et al. [DGRG12],
such as points which lie on a line crosscutting the
origin map to a single point in the RadViz plane.
McCarthy [MMH+ 04] states “points with approximately equal dimensional values will lie close to the
center.” In this paper we show that the barycenter of
the DAs is actually involved; in McCarthy’s case the
barycenter is coincident with the center of the unit disk.

Normalized Radial Visualization

Early examples of radial visualizations are William
Playfair’s pie charts and Florence Nightingale’s polar
plots [WGK10]. Draper et al. provide a comprehensive
survey of radial visualizations [DLR09]. Diehl et al.
empirically evaluate the strengths and weaknesses
of radial visualization for a task such as memorizing
positions of visual elements, and they suggest that
radial visualization, while outperformed in some ways
by Cartesian coordinates, can help the user focus on
specific data dimensions [DBB10]. Some additional
examples of advances in the use of radial visualizations include Circle Segments [AKK96], 2D Star
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The RadViz mapping is analogous to spring forces using Hooke’s Law. Informally we may picture each data
image in RadViz as being tethered to multiple springs,
one for each dimension, with each of these springs at-
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ηi =

1
∑d−1
j=0 vi, j

.

(4)

2. The η transformation projects each data point onto
a simplex facet which is the intersection of the projective hyperplane ∑ j=d−1
D j = 1 with the positive
j=0
orthant. Here D j is a variable for the j th dimension.
3. The η transformation is composed with an affinity [FR87, Far02] which takes points from the simplex facet to inside the convex hull of the DAs. This
does not require the DAs to be cocircular.
4. An NRV maps lines to lines, ellipsoids to ellipsoids,
and preserves point ordering and convexity.
Using η we can reformulate Eq. 2 as:

Figure 2: An illustration of RadViz’s spring force analogy [GYLG05].

d−1

~x = ηi

tached to one of the DAs (see Figure 2). These springs
“pull” the data image towards the circumference of
the circle. To formulate the mapping [DGRG12], we
start with the stretching forces (~F) of d springs under
Hooke’s law for the i th data record vi . At equilibrium
we have:

∑ F~ j = 0 = ∑ vi, j (~S j −~x)

j=0

1.2

j=0

~
∑d−1
j=0 S j vi, j
∑d−1
j=0 vi, j

.

O’Rourke relates results attributed to Hopcroft et
al. [HJW85] that address this. Hopcroft et al. also
prove a theorem which allows us to compute the
inner and outer radii of the annulus: “The reachability region for an m-link arm is an origin centered
annulus with outer radius ri,O = ∑m
l=1 ℓl and inner
radius ri,I = 0 if the longest link length ℓM is less
than or equal to half the total length of the links,
and ri,I = ℓM − ∑l6=M ℓl otherwise.”
The annulus
results rely on the Minkowski sum of two sets B1 and
B2 , which is defined as the set of pairwise sums of
points from each of the two sets. Formally we write
B1 ⊕ B2 = {b1 + b2 |b1 ∈ B1 , b2 ∈ B2 } [dBvKOS00].
The Minkowski sum is associative [GS93].

(2)

In two-dimensional RadViz we then have:
xi,1 =

∑d−1
j=0 cos(θ j )vi, j
∑d−1
j=0 vi, j

xi,2 =

∑d−1
j=0 sin(θ j )vi, j
∑d−1
j=0 vi, j

. (3)

In the above expressions ~S j is decomposed into its components for the xi,1 and xi,2 position of the DA (respectively, in Cartesian coordinates, cos(θ j ) and sin(θ j )).
These expressions are generalizable to higher dimensional NRVs [DGRG12]. Thus, RadViz is a special case of an NRV. Here we list several characteristics of NRVs which were established in Daniels et
al. [DGRG12] and are applied in this paper:

A recursive procedure is described by O’Rourke which,
when supplied with a point p in the annulus, reverseengineers angles for the robot arm’s links that allow the
arm to reach that point. The base case is one involving
3 links, which can be solved using several cases based

1. The scaling transformation η , where for the i th
record vi in a data set of d dimensions, ηi is a perspective transformation:
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Motion Planning

In Section 3 we demonstrate a link between some concepts from robotic motion planning and point sensitivity. O’Rourke [O’R98] explores in depth the motion
planning subfield of a so-called “robot arm.” This arm
is a succession of fixed length segments with one end in
a fixed position referred to as the “shoulder,” where the
shoulder is assumed to be at the origin. For an m-link
robot arm we label each of the m links as ℓm . Given
m link lengths connected to an arm, the reachability
problem asks: “which points in the plane can the m-link
arm’s outer tip reach?”

(1)

~ j = k~x for k some spring constant and k~xk is
where F
the stretched distance. The stretched distance is the distance from the DA to a point in the two-dimensional
image space. We substitute for k the data record’s value
for the j th dimension: vi, j . For x we substitute the distance between the DA ~S j on the unit circle and the data
record’s image x and then solve for ~x:
~x =

(5)

DAs need not be on the circle in an NRV, but for some
of our RadViz results we assume that they are, as is
customary.

d−1

d−1

∑ ~S j vi, j .

j=0
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on intersection of a circle with an annulus. At the i th
level of the recursion the problem is to reach a point pi .
A circle of radius ℓi is constructed, centered at pi , and
that circle is intersected with the annulus for the first
i − 1 links to produce a point ti . A set of i − 1 angles are
determined recursively in order to reach ti and then link
li is added to the result to allow connection of ti to pi .
The procedure’s running time is linear in the number of
links.

p

O

Figure 4: The barycenter and convex hull for an arrangement of DAs. Data points represent the 310
records from the 6d Vertebral Column dataset [BL13]
shown in Weave [DSFG12].

Figure 3: An example of an annular reachability region for a robot arm, with 4 links, shouldered at O,
together with a link configuration allowing the arm to
reach point p.

This yields Eq. 6. We note that this result extends to all
NRV’s. Furthermore, it does not require the DAs to be
cocircular. The impact is that, regardless of where the
DAs are placed, such records always lie at the barycenter of the DAs.

Figure 3 illustrates an example of an annular reachability region for a 4-link robot arm. In Figure 3 the
arrangement of 4 links allowing the tip of the arm to
reach point p forms a link configuration.

2

We observe that having records of all equal dimensional
values map to the barycenter implies a corollary to
Lemma 2.1 of Daniels et al. [DGRG12]. That lemma,
which applies to NRV transformations, involves the
η mapping and is summarized in item 2 in our Section 1.1. The corollary is that the line x1 = x2 = · · · = xd ,
which is perpendicular to the simplex facet associated
with η , maps under the η transformation to the center
of the simplex facet, which then maps, under the affinity which takes the simplex facet into the NRV image
space, to the barycenter bP of the dimensional anchors.
Thus, the line x1 = x2 = · · · = xd maps to the barycenter.

BARYCENTER PROXIMITY

The barycenter (average, center, or centroid) bP of the
DAs is expressed as:

bP =

~
∑d−1
j=0 S j
d

(6)

Figure 4 illustrates the barycenter of a set of dimensional anchors for the 310 records from the
6-dimensional Vertebral Column dataset [BL13]. Note
that the barycenter of the DAs in Figure 4 is not at the
unit disk’s center. Data record images that are close to
bP are undesirable, partly because they can represent
cancellation of opposing DA contributions. In addition,
we show that the barycenter is the place where records
of all equal dimensional values map to. Starting from
Eq. 3 we have:

xi,1 =

∑d−1
j=0 cos(θ j )v0
∑d−1
j=0 v0

=

∑d−1
j=0 cos(θ j )
d

2.1

Here we relate a data image’s distance in the d ′ -dimensional image space from the NRV barycenter bP to
the standard deviation of the data values across the d
dimensions in the original data space. The 2D RadViz
context is the special case in which d ′ = 2. This development does not assume that the dimensional anchors
are uniformly placed on a circle, nor must they even be
cocircular.

(7)

and, similarly,

xi,2 =

∑d−1
j=0 sin(θ j )v0
∑d−1
j=0 v0
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=

∑d−1
j=0 sin(θ j )
d

Upper Bound on Distance from
Barycenter

First we formulate dimensional value vi, j for data
record vi in the data space in terms of the standard
component
values, and
deviation σi of its dimensional


d−1
the record’s mean v̄i = ∑ j=0 vi, j /d:

(8)
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v
u d−1
u1
σi = t ∑ (vi, j − v̄i )2
d j=0
(vi, j − v̄i )2 = σi2 d −

The Euclidean distance, in the image space, from the
barycenter is:

(9)

v
u ′
ud
Dist(xi , bP ) = ηi t ∑

d−1

∑ (vi,l − v̄i )2

k=1

(10)

l6= j

(11)

l6= j

d−1

.

(12)

∑d−1
j=0 vi, j
d

=

ηi−1
d .

So we may rewrite

!
ηi−1
∑ S jk (γ j + d ) .
j=0

d−1

xi,k = ηi

(13)

xi,k = bP,k + ηi

∑ S jk γ j

j=0

!

.

(14)

where bP,k is the kth component of the barycenter. Thus,
the distance of, for example, the kth component of
the NRV projected point to the kth component of the
barycenter of the DAs is:
d−1

xi,k − bP,k = bP,k + ηi

∑ S jk γ j

j=0

!

− bP,k

ηi

∑ S jk γ j

j=0

!

.

(15)

(16)

If we make some substitutions to remove the γ terms
we have:
d−1

ηi

!

∑ S jk (vi, j − v̄i )

j=0
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.



1 2
+ √
ρ

(19)

Dist(xi , bP ) ≤

s

2
.
ρ

(20)

The restriction
of points to lay within a circle of raq
2
dius ρ centered at bP has particular significance for
RadViz with uniform placement of DAs. Specifically,
if ρ = 8 points will then lay within a circle of radius
1
2 . Points in that region are of limited usefulness to
the user due to, among other factors, the cancellation
of forces from opposing DAs. The user would have
difficulty assessing which DAs are most influential for
points in this region. In the case where we uniformly
place DAs on the unit circle we are able to identify,
without completing the RadViz transformation, which
points are restricted to lay within this region.

or just:
d−1

2

In RadViz, as σi increases the distance from bP increases to a maximum of 2, the maximum possible in
the unit circle. The maximum distance of 2 may be
closely approached in a case such as the following example: given d DAs place all but one at (0, 1). Place
the one remaining DA at (0, −1). We are then able to
see that the distance may be calculated as 1+(d −2)/d.
For the 100d data record < 1, 0, 0, . . . , 0 > with D0 the
DA at (0, −1) we find that we have a distance of 1.98.

If we cancel the ηi′ s and group terms conveniently we
have:
d−1

where ρ is an

In the case when σi = 0 any of the vi, j are equal to v̄i
and so the total distance from bP is 0, as we would expect from earlier in this section. The alternate way of
showing this result using the standard deviation assists
in appealing to our intuition concerning the relationship
between the data record values and the point locations
within the circle.

j=0

We notice that v̄i =
this as:

(18)

Thus, we are able to identify a circular
q region, centered
at bP with radius Dist(xi , bP ) ≤ ρ2 , in which points
satisfying this condition must lay.

= ηi (S0k (γ0 + v̄i ) + · · · + Sd−1k (γd−1 + v̄i ))
!

∑ S jk (γ j + v̄i )

s

1
√
d ρ,

.

1
√
ρ

Dist(xi , bP ) ≤

Let us call the square root term γ . So, the NRV mapping, as expressed in Eq. 5 using ηi from Eq. 4, now
looks like this (for the kth component in the image
space):

= ηi

∑ S jk (vi, j − v̄i )

j=0

Finally, if we hold ηi (vi, j − v̄i ) ≤
arbitrary constant, we then have:

v
u
d−1
u
vi, j = tσi2 d − ∑ (vi,l − v̄i )2 + v̄i .

xi,k

!2

d−1

3

CIRCULAR DIMENSIONAL ANCHOR MOTION

Here we examine the effects on a data image’s position of dimensional anchor motion. We assume that

(17)
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saw that moving any one DA in a 360◦ arc results in the
data point tracing a circular path. In this case of multiple DAs we then have a composition of circular paths.
This composition of circular paths may be expressed
using the Minkowski sum defined in Section 1.2. As
shown in Figure 6 the result of varying more than one
DA results in any one data image forming an annulus.
In what follows we derive the center and inner and outer
radii of the annulus.

DAs are cocircular and move in circular paths along
the common RadViz circle. Section 3.1 allows one DA
to move, which moves a data image in a corresponding
circle. Section 3.2 moves multiple DAs. This creates an
annular region, as in motion planning for a “shoulderbased” multi-link robot arm (Section 1.2). Reverseengineering a configuration of DA angles for a given
position on an annulus is covered in Section 3.3.

3.1

Moving One Dimensional Anchor

Without loss of generality let us move the 0th DA in a
360◦ arc, and we solve for record vi ’s image ~x:
~ −~x) = 0
vi,0 (S~0 −~x) + · · · + vi,d−1 (Sd−1
d−1

~x =

ηi

∑ S~ j vi, j

j=1

!

+ ηi S~0 vi,0 .

(21)

(22)

So, by moving any one DA the movement of
the
 point will trace a circular path with center
d−1
ηi ∑d−1
j=1 cosθ j vi, j , ηi ∑ j=1 sinθ j vi, j and radius ηi vi,0 .
This effect can be seen in Figure 5. Note that the point
circle’s center location is determined only by the data
record values and DAs that are fixed in position and
that the point circle’s radius is determined by the data
record values associated with DAs that are moving.

Figure 6: The annular path traced by the single highlighted point (indicated by the arrow) when the DAs for
Pelvic Incidence and Pelvic Tilt are moved around the
circle. Data points represent records from the Vertebral
Column dataset [BL13] shown in Weave [DSFG12].
Center = (−0.14, 0.36) and inner radius = 0.14 and
outer radius=0.20.
First, returning to our DAs we have:
d−1

~x =

ηi

∑ S~ j vi, j

j=2

!



+ ηi S~0 vi,0 ⊕ ηi S~1 vi,1 .

(23)

Since the Minkowski sum is associative, varying additional DAs follows similarly. For example, varying a
third DA, say, the 2nd one, would be expressed as:
d−1

~x

Figure 5: The circular path traced by the single highlighted point (indicated by the arrow) when the DA for
Lumbar Lordosis Angle is moved around the circle.
Data points represent records from the Vertebral Column dataset [BL13] shown in Weave [DSFG12]. Center = (−0.20, 0.18) and radius = 0.27.

3.2

ηi

∑ S~ j vi, j

j=3

+



(24)



ηi S~0 vi,0 ⊕ ηi S~1 vi,1 ⊕ ηi S~2 vi,2 .

See Figure 7 for an example.

For a given data record value, the center of the annulus is completely determined by the fixed dimensional
anchors (Eq. 26). In general, if T is a set of m + 1 dimensional index values for which DAs are varying and
T j is the j th index in T , then the annulus is:

Moving Multiple Dimensional Anchors

To examine the effects of moving multiple DAs we will
consider (again, without loss of generality) the case of
moving the 0th and 1st DAs in a 360◦ arc. The two DAs
move independently of each other. In Section 3.1 we
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=

!

~x = ci,T +

m
M

ηi S~Tl vi,Tl ,

(25)

l=0
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where the center of the annulus is given by
d−1

ci,T = ηi

∑

S~ j vi, j .

(26)

j=0,T j ∈T
/

To obtain its inner and outer radii we use the analogy
from robot motion planning summarized in Section 1.2.
In our case the robot arm will not necessarily have its
shoulder at the origin but this does not affect our application of this theorem; our shoulder is at the center of
the annulus.
For data record vi , we interpret the radius of each circular path traced when varying any one DA as the length
of any link ℓ. Thus, when varying the 0th DA for record
vi , ℓ0 = ηi vi,0 and, in general, ℓl = ηi vi,l . The outer
radius is therefore:
Tm

ri,T,O =

∑
l=T0

Figure 7: The annular path traced by the single highlighted point (indicated by the yellow text box) when
the DAs for Lumbar Lordosis Angle, Pelvic Radius,
and Grade of Spondyloisthesis are moved around the
circle. Data points represent records from the Vertebral
Column dataset [BL13] shown in Weave [DSFG12].
Center = (0.23, −0.04) and inner radius = 0.07 and
outer radius=0.43.

Tm

ℓl =

∑ ηi vi,l

(27)

l=T0

The inner radius ri,T,I depends, as indicated in Section 1.2, on the relative link lengths. Again, let ℓM be
the maximum link length for the moving DAs. If this
is at most half of the total link lengths, then ri,T,I = 0.
Otherwise:
ri,T,I = ℓM −

∑

l∈T,l6=M

ℓl = ℓM −

∑

ηi vi,l .

(28)

l∈T,l6=M

Since these radii all have ηi as a common factor, the
reach of these links can be seen, then, to be directly
proportional to the value vi, j of the record for dimension j. From this we note that our ability to reposition a
data image also is directly dependent on vi, j . The result
of the center, link lengths, inner and outer radii calculations, according to the above, is illustrated in Figure 7
for the case where D0, D1 and D2 are moving.

Figure 8: The size of the point varies with the outer radius of the annulus. The annulus outer radius for the
selected anchors (in red), is used for setting point size.
Points closer to Pelvic Radius and Grade of Spondylolisthesis are larger, indicating a stronger expression
for these anchors.

The outer radius of the annulus associated with a particular data record point is dependent upon the data record
value for the dimensions for which the DAs are mobile.
It is independent of the location of the fixed DAs or the
value of the point’s coordinate in the dimensions which
correspond to the fixed DAs. Figure 8 illustrates this by
altering the size of the point in the RadViz visualization
in proportion to the outer radius of the point’s annulus.
This feature provides a use case for the visualization
analyst to further explore data relationships by showing
the relative mobility of the records.

3.3

If p is in A, a natural next question is: can we find a set
of DA positions producing p? This reverse-engineering
task is addressed here. Again, we use a motion planning
analogy; this is the one from Section 1.2 which uses a
recursive approach.
The algorithm described by O’Rourke [O’R98] (summarized in Section 1.2) is formulated in a recursive
fashion. Since our goal is a high-dimensional visualization, from a practical point of view we need to avoid
recursion stack depth overhead. Our prototype implementation of the algorithm written in Perl uses an iterative interpretation of the recursive algorithm which

Reverse-Engineering Dimensional
Anchor Configuration

Section 3.2 allows us to solve the following problem.
Given a point p determine if there are DA positions allowing a data image to lie at p. This is accomplished by
constructing the annulus A and then testing if p is in A.
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takes into account the properties of our annuli and that
our “links" are DAs.

when the DA positions change.) Our bound on the distance from a data record’s image to the barycenter can
form the basis for a preprocessing step for exploration
in radial visualization where the DAs are placed uniformly. We have presented a correspondence between
robot arm motion in the 2D plane and circular motion
of DAs. This confines a data record’s image to an annulus, whose center and inner and outer radii we provide. Given a point in an annulus we also show how to
recover an associated DA configuration. This can potentially be extended to solve the following problem:
given k points, what is an optimal DA arrangement to
place these points closest to the boundary? Examples
of our point sensitivity features are demonstrated using
the Weave system. The insights provided in this paper lay a foundation for additional avenues for future
visualization work on point sensitivity and possibly dimensional anchor placement heuristics. One promising direction for future work with dimensional anchor
placement heuristics would seek dimensional anchor
configurations that help to visualize clustered multidimensional data; in this context prior work such as that
in the FreeViz system [DLZ07] and by Albuquerque et
al. [AEL+ 10] may be relevant.

Our iterative algorithm receives as input the data record
array, the target point, and an array which contains the
indices of the fixed DAs. We start with creating a circle
centered at the final target point and an annulus composed of the remaining moving dimensions. At each
iteration we perform the same intersecting of the circle
and annulus as in the recursive algorithm. We select one
point from the points of intersection as the target point
for the next iteration. As each moving DA is placed we
compose a new annulus with the remaining DAs.
As with the recursive procedure we conclude when two
DAs remain and the annulus problem has reached our
base case of intersecting two circles (this is in contrast
to O’Rourke’s base case mentioned in Section 1). Figure 3 in Section 1 illustrates an example of a robot arm
link configuration.
As an illustration of another use case, the data analyst has moved the point in Figure 7 to a new location
(within the annulus). A new configuration for the moving DAs has been calculated and all of the points in the
RadViz image have been placed with the new DA configuration. The result of moving this point, as it appears
in Weave, may be seen in Figure 9.

5

Figure 9: In comparison with Figure 7, the indicated
point was moved to a different location on the annulus
and a new configuration of the moving the DAs was
calculated.

4

CONCLUSION

This paper contributes to the understanding of point
sensitivity in NRVs, that is, where and how data record
images move under DA motion. We have shown that
the barycenter of the DAs in a NRV is important because data records whose dimensional values are all
equal map to the barycenter, regardless of the positions of the DAs. (Note that the barycenter changes
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ABSTRACT
It is well known that isosurfaces implicitly represented by volumetric data can be analytically rendered if a trilinear
interpolation is assumed to be applied for the continuous reconstruction. However, to the best of our knowledge,
it has not been investigated yet how this approach can be efficiently implemented on current GPUs and how much
the analytic intersection point calculations slow down the rendering process compared to the traditional discrete
approximation. In this paper, we propose a GPU friendly first-hit ray-casting algorithm that (1) minimizes the
number of texture fetches, (2) significantly simplifies the arithmetic operations, and (3) avoids error accumulation
during the ray traversal. We show that our analytic isosurface rendering optimized for the GPU is even faster than
an equidistant discrete sampling, if the sampling frequency is set such that a comparable image quality is obtained.
This is true even if the empty blocks of voxels are not processed along the rays. Therefore, the analytic approach
can completely replace the traditional first-hit ray-casting implementations. Additionally, we show that the core of
our algorithm can also be used for analytic Maximum Intensity Projection (MIP).
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First-hit ray casting, maximum intensity projection, reconstruction filtering, GPU acceleration.
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INTRODUCTION

• The resulting geometric model is not smooth enough
as it is a piecewise linear representation of the isosurface. The edges between the triangles become
apparent if we zoom into the details.

There are two fundamentally different approaches for
rendering isosurfaces contained in volumetric data. The
first one is indirect volume rendering by using the classical Marching Cubes (MC) algorithm [LC87], where
the isosurfaces are extracted from the volumetric representation in a form of a triangular mesh. The other
one is direct volume rendering [Lev88], where along
each viewing ray just the first intersection point is determined [PSL+ 98], for which the interpolated density
value is the same as the threshold that defines the isosurface. The drawbacks of the MC algorithm are the
following:

To reduce the complexity of the mesh, triangle decimation algorithms [SZL92] were proposed, while for
a real-time recalculation of the mesh, fast GPU implementations can be used exploiting the geometry shader
[Gei08]. The roughness of the model, however, is more
difficult to handle. Higher-order surface-extraction algorithms [The02, PVS+ 11] result in smoother isosurfaces, but their preprocessing and rendering costs are
significantly higher. Although there exist constrained
surface-fairing algorithms [Nie04] that iteratively modify the positions of the vertices to minimize the global
curvature, the geometric model still remains piecewise
linear. In contrast, direct isosurface-rendering techniques [PSL+ 98] provide visually more pleasing images than the MC algorithm, since in each cubic cell,
they reproduce a level set of a cubic polynomial that
is obtained by the trilinear interpolation. Direct isosurface rendering can be implemented on current GPUs
by using either texture slicing [WE98] or ray casting
[KW03]. While the former fits better to the architecture
of the GPU, the latter is more flexible for using more
sophisticated shading models [HLSR09]. In both cases,
the image quality depends very much on the sampling
frequency, that is, the number of texture fetches. On

• If the initial volumetric data is of high resolution, the
MC algorithm produces a huge number of triangles.
• The computation of the triangular mesh is relatively
expensive, and it has to be repeated whenever the
user changes the isosurface threshold.
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the other hand, the rendering performance is inversely
proportional to the number of texture fetches. Therefore, a given sampling frequency always determines a
trade-off between image quality and rendering speed.
To guarantee the best possible image quality for rendering the isosurfaces of trilinearly reconstructed volumes, an analytic calculation of the intersection points
was proposed on a parallel CPU architecture [PSL+ 98].
This approach has not been adapted to the GPU so far,
probably because of the following reasons:

same image quality only at the cost of a drastic oversampling. Therefore, it is slower than our analytic
solution.
• We show that the core of our first-hit ray-casting implementation can also be used for analytic MIP rendering, which produces much higher image quality
than the classical discrete approximation if the sampling frequency is set such that the rendering times
are nearly the same.

2

• The cubic polynomial ray profiles inside a given
cell are analytically determined from the eight corner voxels. Using a direct GPU implementation,
this would require eight nearest-neighbor texture
fetches. However, for the same cost, eight trilinear
samples along the given ray segment can be evaluated, which might already provide sufficient image
quality.

An analytic ray profile evaluation [SGS95] was first
proposed for MIP rendering [HMS95, SSN+ 98,
MKG00, KJ08]. This approach was then adapted
to first-hit ray casting [LC96, PSL+ 98]. All these
methods were implemented on CPU architectures.
Therefore, they calculate the analytic ray profile inside
a cubic cell from its eight corner voxels. However,
the direct implementation of this kind of evaluation
on the GPU is inefficient, since the costly texture
fetches reduce the performance. Recently, it has been
shown that the analytic ray profiles inside the cubic
cells can be determined from four trilinear samples
[AWC10] as well, but this technique was proposed for
a completely different purpose, namely, to obtain the
extrema of the ray profiles for a precise preintegrated
volume rendering [EKE01]. In this paper, we apply
a similar approach, but for fast first-hit ray casting,
and show that it is more efficient than the traditional
discrete sampling, while it provides the best possible
image quality if a trilinear interpolation is assumed.
Although an optimized and numerically stable method
has already been published [MKWF04] to analytically
find the first intersection point inside a cell, to the
best of our knowledge, we are the first to recognize
that the computationally expensive root finding in
the cubic polynomial ray profiles is not necessary
for each single cell intersected by the given ray, and
it has to be performed at most only once inside that
particular cell, where the ray does hit the isosurface.
Therefore, our major goal is to efficiently find this cell
for each ray rather than to optimize the root finding
[MKWF04]. Our algorithm is novel also regarding the
applied ray-traversal technique. An analytic ray profile
evaluation requires accurate entry and exit points
for each cell. For this purpose, usually incremental
algorithms [AW87, CW88] are applied. Nevertheless,
we show that due to the floating-point state variables,
these algorithms result in significant accumulated
error on the GPU, which contradicts to the goal of the
analytic ray profile evaluation. Therefore, we propose
an improved ray-traversal algorithm that is based on
integer state variables, and as such does not introduce
an accumulated error. Although there exist similar
integer-based ray-traversal methods [LZY04, LSZ08],

• The analytic intersection point calculation requires
the roots of a cubic polynomial. The root finding is
computationally expensive and has to handle several
special cases, which is not GPU friendly.
In this paper, we show that despite these counterarguments, an analytic first-hit ray casting can be
efficiently implemented on current GPUs after a
thorough revision of the original CPU-based algorithm
[PSL+ 98]. The contributions of our work are the
following:
• It is known that the cubic polynomial ray profiles inside the intersected cells can be determined by taking only three trilinear samples per cell in average
[AWC10], but this approach is first used in this paper for analytic isosurface rendering. Furthermore,
we show that the roots of a cubic polynomial has
to be determined for only one cell along each ray.
For the other intersected cells, just the solution of a
second-degree equation is needed, which is easy and
efficient to obtain in the well-known closed form.
• As an analytic isosurface rendering requires precise
intersection points between the faces of the cells and
the rays, the accuracy of the applied ray-traversal algorithm is of crucial importance. We show that the
previously applied incremental ray-traversal techniques [AW87] produce substantial accumulated error on the GPU. Therefore, we propose an integerbased ray traversal that completely avoids the error
accumulation.
• We thoroughly compare our analytic first-hit raycasting implementation to the traditional discrete approximation. We demonstrate that the traditional
discrete sampling can guarantee approximately the
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they determine only the intersected voxels without
calculating the corresponding entry and exit points.

3

ANALYTIC FIRST-HIT RAY CASTING ON THE GPU

r = r0 + d · t,

f (t) = at 3 + bt 2 + ct + d.

1-z

f(i+1,j+1,k+1)

f(i,j,k+1)

f(i+1,j,k+1)
f(x,y,z)
f(i,j+1,k)

z
f(i,j,k)

x

f(i+1,j+1,k)

f(x,y,z)=
(1-z)(1-y)(1-x) f(i,j,k) +
(1-z)(1-y) x f(i+1,j,k) +
(1-z) y (1-x) f(i,j+1,k) +
(1-z) y x f(i+1,j+1,k) +
z (1-y)(1-x) f(i,j,k+1) +
z (1-y) x f(i+1,j,k+1) +
z y (1-x) f(i,j+1,k+1) +
z y x f(i+1,j+1,k+1)

f(i+1,j,k)
1-x

Figure 1: Trilinear interpolation.

4

TRILINEAR INTERPOLATION

Our algorithm assumes that the density function inside
the cubic cells is reconstructed by a trilinear interpolation (see Figure 1). Although higher-order filters,
such as the tricubic B-spline or the Catmull-Rom spline
[MMK+ 98], provide higher image quality than the trilinear filter, they are an order of magnitude slower to
evaluate on current GPUs even if the hardwired trilinear texture fetching is utilized in their implementation
[SH05]. This is the major reason why the trilinear interpolation is still a de facto standard in the practice of
interactive volume visualization.

Full Papers Proceedings

(2)

Sakas et al. [SGS95] proposed to determine the polynomial coefficients a, b, c, and d from the densities
of the eight corner voxels. This evaluation scheme
has originally been proposed for a CPU implementation [SGS95, LC96, PSL+ 98]. On the GPU, however,
it is rather inefficient because of two reasons. First,
it requires too many arithmetic operations. Second, it
relies on eight nearest-neighbor texture fetches, which
take approximately the same time as the evaluation of
eight equidistant trilinear samples along the ray segment that is intersected by the given cell [SH05]. Generally, such a drastic oversampling already guarantees a
sufficiently high image quality. Therefore, a direct GPU
implementation of the method by Sakas et al. [SGS95]
does not pay off, since for the same computational
cost it is not expected to provide significantly higher
quality than the traditional GPU implementation. Instead, we use a much simpler GPU-friendly evaluation scheme that well exploits the hardwired trilinear
texture-fetching functionality. Our goal is to avoid all
the nearest-neighbor texture fetches, and to determine
the polynomial coefficients a, b, c, and d from the minimal number of trilinear samples. Since f (t) is a cubic
polynomial, it is unambiguously defined by its values
at four different parameters t1 , t2 , t3 , t4 . Additionally,
f (t) is defined by a trilinear interpolation in a position
that corresponds to parameter t. Therefore, we have to
find four different positions along the ray segment that
is intersected by the given cubic cell. Without a loss
of generality, let us assume that t = 0 and t = 1 belong
to the entry and exit points, respectively. In between,
we apply a uniform subdivision, which results in four
different parameters: t1 = 0, t2 = 1/3, t3 = 2/3, t4 = 1.
The corresponding values of f (t) are

1-y

f(i,j+1,k+1)

(1)

where r = [x, y, z]T is an arbitrary point along
the ray, r0 = [x0 , y0 , z0 ]T is the starting position,
d = [dx, dy, dz]T is the direction of the ray, and t is the
ray parameter. Substituting Equation 1 into the trilinear
interpolation formula (Figure 1), we obtain the ray
profile inside a cubic cell as a cubic polynomial of the
ray parameter t:

Our method processes the intersected cubic cells along
each ray in front-to-back order. Inside each cell it is
checked whether the ray hits the isosurface. This is
done by analytically evaluating the extrema of the ray
profile inside the given cell, which requires just the solution of a second-degree equation. If the isosurface
threshold is between the minimum and the maximum
of the ray profile, there must be an intersection point in
the given cell, which is analytically determined by solving a third-degree equation. If the isosurface threshold
is lower than the minimum of the ray profile or it is
greater than the maximum of the ray profile then there
is no intersection point in the current cell, so the next intersected cell needs to be processed. Overall, a computationally expensive solution of a third-degree equation
is necessary at most only once for each ray, which is of
negligible cost compared to the processing of all those
cells, where the ray does not intersect the isosurface.

y

ANALYTIC RAY PROFILES

It is easy to see that the trilinear interpolation results in
piecewise cubic ray profiles. The parametric equation
of a ray is expressed as follows:

f1 = f (0) = d,
 
1
1
1
1
= a + b + c + d,
f2 = f
3
27
9
3
 
2
8
4
2
f3 = f
= a + b + c + d,
3
27
9
3

49

(3)

ISBN 978-80-86943-70-1

WSCG 2014 Conference on Computer Graphics, Visualization and Computer Vision

7

f4 = f (1) = a + b + c + d.
From these four equations, the four unknown coefficients a, b, c, and d can be determined as follows:
27
27
9
9
f2 −
f3 + f4 ,
a = − f1 +
2
2
2
2

An analytic reconstruction of the ray profile within a
cell requires the precise locations of the points, where
the ray enters and leaves the cell. This means that during the ray traversal, the intersections of the ray with
the planes separating the neighboring cells need to be
calculated. An important characteristic of the intersection points is that one coordinate is always an integer,
while the other two coordinates are typically fractional
values. Many efficient algorithms have been developed
for ray traversal through a voxel grid, but either they
only determine the intersected voxels and do not explicitly calculate the entry/exit points [LZY04, LSZ08],
or they employ incrementally updated floating-point
variables [AW87, CW88]. Incremental algorithms implemented with floating-point arithmetic are prone to
the accumulation of rounding errors, which eventually
leads to traversing the wrong cells. This is especially
a crucial problem in a GPU implementation, where
double-precision floating-point arithmetic is not universally supported yet. Therefore, we propose a new
ray-traversal algorithm for 3D voxel grids, which provides better accuracy than existing algorithms, while
still remaining computationally efficient. The proposed
algorithm avoids error accumulation during ray traversal and is particularly well-suited for GPU implementations.

(4)

9
45
f2 + 18 f3 − f4 ,
2
2
11
9
c = − f1 + 9 f2 − f3 + f4 ,
2
2
d = f1 .

b = 9 f1 −

Thus, inside a cubic cell, an analytic ray profile is derived from four trilinear samples f1 , f2 , f3 , and f4 . In
a GPU implementation, this is approximately twice as
fast as the brute-force approach that derives the polynomial coefficients from eight nearest-neighbor samples
[SGS95]. The derivation of the cubic polynomial ray
profile from four trilinear samples is not new, since it
was previously proposed by Ament et al. [AWC10].
However, it was not their goal to use this analytical form
for first-hit ray casting. Instead, they produced a piecewise linear representation that has the same local extrema as the cubic polynomial ray profile. The obtained
piecewise linear ray profiles were then used for preintegrated direct volume rendering [EKE01]. Although this
approach leads to a more general ray-casting implementation that can also be used for isosurface rendering, the
intersection points between the rays and the isosurface
are still not determined analytically.

6

The basic idea behind our algorithm is similar to that
of the classic DDA algorithms [AW87, CW88]. During ray traversal, we keep track of the current position
and the possible candidates for the next ray/cell intersection. In each step, the closest intersection is selected
and the state variables are updated accordingly. Instead
of tracking the distances to the next intersections along
the ray, the integer coordinates of the intersections are
tracked and the relative distances are derived from these
integers in each step. In the following, we present in
detail how our algorithm works in 2D. Due to its symmetrical nature, it can be trivially extended to 3D by
adding the appropriate variables for the z-coordinate.

EXTREMA OF THE RAY PROFILES

The ray profile can take its local extrema at those values
of parameter t, where its derivative is equal to zero:
f 0 (t) = 3at 2 + 2bt + c = 0.

(5)

Since this is a second-degree equation, the two roots
can be easily determined as
√
−b ± b2 − 3ac
.
(6)
3a
If a root is greater than zero and less than one (the corresponding position is inside the given cubic cell), it
is substituted into f (t) to obtain a potential extremum.
Additionally, the ray profile can also take its extrema
at the entry and exit points. Therefore, f1 and f4 can
also be potential maxima or minima. On the whole, the
maximum and the minimum of four candidates have to
be taken for each cell intersected by the given ray. Note
that the entry point of a cubic cell is the same as the
exit point of the previous cell. Therefore, only three trilinear samples need to be evaluated for each additional
intersected cell. On current GPUs the bottleneck is the
texture fetching, so the cost of the arithmetic operations
necessary for the root finding is negligible compared to
that of the three texture lookups.
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INTEGER-BASED RAY TRAVERSAL
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Figure 2: Integer-based ray traversal.
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Figure 2 illustrates the operation of the algorithm. Let
us denote the start and end points of the traversed ray
segment by P1 (x1 , y1 ) and P2 (x2 , y2 ), respectively. In
the initialization phase, we calculate a couple of values that will be constant during the ray traversal. The
differences between the endpoint coordinates are:

where dir is the normalized direction vector of the ray.
Note that the explicit value of the current position is
not used for finding the next intersection, so numerical
inaccuracies in its computation do not affect the next
step. The initial values of xnext and ynext are calculated
as follows. First, the coordinates of the previous intersections of the ray with the grid are determined. This is
calculated by rounding the starting position to the nearest integer coordinates in the direction opposite to the
ray direction. This means that the coordinate is rounded
down if the ray direction along the corresponding axis
is positive, and rounded up if the direction is negative,
yielding the values x prev and y prev . Then the per-step
increment is added to them to obtain the initial values
for the next intersections:

deltax = x2 − x1 ,
deltay = y2 − y1 .
The length of the ray segment is:
length = |P2 − P1 |.
The per-unit distance increments along the ray for each
coordinate axis are:

x prev = ceil(x1 ) if deltax < 0, f loor(x1 ) otherwise,
deltaInvx = length/deltax ,
y prev = ceil(y1 ) if deltay < 0, f loor(y1 ) otherwise,
deltaInvy = length/deltay .

xnext = x prev + stepx ,

If the ray is parallel to one of the coordinate axes then
deltax or deltay is zero. In that case, the inverse value
can be set to some arbitrarily large value. We also precalculate the integer coordinate increment per step for
each axis, which is either 1 or -1 depending on the ray
direction:

ynext = y prev + stepy .
The only dynamic state variables that are required for
the ray traversal are the grid coordinates of the next
intersection for each axis. These are integer values,
as well as the increment in each step. Consequently,
our algorithm can be implemented without any dynamic
floating-point state variable, thus avoiding the accumulation of the rounding errors. While being numerically
much more stable, it is nearly as efficient computationally as the widely used Amanatides-Woo algorithm
[AW87], as it requires only one additional floatingpoint multiplication per iteration step. Another advantage is that it can be implemented without any conditional branching, which is an important aspect of a fast
GPU implementation. The pseudo code of the algorithm in 2D is shown in Listing 1.

stepx = −1 if deltax < 0, 1 otherwise,
stepy = −1 if deltay < 0, 1 otherwise.
The algorithm proceeds as follows. Assume that the
current position, where the ray intersects a grid line is
at the point P in Figure 2. The intersections with the
next vertical and horizontal grid lines are denoted by X
and Y , respectively. The distance from P1 to X can be
calculated as
dx = (xnext − x1 ) ∗ deltaInvx .

v o i d R a y T r a v e r s a l 2 D ( i n t x1 , i n t y1 , i n t x2 , i n t y2 )
{
i n t iNextX , iNextY ; i n t i S t e p X , i S t e p Y ;

Similarly, the distance from P1 to Y is

i n t d e l t a X = x2 − x1 , d e l t a Y = y2 − y1 ;
float length =
s q r t ( deltaX ∗ deltaX + deltaY ∗ deltaY ) ;
f l o a t dirX = deltaX / l e n g t h ;
f l o a t dirY = deltaY / l e n g t h ;
f l o a t deltaInvX = length / deltaX ;
f l o a t deltaInvY = length / deltaY ;
i f ( d e l t a X < 0 ) i S t e p X = −1; e l s e i S t e p X = 1 ;
i f ( d e l t a Y < 0 ) i S t e p Y = −1; e l s e i S t e p Y = 1 ;
i f ( d e l t a X < 0 ) prevX = c e i l ( x1 ) ;
e l s e prevX = f l o o r ( x1 ) ;
i f ( d e l t a Y < 0 ) prevY = c e i l ( y1 ) ;
e l s e prevY = f l o o r ( y1 ) ;
iNextX = prevX + i S t e p X ; iNextY = prevY + i S t e p Y ;

dy = (ynext − y1 ) ∗ deltaInvy .
Comparing the distances, we can decide which intersection is closer to the starting point P1 (and therefore, also to the current position P) and advance to that
point along the ray. If dx < dy, as is the case in Figure 2, then the intersection with the vertical grid line is
closer, so xnext is incremented by the value of stepx . If
dy < dx then ynext is incremented by the value of stepy .
If dx = dy, that is, the ray passes through a cell corner, both xnext and ynext are incremented. The current
position along the ray can be derived from the distance
belonging to the current intersection (either dx or dy)
and the initial ray parameters:

float dist = 0.0;
do
{
f l o a t x = x1 + d i s t ∗ dirX , y = y1 + d i s t ∗ d i r Y ;
ProcessCell (x , y );
f l o a t dx = ( iNextX − x1 ) ∗ d e l t a I n v X ;
f l o a t dy = ( iNextY − y1 ) ∗ d e l t a I n v Y ;
f l o a t d i s t = min ( dx , dy ) ;
i f ( dx == d i s t ) iNextX = iNextX + i S t e p X ;

P = P1 + dist ∗ dir,
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The function ProcessCell() is responsible for processing the cell that the ray enters at the current position. Note that some care must be taken for the calculation of deltaInv to avoid a possible division by
zero. Also, we use the lessThanEqual comparison
instead of equal for the sake of cautiousness.

i f ( dy == d i s t ) iNextY = iNextY + i S t e p Y ;
} while ( d i s t < l e n g t h )
}

Listing 1: Pseudo code of our ray-traversal algorithm in
2D.
The 2D version is easy to extend to 3D by adding
the appropriate variables for the z-coordinate. Note
that within the traversal loop, only the iNextX
and iNextY variables are updated incrementally
by iStepX and iStepY, and these are defined as
integers. The other variables are typically implemented
in floating-point format, although depending on the
application, some of them may be integers as well.

7.1

7.2

Numerical Accuracy of the Ray
Traversal

We have compared the accuracy of our algorithm to
an optimized version of the Amanatides-Woo algorithm
[AW87]. We implemented both methods in GLSL
within the Voreen visualization framework.

Implementation on the GPU

The GLSL shader code shown in Listing 2 demonstrates how the algorithm can be implemented by exploiting vector operations to eliminate any conditional
branching.
void R a y T r a v e r s a l ( vec3 s t a r t P o s , vec3 endPos )
{
float
l e n g t h ; / / l e n g t h of the ray
vec3
ray ;
/ / ray v e c t o r
vec3
dir ;
/ / normalized ray d i r e c t i o n
vec3
d e l t a I n v ; / / d i s t a n c e increment per grid u n i t
ivec3
iStep ;
/ / +/−1 f o r e a c h a x i s
/ / d e p e n d i n g on t h e r a y d i r e c t i o n
ivec3
iNext ;
/ / next plane i n t e r s e c t i o n
/ / i n each d i r e c t i o n
float
dist ;
/ / c u r r e n t d i s t a n c e from
/ / the s ta rt in g point
ray = endPos − s t a r t P o s ;
length = length ( ray ) ;
d i r = normalize ( ray ) ;
bvec3 i s D i r N e g a t i v e = l e s s T h a n ( d i r , vec3 ( 0 ) ) ;

(b)

(c)

(d)

Figure 3: Visualization of the accumulated error for the
Amanatides-Woo algorithm [AW87] ((a) - (c)), and for
our integer-based ray-traversal algorithm (d). The resolutions of the grids are 163 (a), 323 (b), 643 (c), and
2563 (d).

/ / a v o i d d i v i s i o n −by−z e r o
r a y = mix ( r a y , v e c 3 ( 1 e −6) ,
l e s s T h a n ( abs ( ray ) , vec3 (1 e − 6 ) ) ) ;
d e l t a I n v = vec3 ( l e n g t h ) / ray ;
iStep = ivec3 (1) − ivec3 (2) ∗ ivec3 ( isDirNegative ) ;
/ / round s t a r t i n g p o s i t i o n t o t h e
/ / previous grid i n t e r s e c t i o n
v e c 3 p r e v = mix ( f l o o r ( s t a r t P o s ) ,
ceil ( startPos ) , isDirNegative );
iNext = ivec3 ( prev ) + iStep ;

Figure 3 shows the visualization of the accumulated error. We calculated an error value in each step during the
ray traversal, indicating the distance of the intersection
position from the nearest grid plane. The absolute error
values are summed along the ray. The corresponding
pixel is colored according to the accumulated error. Ideally, the accumulated error should be zero, resulting in a
completely black image. As we can see, this is the case
for our integer-based algorithm. In contrast, the images
corresponding to the floating-point-based AmanatidesWoo algorithm indicate that the accumulated error is
already quite significant even for a low-resolution grid,
and increases if the data resolution gets higher. A bright
red color represents an accumulated error of 3.0 in grid
units.

dist = 0.0;
do
{
/ / process c e l l at current position
v e c 3 p o s = fma ( v e c 3 ( d i s t ) , d i r , s t a r t P o s ) ;
P r o c e s s C e l l ( pos ) ;
/ / calculate the distance to the next
/ / i n t e r s e c t i o n f o r each a x i s
v e c 3 dNext =
( vec3 ( iNext ) − s t a r t P o s ) ∗ d e l t a I n v ;
/ / pick the closest i n t e r s e c t i o n
d i s t = min ( min ( dNext . x , dNext . y ) , dNext . z ) ;
/ / s t e p along each a x i s t h a t goes
/ / through the i n t e r s e c t i o n point
bvec3 s t e p =
l e s s T h a n E q u a l ( dNext , v e c 3 ( d i s t ) ) ;
i N e x t += i S t e p ∗ i v e c 3 ( s t e p ) ;
} while ( d i s t < l e n g t h ) ;

8

}

RESULTS

Figure 4 shows the results of our analytic first-hit ray
casting for three different test data sets. For the same
voxel/pixel ratio, an equidistant discrete sampling of

Listing 2: GLSL code of our ray-traversal algorithm in
3D.
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Figure 4: Images rendered by our analytic first-hit ray-casting algorithm.

10

the same computational cost provides similar image
quality, but if we zoom into the details as demonstrated
in Figure 5, the analytic approach is clearly superior.
Measuring the running times (see Figure 5), we found
that the bottleneck of the first-hit ray casting is indeed
the texture fetching as it was expected. Note that an
oversampling by a factor of four, which is already
slower than our analytic evaluation, still results in
visible sampling artifacts, while the analytic solution
guarantees the best possible image quality for a trilinearly reconstructed volume. Although the trilinear
interpolation kernel itself introduces postaliasing
artifacts [ML94], at least the sampling artifacts are
completely removed. The postaliasing artifacts could
be suppressed by higher-order filters [MMK+ 98], for
which the degree of the polynomial ray profiles is
higher than three. In this case, however, the analytic
root finding would be much more complicated and
it could hardly be efficiently implemented on the
GPU. Therefore, we think that our approach is a
good compromise between rendering speed and image
quality.

CONCLUSION

In this paper, we have shown that both isosurfaces and
MIP images can be rendered interactively on current
GPUs using an analytic evaluation. This approach results in the best possible image quality if a trilinear interpolation is assumed. Furthermore, the user does not
have to specify the sampling rate as an additional parameter. We demonstrated that the analytic evaluation
practically does not require a computational extra cost,
since the traditional equidistant sampling is slower if
the sampling frequency is set such that a comparable
image quality is obtained. We have optimized our algorithm onto the GPU by reducing the number of texture fetches, simplifying the arithmetic operations, and
avoiding the conditional branching. Moreover, to avoid
the accumulation of the rounding errors, we developed
a novel integer-based ray-traversal algorithm. Overall,
according to our results, we believe that the analytic
evaluation for both isosurface rendering and MIP can
completely replace the traditional implementation that
is based on a discrete approximation.
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to MIP rendering. The core of the algorithm analytically determines the extrema of the cubic polynomial
ray profiles in cells intersected by the given ray. Therefore, we have to visit all intersected cells and take
the global maximum. Note that, for this purpose only
second-degree equations need to be solved, and in average only three trilinear texture fetches per cell are necessary. Similarly to the first hit-ray casting, the analytic
evaluation takes approximately the same time as a traditional discrete sampling taking three texture fetches per
cell. Figure 6 shows the visual comparison of our analytic MIP evaluation to the traditional MIP rendering.
The images were rendered practically at the same frame
rate, since in case of traditional MIP, we set a sampling
frequency that ensured nearly the same rendering speed
as the analytic MIP evaluation. Note that our analytic
MIP completely removes the sampling artifacts.
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0.113 seconds
0.152 seconds
0.164 seconds
Traditional first-hit ray casting using an oversampling by a factor of two.

0.126 seconds
0.186 seconds
0.204 seconds
Traditional first-hit ray casting using an oversampling by a factor of three.

0.138 seconds
0.22 seconds
0.244 seconds
Traditional first-hit ray casting using an oversampling by a factor of four.

0.132 seconds

0.204 seconds
Our analytic first-hit ray casting.

0.238 seconds

Figure 5: Comparison of our analytic first-hit ray casting to traditional equidistant sampling in terms of visual
quality. The rendering times were measured on an AMD Radeon HD5670 1GB graphics card.
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Traditional MIP using discrete sampling.

Analytic MIP.

Figure 6: Comparison of our analytic MIP evaluation to traditional MIP in terms of visual quality.
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ABSTRACT
This paper presents a real-time procedural texturing algorithm for hatching parametrized surfaces. We expand on
the concept of Tonal Art Maps to define recursive procedural tonal art maps that can service any required level-ofdetail, allowing to zoom in on surfaces indefinitely. We explore the mathematical requirements arising for hatching
placement and propose algorithms for the generation of the procedural models and for real-time texturing.

Keywords
NPR, hatching, tonal art maps, self-similar

1 INTRODUCTION

exhibiting a self-similar pattern, allowing for smooth
transitions between any texture scalings.

Image synthesis methods mimicking artistic expression and illustration styles [Hae90, PHWF01, SS02]
are usually vaguely classified as non photo-realistic
rendering (NPR). Hatching is one of the basic artistic techniques that is often emulated in stylistic animation. Hatching strokes should appear hand-drawn,
with roughly similar image-space width, dictated by
pencil or brush size, but they should also stick to surfaces to provide proper object space shape and motion cues. Both properties must be maintained in an
animation, without introducing temporal artifacts. In
particular, when surface distance or viewing angle is
changing, object-space density of strokes should adapt
without the strokes flickering or drifting on the surface,
while presenting natural randomness inherent in manual work [JEGPO02, AWI∗ 09].

Figure 1: Teapots rendered with the same shader and
settings, featuring different levels of detail.
The organization of the paper is as follows. In Section 2
we summarize the related previous work on both hatching and self-similarity. Section 3 introduces the idea
of Recursive Procedural Tonal Art Maps. In Section 4,
we derive the mathematical construct for the placement
of hatching strokes to meet the self-similarity requirements. In Section 4.1, we propose a scheme to generate
good quality seed sets. We discuss rendering in Section 5, including the level-of-detail scheme and tone
representation. The description of the final algorithm
and the discussion of results and future work conclude
the paper.

In this paper we present recursive procedural tonal art
maps (RPTAM), a single-shader rendering technique
that fulfils the above criteria with less limitations than
previous techniques (Figure 1). In particular, strokes
are preserved as constructing elements (as opposed to
texture harmonics), infinite zooming is possible (as opposed to a finite LOD set), and local shading is sufficient (as opposed to global geometry processing and
hidden stroke removal). The key idea is that we place
strokes in texture space, at pre-generated seed locations

2 PREVIOUS WORK
2.1 Density and direction fields

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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In pencil drawings, artists convey the shape and
illumination of objects with the density, orientation, length, width and opacity of thin hatching
strokes [WS94, HZ00]. To mimic this, we should find
a density and a direction field in the image plane that is
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as close as possible to what an artist would use. The
density, length, width and opacity should be influenced
by the current illumination, while the orientation is
determined by the underlying geometry. Artists may
use cross-hatching, i.e. several layers of strokes,
aligned at different angles to the direction field.

working in texture space to avoid stroke geometry processing and hidden stroke removal complications, and
with a finite, but self-similar seed set to eliminate the
need of generating a view-dependent number of seeds.

In this paper, we do not address the problem of
direction field generation, but assume that a proper
UV parametrization is already known for surfaces,
where isoparametric curves follow desired hatching
directions. Proposing a parametrization algorithm
tailored to our approach is left for future research.

In order to assure that strokes remain fixed to 3D
surfaces, hatches can be generated into textures and
mapped onto animated objects [LKL06]. This requires
surface parametrization.
The most characteristic
limitation of texturing-based hatching approaches is
limited level-of-detail support. Simple static textures
perform extremely poorly, as the width of hatching
strokes is fixed in UV space, and—through the UV
mapping—also in object space.

2.4

2.2 Seed-based hatching
Several works [Mei96, USSK11] proposed the application of particles or seeds attached to objects, but extruding them to hatching strokes in image space. Strokes
are obtained by integrating the direction vector field
started at seed points or particles [ZISS04, PBPS09].
The key problem in these methods is the generation
of the world-space seed distribution corresponding to
the desired image-space hatching density. This either
means seed killing and fissioning [WH94]—even
using mesh subdivision and simplification [CRL01]—,
or rejection sampling [USSK11]. These techniques
are mostly real-time, but require multiple passes and
considerable resources. Compositing hatching strokes
with three-dimensional geometry is not straightforward: depth testing of extruded hatching curves against
triangle mesh objects must be using heavy bias and
smooth rejection to avoid flickering.

Figure 2: A Tonal Art Map with the nesting property.
Strokes in one image appear in all the images to the
right and down from it. From Praun et. al [PHWF01].
Thus, simple texturing does not allow for hatching that
is uniform in screen space. A level-of-detail mechanism called Tonal Art Maps has been proposed to alleviate this problem [PHWF01]. Using this technique,
several texture images are pre-drawn, representing different tones and hatching scales. Figure 2, taken from
the referred paper, shows such a set of maps. When rendering surfaces, the appropriate texture in every pixel
can be selected based on the desired tone and on-screen
hatching stroke width. In order to avoid sharply clipped
hatching strokes at boundaries of different-detail zones,
the patterns fade into each other using interpolation.

In our work, we use the notion of seeds to discuss hatching stroke position and distribution patterns. However,
we are not concerned by seed positions in object space,
rather in parameter space, and we do not extrude seeds
to triangle strip geometry, but use their positions for
procedural texturing.

In an animation, as the required hatching density is
changing, it is important that strokes stay at their onsurface positions. It is allowed for new hatching strokes
to appear when the density increases, and for existing
strokes to vanish, should the density decrease. However, strokes should not be appearing and vanishing in
the same vicinity at the same time. Therefore, denser
hatching textures should always contain the strokes of
sparser textures as a subset. This is called the nesting
property, also observable in Figure 2.

2.3 Self-similarity in NPR
Dynamic solid textures [BBT09] have been proposed
for infinite zooming capability in stylistic rendering.
The textures are fractalized, and represented as a
weighted sum of octaves, whose scale and blending
weights change in a cyclic manner to produce zooming.
Our work shares the same motivation, and we also
exploit self-similarity, but we keep strokes as generating elements, focusing on hatching rather than generic
texturing, thus avoiding contrast loss and mixing in
unintended frequencies.

Tonal Art Maps, however, only support a range of
hatching scales as defined by the most detailed and least
detailed map levels. Thus, when zooming in onto a surface, we cannot have finer hatching than what texturing
with the most detailed map level would produce, resulting in huge and sparse hatching strokes in image space.
Also, there is a trade-off between the number of detail levels used and the quality of transitions between

The Halton sequence has been used to generate seed
sequences [USSK11] that can be truncated to get statistically similar, lower density hatching. As any number
of seeds can be generated this way, this allows for infinite level of detail. We aim at the same effect, but
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those levels. With too few textures, a large number of
strokes fade in at the same time, resulting in an image
with non-uniform stroke weights. While this is acceptable in most cases, as weaker pencil strokes can possibly be used by artists, it is a limitation to the degree of
screen-space uniformity we can achieve.

3 RECURSIVE TONAL ART MAPS
Our goal is to unify the simplicity and robustness of
Tonal Art Maps with the unlimited level-of-detail offered by deterministic seed generation and rejection
sampling. To achieve this, we make Tonal Art Maps
infinitely loopable, by making the nesting property recursive.

Figure 3: Seed sets of 4 and 16 elements with the recursive nesting property. Large circles indicate seeds,
small circles are the seed pattern repeated on a 2 × 2
grid. The dense pattern scaled up from any corner gives
the sparse pattern.

The workflow of the complete solution is:

produce good quality hatching patterns and how to generate those. We address hatching stroke length, width,
and orientation in Section 5.

• Bit patterns—fitting in a few bytes—representing
recursively nested seed sets are generated offline.
• A stroke coverage texture is rendered that stores
seed IDs, indicating which strokes could contribute
to a surface point. This texture must only be rerendered when the hatching style (e.g. overall stroke
width) is modified.

4

Our construction of seed point positions unambiguously follows from the requirement of the recursive
nesting property, and that we use a finite seed set.
Let the set of all seed points be S = {s0 , . . . , si , . . . , sN−1 },
where si = (siu , siv ). These positions are defined in
the seed space. Later, to get UV space positions, seed
space positions will be scaled according to the detail
level, and wrapped over indefinitely.

• When shading a surface point, the required detail
level is computed. Scaled according to the detail level, the stroke coverage texture is queried for
IDs of relevant seeds. Their positions are reconstructed from the bit pattern and the ID. Hatching
strokes—using an artist-drawn stroke texture, scaled
and faded for required detail—are placed at these
positions and processed for their contribution to the
color of the shaded point.

In order to formalize zooming in to any quarter of the
unit square, let us define the operator D as
Ds = ⟨2s⟩,
with angle brackets denoting the fractional part. Geometrically, this operation is a scaling by the factor of
two, using the nearest corner of the unit square as the
center. This tells us where a seed gets when we zoom
in to the quarter it is in. The recursive nesting property
requires that all those positions coincide with seeds, as
the zoomed-in version must be nested in the complete
pattern.

Strokes are positioned at seeds in the texture representing the hatching pattern. This texture is broken into
four tiles, forming a 2 × 2 grid. In all four quarters,
the seeds must be the subset of the complete seed set
scaled down to fit the quarter. This way, the seeds are
nested in the pattern that we get by repeating them twice
along both axes (Figure 3). Thus, when we zoom in to
any of the quarters, it is possible to add new strokes
re-creating the original, most detailed hatching pattern,
where the process can be restarted. This is the recursive
nesting property of the seed set, which we will define
more formally in Section 4. Following the classic Tonal
Art Map scheme, this would require four sequences of
images, describing how the individual quarters evolve
into the full hatching pattern. However, we will never
actually create these images, but describe them procedurally, and use this extremely compact representation
for rendering.

Figure 4: Operator D projects seeds to double their distance from the nearest corner. Seed sequences are generated by repeating this operation. Seeds are colored to
show the corner used for the scaling.

First, in Section 4, we deal with the problem of positioning seeds, in a way that assures the recursive nesting property. In Section 4.1, we discuss what seed sets
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This means that if we already know a seed si , then its
image Dsi must also be a seed (Figure 4). A sequence
of N seeds then must be found as

through the sequence. Bit sequences with such a
property are called uniform cycles [Spi09]. The
bit sequence for the u and v coordinates could be
found independently, but then coincidentally identical
patterns could appear, making u and v correlated, and
the seed pattern anisotropic. Instead, we can combine
the respective bits of u and v periods to form crumbs
(quaternary equivalent of binary bits or decimal digits),
forming a quaternary periodic fraction. To distribute
points evenly, the crumbs of one period must form a
quaternary uniform cycle.

si+1 = Dsi , if 0 ≤ i < N − 1.
However, as our set must be finite, DsN−1 must also be
in S. This can be true if s0 = DsN−1 .
There is an obvious connection to iterated function systems (IFS) [BD85], and the chaos game method of generating their attractors [BV11]. Just like our construct,
the chaos game transforms an initial point repeatedly.
The transformation is randomly picked from a set each
time. However, if the transformations map the attractor
to disjunct areas, then it can be unambiguously determined for a point which the last transformation was.
Then, starting with a point, the sequence can be traced
back deterministically. In our case, we are playing this
deterministic version of the chaos game with four transformations, each mapping the unit square to one of its
quarters. The attractor of this system is the unit square
itself. We only take care that the sequence returns to
itself, and thus we can work with a finite number of
seeds.

In order to understand what uniformity means in the geometrical sense, let us find the intuitive meanings of the
crumb values. Recall that the first crumb in the quaternary representation of a seed point is the combination
of the first bits of the binary fractions for its coordinates. Thus, the value of the first crumb indicates in
which quarter of the unit square the seed point is. Then
the second crumb indicates in which 14 × 14 square it is
within the quarter, and so on. When we generate seeds
by cycling the bits, the number of times a pattern of
some length shows up behind the radix point is exactly
the number of seeds in the corresponding squarelet. If
N = 4K with some K integer, then exactly one seed will
fall in every cell of a 2K × 2K grid (Figure 6). This is
very similar to the elemental interval property of the
low discrepancy Halton sequence [Hal64].

period
crumb
= 0.00100001101111010010000110111101
= 0.00011011110100010001101111010001
= 0.01000011011110100100001101111010
= 0.00110111101000100011011110100010
cycling

Figure 5: Interpretation of operator D on binary fractions. For periodic fractions, the bits can be cycled.
In order to find an initial seed that produces such a
closed seed loop, let us consider the binary radix fraction form of the seed coordinates. The operator D removes the first binary digit after the binary radix point,
shifting the rest to the left (Figure 5). Thus, we can interpret the above method of seed generation as repeatedly shifting the bits of coordinates s0u and s0v . After
N steps we need to arrive back at s0 . This is possible if s0u and s0v are periodic binary fractions of period
N (or a divisor of N). Any such periodic binary fractions produce a recursively nested seed set, but not all
of them are distributed evenly and isotropically. Therefore, in Section 4.1 we propose a method for finding
binary fractions that represent good quality seed sets.

Figure 6: Seeds generated by a uniform cycle are uniformly distributed in the sense that one seed falls in every grid cell.
Although no polynomial-time algorithm of generation
is known for binary or quaternary uniform cycles of arbitrary length, in practice it is possible to find cycles
by enumerating a set of all possible snippets of length
log4 N and performing a brute force search over their
permutations [Spi09]. A permutation is valid if all snippets, with their first crumb removed, are identical to the
consecutive one without its last crumb. The uniform
cycle is given by the initial crumbs of all snippets. For
N = 16, this can even be done manually, arranging the
snippets 00, 01, 02, 03, 10, 11, 12, 13, 20, 21, 22, 23,
30, 31, 32, 33 yielding e.g. the quaternary sequence
0012202332131103. Note that uniformity applies: all

4.1 Uniform seed sets
In an infinite sequence of independent, random elements with discrete, uniform outcome probabilities,
we expect any fixed-length pattern to appear with the
same frequency. Extending that to finite sequences,
we expect possible fixed-length patterns to appear
with frequencies as uniform as possible when cycling
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crumbs appear four times, and all possible snippets of
two crumbs only once.

time and space. We achieve this by first scaling the
seed pattern by an approximating power of two (Section 5.1), then scaling the strokes themselves to make
up for the difference (Section 5.2), and fading some
strokes to transition between densities (Section 5.3).

Algorithm 1 Quaternary uniform cycle generation
1: function U NIFORM (set of snippets P, sequence Q)
2:
if |Q| ̸= N then
◃ sequence incomplete
3:
ρ ← random crumb from (0, 1, 2, 3)
4:
for δ ← ρ , ρ + 3( mod 4) do
◃ for all 4
5:
p ← (q1−K , q2−K , ..., q−1 , δ ) ◃ postfix
6:
if p ∈ P then
◃ pfx snippet available
7:
P′ ← P \ p
◃ expend snippet
8:
Q′ ← Qδ
◃ append crumb to Q
9:
Q̌ ← U NIFORM(P′ , Q′ ) ◃ continue
10:
if Q̌ ̸= 0/ then
11:
return Q̌
◃ success
12:
return 0/
◃ nothing worked, fail branch
13:
else
◃ sequence complete
14:
for i ← 0,( K − 1 do
◃ check wrapping
)
15:
p ← qi−(K−1) , qi−(K−2) , . . . , qi
16:
if p ∈
/ P then
◃ wrapped snippet
17:
return 0/
◃ mismatch, reject Q
18:
P ← P \ p ◃ expend wrapped snippet
19:
return Q
◃ accept Q

5.1

The process of detail level selection is analogous to that
of mipmapping [Wil83], the difference being that in our
case all detail levels are identical, but scaled by powers
of two. In mipmapping, level selection is based on the
viewport-space derivatives of UV coordinates. This is
also true for our method, with two main differences.
First, hatching patterns are anisotropic. If perspective
distortion causes strokes merely to appear shortened,
that bears very little stylistic impact, and strokes should
not be made wider and sparser. If perspective distortion
causes strokes to appear thinner and denser, however, a
change in level of detail is justified. Thus, instead of
taking the maximum of the rates of change along the u
and v directions as in classic mipmapping, we are interested in the rate of change perpendicular to the hatching
strokes. Second, the choice of the detail level does not
indicate a choice from a precomputed set of textures,
but it tells us at what scale the seeds should be wrapped
over the UV space. As the overall goal is to achieve
a given viewport-space density, this mapping between
seed and UV spaces should cancel out the mapping between UV and viewport spaces as much as possible.
Note that these mappings might not be linear or even
well-defined globally, but they are always interpretable
for a given surface point locally.

For an arbitrary N, we provide here an algorithm
(Algorithm 1) that builds a growing sequence
Q = (q0 , q1 , . . . , q−2 , q−1 ) of crumbs ultimately forming a quaternary uniform cycle. Note that the indices
in Q are understood ( mod |Q|), where |Q| is the length
of Q. The algorithm tests, for all four crumb values,
whether appending them to Q results in a new postfix
that is still available in set P. If it is, we expend the
snippet from P and append the continuation to Q.
When Q is complete, it is verified that the additional
snippets generated by cycling the sequence are identical to those remaining in P. If they are, we have found
a cycle containing all snippets once, and only once.

Let L be the unknown, local mapping of seeds to texture
coordinates we wish to find:
xuv = Lxs
where xs is a seed space position xuv the texture coordinates, and L must be an isotropic scaling by a power of
two. Our objective is to find the scaling factor for any
given surface point. In this discussion, we are looking for an arbitrary scaling factor first, and then select a
power of two that approximates it.

We can obtain a uniform cycle that specifies the position for an initial seed by calling U NIFORM with an initial sequence of a random snippet (e.g. 000) as Q, and a
snippet set P with all possible snippets, save for the initial one already in Q. Having obtained the crumbs of the
initial seed, we get further seeds by repeatedly applying operator D on these numbers, cycling the crumbs
within the period. Note that Algorithm 1 only needs to
be run once to get the bit pattern for a seed set, which
can then even be hardwired into an implementation. In
runtime, obtaining an individual seed from the bit pattern only needs a circular bit-shift operation.

Let T be the local inverse of the texture mapping operator, defined by the model parametrization. Thus,
xobj = Txuv
where xobj is the model space position. This is the wellknown tangent space to object space transformation,
with the tangent and binormal vectors being the nonnormalized partial derivatives of object space position
with respect to u and v.

5 RENDERING
We need to wrap the seed pattern on surfaces at an
appropriate scale to ensure the desired viewport-space
stroke size and density. This scale varies over the surface, and the pattern needs to adapt continuously in both
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The solution is exact if M is an integer, and integer values define nesting levels. For non-integer values of M,
the dense level ⌊M⌋ has to transition into the sparse
level ⌊M⌋ + 1 smoothly. Therefore, we need to scale
strokes appropriately and fade out those that are not visible in the sparse level (Figures 7 and 8).

model, view, projection, and viewport transformations,
all defined by object and camera setup. Thus,
xvp = Gxobj
where xvp is the viewport space position.

xvp = GTLxs .

texture scale

With these, the transformation from seed space to the
viewport can be written as
(1)

Note that all operations are dependent on the surface
point, and they are all local linearizations.
Let h be the detail direction, a differential direction vector in the seed space that is perpendicular to stroke direction. What we are interested in is how the detail direction is scaled by the mappings G, T, and L. Let us
define these scaling factors as the detail factor L, the
texture distortion T , and the geometry factor G:
L=

dense level

pattern appearing on
surface with changing
texture scale

|Lh|
|TLh|
|GTLh|
, T=
, G=
.
|h|
|Lh|
|TLh|

sparse level

With these, Equation 1 can be applied to differentials,
yielding the formula for the scaling of the detail direction as
|hvp | = GT L|h|,

texture parameter u

Figure 7: 2D depiction of smooth transition between
nesting levels by stroke width modulation.

texture scale

where |hvp | is the length of the detail direction vector as
it appears in the viewport. The geometry factor G and
texture distortion factor T can be computed easily (we
skip the formulae as both model-view-projection and
tangent space transformations are well-known), and L
is the scaling that should be introduced by the choice of
the detail level.

dense level

The ratio F = |h|/|hvp | captures how densely seeds appear in the viewport. This is a free artistic parameter, and a global constant, as we do not consider density modulation for tone yet. As with regular texture
mapping, choosing a lower value of F results in more
detail—more seeds, thus more hatching strokes per unit
area—, but also more repetition as the texture coordinates wrap around. With this, the desired detail factor
L can be expressed as

pattern appearing on
surface with changing
texture scale

sparse level
texture parameter u

Figure 8: 2D depiction of smooth transition between
nesting levels by stroke opacity modulation.

L = (GT F)−1 .
To make use of the nesting property, L should be a scaling with a power of two, thus L ≈ 2⌊M⌋ , where we call
integer ⌊M⌋ the nesting depth. We first compute the real
number M as

5.2

The stroke width and length in viewport space are artistic parameters, expressed as the two-dimensional vector
e. By the definition of F, we know that the seed space
stroke size should be Fe, if L were not quantized to
powers of two. In order to compensate for the quantization, we need to scale seed space stroke sizes by

M = log2 L = log2 (GT F)−1 = − log2 GT F,
then take the integer part to get the nesting depth ⌊M⌋.
This gives us the scaling factor between seed space and
texture coordinates as

2M
= 2M−⌊M⌋ = 2⟨M⟩ = 2m ,
2⌊M⌋

xs = 2−⌊M⌋ xuv .
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where m can be seen as an interpolation factor between
nesting levels, going from 0 at the dense level to 1 at the
sparse level. Knowing that the dense and sparse levels
are identical but for a factor of two, it is easy to picture
why the strokes need to grow to twice their size as the
interpolation factor increases.

Figure 10: In the blue dense tile, blue seeds coincide
with sparse seeds. A blue arrow in the blue tile is both
a step in the dense tile’s chaos game and the mapping
of a dense seed to a sparse seed.
Four dense tiles cover a single sparse tile (Figure 10).
Let us consider the dense seeds in the upper left (blue)
tile. During the chaos game process, every one of those
seeds has been constructed as a scaled image of another
dense seed, some of them—the blue seeds—using the
upper left corner as the center. Both blue seeds and
sparse seeds are thus defined as dense seeds scaled out
from the blue corner—therefore, they coincide. The
same line of though can be followed for all tiles and
corners. Thus, whether a dense seed coincides with a
sparse seed depends on the agreement of two indicators: which of the four dense tiles it is in, and which
of the four possible scalings produced it in the chaos
game.

Figure 9: Computation of stroke space position (without scaling or rotation). × marks the shaded point.
Its seed space position is xs , the seed processed is
si , the position relative to the seed is xs − si , which
is mapped to the unit square surrounding the seed as
⟨xs − si + η ⟩ − η .
In order to find the color contribution of strokes at xs ,
we need to find which strokes cover this point, and what
part of their stroke texture appears there. Thus, for every seed si , we need to find stroke space coordinates zi
corresponding to seed space position xs (Figure 9). The
position of shaded point xs relative to the seed position is xs − si , but seeds must be wrapped around indefinitely to cover the entire plane. Thus, xs − si contains
an integer offset corresponding to the unit tile in which
the seed instance is found. We would like strokes to
be centered at seeds, so we remove the integer offset
by mapping xs − si to the origin-centered unit tile as
⟨xs − si + η ⟩ − η , where η = (1/2, 1/2). This gives us
the relative position of point xs to the nearest instance
of seed si . This can be rotated for stroke direction and
scaled for stroke length and width, yielding the formula
for the stroke texture coordinates

The parity bits of a dense tile’s row and column indices indicate which tile it is, within the sparse level
tile. The tile indices are exactly the integer part that was
discarded with ⟨xs − si + η ⟩. This can be computed as
⌋
⌊
w = xs − si + η .

Which scaling is applied in the chaos game depends on
the first bits of siu and siv . With cycling the bits, these
become the final bits in the bit pattern of the new seed.
Thus, a dense seed coincides with a sparse seed iff the
parities of its u and v bit cycles are the same as that of
the tile row and column indices w. When zooming out,
these seeds remain, while other seeds have to be faded
out as interpolation factor m increases.

zi = (R (⟨xs − si + η ⟩ − η )) (2m Fe) + η ,
where R is a rotation matrix for stroke alignment, with
 standing for the elementwise division. These coordinates can be used to access the stroke texture. Contributions for all seeds must be composited.

5.3

Fading strokes out can be accomplished in several
ways. We can use opacity or stroke size modulation,
and we can fade out all strokes simultaneously or one
after the other, as the interpolation factor increases.
Modulating all strokes simultaneously allows them to
blend smoothly, without abruptly appearing or disappearing strokes, but a large number of strokes will be
semi-transparent or intermediate-sized, not achieving
uniform hatching. If strokes appear one after the other,
the method of modulation hardly matters, as they
appear more abruptly, but they all look similar. Note
that because of the recursive nesting property, hatching

Density interpolation

When we zoom out from a surface, as object-space seed
density needs to decrease, we see the stroke pattern of
the dense level fade to the sparse level. Some strokes
grow in seed-space size in order to maintain their extents in viewport space (as described in Section 5), others vanish to make the hatching sparser. When interpolating between two levels, we need to identify those
seeds that remain.
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Algorithm 2 Shading a surface point. Global inputs are
the uniform bit cycles b = (bu , bv ) defining the seed set,
and the following artistic parameters: the rotation matrix for stroke alignment R, the global, non-modulated
viewport seed density F, and stroke width and height e.
The artist-drawn stroke texture strokeTex returns zero
alpha for out-of-range texture coordinates.
1: function S HADE (texture coords xuv , position xobj )
2:
a ← tone from illumination in [0, 1]
3:
c←1
◃ init pixel color to paper color
4:
T ← texture distortion at xobj
5:
G ← geometry factor at xobj
6:
M ← − log2 GT F
◃ nesting depth
7:
xs ← 2−⌊M⌋ xuv
◃ UV to seed space
8:
m ← M − ⌊M⌋
◃ interpolation factor
9:
for i ← 0, N − 1 do
◃ for all seeds
10:
si ← (0.bu bu . . . , 0.bv bv . . .) ◃ bits to seed
11:
α ←a
◃ opacity from tone fade
12:
w ← ⌊xs − si + η ⌋
◃ dense tile index
13:
if w ̸≡ b( mod 2) then ◃ seed not in sparse
14:
α ← α (1 − m)
◃ detail fade
15:
zi ← (R (⟨xs − si + η ⟩ − η )) (2m Fe) + η
y ← strokeTex[zi ]
◃ sample texture
16:
17:
α ← α yα
◃ apply texture alpha
18:
c ← (1 − α )c + α y
◃ alpha blending
19:
b←b 1
◃ cycle bits for next seed
20:
return c

strokes appear or disappear only when hatching needs
to grow denser or sparser, and no flickering is present.

5.4 Tone
In order to convey illumination, we need to be able to
modulate hatching density depending on the locally desired shade or tone. Just as seeds can be faded out for
less detail, their size or opacity can also be modulated
by tone. Again, strokes can be faded out together, producing a smoother animation, but with a lot of semitransparent strokes, or one after the other, producing
more abruptly appearing strokes of more consistent appearance.
Furthermore, in artistic practice [HZ00], tone is often
emphasized by rendering about four distinct layers of
strokes, usually at an angle, which is known as crosshatching. To simulate that, we use several sets of selfsimilar seeds, and overlay them. All layers are associated with a tone range, and strokes within a layer
are modulated when local tone is within that range.
Thus, we avoid sharply clipping strokes at tone segment
boundaries.

6 IMPLEMENTATION
Once a proper seed set, in the forms of u and v bit patterns, has been pre-generated, the algorithm can be implemented in a single shader (Algorithm 2). For didactic reasons and ease of understanding, the pseudocode
listing was compiled with the following simplifications:

6.1

The brute force implementation uses N texture samples
for every hatching layer. With 4 layers and a seed set
of 64 elements, this would be 256 samples per pixel. In
spite of this, a naive implementation does not perform
as poorly as one could expect. The 256 samples are
from the same, presumably small stroke texture, efficiently cached, with most texture fetches resolved without memory access for being out of bounds, and processing overhead is masked by the latency of the memory reads that do happen. Even so, the full potential of
the approach can be achieved if we only process those
strokes that potentially contribute to the shading of a
surface point.

We do not use multi-layer hatching, to which the algorithm can easily be extended by mapping the desired tone to the tone ranges associated with the layers, and executing the algorithm for all layers, with
possibly different bit patterns, stroke sizes, rotations,
and stroke textures.
We use simultaneous modulation, as opposed to fading one stroke after the other, for both tone and detail. If we wish to fade strokes individually, we need
to apply a smoothstep function on tone a and/or interpolation factor m, over the interval [i/(N +1), (i+
1)/(N + 1)], in lines 11 and/or 14.

In order to identify these we create a stroke coverage texture representing the unit square in seed space,
where every texel contains a list of those strokes that
may overlap with the texel. Strokes are subject to scaling, up to a factor of two, as we interpolate between
levels, so they must be rendered at their maximum size.
The simplest way to gather seed IDs to texels is to render to a buffer of bit masks, where every bit indicates
a seed, using atomic bitwise or operations. In a second pass, bit masks can be converted to ID lists, which
require fewer bits for all but the smallest seed sets.

We use opacity modulation, but modulation of stroke
size instead is straightforward.
We process all seeds of the set in a brute force iteration. In practice, only a few strokes influence the
color of a surface point, so the loop of line 9 can be
replaced by a much more economic solution detailed
in Section 6.1.
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DST TAM B16 C16 B64 C64
0.54 0.28 4.80 1.66 16.6 1.81
Table 1: Rendering time for a frame at 1920 × 1200 in
ms.
The texture only needs to be updated if the artistic parameters are changed. The shading algorithm can be
simply upgraded to query the seed coverage texture at
xs , and only loop over the relevant seeds.

7 RESULTS
7.1 Performance

Figure 12: Teapot rendered with 4 tone layers, 64 seeds
per layer, at 500 FPS, 1920 × 1200.

We have tested the algorithm on an NVIDIA GeForce
GTX 780, with 1920 × 1200 full-screen resolution, and measured the time of rendering a single
frame. We compared our solution against dynamic
solid textures (DST) [BBT09] and Tonal Art Maps
(TAM) [PHWF01], using code published by their
authors. For RPTAM, we used 4 layers with 16 seeds
each (B16 and C16 for brute force and coverage
texture implementations, respectively, Figure 11), and
with 64 seeds each (B64, C64, Figure 12). We used
grayscale textures in all methods. Results in Table 7.1
show that even the brute force implementation delivers
real-time performance, and all other methods have
practically negligible rendering cost, with texture
access bandwidth dominating. While the brute force
method scales linearly with the number of seeds, the
coverage texture acceleration eliminates this problem.
While RPTAM is still slower than TAM, the difference
has no significance on current hardware.

new strokes, and rejecting or clipping those colliding
with existing ones. Both the TAM generation method
and our seed set generation are lengthy trial-and-error
searches, aiming at the same quality criteria of uniformly distributed strokes. Our method guarantees uniformity in a geometric sense. More importantly, as opposed to TAMs, seed sets do not need to be re-generated
if artistic parameters like stroke length or stroke texture
change, even allowing these to be animated. We can
fade strokes simultaneously, producing rendering similar to TAMs (Figure 13), but also individually (Figure 14), which is a unique feature among texture-based
hatching methods.

Figure 13: Teapot rendered with simultaneous stroke
fading.

Figure 11: Teapot rendered with 4 tone layers, 16 seeds
per layer, at 600 FPS, 1920 × 1200.

7.2 Quality
Our method, like dynamic solid textures and Tonal Art
Maps, provides impeccable temporal coherence. Dynamic solid textures can produce binary style rendering to approximate hatching, but our method can work
with stylized hatching strokes. Tonal Art Maps are
equivalent to our approach in quality, but they do not
offer infinite zooming. TAMs can be edited manually, or generated automatically by randomly inserting
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When a surface is visible at an integer detail factor, all
strokes are completely visible. Otherwise, some may
be in a transient state fading in. This difference is unnoticeable when strokes fade individually, but a slight
periodic modulation in style is observable for simultaneous modulation. Therefore, we would like to expand
the concept of nesting to weighted seed sets, with interpolated set featuring the same distribution of weights,
making integer level stroke patterns indistinguishable
from interpolated ones. We also believe this will lead
us to the implementation of a new artistic parameter
that allows intermediate strategies between simultaneous and individual fading. In this overlapped fading
model, a customizable, but fixed percentage of strokes
will be in transitional state at any time and detail level.
We also plan to examine interaction with outline rendering approaches, and investigate whether we can simulate overdraw with screen space filtering.
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ABSTRACT
The synthesis of textures of arbitrary size from smaller samples is a much-noticed problem in the field of computer
graphics. While the proposed solutions deliver very good results for regular and near-regular textures, the synthesis
of irregular textures is in need of improvement. In this paper, the well-known Image Quilting algorithm is analyzed
and its idea is enhanced by replacing the square shape of the patches by a hexagonal shape. In addition, rotation
and mirroring of patches are introduced. A penalty map is used to enforce even usage of source data and transformations to make feature repetition less noticeable and improve synthesis from multiple source images. This leads
to considerably better results for complex textures like wood, smoke or water waves.

Keywords
Texture Synthesis, Image Quilting, Hexagonal Tiling, Rotation

1

INTRODUCTION

Bergen [3] used Laplacian and steerable image pyramids to iteratively modify a noise image until the pyramids’ histograms match closely. This method delivers
convincing results for many stochastic textures, but fails
to capture distinct structures. De Bonet [4] proposed
a similar method that delivers satisfying results for a
wider range of textures, but requires fine-tuned threshold parameters and therefore sacrifices usability. Other
algorithms were proposed by Zhu et al. [5] and Simoncelli and Portilla [6], but the above-mentioned problems
regarding structures could not be solved completely.
Pixel-based: These algorithms synthesize a texture one
pixel at a time. Arguably the first algorithm to use this
idea was proposed by Popat [7]. In his approach, conditional probability functions are derived from the source
texture and used to synthesize a new pixel in the output texture. While able to produce comparatively good
results at that time, the algorithm is prone to ‘growing
garbage’. Paget and Longstaff [8] solved this problem
by synthesizing the low frequencies first and gradually
adding high frequency detail. The main problem with
pixel-based algorithms being speed, Wei and Levoy [9]
used tree-structured vector quantization to improve the
performance of pixel-based approaches considerably.
Patch-based: The first patch-based texture synthesis
algorithms were proposed by Xu, Go and Shum [10]
and Liang et al. [11]. These algorithms copy whole
patches from the source texture and paste them into
the result, smoothing the overlapping edges with crossedge filtering. While solving the issues with capturing structures in statistics-based algorithms and the lack
of speed common to pixel-based methods, these algorithms introduced their own set of problems like implausible blending and noticeable repetition. The Im-

In the field of computer graphics, textures are used to
describe the visual properties of a surface. For realistic results, it is often convenient to use a scan or photograph of a real-world surface and map it to a virtual
object. When more source data is required than is available, a bigger texture can be synthesized from a small
sample. This paper analyzes the popular Image Quilting algorithm [1] and improves it in several aspects to
overcome some of its shortcomings.

1.1

Previous Work

Many algorithms have been proposed to synthesize a
texture of arbitrary size from a source texture, using
various fundamentally different approaches. This allows for a basic categorization of texture synthesis algorithms into three classes:
Statistics-based: Many of the first algorithms for texture synthesis were based on image statistics. In his
works on texture discrimination, Bela Julesz [2] introduced a new model for the human observer’s perception
of texture. According to Julesz, two images are perceived as being the same texture when some appropriate
set of image statistics matches. This idea was applied in
various publications on textures synthesis. Heeger and

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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regular

near-regular

irregular

near-stochastic

stochastic

Figure 1: Texture spectrum based on [13]. Textures are classified anywhere from regular to stochastic. The
proposed improvements target mainly irregular and near-stochastic textures.
age Quilting algorithm by Efros and Freeman [1] improved the blending by using a cut through the overlap
region for the which the difference in pixel values is
minimal. Kwatra et al. [12] don’t use a fixed patch size,
but apply a graph cut technique to find optimal patch
regions. Beyond translations, they also suggest using
other transformations like rotation and scaling and provide some results for the use of rotation by multiples of
90◦ and mirroring.

can be achieved using statistics-based methods as described by Simoncelli and Portilla [6]. In contrast, the
synthesis of near-stochastic and irregular textures admits of improvement.

1.2

Like most patch-based algorithms, Image Quilting is
suitable for the left part of the texture spectrum as
shown in Figure 1. However, when synthesizing nearstochastic or irregular textures like wood, smoke or water waves the algorithm’s results quickly deteriorate.
Noticeable repetition or vanishing of distinct features
decrease similarity to the source texture.

One of the most prominent approaches for nearstochastic and irregular textures is the Image Quilting
algorithm [1]. Despite the good results, the underlying
idea is very simple and leaves enough room for
improvements.

Texture classification

Lin et al. [13] suggest a classification of textures on an
axis between regular and stochastic, as seen in Figure 1.
Regular textures are perfectly periodic patterns, where
the pixel values repeat in equal intervals without any
variation. With real-world textures this is very uncommon and slight variations in pixel values due to fabrication inaccuracy or measurement noise are almost always present. Therefore, these textures are called nearregular textures.

In this paper, the Image Quilting algorithm is analyzed and improved to provide better results for nearstochastic and irregular textures. The perfect result
would be a method that delivers convincing results for
all texture types alike. When looking at the existing approaches, this seems unrealistic. Therefore, a deterioration of results for the other texture types is acceptable
if it benefits the results for near-stochastic and irregular
textures.

In the center of the spectrum are irregular textures.
They are periodic at their core but feature some stochastic component, may it be a non-periodic deformation or
a considerable random variation in color.
Due to the focus of their work, Lin et al. do not elaborate on the stochastic end of the spectrum. For the purpose of this paper, stochastic textures are defined as
textures that consist mainly of random noise, although
this noise may only affect the brightness of each pixel
with a strongly biased color hue. Near-stochastic textures feature defining structures, but with random variation and no perceptible repetition.

1.3

2

ALGORITHM

This section provides a quick overview of the Image
Quilting algorithm as proposed by Efros and Freeman
and suggests several improvements to achieve better results for the targeted texture types. For a complete definition of Image Quilting refer to [1].

Motivation
2.1

As shown in Lin et al. [13], patch-based algorithms produce very good results for regular and near-regular textures. Convincing results for pure stochastic textures
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(a)

(b)

(c)

Figure 2: From left to right: original image and Image Quilting results with 0.01 and 0.2 error tolerance. High
error tolerance avoids repetition to some extent, but also leads to more visual inconsistencies.

2.2

pixels. For each of these blocks, the input texture is
searched for a set of blocks for which the error in the
overlap region satisfies some error constraint. In the
original implementation, the error is computed as the
sum of squared distances (L2 norm) between between
RGB color values. Each block for which the error is at
most 1.1 times the best possible error (i.e. the error of
the best-matching block) is added to the set. From this
set, one of the blocks is chosen at random.

When using Image Quilting to produce a texture that is
larger than the input, some regions will inevitably occur
more than once. This becomes a major problem when
dealing with near-stochastic and irregular textures that
have non-repeating distinct features.
One simple approach is to identify these distinct features by some measure and prevent multiple use of the
particular image regions. This would lead to an artificial lowering of the frequency of these features, changing the appearance of the result and potentially decreasing the similarity to the input texture.

An error surface is calculated for the overlap region of
the previously chosen blocks and the new one. A minimum cost path through this surface is calculated and
used as the boundary of the new block, which is then
pasted onto the result image.

A better solution is to include variations of the source
image. Rotation and mirroring can be used to make the
repetition of features less noticeable for a human observer, as suggested by Kwatra et al. [12]. To integrate
this into the Image Quilting algorithm, a number of rotated and / or flipped images are taken into account in
addition to the original source image. The number of
rotations can be chosen freely. The complexity of the
algorithm increases linearly with the number of images,
i.e. O(n), where n is the number of images taken into
account.

The original algorithm uses a dynamic programming
approach to find a path through the error surface. For a
vertical overlap between two blocks B1 and B2 with the
error surface e defined as the error for every point in the
overlap region, the cumulative error is computed as:

Ei, j = ei, j + min(Ei−1, j−1 , Ei−1, j , Ei−1, j+1 )

(1)

As can be seen in Figure 2, the error tolerance greatly
affects the distribution of the result. A low error tolerance is beneficial, because only the best-fitting pieces
are used in the output image. This in turn leads to an
undue preference of image regions with low contrast
and without hard edges over image regions that show
distinct features, but possibly produce a higher error. If
few such regions exist in the source data, the repetition
becomes visible as seen in Figure 2 b).

The minimum error of the last row in E can be used to
trace back and find the shortest path. The calculation
of a path through a horizontal overlap follows the same
principal.
This approach, while being exceedingly fast and producing adequate results most of the time, is not guaranteed to find the optimal path. As can easily be seen
from the formula, the gradient of all paths found is constant in the first dimension. This may not be true for the
optimal path. Throughout this paper, the Dijkstra algorithm [14] is used as a substitute in all self-provided
images. The boundary cut could be further improved,
as described by Long and Mould [15].
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Using a higher error tolerance alleviates this problem
stochastically and gives the algorithm a bias towards
randomness. This has both positive and negative effects. It leads to a more even distribution of source image regions in the output, but also globally increases
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the error in the result and is not a reliable solution.
Even high values can’t prevent noticeable repetition altogether.
To enforce an optimal exploitation of the available
source data (both original and transformed), we introduce a penalty map. This map stores the previous uses
of an image region with the respective transformation
encoded as gray levels. For every possible combination
of rotation angle and mirroring, a penalty map is
created. These maps are initially black, i.e. filled with
zeros, because no source region in any transformation
has been used. For every block that is chosen during
the algorithm, the source image region is lightened
in the penalty map for the corresponding rotation and
mirroring values. During the calculation of the error
values, the penalty map is queried and, if the the region
in question has been used before (i.e. the value in the
penalty map is greater than zero), the error is increased.
This is implemented as follows:

Figure 3: Hexagonal tiling and the resulting overlap regions.
used to construct the images. This regular grid structure
further emphasizes the (not easily avoidable) error. By
using a different, less obvious structure the error could
be concealed without nominally being lowered.

• When a block is found, a blurred dot is additively
drawn to the map at the center point of the chosen
source region. The blur radius should roughly correspond to the size of the blocks.

The idea of the Image Quilting algorithm can in theory
be used with any tessellation of the plane. For the sake
of simplicity, a regular tessellation (i.e. a tessellation
using only congruent regular polygons) should be used.
The three regular tessellations of the plane are triangular, square and hexagonal tessellation [16]. Squares
were used in the original Image Quilting algorithm. Of
the remaining two, hexagons were chosen as the more
‘interesting’ shape. Triangle-based Image Quilting may
have its own benefits that are yet to be analyzed.

• After the error e in the overlap region is summed up,
the pixel at the center point of the source region in
question is queried. The new error e0 is calculated as
e0 = e + p e c2 , where c is the gray-scale value of the
pixel in range [0, 1] and p is a user-defined parameter
to adjust the penalty map influence.

The hexagonal shape breaks up the all too common
rectangular pattern. Overlapping areas do not only occur horizontally or vertically, but also at a slanted angle. Together with the arbitrary number of rotations,
this better represents the structure of complex textures
and leads to improved results. A hexagon cannot exceed the borders of a source image. The size of the
hexagons is set by the user and should be chosen dependent on the size of the features present in the source
data.

The introduced penalty maps have another beneficial
side effect. While it is trivial to use the Image Quilting
algorithm to synthesize a texture not from one but from
multiple source textures, the result is often unsatisfactory due to one source being overused. Penalty maps
encourage an even usage of image regions across images. This means that if the requested result image requires more than the provided source data, all the available source data is used evenly on both image and image region level.

2.3

A positive side-effect of the hexagonal structure can be
observed when synthesizing some near-regular or regular textures. If a texture is horizontally uniform in an
area bigger than the overlap region of two horizontally
adjacent squares, this can lead to a shift that breaks up
the regular structure of the texture. The hexagons used
in our variation are more ‘interlocked’ than the squares,
making this case less likely to happen. For an example,
see section 3.1.

Hexagons

With difficult textures like the wood texture used in Figure 2, the best possible block sometimes still leads to
a visible crack or error. This is aggravated by both a
high error tolerance value and a high penalty map influence, which is giving preference to less-used, but possibly higher-error blocks. On the other hand, as seen
in section 2.2, lowering these values can lead to noticeable and unwanted repetition of distinct features and is
therefore not an option.

2.4

The algorithm is controlled by various parameters,
which are described and summed up in this section.

When looking closely at the results, one thing becomes
obvious: an underlying pattern of equal squares was
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3.1

The size of the result is controlled by the vertical and
horizontal hexagon count. These parameters should be
chosen generously, so that the desired pixel size can be
cut from the result.

Some results of the comparison with the original Image Quilting algorithm can be seen in Figure 4. For the
targeted texture types, i.e. irregular and near-stochastic
textures, our algorithm shows improvement.

The size parameter controls the overall size of the
hexagons. This value depends solely on the source
data and should be big enough to capture the relevant
structures, but not bigger.

Neither the original algorithm nor our modified approach were able to produce convincing results for (1).
The source texture does not show enough to clearly imply a pattern. The colors seem to be randomly distributed. On the other hand, the texture shows strong
regularity in terms of shape. The Image Quilting algorithms are not able to capture these structures accurately.

The overlap parameter determines by how much pixels
the hexagons overlap each other. A bigger overlap can
lead to better results, but also increases computational
cost. A value of 16 of the hexagon diameter, similar to 16
of the block size suggested by Efros and Freeman [1],
is a good starting point.

(2), (11) and partly (6) show shadows and highlights
that imply strong directional light. Our approach perhaps could have produced better results than the original algorithm if the textures were evenly lit. However,
under the given conditions, rotation would lead to implausible lighting in the result image and severely deteriorate the perceived quality. For (6), rotation is arguably a valid choice because the structure is chaotic
enough and the flawed lighting is not immediately obvious. For the other two we decided to not use rotation.
The results for (2) and (11) are virtually unchanged.

The influence of the penalty map can be controlled with
the penalty factor p. If the result shows noticeable repetition, this factor should be increased. Depending on the
implementation details, especially the brightness of the
blurred dot described in section 2.2, this value can vary
widely. In our implementation, values between 100 and
800 were used, with a brightness of 10% in the center
of the blurred dot.
During each step of the algorithm, a set of possible
hexagons is assembled from which one is chosen
randomly. The error tolerance t determines which
hexagons are added to the set. Only those hexagons for
which e ≤ min(e) ∗ (1 + t) are taken into consideration.
Efros and Freeman [1] suggested a value of 0.1.
The penalty map alleviates the need for a high error
tolerance. A value of 0.01 was used in most of our
tests.

In (3), the Image Quilting result show obvious repetition, which in our result is prevented to some degree
thanks to an even distribution of different rotations. On
the downside, the structure is not preserved as well as
in the comparison image. We believe though that a set
of parameters exists for which the structure is not distorted.
For (4), the original result was not perfect but our approach indeed seems to produce more visible inconsistencies. Better results could probably be achieved when
experimenting with different shape and overlap sizes.

Additional transformations are controlled by the integer directions parameter d and the boolean flip parameter. The first controls the number of rotations, each
by a multiple of 360
d degree, while the second determines whether each image should additionally be mirrored horizontally. The total number of images taken
into account equals d with disabled or 2d with enabled
flip. Additional transformations should only be used
when the source data requires them.

3

In (5), there is indeed more repetition in our result, but it
is also closer to the source image. In the Image Quilting
result, small portions of the available data with low contrast were used frequently. This is exactly the problem
described in section 2.2. With our approach, the similarity in distribution can be controlled with the penalty
factor p. Another example for this problem of the Image Quilting algorithm can be seen in (12). The feature distribution in our result closely matches the distribution in the source image, leading to a considerably
better result while still avoiding noticeable repetition.
Likewise, our results for (8) and (10) show less repetition and more even distribution compared to the Image
Quilting results. For (9), the result was already very
good with the original algorithm and couldn’t be improved any further.

RESULTS

The algorithm was tested with a wide range of source
textures. The algorithm is compared to the original
Image Quilting algorithm using the images provided
in [1]. In addition, we also used some complex textures that are very hard to synthesize with existing algorithms.
While the proposed modifications of the Image Quilting
algorithm can improve results, there are textures that
require only part of the features or none at all. This can
also be seen in the following comparison.
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Comparison

(7) is a good example of the hexagonal structure’s benefit for regular and near-regular textures, as described
in section 2.3. In the Image Quilting result, the cans
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(1)

(2)

(3)

(4)

(5)

(6)

(7)

(8)

(9)

(10)

(11)

(12)

Figure 4: From left to right: comparison of original image, Image Quilting result and Hexagonal Image Quilting
result.
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Figure 5: Near-stochastic WATER texture synthesized from two source images. Left: source images, right: result.
are distorted in some places and are either too wide or
too narrow. This is due to the fact that each of the cans
is relatively homogeneous horizontally. When this homogeneous region is wider than the overlap region, any
offset in the homogeneous region will produce a low
error and can potentially be chosen for the result, but
can lead to visual anomalies. This is what happened
to some of the cans. To prevent this, an overlap larger
than the homogeneous region would be required. When
using hexagons instead of squares, this error does not
occur, even for small overlaps.

Figure 6: Result with parameters that are not adjusted
to the source image. Rotation and a high penalty factor
lead to odd behaviour here.

3.2

3.3

Near-stochastic results

Without the additional transformations introduced in
section 2.2, the proposed algorithm is nearly as fast as
the original algorithm. Depending on the details of the
implementation, the hexagonal shape can introduce a
small overhead. In our tests, this overhead was negligible.

For synthesis of near-stochastic texture, we took advantage of the algorithm’s ability to synthesize from multiple source images. Two of the results are shown in
Figure 5 and Figure 7.
WATER was synthesized from two source images. The
pixel count of the result image is roughly doubled compared to the sum of the source images. There are no visible inconsistencies in the image. Repetition is found,
but not striking.

As stated in section 2.2, each additional rotation contributes to the search space of the algorithm and thereby
significantly increases computation time. The duration
of the algorithm with multiple of 60◦ rotations (i.e. six
possible directions) compared to the duration with only
the original orientation increases by a factor of 6. When
mirroring is allowed, the computation time doubles because for every possible patch a mirrored version must
be taken into account by the algorithm. Again, no measurable overhead is produced.

For L IGHT C OTTONWOOD, we used four source images to produce a texture with tripled pixel count compared to the sum of the source images. First, we synthesized an image using Image Quilting. The only trivial adaption is that not one but multiple source images
are used, without penalty maps or any of the enhancements described in this paper. The result shows striking
repetition and, as described in section 2.3, reveals the
underlying regular structure of patches. For the second
result, we used our proposed algorithm with hexagons,
rotation and penalty maps. In comparison, our result
contains less noticeable repetition. The patch structure
is less noticeable and the distribution of features looks
plausible concerning the available source data.
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Performance

3.4

Limitations

The algorithm produces convincing results for most
textures, from regular to stochastic, but is not without
its limitations.
As mentioned in section 3.1, some textures like (1) in
Figure 4 are not handled well by the algorithm. Espe-
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Figure 7: Comparison of near-stochastic L IGHT C OTTONWOOD texture synthesis results from multiple source
images. Left: source images, right top: result using the Image Quilting algorithm without any of the proposed
modifications, right bottom: result using Hexagonal Image Quilting with penalty maps and rotation.
cially synthesis of textures with low-frequency features
(e.g. gradients) will not produce good results. Neither
Image Quilting nor the improved version described in
this paper is able to globally optimize the result and
‘plan ahead’ for features that are larger than the shape’s
size. In addition, the hard cut through the overlap region is not suitable for blending gradients. The output
image will show a noticeable tear.

eters based on the source texture would greatly benefit
the usability of the algorithm.
Various other improvements of the Image Quilting algorithm have been proposed [15][17]. They could be
combined with the enhancements described in this paper to further improve the results.

The added features make the algorithm more powerful, but also require careful tweaking. Depending on
the source texture, very different parameters may lead
to the expected result and using unsuitable values can
produce undesired effects as seen in Figure 6. Methods
to automatically determine good values for the param-

We proposed an algorithm based on the Image Quilting
algorithm by Efros and Freeman. The modifications described in this paper make the algorithm more powerful
and can lead to better results for all types of textures.
The introduced transformations can, at the cost of performance and dependent on the source texture, signif-
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icantly increase the quality of results. The hexagonal
shape yields better results for most near-stochastic textures and can even improve the results for certain nearregular and regular textures.

[13] Lin, Hays, Wu, Kwatra, Liu. A Comparison Study
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Abstract
In this paper, we present a novel approach for rendering of very large polygonal meshes consisting of several hundred million triangles. Our technique uses the rasterizer exclusively to allow for high-quality, anti-aliased rendering
and takes advantage of a compact, voxel-based level-of-detail simplification. We show how our approach unifies
streaming, occlusion culling, and level-of-detail into a single rasterization based pipeline. We also demonstrate
how our level-of-detail simplification can be quickly computed, even for the most complex polygonal meshes.

Keywords
Computer Graphics, Large model rendering, Level-of-detail

1

INTRODUCTION

ing techniques have been proposed to solve this problem [RCBW12, CNLE09, LK11]. Voxels are an interesting alternative to standard, polygon based level-ofdetail approaches as they drastically simplify the simplification process. However, all of the current voxelbased techniques rely on the GPU’s compute units to
perform per-pixel ray-casting. This, however, comes
with two important drawbacks: First, and most importantly, anti-aliasing in a ray-tracer is expensive. A raytracer scales linearly with the number of rays, and additional rays for anti-aliasing drastically increase the
cost. Adaptive anti-aliasing can alleviate this to a degree, but on the very high resolution meshes we focus

Rendering of very large meshes, consisting of several hundred millions of triangles, still represents a
significant challenge. Recently, voxel based render-

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.

Full Papers Proceedings

77

ISBN 978-80-86943-70-1

WSCG 2014 Conference on Computer Graphics, Visualization and Computer Vision

on in this work, geometric aliasing is present practically
everywhere (see Figure 6.) Even with geometry prefiltering through level-of-detail simplification, the surfaces are still prone to aliasing, which is amplified when
moving around the object. Second, efficient ray-tracing
on GPUs requires some kind of acceleration structure.
These structures typically take a long time to build and
require large amounts of memory.

interesting optimization by focusing on octrees for surfaces: Along with the surface data like color, they also
store contours which both improve the quality of the
reconstructed surface as well as the performance of the
rendering. In this case, the octree must be built topdown as successive levels combine the contours. Similar to GigaVoxels, the sparse voxel octrees also use the
GPU’s compute units for rendering.

The GPU rasterizer on the other hand does not scale
well with increasing triangle counts, but allows for very
efficient anti-aliasing. In this paper we demonstrate that
pure GPU rasterization is a viable alternative to hybrid GPU raytracing/rasterization techniques for very
large models, once it has been augmented by hierarchical streaming, level-of-detail and occlusion culling.
We also exploit the characteristics of our alternative
pipeline to create an extremely fast level-of-detail simplification. To achieve this, we make the following specific contributions:

Our representation builds upon the very first published
work on iso-surface visualization: Cuberilles [HL79].
The Cuberille method—or opaque cubes—works by
computing the set of grid cells that contain the isosurface and rendering those as small cubes. The original method creates a single connected mesh during
traversal to minimize the memory required by duplicated vertices. In order to improve the apparent surface
quality, gouraud shading is used to interpolate the pervertex normals along the surfaces.
Recently, [RCBW12] showed how voxel raycasting
can be used for rendering very large models. Their
approach uses a very compact surface representation
and switches between voxels and triangle rendering for
close-up views. They also show that voxels can be used
to provide a high quality level-of-detail simplification.
However, in their work, the level-of-detail computation
is done in a pre-process and is not created by using
their compact representation. This makes it very
time-consuming, as it has to process the complete
model for every simplification step. Finally, they rely
on ray-tracing for rendering, making anti-aliasing very
expensive.

• A memory-efficient, "linear" voxel model representation, which can be build from either a triangle
mesh or a volume.
• A hybrid rendering approach, which combines levelof-detail, streaming, and occlusion-culling.
• A fast level-of-detail simplification working directly
on the compact representation.
We start with a brief introduction to existing work in the
field. In the algorithm part, we describe in detail how
each part of our pipeline works. Finally, we present
the performance results of various representative data
sets on commodity hardware and provide details about
quality and memory usage.

2

Point-based rendering [BK03] is also related to our
technique, but there are several significant differences.
Our surface voxels always produce a watertight surface
and require no blending between points. We can also
integrate our technique easily with other algorithms
like shadow mapping, as our representation is viewindependent for a given level-of-detail configuration.
This guarantees that the voxel geometry matches exactly for different views.

RELATED WORK

Voxel models have been first introduced 1993 by Kaufman in the seminal paper [KCY93]. Compared to
polygonal representations, they provide an interesting
set of advantages like easier level of detail computation
and combined storage of surface and geometry information.

3

In the last years, there has been a lot of research into
large octrees to render such voxel models [CNLE09,
LK11]. [CNLE09] subdivides the model into a sparse
volume, storing only small volume “bricks” along the
surface. It uses a compute based octree traversal to render the contained surface, and also supports fully volumetric rendering as required for instance for clouds.
However, it has a significant memory overhead for solid
models as it stores parts of the volume around the object surface. It also requires additional memory for the
octree data structure on the GPU. [LK11] provides an
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SURFACE VOXEL REPRESENTATION

Our algorithm takes advantage of a voxel representation for level-of-detail simplification. This requires us
to generate a voxelization of the input. To this end, we
use a standard 3D triangle voxelization algorithm. One
difference to existing approaches which require the full
volume [SS10] or out-of-core processing [BLD13] is
that we use an in-core algorithm. It builds an adaptive
tree representation during the voxelization and computes per-voxel coverage, normals and colors. Compared to [BLD13], it trades memory for processing
speed, but due to its adaptive nature the memory re-
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Figure 1: Adaptive tree building in 2D. The blue triangle is split into leaf nodes while the tree is being built.
On the right hand side, chunk borders are visible, and
the green voxels correspond to the surface voxels. The
thick faces are the active surface faces.

Figure 3: Our approach handles arbitrary per-face data
such as material IDs. In this example, a Minecraft level
is rendered with per-face textures.
The result is finally emitted as chunks of 2563 voxels
or less. This allows us to store the voxel-position using 8 bits per component. We use the normal at each
voxel to determine the outward facing voxel faces (see
Figure 1) and store them using a 6 bit mask. Together
with the active face mask and padding, this results in
a total of 4 bytes per voxel. We also store a quantized
normal for each voxel with 10 bits per channel in the
voxel buffer, resulting in 4 additional bytes of data. If
color data is available, it is also stored using 4 bytes due
to alignment.
Optionally, we can also store per-face data. For example, different materials can be assigned to each face
(see Figure 3). In this case, we create an additional
buffer with per-face attributes and store an index into
this buffer along with each voxel. The indirection is
necessary, as the amount of per-face data can vary between voxels.

Figure 2: Comparison of conservative with 6separating voxelization. On the left, conservative voxelization marks any voxel touched by the triangle. On
the right, the 6-separating subset is shown.
quirements are still far below that of a full volume (see
the results section for details).
Our voxelizer builds an octree step-by-step while consuming the input triangles. Starting at the root node,
which represents a voxel enclosing the entire model, we
build the tree top-down as follows: For each voxel, we
split it into 23 sub-voxels and identify which of these
sub-voxels intersect with the triangle. The triangle is
then clipped against each sub-voxel and inserted into
them (see Figure 1). At this level the triangles are then
processed recursively until a leaf node is reached. The
splitting process computes the exact intersection area
of a voxel with a triangle, which we use at the finest
level to compute an area weighted average of all triangle attributes. Once all triangles have been processed,
we traverse the tree and write out the leaf voxels into a
linear buffer.

Level of detail
Level-of-detail is an integral part of voxel rendering
and is also a core component of our approach. As discussed, every voxel will be eventually rendered as a
small cube. This has three important implications for
level-of-detail: Firstly, we can use the voxels to solve
problems with transitions between different levels. By
ensuring that all border voxels of a chunk have "caps"
at the exterior, we can guarantee that no holes will ever
be present at level-of-detail transitions.
The second implication is that we can run our simplification directly on the voxels. This might sound trivial at first, but it has an extremely high impact on performance and memory usage, as our voxel representation is very compact. Instead of having to process the
complete polygonal input model, we can work with the
much smaller voxelization.
Finally, for the rendering, we will also require conservative bounds for any given chunk. We can achieve this

As described so far, the algorithm will produce voxels which correspond to a conservative rasterization.
In particular, along the surface of the object, on average twice as many voxels will be generated as necessary for rendering (see also Figure 2). To resolve
this, we use an additional per-voxel test and only emit
the six-separating subset of the original voxelization.
This can be easily done by an additional triangle/voxel
test [Lai13].
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Level 0

if we can guarantee that every single voxel at a higher
level-of-detail encompasses all child voxel. This can
be incorporated into the simplification by computing
which faces are present for any child and or-ing them
together.

Radix Sort

Prefix Sum
1

3

4

Compaction

Level 1

0

Figure 6: Magnified view of a part of the Atlas mesh.
Even for pre-filtered geometry, anti-aliasing is still crucial to obtain a high-quality image.

Figure 4: The simplification process: Starting from a
high-resolution block at the top right, the surface voxels
are extracted, sorted, and compacted to create the levelof-detail simplification at the bottom right.

small features increase in size instead of disappearing.
As mentioned above, the choice of the combination
algorithm is not arbitrary, but necessary for efficient
culling as described in the rendering section.

Our simplification is designed to be fully parallel, suitable for efficient execution on both CPUs and GPUs.
The main problem when trying to run the simplification
in parallel is that we cannot easily identify all neighboring voxels directly in the voxel buffer. To solve this, we
use a multi-pass algorithm which first sorts the voxels
and then compacts them. In the first step, we produce
“runs” of voxels which all correspond to a single voxel
at the next lower level. This can be done by performing
a radix sort [Mer12] which ignores the last bit of each
component of the position. Having the runs generated,
we now have to find out where each run starts. This can
be accomplished with a parallel prefix-scan [Mer12],
which computes the start offset of each voxel run (see
Figure 4).

4

The final stage of our algorithm consists of a fast voxel
renderer. We use the hardware rasterizer to support efficient rendering at high resolutions as well as multisample anti-aliasing, as this is still necessary with voxel
models for high quality rendering (see Figure 6). This
requires us to transform the input voxels into triangle
based geometry. To keep the memory usage low, we
never store the geometric representation but rather generate it on-the-fly from the voxel buffers using a geometry shader.
For each voxel, we generate a partial cube with all
boundary faces. In order to be fast, we must ensure
that the geometry shader produces as few triangles as
possible. Otherwise, the amount of transient on-chip
memory reduces the possible parallelism and decreases
performance. The key observation is that if the surface is seen from the “outside”, at most three faces of
each voxel can be visible. This optimization assumes
that the viewer can never enter the object or see “into”
it—very similar to the requirements for meshes that are
rendered with back-face culling. If the viewer can enter the model, we have two possibilities: Interior faces
can be marked as visible during the creation, resulting
in a one voxel thick “shell” without reducing performance. Alternatively, the interior can be rendered by
generating up to five faces per voxel at reduced perfor-

Figure 5: Each voxel contains a bit-mask which specifies the visible faces. During simplification, the masks
are merged by using a bitwise or.
Finally, we compact each run into a single output voxel.
Using GPU terminology, we start one thread per run,
which first computes the new boundary face using an
or operation of all children (see also Figure 5.) Attributes are combined using averaging: Either per-voxel
or per corresponding face. Combining the face bits using or creates a convex hull, which also implies that

Full Papers Proceedings

RENDERING

80

ISBN 978-80-86943-70-1

WSCG 2014 Conference on Computer Graphics, Visualization and Computer Vision

Figure 8: On the left, a view ray hits the blue octree
node which should be refined. In the middle, the children of the blue node are highlighted in red. As all children are invisible, we mark the blue node for occlusion
rendering only in the next frame.
Figure 7: The octree traversal automatically reduces the
level-of-detail for occluded areas. The inset shows the
actual camera view, with colors indicating the level-of
detail. In the side view, we can see that the occluded
parts are rendered using drastically reduced level-ofdetail.
mance. Throughout our testing, we always used the first
approach.
Inside the vertex shader, we perform backface culling
to determine which of the active boundary faces are
actually visible. This information, together with the
position of the voxel, is then forwarded to the geometry shader. In the geometry shader, we generate up
to three faces consisting of two triangles each. As we
could have per-face data, we cannot share vertices between faces; the maximum number of vertices generated by the geometry shader is thus 12. The geometry
shader also extracts and decompresses the normals, and
optionally generates additional per-face attributes like
texture coordinates as can be seen in Figure 3.
Figure 9: Top: Camera view into a city model. Bottom:
Parts visible to the camera are highlighted in green,
nodes rendered and determined invisible are gray. Notice that our occlusion culling algorithm pruned most of
the scene and only few nodes adjacent to visible areas
are rendered.

Level-of-detail and occlusion culling
We have integrated the level-of-detail solution into our
rendering with a combination of a CPU octree and GPU
occlusion determination. On the CPU side, we compute
a complete octree covering the whole scene and traverse
it per frame to identify the potentially visible leaf nodes.
The traversal is guided by the level-of-detail computation, that is, it stops as soon as a node has the correct
resolution for the current view. While traversing, we
also perform hierarchical frustum culling. During rendering, we force early depth/stencil testing and write to
a buffer with one entry per brick for every pixel that
passes the depth test. Using a single buffer instead of
occlusion queries is important for performance, as we
typically have to issue a few thousand draw calls per
frame. It also reduces the CPU time for readback, as
only a single API call is necessary to obtain the results.
We improve the efficiency of the depth test and culling
further by sorting the visible leafs by depth before issuing the draw calls.

visibility bound of its children. This is a major difference to algorithms like [BWPP04], which render object
bounding boxes. In our algorithm, we can take easily
advantage of the level-of-detail simplification, which is
also the best possible bound for the underlying geometry at any given level. As a result, we obtain a tight
bound on the visible data set, as can be seen in Figure 9.
If we determine that all children of a node are invisible due to occlusion, we simply stop the traversal in
the next frame at the node itself and render it. This
scheme quickly propagates information about visibility
up through the tree. As a result, occluded branches of
the tree get rendered at very low resolution. This is a
safe operation in our scheme, as our level-of-detail is
conservative, which guarantees that we can never miss
a visible block. The effect of this optimization can be
seen in Figure 7.

Once the results are back, we update the octree and determine the visible nodes for the next frame. The key insight here is that any node can be used as a conservative
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In both cases, we have optimized the load order by sorting the requests such that we process one complete detail level before continuing, and by prioritizing parts
closer to the camera. This ensures that the model refines
quickly using the first method, and that only small parts
become invisible at a time using the second method.
On the GPU, we try to cache as many chunks as possible to allow for quick movement in the scene without
having to fetch data from the host every time. Once a
cache becomes 95% full, all chunks which are currently
not visible are evicted and the cache is defragmented.

Figure 10: Once the camera is close enough to the
model, we render the source geometry (tinted green)
instead of voxel data.

We can also artificially limit the amount of data uploaded each frame to reduce frame-rate spikes, for instance, if large parts of the model become visible at the
same time. This is only an issue if the data has been
preloaded to the host memory already, as otherwise,
disk I/O speed will be a far more limiting factor.

One issue with this method is flickering if a node is visible at a level-of-detail which requires refinement, but
its children are not. In this case, we would render the
children in one frame, determine that they are invisible,
render the parent node in the next frame, which would
create a few visible pixels, and then render the children
again. We avoid this by disabling writes to the color
buffer if we render a node only to determine visibility
(see Figure 8.)

Due to our streaming system, we can render a model
with very low memory requirements. As can be seen in
Figure 2, the total amount of GPU memory for a single
frame is typically around 1% of the total model size.
Any additional memory is used to cache chunks on the
GPU to avoid re-uploading them.

Streaming
We take advantage of our octree representation to integrate streaming. Instead of loading all the geometry
and voxels up-front, we fetch the data on demand. The
streaming process always starts at the root of the octree. If a node hasn’t been loaded yet but is part of
the view frustum, a load request is issued and traversal
stops. Otherwise, we determine if the node is visible
at the correct level-of-detail. If not, traversal continues
into the children.

Geometry
For the high quality we aim to achieve, the voxels are
not sufficient for close-ups. If the camera moves close
enough to an octree leaf that the voxel resolution is no
longer sufficient to maintain the pixel error guarantee,
the leaf node is replaced by the actual input geometry (see also Figure 10.) This requires two additional
caches for vertex and index data, which are handled using the same policy as the voxel data. At runtime, we
render the source geometry first to prime the z-Buffer,
as it is by definition closest to the camera. Due to our
rasterization-centric approach, rendering of polygonal
geometry automatically integrates with our occlusionbased visibility scheme and also benefits from antialiasing.

At this point, we have two options how to handle a node
which needs to be refined and contains children which
haven’t been loaded yet. The first option is to mark all
children as invisible, issue load requests and render the
parent node instead. This will guarantee that the model
is always closed by reducing the level-of-detail temporarily until all visible children of a node have been
loaded. The second option is to allow partial updates.
In this case, load requests will be issued for all children
and those already loaded will be rendered. This may
lead to holes while child nodes are being streamed in,
but avoids reducing the level-of-detail.

5

Before we dive into the results of the rendering, we
have to actually create the surface voxel data first. We
have measured the performance of the voxelization for
three scenes: David [PGC11] (see Teaser), Atlas and
St. Matthew. The David mesh consists of 940195349
(940 million) triangles with per-vertex normals and colors and requires 31 GiB of memory total. Atlas contains 507512682 (508 million) triangles without any
additional per-vertex data, and St. Matthew contains
372767445 (373 million) triangles, again without additional per-vertex attributes.

The first method is preferable when zooming in on the
model, as it guarantees that visibility is never overestimated. The level-of-detail reduction is also almost
never triggered when zooming in. On the other hand,
while panning across a model or zooming out, new
parts of the model come into the view frustum frequently, requiring the first method to reduce level-ofdetail. The second approach copes much better with
such situations, as the parts loaded at the correct levelof-detail remain fixed at that level.
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On a dual Intel Xeon X5560 at 2.8 GHz (2× 4C/8T),
using 16 threads, the voxelization of the David mesh at
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Figure 11: The Atlas dataset.

Figure 12: The St. Matthew dataset.

163843 takes 5 minutes, requires 9.27 GiB of memory
and generates 166481909 (166 million) voxels. This
includes 40 seconds which are spent on writing the
output data to disk, which is running on a single core.
The complete volume would require 32 TiB, if stored
fully in memory. Atlas requires 6 minutes, 45 seconds
(including 2 minutes, 45 seconds for writing data),
18.59 GiB of memory and generates 332965775
(333 million) voxels. St. Matthew requires 4 minutes,
46 seconds (including 1 minute, 43 seconds for writing
data), 14.6 GiB of memory and generates 279042135
(279 million) voxels. The higher voxel counts for Atlas
and St. Matthew are due to the much higher complexity
of the surface. Unlike David, which is very smooth,
both Atlas and St. Matthew have a very rough surface.

2 minutes, 54 seconds and 2 minutes, 9 seconds, respectively. In all cases, the CPU simplification was using
less than 200 MiB of memory.
We have measured the per-frame memory usage, rendering time and upload rate for zoom-ins on the David
and Atlas data sets, and a rotation of the Atlas data set
(see Figure 13.) For this test, we have pre-cached the
data on the CPU to limit the disk I/O impact. Still, without any restriction, GPU upload easily becomes the bottleneck as can be seen towards the end of the sequence,
where large amounts of geometry have to be uploaded.
In Figure 13, we can also see that for the David data set,
the GPU cache had to be defragmented several times towards the end of the sequence. The cache size in this
test was set to 1 GiB for voxels, 1 GiB for vertices and
512 MiB for indices. Notice that as we only remove
invisible data from the cache, there is no upload spike
after a defragmentation.

We used the CPU simplification algorithm for these
meshes, using a single CPU core. For the David data
set, the simplification requires 1 minute, 25 seconds.
The corresponding times for Atlas and St. Matthew are
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Figure 14: Timing and memory usage for the City data
set. The camera starts above the city, where nearly no
occlusion is present and ends at street level. In a), all
data required for each frame is immediately uploaded,
resulting in a huge spike at the beginning. In b), the
upload rate has been limited to 8 MiB/sec, smoothing
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Figure 13: Timing and memory usage details at 1920 ×
1080 on a AMD R9 290X. Top row: Frame time (in
ms), middle row: data upload per frame (in MiB), bottom row: Required memory for the current frame (in
MiB) in blue and the total cached memory in red. In
a) and b), the camera zooms onto the objects, showing
more and more detail. In c), the camera rotates around
the Atlas data set.

Geometry

Voxels

Total

Atlas
David
St. Matthew

9.6 GiB
31 GiB
7.1 GiB

5.4 GiB
2.7 GiB
4.5 GiB

15 GiB
33.7 GiB
11.6 GiB

Table 1: On-disk sizes for the various models. The
David geometry contains 32-bit floating point positions,
normals and colors, while Atlas and St. Matthew contain per-vertex position data only.
data has been loaded, the upload is no longer the bottleneck, even though the occlusion is much more complicated in this scene than for the other data sets.

The rotation around the Atlas data sets exhibit very high
coherency, as the model remains at a fixed distance to
the camera and hence at a fixed level-of-detail. After
the initial loading, on average, 280 KiB of data is uploaded per frame.

Table 1 show the total size of the various test data sets.
The voxel data always consists of color, normals and
positions. As we can see, the voxel data adds roughly
50% overhead for data sets which contain only position. For David, the compressed normals and colors in
the level-of-detail representation drastically cut down
the required memory for the voxel-data compared to the
geometry, which uses floating-point attributes.

To evaluate the impact of upload rate limiting, we have
used the city data set (see Figure 14.) In this scene, we
start at an elevated position above the city and descent
down to street level. At the beginning, nearly the complete city is visible and large amounts of voxel data have
to be loaded. Without rate limiting, this results in slow
rendering and a high amount of disk I/O. With an upload limit, we can see how the initial loading requests
get spread out over multiple frames. Once the initial
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We have also compared the performance using different
MSAA levels on the Atlas dataset, which can be seen
in Figure 11. In Table 2, we can see that the rendering
performance is nearly independent of the anti-aliasing
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GPU

No AA

2×AA

4×AA

8×AA

R9 290X
HD 7970

17
22

17
22

18
23

21
24
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Table 2: Rendering times in ms for Atlas dataset onto
a 1280 × 720 viewport with different anti-aliasing levels and graphics cards. Both cards show only minimal
impact when MSAA is enabled.
level, varying between 10% and 25% overhead for 8×
anti-aliasing.

6

CONCLUSION

In this paper we have proposed an efficient, scalable
rendering technique for triangle models using voxels
as the level-of-detail representation. Unlike other approaches, our method uses the hardware rasterization
units and can thus be easily integrated into existing rendering pipelines. Using the rasterizer also enables us to
use multi-sample anti-aliasing with minimal impact on
the performance. We have also shown how our levelof-detail can be quickly computed even for very large
data sets.
In the future, we would like to incorporate secondary
effects into our framework. Our surface voxel representation can be easily used as the starting point for a
voxel ray-tracing system. For example, an acceleration
structure can be built externally referencing the surface
voxels, which could be then used to resolve secondary
effects like shadows or ambient occlusion.
We would like to investigate how per-face data can be
used to improve the level-of-detail quality. As seen in
Figure 3, we can easily store per-face data. For very
complex models, it might be necessary to switch voxels
to per-face normals and colors. For example, if two
different-colored walls are merged, the resulting color
should not be averaged; instead, the voxel should be
adjusted to use per-face data.
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ABSTRACT
We introduce a novel practical single-phase particle simulation for trapped air bubbles in a turbulent water flow.
Our model for a trapped air bubble is a low-density rigid body with a spherical shape, and our bubble interacts with
water and other rigid bodies in a fully two-way manner. Our bubble is created at a trapped air pocket computed
from the water volume. Stable and realistic bubble interactions are achieved using an impulse-based boundary
force with non-positive coefficients of restitution. Subgrid-scale bubbles are also created to add more details using
precomputed bubble data and an oscillating bubble mesh is used in rendering stage instead of a spherical shape
for a soft look of the bubble surface. Our method can be easily implemented by extending an existing rigid body
interaction of fluid solver, and it is fast compared to two-phase simulation because we do not simulate the air part.

Keywords
Bubble, Fluid, SPH.

1 INTRODUCTION

SPH, and in particular we apply nonpositive impulses
for the interaction between bubbles. Nonpositive impulses produce a weak repulsion, and so it allows approaching bubbles to overlap. A natural buoyant force
for our bubble model is also induced by the impulsebased boundary force. Thanks to the single-phase feature of our method, one can perform an air bubble simulation as fast as a normal single-phase water simulation
with a fairly small amount of additional memory.

The existence of trapped air bubbles is one of the most
attractive features in water flow. Trapped air bubbles mainly come from trapped air pockets captured
by turbulent water flow. Two-phase simulation is definitely the most accurate way to capture trapped air
pockets in water flow and to simulate the complex behaviour of air bubbles, such as breaking and merging
[Col03, Hon03, Hon05, Hon08, Son05, Zhe06]. However, a two-phase simulation of water and air suffers
from heavy computational cost and slow simulation
time since the air part should be simulated in the same
way as the water part.

Our approach provides some degree of freedom for user
to enhance existing results. In the rendering stage, our
spherical bubble is replaced by an elliptically oscillating shape whose axis are dynamically changed according to the bubble velocity. In addition, sub-grid scale
bubbles can be recursively added in a post-processing
step. The creation and amount of sub-grid scale bubbles are controlled by the gap between an air pocket
and bubbles inside.

In the present paper we propose a novel and practical single-phase trapped air bubble simulation, within a
particle-based framework, Smoothed Particles Hydrodynamics (SPH). Our main idea is to model a trapped
air bubble as a low-density rigid body with a spherical shape. In our approach, the air bubbles are naturally
coupled to the water and the other rigid bodies in a fully
two-way manner since a trapped air bubble is simulated
as a rigid body. We follow the impulse-based approach
[Oh09] for stable and realistic rigid body interaction in

This paper is organized as follows. In the next section, the prior literature is surveyed. Section 3 explains
our new bubble model and related simulation issues.
Section 4 explains how to create an oscillating bubble
mesh and subgrid-scale bubbles. Section 5 presents and
discusses the simulation results and conclusion is presented in the last section.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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2 PREVIOUS WORK
Two phase simulations have been studied for realistic
air bubbles in grid-based Eulerian framework [Kan00,
Hon03, Hon05, Son05, Zhe06]. Some hybrid methods
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have also been presented to capture small scale air bubbles [Hon08, Mih09].
A real-time method is suggested for bubbles and foams
in a shallow water simulation in [Thu07]. Millions
of dispersed bubbles were simulated using a stochastic
solver at a subgrid level in [Kim10].
In particle-based Lagrangian approaches, two-phase
simulations with a high density ratio were studied by
making some modifications to the SPH equations in
[Col03, Sol08]. A two-phase SPH fluid in a weak
sense was simulated using a dynamic particle layer
at water-bubble interface in [Mue05]. Small scale
bubbles including foam were simulated within an SPH
framework by [Cle07].
Trapped air bubbles were simulated as spheres in
[Gre04]. The bubbles interact with water in an one-way
manner and several sophisticated bubble interactions
are applied. The bubble simulation is performed in
a sub-simulation of a water simulation with a much
smaller time step. Water might exist inside the bubble
because the bubble cannot affect the water flow.
Nonetheless, the idea that a trapped air bubble is
represented by a sphere was practically simple and it
became a motivation for our work. The underlying
idea of handling trapped air bubbles as spheres are the
same, but now a two-way coupling between the water
and the trapped air bubble increases the realism of our
method.

3.2 Bubble Model

3 TRAPPED AIR BUBBLES

3.3.1 Impulse-based Boundary Force

Let us start with a brief introduction to SPH fluid simulation.

Monaghan suggested a boundary force scheme, which
is a common method of solving rigid body interactions in SPH [Mon94][Mon03]. An improved boundary
force based on impulse is suggested for stable and realistic complex rigid body interactions such as a huge
stacking problem [Oh09]. Given an impulse J and
a time step ∆t, the complete impulse-based boundary
force FI for a fluid particle and a rigid body is

Our method simulates a trapped air bubble by a lowdensity rigid body. Every trapped air bubble is represented by a spherical rigid body, and its shape is unchanged during the simulation. For a shape change of
bubble, the spherical bubbles are replaced with dynamically changing shapes at rendering stage, which is computationally efficient compared to applying soft body
simulation for each bubble.
The stability of a weakly compressible SPH is guaranteed only under the condition that the density ratio is
less than ten to one in the fluid particles evolving in the
simulation [Col03][Sol08], and the same is true for our
rigid body interaction, such as water with bubbles. For
this reason, we would make use of a relaxed density
for our bubble model and set the density of our bubble
to one-tenth of that of water, although the real density
ratio is one-one thousandth. A density difference between water and a boundary object generates a natural
buoyancy on the boundary object in our rigid body interaction scheme.

3.3 Bubble Dynamics
Once a trapped air bubble is modeled as in the previous
manner, the interactions of the bubbles with the water
and other rigid bodies are almost straightforward since
the bubble is just a rigid body.

3.1 SPH Fluid Simulation
The fluid is updated by the two discrete SPH equations
derived from the momentum and continuity equations
[Mon94]:


pb pa
dua
= − ∑ mb
+
+
Π
ab ∇aWab + f a(1)
dt
ρb2 ρa2
b
d ρa
dt

=

∑ mb (ua − ub) ∇aWab,

FI = J/∆t + Ff ,

(2)

where the fluid force Ff consists of the pressure of the
fluid particle and the friction between the fluid particle
and the rigid body.

b

where the summations run over all neighboring particles within the support of the kernel W , u is the velocity, p is the pressure, ρ is the density, Π is the artificial
viscosity, and f is the body force such as gravity. The
pressure is given by an equation of state
p = p0 ((ρ /ρ0 )γ − 1),

A benefit in using the impulse-based boundary force is
that the density difference between the fluid and the
bubble generates a natural buoyancy for our bubble
model. The impulse-based boundary force has a water
pressure term Ff in Equation (4), which make a force
difference between on the top and the bottom of the
bubble. Fig. 1 shows three rigid bodies with different densities experiencing the correct buoyancy from
the impulse-based boundary force. At the beginning,
the objects have zero relative velocity with respect to
the water, that is, J = 0, but it experiences a non-zero
buoyancy boundary force from the fluid pressure.

(3)

where γ = 7 for water. With this formulation, we obtain
a weakly compressible fluid and the density variation is
determined by the ratio of the maximum velocity to the
speed of sound, cs , more precisely: d ρ /ρ ≈ (umax /cs )2 .
For an incompressible fluid such as water, we set cs =
10umax and obtain a 1% density variation. All simulations in this paper use umax = 10 m/s.

Full Papers Proceedings

(4)

88

ISBN 978-80-86943-70-1

WSCG 2014 Conference on Computer Graphics, Visualization and Computer Vision

procedures
compute neighboring info
- construct search grid for current particle positions
- find trapped air pocket and create bubbles
2 calculate particle interactions
- compute bubble interactions
- delete bubbles
3 update particles position and velocity
- update bubble motion
4 go back to 1
Table 1: Procedures of trapped air simulation
1

(a)
(b)
Figure 1: Buoyancy test of three objects. From the left
the density ratios of objects to water are 10 (cube), 1
(sphere), and 0.1 (cylinder). The buoyant force is naturally generated by the impulse-based boundary force
without artificial buoyancy.

3.4 Bubble Creation and Deletion
For the creation of a bubble, we follow an approach
based on the flood fill algorithm, similar to that in
[Gre04]. The existing neighbor-searching grid is used
for the grid structure for the flood fill algorithm to minimize the overhead. We choose an atmosphere cell with
no particles first and then all atmosphere cells can be
found by the flood fill algorithm. The empty cells not
marked as atmosphere become candidates for air pockets. For a randomly chosen air pocket component, a
bubble is created by computing the center and the optimal size of bubble fit to the air pocket component.
A bubble is deleted when one of the following condition is satisfied:(1)Bubble age is too high. (2) A bubble
has been floating on the free surface too long. (3) Two
bubbles overlap too much (4) A floating bubble experiences a strong impact by water.
The overall procedure for the trapped air simulation in
the SPH formulation is shown in Table 1.

An auxiliary buoyant force is added to increase the rising velocity, as in [Mue05, Mih09]. The Stokes velocity we are going to use is the terminal velocity of an air
bubble maintaining its spherical shape while rising in
water, which is given by
vs =

2 gR2
,
9 ν

(5)

where g is the gravity, R is the radius of the bubble,
and ν is the kinematic viscosity of water (see [Bat67],
p. 234). The auxiliary buoyant force controls the rising
velocity of bubbles in the vertical direction.
A drag force can also be simulated by the fluid force
term, more precisely, the friction. The frictional force
is given by a damping model and its magnitude depends
on the fluid viscosity and the object’s friction coefficient:
Fdrag = −(µ + k)∆v,
(6)

4 BUBBLE MESHING AND SUB-GRID
SCALE BUBBLES
4.1 Oscillating Bubble Mesh

where µ is the fluid viscosity, k is the object’s friction
coefficient, and ∆v is the relative viscosity between the
fluid and the object.

If a bubble is rendered as a sphere, the bubble surface
looks hard and unrealistic. In order to overcome this
defect, the spherical bubble is replaced by an oscillating bubble mesh during the rendering stage. The oscillating bubble mesh has an elliptic shape whose axis is
dynamically rotating according to the bubble velocity
direction.
An arbitrarily oriented ellipsoid with center c is given
by (x − c)T A(x − c) = 1, where A is a positive definite
symmetric matrix. In fact, A = RT ΛR for a rotation matrix R and a diagonal matrix Λ. For our bubble mesh,
R is chosen to be a rotation matrix mapping the direction of the bubble’s velocity v to the z-axis, that is, the
rotation axis is ez × v and the rotation angle is ∡(e3 , v).
Letting Λ = diag(α −2 , β −2 , γ −2 ), we set

3.3.2 Nonpositive Impulse for Bubble Interaction
The bubble interaction can be also attained by the
impulse-based boundary force in a unified way since
our bubble model is rigid. For the interaction between
bubbles, we use a modified impulse with nonpositive
coefficient of restitution(COR) denoted by ε . Generally, only ε ≥ 0 is considered for non-penetration
in interaction. However, in principle, a nonpositive
COR is also admissible and it is observed that ε = −1
generates no interaction force and, for −1 < ε < 0, a
weak repulsive force occurs. Based on this, we control
COR by setting ε ≤ 0 for proper bubble interactions
such as merging and splitting. Attraction between bubbles can be realized by setting ε1 < 0 for approaching
bubbles. For overlapping bubbles, the overlapping can
be accelerated or decelerated by setting another ε2 with
ε1 < ε2 ≤ 0.
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α (t) = r + δ (t)
β (t) = α (t)
3V
γ (t) =
,
4π α (t)β (t)
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(a)

Figure 3: Comparison for subgrid-scale bubbles: without subgrid-scale bubbles (a) and with subgrid-scale
bubbles (orange)(b).

(b)

obtained, it is straightforward to substitute a spherical
bubble shape with the oscillating bubble shape.

4.2 Sub-grid Scale Bubble Generation

(c)
(d)
Figure 2: Free surface mesh and its application to bubble visualization. The upper row shows a comparison
between the full surface mesh (a) and the free surface
mesh (b) in a general water simulation. In the lower
row, the full surface mesh (c) and the free surface mesh
(d) results in bubble visualization are given. In (c), one
can see some artifacts caused by the full surface mesh
(grey) at the water–bubble interface.

Our trapped air bubble is slightly smaller than the corresponding trapped air pocket consisting of cubic cells in
the neighbor searching grid. Sub-scale bubbles whose
size is less than the search grid size are created at the
gap between the bubble and the pocket. The exact computation of the gap size, however, is expensive and impractical. Roughly, the gap size is inversely related to
the area fraction in water, which is computed as the ratio of the number of the surface particles of a bubble insider the water to the number of all surface particles of
the bubble. With the area fraction in water, we can determine the numbers and positions of the subgrid-scale
bubbles around a newly created trapped air bubble. The
creation sites exist outside of the trapped air bubble and
the sites are randomly chosen from the mesh vertices
of three concentric spheres whose center is that of the
existing trapped air bubble.

where r is the radius of the bubble, δ (t) is an oscillating function with an attenuation in time, and V is the
bubble’s volume. The oscillating function δ (t) is given
by
(
kr(t/T − 1)2 sin (2nπ t/T ) : 0 < t ≤ T
δ (t) =
0
:t >T
(10)
where k ≪ 1 is the magnitude, T is the maximum oscillation time, and n is the frequency. From the the definition of γ (t), we see that the volume of our oscillating
bubble is preserved. This oscillating bubble mesh creates the look of an elastic bubble without the need for
soft body modelling of the bubble in the simulation.

The subgrid-scale bubbles represented by particles are
passively advected by the water flow and the second
order Runge–Kutta method is used for the time integration of its motion. The vertical component of the
bubble velocity is also controlled by the Stokes velocity and umax in the same way as before. Sub-grid scale
bubble generation can be done recursively as decreasing the size so that one can obtain a sufficient number of subgrid-scale bubbles. A comparison result for
subgrid-scale bubbles is shown in Fig. 3.

A free surface extraction for SPH water particles is
needed for effective rendering of bubble mesh. In our
situation, a conventional water mesh extraction from
the water particles causes a rendering problem in the
proximity of bubbles since two interfaces, water and the
bubble mesh, co-exist around a bubble (Fig. 2(c)). To
remove this problem, we modify our Marching Cubes
algorithm by skipping grid cells close to rigid boundaries or bubbles so that the water mesh has a free surface part only. The free surface mesh has no polygons
near a boundary object (Fig. 2(b)). Since our bubble
is simulated as a boundary object, the free surface only
extraction is also available for our bubble. A free surface mesh is useful in a general situation since the size
of the mesh data is significantly reduced and a clear
rendering around the interface of a boundary object is
possible(Fig. 2(d)). Once a free surface only mesh is
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This process is a post-process, performed after the simulation, and so artists have some control to make their
own subgrid-scale bubbles as needed.

5 RESULTS AND DISCUSSION
Some examples are presented to show the effectiveness
of our method. All the simulations were performed on
a machine with two quad core CPUs at 2.33 GHz. In
all simulations, free surface meshes were used for rendering the water and a trapped air bubble was rendered
using an oscillating bubble mesh. The frames per second rate (FPS) was set to 30 and so a frame represents
1/30 sec.
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(a)

(b)
Figure 4: Pouring water.

The first example is water pouring (Fig. 4). Water is
poured by an inflow into an initial volume of water with
474k particles. The maximum number of water particles reaches 923k at the end of simulation. Totally
1140 trapped air bubbles are created and in order to add
details 3050 subgrid-scale bubbles are generated by a
post-process. It takes 5–12 minutes for a single frame,
and the overhead for the trapped air bubbles increases
the simulation time by 1.9% only for the main simulation, and only by 5.8% including the subgrid-scale bubble generation.

in simulating a natural bubble’s merging and splitting.
It should also be mentioned that our SPH solver performance is not good enough because no acceleration
method has been applied as yet, so we expect that some
GPU techniques can improve the performance significantly.

6 CONCLUSION
We have presented a new practical method to simulate
water and trapped air bubbles in a single-phase SPH
framework. Our trapped air bubble is modeled as a
light weight spherical rigid body and its interaction is
computed through a stable and realistic impulse-based
boundary force. The trapped air bubbles interact with
the water in a fully two-way manner, which increases
the realism of the water simulation. Sub-grid scale bubbles are also created to add details using the existing
trapped air bubble data and oscillating bubble meshes
are rendered instead of spherical shapes to provide a
soft look to the bubble surfaces. Finally, our method is
almost as fast as single-phase water simulation because
we don’t simulate the air, and it has been shown that we
have a trapped air simulation with an overhead less than
10% of that for water-only simulations.

The second example is a diving bunny simulation (Fig.
5). As mentioned earlier, a trapped air bubble is controlled so that it is not created in the interior of the
bunny. In total, 61 trapped air bubbles are created
and 1716 subgrid-scale bubbles are added by the postprocessing. The simulation has 474k water particles
and it takes about five minutes to simulate one frame
of the water and trapped air bubbles. In this case, the
overhead for the main trapped air bubbles is negligible,
and, including the subgrid-scale bubble generation, the
overhead is estimated to be 8.1%. An artificial buoyant force based on Stokes law was applied to increase
the rising velocity of the subgrid-scale bubbles. Note,
too, that since we had no water mesh around the bunny
from the free surface mesh extraction, the bunny is able
to be clearly rendered, which is the main benefit of free
surface mesh extraction.

7 ACKNOWLEDGMENTS
We also give many thanks to our colleagues in ETRI for
their continuous support. This work was supported by
the ‘Cross-Ministry Giga KOREA Project’ of the Ministry of Science, ICT and Future Planning, Republic of
Korea[GK130100, Development of Interactive and Realistic Massive Giga-Content Technology].

Our current method has the following limitations. The
density ratio of the water to our trapped air bubble is
set to ten to one, which is one hundred times smaller
than the real density ratio. We expect that more realistic results can be achieved if we can increase the density
ratio while preserving the time step and stability. Some
advanced techniques could improve the reality of the
oscillating bubble mesh by considering the nearby dynamics of water, such as the pressure and vorticity. Although the oscillating bubble mesh is used in rendering
instead of a spherical bubble, we still have a problem
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ABSTRACT
Currently, there is a lack of support for seamless task migration among devices - starting a task on one device and
continuing it on another, without the need of manual application state inspection and data transfer. We are solving
this problem by employing our framework for application state acquisition coupled with user interface based on
an intuitive metaphor: video recording. Our solution utilizes a combination of natural features based detection
and marker tracking in order to reliably establish the homography between the screen and the observation of the
mobile device’s camera. This allows us to employ a fast and precise continuous interaction even on low-end mobile
devices. In every moment, user is given relevant task and content-migration options for selected application. The
experimental results show that our solution provides reliable task migration at interactive frame rates.

Keywords
Task Migration; Augmented Reality; Multi-device environment; Mobile interaction; Situated public displays

1

INTRODUCTION

the resulting picture quality is very low when compared to the original on-screen quality and no additional
content-related metadata are transferred.

An important role of intelligent user interfaces is the
support of intuitive information sharing and task migration among users’ devices, whether they are desktops,
mobile or ultra-mobile devices. On a daily basis users
want to continue with a previously started task on another device.

In this paper, we present a way to make this task migration or content sharing process instant and intuitive.
In particular, the method explored here is completely
mobile-centric, i.e. no user interaction needs to be done
on the side of the content provider screen. That makes
our approach especially feasible for acquiring information from public displays.

Whether users want to take their planned trip from
desktop to a mobile device, continue a game, share
commented photos on a public display or seamlessly
continue watching a video stream on another device,
task migration is very desired, yet at the same time
also very challenging. For web applications this is
true mainly because their state is no longer represented
by the URL, as asynchronous operations are continuously changing their internal state in the background.
Desktop applications are primarily document-centric
and content migration involves manual file localizations, transfer to another device and file processing
with a selected mobile application. If the user decides
to simply photograph an interesting on-screen content,

We make the following contributions in our paper: a)
We present a novel interaction technique for continuous
interaction across mobile and desktop platforms; b) We
present a framework for real-time application state acquisition and reconstruction on target platform; c) We
report on a user study focused on the usability of our
prototype and a system performance evaluation.

2

Chang and Li proposed DeepShot [6] – a framework for
capturing work state which uses natural visual features
(SURF, [4]) and tracks them. Their approach is a simplified sibling of PTAM (Parallel Tracking and Mapping, [11]).

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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Feature based techniques in general try to find a correspondence between extracted 2D feature points (SIFT
[13], SURF [4], FAST [16], etc.), and their positions in
real world. To achieve this, image feature point descriptors (SIFT [13], SURF [4], BRIEF [5], BRISK [12],
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etc.) are matched with feature points in video frame
capturing the real world. Camera pose can then be established by projecting the 3D points into the image and
minimizing the distance to their corresponding 2D positions. For discarding outliers, algorithms like RANSAC
or TUKEY-Estimator are used [19].

coding the information into arbitrary images and into
dynamic content.
In order to allow mobile use, the requester device
continuously tracks itself with respect to interactive
displays in its surrounding using its built-in camera
and computes its spatial relationship between itself and
each identified display.

A notable natural feature point based method establishing camera pose in an unknown scene is the
above-mentioned PTAM [11]. This method uses
parallel tracking and mapping to create a map of the
scene. The tracking and mapping are separate task,
running simultaneously. The tracking part tracks the
motion of a hand-held camera while the mapping part
creates a map of the 3D space.

Our inspiration and the leading metaphor was video
recording on mobile platforms and augmented reality
applications in general. In these scenarios users usually
just point their device’s camera at the object of interest
and immediately begin to record (capture) it or interact
with it. Our interaction technique provides the user at
every moment with relevant task and content-migration
options for the selected application and its content. Our
approach thus emphasizes spontaneous and unplanned
content access with minimal user input, while being
very responsive.

If the tracked scene is composed of a single plane, camera pose relative to the plane can be computed from several frames using image rectification algorithm as described by Pirchheim et al. [15]. This system computes
6DOF camera poses relative to the plane. When the
relation between the camera pose and plane is known,
other camera poses can be computed using inter-frame
homographies.

3

With the continuous interaction in mind, we have designed a highly responsive system which allows for intuitive task migration without the need of manual application state inspection or copying of “raw” pixels without any additional semantic information. The task migration process from the system architecture’s point of
view is a two-way communication between a content
provider and a content requester device (See Fig. 1).

However, there is one major drawback of feature based
techniques: despite various techniques to balance the
features’ density in the camera view, it is impossible
to ensure the presence of enough visual features in the
whole camera view. In the case of observing a computer
screen, the problem is even more difficult because unlike the real world, the monitor screen tends to contain
surfaces of exactly constant color, backlit by the monitor lamp and thus avoiding any external lighting which
would help distinguish unique locations.

Device in the role
of content provider

Instead of natural features, artificial markers can be
used to establish camera pose relative to the marker.
Widely used markers, such as ARToolkit [10] markers
or ARTag [7][1], are both suitable. Some more recent
markers, like Uniform Marker Fields [17] or ReacTIVision [9], are good options as well. Uniform Marker
Fields has already been used in previous research by
Kajan et al. for content migration [8]. Our proposed
system features a more robust and faster way to migrate content thanks to the combination of natural feature points based method and Vuforia [2] marker and is
much less obtrusive thanks to the marker’s visual integration into our system.

Device in the role
of content requester

Figure 1: The task migration process between a content
requester and a content provider device.
The content provider device is the device with the application state that needs to be transferred to the other
device or platform based on the user’s current context.
A device in this role is able to share the state of its applications with authenticated clients – content requesters.
The content provider device provides the state of its
applications by either querying individual applications
for their current work state (URL and internal settings
for web applications, the document along with current
page number for document viewers, streamed multimedia content, and other metadata) or provides general
services, e.g. providing high quality screenshots of a

A step towards direct information transfer from a desktop screen to an ultramobile device are the VR Codes
by Woo et al. [18]. In this solution, a digital payload is
encoded into solid gray surfaces on the screen by a time
multiplex. The encoding requires a significant computational effort on the desktop monitor side, and assumes
a particular design of the camera (rolling shutter) on the
mobile side. This method could be more promising for
the desired purpose of task migration if it allowed en-
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selected screen area or text from a selected area via optical character recognition.

calization. The localization is based either on marker
tracking or natural image keypoint detection, features
extraction and matching. Natural features based detection is employed during the initial position estimation and when the devices cannot successfully track the
marker. This approach minimizes the amount of transferred data between the devices, because only the detected 2D position coordinates are sent back to the content provider.
The transferred and processed content is much smaller
compared to the purely feature-based solutions where
either the feature vectors or the whole camera stream
are sent to the target device or to an intermediate server
for processing and camera localization. This allows for
fast and reliable real-time interaction with immediate
feedback even on low-end devices.
Based on the obtained camera-localization information,
the provider’s context manager queries individual applications and gathers their internal state. In order to
obtain the full application state from web applications,
we have implemented an extension for Google Chrome
browser and plugins for applications from Microsoft
Office suite.
If the selected application is unable to provide its state
and metadata, only general intents are available. General intents include high-quality screenshots, and text
and phone numbers recognition for the selected part of
the screen (the OCR functionality is implemented via
Microsoft MODI library3 ).
The acquired application state is sent to the intent manager on the requester device which translates these
JSON-encoded messages to intents directly usable on
the requester platform.
Afterwards, the state manager provides the user with
a visual feedback and updates the GUI, based on the
available actions for the selected content. The options
include resuming work on a requester device – continuing work with a reconstructed web application state on
a current device, editing text in an available text editor,
manipulation and viewing of images, audio/video playback, etc.

Content requesters are responsible for communication
initiation with the target provider device, for selection
of the screen region or application of interest and selection of requested/offered content based on the user’s
intent. In a typical scenario, content requesters are mobile or ultra-mobile devices (smart phone, tablet, PDA).

3.1

System Components and Their Functionality

The communication between requester and provider devices during the task migration process is shown in Figure 2. Prior to the task migration, a network connection
between the content requester and the provider must
be established. The network session manager module,
which is present on both devices, is responsible for network connection initiation to a remote content provider
(e.g. public display, laptop). At the moment, the communication is implemented through a WiFi connection,
due to its availability on a broad range of devices.
Device in the role of content provider

External Applications

Localization
Manager

Context
Manager

Device in the role of content requester

External Applications

Default
Intents

State Manager

Network Session Manager

App
Launcher

Intent
Manager

Localization
Manager

Interaction
Manager

Network Session Manager

Figure 2: System overview. Content requester communicates wirelessly with a content provider. The system
on both sides consists of a stack of functional blocks
(blue rectangle) whose purpose is to ensure information
sharing between the built-in or third-party applications
(red rectangles).
The target device is located either via network discovery or by scanning a specific code associated with target device (e.g. on-screen or printed visual marker /
matrix code). Sudden changes in network connectivity are addressed by usage of MobileIP1 in the existing
infrastructure. MobileIP is able to seamlessly handle
connection hand-overs during migration in a way that is
transparent to the content provider. The communication
channel is secured by IPSec - suite of protocols which
provide data source authentication, data integrity, confidentiality and protection against attacks2 .

3.2

Our solution utilizes a combination of natural features
based detection and marker tracking in order to reliably
establish the homography between the screen and the
observation of the mobile device’s camera. This allows
us to employ a fast and precise continuous interaction
even on low-end mobile devices.
During the initialization phase and in case of fast camera movement, we employ natural features based detection. Detecting keypoints and extracting features on the

The localization manager on the requester device is
used for fast and accurate client-side within-screen lo1
2

Marker Tracking and Natural Keypoints based Detection

http://ieeexplore.ieee.org/stamp/stamp.jsp?tp=&arnumber=656077
3 http://support.microsoft.com/kb/982760
http://tools.ietf.org/html/rfc3776
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mobile phone would be too costly on some low-end devices. Instead, the features are computed and matched
on the content provider. Similar approach was taken in
[6] and [3]. The difference is, that our solution does
not stream the video, as it would generate high network
traffic (see experiments). Instead, we use natural features detection as a fallback method, and send frames
only in large intervals.
A major disadvantage of pure natural features based
methods is that they rely on rich features being present
on the target display. This assumption is rarely met in
the highly manhattanic world of desktop and web applications. As a solution, we utilize a virtual cursor using
the Vuforia library on the content requester side combined with a small natural image target on the content
provider. The natural image target is used to compute
the required offset on the content provider caused by
the camera movement. The computed relative correction is sent to the content provider. This is our primary
method of camera movement tracking.

Figure 3: The user interface of the requester device consists of three layers - live video stream from the device’s
camera, 3D GUI based on augmented reality and content acquisition GUI dynamically updated with respect
to the current content selection.
trip planned in Google Maps) for a migration, the extension finds the active web application and through the
code injection inserts a script into it4 . This script is
able to directly manipulate with the page’s Document
Object Model (DOM) and extract the required parts of
the online application and send them back to the content provider. In the case of full-state migration request,
the plugin extracts all files with internal variables (e.g.,
referenced javascripts) and sends them to the content
provider. This script executes in the context of a page
that’s been loaded into the browser, making it a part
of a web application, not a part of the extension. The
script is also able to inject information into web application, thus allowing for continuation of task. We have
chosen this approach as all widely-used browsers support code injection into loaded pages. After the extraction, the content provider forwards content data to the
requester device, where the application state is reconstructed, thus allowing the user to continue with a task
on the other device.

The image target also serves a secondary objective as a
reference position to draw the augmented UI elements
of the application. These elements give visual feedback
to the users, so they move within acceptable distance
from the content provider. The augmented layer also
hides the obtrusive marker on the client side.
If multiple users are simultaneously interacting with a
single provider, their primary mean of localization is
natural features based detection of a target. In the case
that multiple targets overlap, clients automatically fall
back to natural keypoints tracking on the target display.
This approach ensures that the interaction will not be interrupted even if multiple users are migrating the same
elements at the same time.

4

4.2

IMPLEMENTED SOLUTION –
CHROME AND ANDROID

For the implementation of a mobile content requester
prototype we chose the Android platform because of its
availability on a broad range of mobile and ultramobile
devices. For the initial design of our application, the
main goal was a clean and minimalistic design of control elements, which will support the video recording
metaphor.
After starting the application, the user is welcomed with
the option to choose between connecting to a previously
used provider device, using network discovery to discover available provider devices or by scanning a specific code associated with target device.
After connection, the detection algorithm computes the
position of the requester device with respect to the current provider and optionally position of a virtual cursor

As a proof of concept and as the prototype for user testing and exact experimental evaluation, we created a pilot version of the whole system.

4.1

Content Provider Chrome Plugin

In order to be able to access and examine the full
application state of an online application, the content
provider needs to access the loaded content in a web
browser. We have developed an extension for the
Chrome browser. This extension acts as a communication bridge between our application on the content
provider device and web applications running inside
the browser.
When the user selects contents of a web page (blocks
of text, images, videos or links to other web-based resources) or a complete online application state (e.g., a
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http://developer.chrome.com/extensions/content_scripts.html
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which helps the user to identify the exact spot the user
is pointing at.
The main user interface can be seen in Figure 3. The interface consists of three layers. Live video stream from
device’s camera is on the lowest layer. On top of the
video stream is an augmented reality 3D GUI. The main
advantage of the augmented reality interface element is
that it naturally guides the user to the appropriate distance and angle with respect to the content provider by
the means of size and rotation change. This interface
is used to mark the content for migration – similarly
to a video camera’s record button. It is used by user’s
non-dominant hand. The topmost layer consists of 2D
elemets which are dynamically changed based on the
content which the user is currently selecting for migration and display preview of recorded items – blocks
of text, images, hyperlinks. If any of this content is
touched by the user’s (dominant) hand, options for further processing are displayed. These options are dependent on the selected content and include editing, sharing
on social networks, saving to the device or launching an
appropriate Intent.

Figure 4: Parameters of reliability setup for initialization – distance between mobile device and laptop, range
of screen angles used during tests and height range of a
mobile device in order to be focused on the same point
on the screen.
120◦ . On the content provider device a fullscreen web
application containing text, several smaller images, and
a map was displayed during the experiment. The resolution of the images sent to the content provider to compute the initial homography was 320 × 240.

5

Number of successful matches

During the interaction between the content provider and
the requester device, the application stores the history
of the accessed content and allows the user to access it
later.

EXPERIMENTS

We tested both the reliability of our feature detectionbased algorithm and the tracking performance of the
Vuforia library as a part of the user tests. We created
a setup consisting of one device in the role of content
provider (17 inch laptop computer with 1920 × 1080
resolution display and an Intel R CoreTM i7 processor
running at 2.2 GHz) and one device in the role of content requester (Samsung Galaxy S2 smartphone).

105°

15

90°
10

75°

5
0

Figure 5: The results of natural feature detection reliability for different pitch angles. For each distance
settings 20 images were taken - 5 per each angle.
Figure 5 contains the evaluation of the reliability of our
natural feature based detection for different pitch angles for the content provider device. For each distance
settings 20 images were taken – 5 per each angle. The
results show that the natural features based detection
was highly reliable. For angles 120◦ and 75◦ the colors shown on the content provider were highly shifted
changing the visible key-point features causing slightly
worse results. This issue is caused mostly by the display used in testing and would harm any computer vision based technique.

Tracking Reliability

In order to evaluate the reliability of the feature detection based algorithm used during initiation, the requester device was attached to a base perpendicular to
the floor, in a fixed height, focused at a chosen part of
the screen (see Fig. 4). The experiment was conducted
in a room with artificial (fluorescent) lighting. The devices were connected through a WiFi connection.

During user testing, the participants were given several
tasks to migrate data. During the tasks we recorded the
tracking status of our system. The detection algorithm
ran at 20 frames per second. Figure 6 shows the prob-

The requester device was held at a distance of 10, 20
and 30 cm and a pitch angle of 75◦ , 90◦ , 105◦ , and
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20
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Adjusted distance to the screen (cm)

The study we conducted involved 25 participants. In the
beginning, the participants were asked to fill in a questionnaire. This questionnaire asked them about their
technical expertise, their knowledge regarding mobile
phones, as well as some demographic statements. The
average age of attendees was 28 years, the youngest
participant was 21 and the oldest was 42. Ten participants were from non-technical professions.

5.1
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Activity
Client side processing
Network transfers (WiFi)
Provider-side processing
State acquisition via plugin
Sum

Proability of tracking success

ability of successfully localizing the content requester
relative to the content provider. The blue line shows the
probability of successfully tracking for a given amount
of time given that we successfully tracked the previous frame. After the tracking was lost, a full frame
was transferred to the content provider in order to be
used for natural features based detection (hence the step
around the 1s mark). The delay interval of 1 second for
full frame sending was chosen not to overload the network connection. The results show that after 4s the cursor tracking algorithm was able to restore tracking with
99 % probability. This causes a short but noticeable delay for the user after the tracking is lost and needs to
be restored. Despite this delay, the overall performance
of the natural feature detection is good enough to provide the users with continuous interaction, and is an
area which we are planning to improve.

Table 1: Timing breakdown of the initialization phase.
Client side processing covers camera image retrieval
and resizing operation. Provider-side processing includes image reconstruction, acquiring screenshot and
homography calculations.
era on the tested smartphone. After the user decided to
migrate content from the content provider, the required
time to transfer information was 19 ms on average including network communication (approximately 73 %).
The results show a significant speed increase when
compared to task migration solutions based on visual
features – the authors of the DeepShot [6] task migration framework report 7.7 seconds (SD 0.3 seconds) for
processing the request, and allows for real-time information feedback for a selected screen area. A big advantage of our system is the utilization of video stream,
which enables continuous interaction instead of discreet
selection.

1

0.8
0.6
0.4
Tracking

0.2

Detection

0
0

1

2

3

4
Time [s]

5

6

7

5.3
Figure 6: Breakdown of the probability distribution for
the tracking phase (blue) – the probability of tracking
continuously for a given time; and the detection phase
(brown) – the probability distribution in time of successfully restoring cursor tracking.

5.2

Bandwidth usage

Table 2 summarizes the required bandwidth of our system measured during the user test described in section
Reliability. The last row contains the theoretical minimum required bandwidth if we used natural features
only. In this scenario we assume that the content requester detects and extracts at least 20 binary feature
vectors of 512 bits (common for state-of-the-art binary
feature descriptors). These feature vectors are then sent
to the content provider for homography computations.
We also assume a speed of at least 15 FPS for continuous detection.

Speed Performance

In order to be able to compare our solution with alternative frameworks (e.g. Touch Projector or DeepShot),
we tested four target applications: maps from Google
Maps, photos from Picasa, long articles with images
from CNN.com and short textual information from
Twitter. For each application, 10 information requests
were sent and processed. The setup for this experiment
was identical to the previous test. All tests were done
using the hardware from the setup for the reliability
testing (See section Reliability above).

Mean
546.5 B/s

Peak
82.4 kB/s

Average
7.8 kB/s

Natural
features
19.2 kB/s

Table 2: Bandwidth usage of our system used for interaction between content provider and content requester.

Table 1 summarizes the breakdown of the time consumed by the initiation phase of the interaction for a
single frame. The majority of the time (59.2 %) was
consumed by network transfer of the reference image.
This gives 1.3 FPS for the natural features based position estimation part. In the setup experiment we sent
reference images in 1s intervals to avoid flooding the
network.

The results show that our system requires on average 2.5× less bandwidth than the theoretical minimum
bandwidth used up by a pure natural features-based approach. However, 88.4 % of the time during interactions (cursor tracking) our system requires just 0.5 kB/s
bandwidth, which is approximately 35× less than a natural features based approach. Our system needs more
bandwidth only in the initialization phase and in the
case when the cursor tracking is lost during the interac-

Once the tracker was initialized, it was able to track
the cursor with full 20 FPS speed provided by the cam-
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Time spent
11 ms
442 ms
289 ms
4 ms
746 ms
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tion. In the future, this part could be replaced by computing features on the content requester side.

5.4

Error Rate (ER) for primary migration targets - images,
text paragraphs, links ( in [14] the reported values were:
joystick TP 1.8 bps ER 9%, touchpad TP 2.9 bps ER
7%, trackball TP 3.0 bps ER 8.6%, mouse TP 4.9 bps
ER 9.4% ).

Content Selection Accuracy

In order to measure accuracy of content selection with
our system, we have used targeting tasks based on ISO
9241-9 standard [14]. However, we have used a rectangular target instead of a distinct target point. We asked
participants to try to navigate pointer into the rectangular area, while being as fast as possible.

These results show that our system is comparable to
commonly used pointing devices and usable even by inexperienced users. In the near future, we will improve
both Throughput and Error Rate. We will compensate
for natural hand tremble (which is the main source of
lower TP and higher ER) by employing a smooth estimate of cursor’s position and add the option to (semi)automatically zoom for a better selection of content
from remote providers.

The task started after the connection between requester
and provider devices was established and the tracking subsystem was fully initialized. Afterwards users
were notified about trial’s start and moved the virtual
cursor inside the area filled with text or images. The
task ended once the cursor was inside the area and
user touched the content acquisition button with nondominant hand. We measured time and virtual cursor’s
coordinates throughout trials.

6

We presented a solution for seamless task migration
among a broad range of devices. Our approach emphasizes spontaneous and unplanned content access with
minimal user input, while being very responsive. This
interaction is based on an intuitive metaphor of video
recording.

The trials were performed for three different sizes of
the target area, corresponding to the sizes of standardized web elements. During the testing trials, timestamp
and virtual cursor position was recorded for every received position information. From these recorded data,
Throughput was computed. Throughput, in bits per
second, is a composite measure derived from both the
speed and accuracy in responses [14]. The results are
shown in Figure 7.

Our interface allows for continuous interaction - mobile
device’s display is updated in real-time and receives
continuous feedback based on the content user is currently looking at. In every moment user is given relevant task and content-migration options for selected
application and its content.

Another information obtained from these data is average target re-entry. This information estimates how
many times has the virtual cursor left and re-entered
the target area after it entered it the first time. As can be
seen in Figure 7 right, target re-entry strongly depends
on the size of the target area. The reason for majority
of target re-entries in small target areas was the natural
hand tremble.

We created a prototype implementation of the whole
solution which allows for task and content migration
from web applications to a mobile client.

20

0.9

Error rate [%]

Throughput [bps]

In order to reliably establish the homography between
the screen and the observation of the mobile device’s
camera our system utilizes a combination of natural features based camera pose detection and virtual cursor
tracking. This allows us to employ a fast and precise interaction even on low-end mobile devices, support migration of static and dynamic screen content and allow
for simultaneous interaction of multiple users.

25

1.2

0.6

0.3

15

This prototype was examined within a user study and
by a set of performance evaluation experiments. The
results indicate that it substantially outperforms the existing solutions: the localization and task migration is
done in real time on a mid-level cellphone; the localization is reliable even for different observation angles
and for cluttered screen content. Our solution operates
on a video stream with all the benefits: if one camera
frame fails for a reason, the mobile client program determines the location from a subsequent valid one.

10
5

0

0
88x31 120x60 180x150
Target resolution [pixels]

88x31 120x60 180x150
Target resolution [pixels]

Figure 7: Left: Average throughput acquired during experiments where the user was moving the virtual cursor
from starting point to the target area. In the graph is
shown connection between the throughput and the sizes
of the target area, which were chosen according to the
sizes of standard web elements. Right: Average error
rate depending on the size of the target area.

In near future, we are going to focus on increasing interaction distance, thus allowing for continuous interaction with remote and unreachable displays. This will
be made possible by employing automatic and semiautomatic zoom functionality for selected content. We

When compared to commonly used pointing devices,
our system had a lower Throughput (TP), but also lower
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will also explore the possibilities of making the tracked
cursor as unobtrusive as possible and minimize the required time for the fiducial to be present on the screen.
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ABSTRACT
The purpose of this paper is to present a novel approach to the Gaussian mixture background modeling model
(GMM) that we call the median mixture model (MMM). The proposed method is based on the same principles as
the GMM, but all of the background model parameters are estimated in a much more efficient way resulting in
accelerating the algorithm by about 25% without deteriorating the modeling results. The second part of this paper
describes a method of uniting three MMMs where three different sets of input data undergo modeling in order to
achieve even better results. This approach called the united median mixtures is more robust to random noise as
well as unwanted shadows and reflections. Both algorithms are thoroughly tested and compared against the
Gaussian mixture model, taking into consideration robustness to noise, shadows and reflections.

Keywords
Background – foreground segmentation, background modeling, Gaussian mixture model, image processing.
algorithms. The main is the lack of consideration of
the correlation of the pixels in the image. There is
also space for improvements when it comes to the
accuracy of the results. Lastly, the speed of most of
the implementations allows the algorithm to work in
real time, however in all real life applications the
background – foreground segmentation is just a first
step of processing, so speeding it up would be a great
advantage. This paper presents two novel approaches
to the background modeling. The first one, called the
median mixture model, distinguishes it self by a faster
execution without deterioration of the results. The
second one, called the united median mixture, has a
much better accuracy and robustness to noise and
distortions. Both of them are based on the same
principles as the Gaussian mixture model, so to get
acquainted with the idea the next part of this paper
describes the most common approach to the GMM
algorithm that was first proposed by C. Stauffer and
W. Grimson and is currently very widely
used [Sta99a].

1. INTRODUCTION
The background – foreground segmentation or
background subtraction is the first step in the
majority of the automated video surveillance systems.
The “background” is interpreted as a set of pixels that
have constant over time properties like, for example,
the color or the frequency of intensity
changes [Gra13a]. However, to remove it, it is
necessary to know how it looks like. There are a lot
of specialized background modeling algorithms that
consider different aspects of the problem. A good
method should be able to adapt to three fundamental
scenery changes [Gra13a]: a change of the brightness,
such as the sun coming out from behind the clouds, a
continuously repeating changes, such as a flag
flapping in the wind and a change in the geometry,
such as a car driving away from a parking space. The
Gaussian mixture model (GMM) earned a label of a
general purpose background modeling method as it
considers all of the listed scenery changes and is
known to behave well in the majority of indoor and
outdoor scenes. However, it has also a couple of
drawbacks that could be improved in future

2. GAUSSIAN MIXTURE MODEL
The GMM is a statistical algorithm that classifies a
pixel as belonging to the background only if it is
described by the historical statistics of the pixels
previously observed in the analyzed image point.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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The histogram of the previously observed pixel
values is modeled for every pixel independently by
3 to 5 Gaussian distributions, hence the name of the
algorithm – the Gaussian mixture model. Each of the
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distributions is described by three parameters: the
mean value (μ), the variance (σ2) and the weight (ω).
The value for each of the parameters is estimated
recursively basing on the previously approximated
value. Only the Gaussian distribution that describes
the currently analyzed pixel needs to be updated. A
distribution describes a pixel only if the difference
between the value of the pixel and the mean value of
the distribution is less than 2.5σ2. The parameters of
such a distribution are updated with the following
formulas [Sta99a]:
μ (x , y)n+1 =α⋅F(x ,y)n +(1−α)⋅μ (x, y)n

binary image with white foreground areas and a black
background corresponding to the pixels of the input
frame classified as belonging to the foreground and
background respectively.
The main advantage of this approach is that it is
capable of modeling a rapidly changing background
(for example a flag fluttering in the wind or a
flickering light source) through the use of several
Gaussian distributions describing different states of
the changing background.
The main drawback, as in many other background
modeling algorithms, is that it overlooks the
information about the location of the pixel in the
image together with its correlation with its
neighborhood, which can be observed for example in
the color gradient.

(1)

σ(x , y)2n+1 =α⋅(F(x, y)n −μ(x ,y)n )2 +(1−α)⋅σ (x, y)2n (2)
ω(x, y)n+1 =(1−α)⋅ω(x, y)n +α

(3)

where:
μ (x, y)n+1 – currently approximated mean,

The results of the GMM method can be obtained in
the real time and are very good in the majority of
situations. The noise and distortions appear only if
the light conditions change very rapidly. The
foreground objects are reproduced quite precisely.
This is the reason for labeling the method as a general
purpose background modeling algorithm.

μ (x, y)n – previously approximated mean,
σ (x , y)2n+1 – currently approximated variance,
σ (x , y)2n – previously approximated variance,
ω(x, y)n+1 – currently approximated weight,

ω(x , y) n – previously approximated weight,

The next part of this paper describes the median
mixture model which, as it was mentioned in the
introduction, is based on the same principles as the
Gaussian mixture model, but all of the background
model parameters are estimated in a much more
efficient manner. This way we obtain all the
advantages of the GMM method along with a faster
execution. There are also a couple of changes that
make the median mixture model able to update the
model better and to consider spatial correlations of
the pixels in the image.

F (x, y)n – pixel from the n-th frame,
α – estimation factor, usually α∈(0.01 ,0.1) .

The remaining distributions for this pixel have their
weights reduced according to the formula:
ω(x, y)n+1 =(1−α)⋅ω(x, y)n

(4)

Such an approach to the update is called “a selective
update”, because it updates only those parts of the
background model that require it, preventing the
pollution of the model with data that belongs to the
foreground. However, if neither of the distributions
describes the analyzed pixel, the distribution with the
lowest weight is replaced with a new one with the
mean value equal to the pixel value, large variance
and low weight. This way the model can adapt to the
changes in the background, for example lighting
intensity changes or a new stationary object
appearance.

3. MEDIAN MIXTURE MODEL
Similarly to the GMM, the MMM is a statistical
method that classifies a pixel as belonging to the
background if it is described by the historical
statistics of the pixels previously observed in the
analyzed image point or in the nearest spatial
neighborhood of that point.

Only the distributions with the highest weights –
exceeding the threshold value usually equal to 0.5 –
are used for the background – foreground pixel
classification. If there is at least one distribution
describing the analyzed pixel with the weight
exceeding the threshold, then the pixel is classified as
belonging to the background, otherwise the pixel is
classified as a part of the foreground.

The historical statistics in the case of the MMM
approach is a bit different from the one in the GMM
method. Each input frame pixel value is modeled by
5 distributions. These distributions have the same
purpose as in the GMM approach, but their
interpretation, as well as the parameters estimation
formulas are different. Instead of the mean value (μ),
the MMM uses the median value (m) and instead of
the variance (σ2), it uses the standard deviation (σ).
The weight (ω) parameter has the same meaning as in
the GMM method but a different estimation formula.
The values of those three parameters are recursively
approximated basing on the previously estimated

In the GMM method the classification and the model
update is done in one step, which means that the
algorithm needs to loop only once through the whole
model in order to classify all the pixels and update all
the distributions. The outcome of the algorithm is a
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values. Only the distribution with the highest weight
among all the distributions that describe the currently
analyzed pixel needs to be updated. The parameters
of such a distribution are updated with the following
formulas:

{
{

m (x, y)n +1
m (x, y)n+1 = m (x, y)n −1
m (x, y)n
σ(x , y)n +1
σ(x , y)n+1 = σ(x , y)n −1
σ(x , y)n
ω(x, y)n+1 =

comes out negative, the weight of the replacing
distribution is set to a low value.
The consideration of the neighboring distribution
mixtures makes the MMM aware of the spatial
correlations in the image. This feature provides a
grater robustness to noise and makes it easier to
discard the so called “ghost objects” – groups of
pixels that were misclassified as belonging to the
foreground. A ghost object can appear for example
when a car drives away from a parking place (the
parking place may become a ghost object as it is not
described by the background model). The spatial
correlation awareness makes it possible for the model
to adapt faster to such situations because the pixels of
the empty parking space are usually spatially
correlated to the pixels of the rest of the car park
which is already described by the background model.

for F (x , y)n > m(x, y)n
for F (x , y)n < m(x, y)n (5)
for F (x , y)n = m(x, y)n
for d(x, y)n >σ(x ,y)n
for d(x, y)n <σ(x ,y)n
for d(x, y)n =σ(x ,y)n

{

ω(x, y)n +1 for ω(x, y)n <ω max
ωmax
for ω(x, y)n ≥ω max

(6)

(7)

where:
m (x, y)n+1 – currently estimated median,

The classification rule is the same as in the GMM
method, but the classification step can be carried out
independently from the update step. This is achieved
by dividing the update procedure into two steps. The
first one checks only the update rules and for each
pixel it calculates the indexes of the distributions with
the highest weight exceeding the threshold and the
lowest weight – this data will be needed for the
second step. The classification is conducted along
with the first update step, which means that the
classification results are available before the actual
update is done. The second update step is conducted
based on the data calculated in the first step and the
binary classification results. Those are needed for the
update to complete because if neither of the
distributions describes the analyzed pixel, the
algorithm would not have to check the neighborhood
again as it was already done during the classification,
so it can just use these results.

m (x, y)n – previously estimated median,
σ(x , y)n+1 – currently estimated standard deviation,
σ(x , y)n – previously estimated standard deviation,
ω(x, y)n+1 – currently estimated weight,

ω(x , y) n – previously estimated weight,
F (x, y)n – pixel from the n-th frame,
d(x , y)n =∣F(x ,y)n −m(x , y)n∣ – current deviation,
ωmax – maximum weight value, usually ωmax ≈200 .

The formula for the median estimation is taken from
the approximated median filtering method proposed
by N. McFarlane and C. Schofield [McF95a].
The distributions that do not describe the currently
analyzed pixel have their weights reduced according
to the formula:
ω(x, y)n+1 =

{

ω(x, y)n −1 for ω(x, y)n >1
0
for ω(x, y)n ≤1

(8)

Such an approach to the background model update
provides a smart feature we called “a fed update”.
The classification results can be slightly changed
before giving them to the second update step, which
will have an impact on the final state of the
background model after the update procedure is
completed. This can be used to make the selective
update even better, for example a denoising of the
classification results would teach the model that the
removed noise should not be reported as a part of the
foreground. The same can be done with the ghost
objects or any other phenomenon that should be
classified as belonging to the background, but
currently is not.

All the other distributions remain intact – this way we
get the selective update feature.
If the weight of any of the distributions decreases to
zero then such a distribution is not considered in the
calculations at all. This means that we can model the
background with a dynamically varying number of
distributions – from a single distribution for the static
background areas up to five distributions for the
dynamic parts of the background.
If neither of the distributions describes the analyzed
pixel, the neighboring distribution mixtures are
checked. If one of the nearest neighbors contains a
distribution that describes the analyzed pixel and its
weight is greater than 0.5ωmax, a distribution with the
lowest weight is replaced by a new one, with median
value equal to the pixel value, large standard
deviation, and a weight slightly above the 0.5ωmax
threshold. If the check against the neighborhood
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With such a structure, the median mixture model
inherits the capability to model a rapidly changing
background from the Gaussian mixture model along
with its other advantages. At the same time the MMM
approach considers the spatial correlations in the
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image eliminating the main disadvantage of the
GMM method.
The main drawback of the described background
modeling algorithm is that by itself the MMM is
more prone to noise than the GMM. However, this
can be minimized with an appropriate use of the fed
update feature as it is a way of teaching the model
what is wrong with the current results.
The next part of this paper describes a background –
foreground segmentation algorithm called the united
median mixtures. The UMM approach makes use of
the features of the MMM method by uniting the
results of the three independently working median
mixture models in order to get even better overall
background modeling results.

Figure 1. Inputs of the subsequent UMM's cores:
a – input image [PETS01a], b – color core input,
c – difference core input, d – gradient core input.

4. UNITED MEDIAN MIXTURES

The first core, called the color core, models the
background simply in the color space, so the input
data goes only through the image quality
enhancement. It consists of three parts: the median
filter that minimizes the salt and pepper noises, the
contrast
enhancement
and
the
saturation
enhancement. The last two are conducted using
factors that need to be empirically chosen
beforehand. Comparing to the raw input, the input
image of the first core is sharper and has better color
dynamics. An example of such an input data is shown
in the Figure 1b. The modeling results of this core are
shown in the Figure 3b and are very similar to those

The concept behind the UMM method is much more
general than for the previously described approaches,
so this paper presents an example of an
implementation that uses the median mixture model
algorithm, but it might as well be implemented with a
different background modeling method underneath.
The united median mixtures model structurally
consists of three independently working MMMs
called “cores”. Each of the cores conducts the
background modeling using a different set of input
data that come from the same input video sequence.
A flowchart of the UMM is shown in the Figure 2.

Raw input
image

Image quality
enhancement

input

input
Color core

Vector directional
gradient algorithm

update

update

Difference core

output

output



input
update

Gradient core
output

Filtration

Difference-color
and gradient
joining

Final filtration
Background
estimation
Final modeling
result

Figure 2. Flowchart of the united median mixtures algorithm
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of the MMM or GMM methods as they also model
background in the color space.

image because those phenomena usually do not have
sharp edges – their color gradient is relatively small.

The input of the second or the difference core is a
difference of the color core input frame and the
estimated background frame. The background frame
is estimated at the very end of the loop of the
algorithm by coping to the background accumulator
only those pixels of the currently analyzed frame that
were classified as belonging to the background. All
the other pixels that were held in the accumulator stay
intact. This way the estimated background frame
always contains the most recent background look.
Usually, the input image of the difference core looks
as if the static background was erased and everything
that is left has distorted colors. An example of the
input data for the second core is shown in the
Figure 1c. The modeling results of this core are
shown in the Figure 3c and are similar to those of the
first one – the biggest differences occur in the
distribution of the noise.

Joining the third core results with the results of the
other two cores leads to the elimination of the
shadows and reflection areas misclassified by the first
two cores as belonging to the foreground. The joining
procedure consists of three steps:
• Gradient results filtration – filtering the gradient
core results using a median filter and then using
the filtered image as a marker image for the binary
morphological
reconstruction
by
dilation
[Vin93a]. This two phase filtering approach
removes all the noise the median filter removed
and does not deteriorate the shape of the non noise
objects by reconstructing them from the filtered
image.
• Finding contours of the areas left after filtration –
this step consists of a couple of sub-steps: dilating
the filtered image, finding contours of the objects
from the dilated image using the border following
algorithm [Suz85a], finding convex hulls of the
contours using the Sklansky algorithm [Skl82a],
connecting the closely lying convex hulls with four
iterations of the binary morphological close
operation, and finally, finding convex hulls of the
contours of the objects from the morphologically
closed image. The result after performing all the
sub-steps is a gradient contour image containing
only the contours of the objects after the filtration.
• Separation and removal of the shadows and
reflections areas from the difference-color image –
closing the holes in a difference-color image with
four iterations of the binary morphological close
by reconstruction, separation of the shadows and
reflections by subtracting the gradient contour
image from the closed difference-color image and
finally removing the separated shadows and
reflections using the filtered gradient image as the
marker image for the binary morphological
reconstruction by dilation of the image with
separated shadows and reflections.

Figure 3. Outputs of the subsequent UMM's
cores: a – input image [PETS01a], b – color core
output, c – difference core output, d – gradient
core output.
In order to join the results of the first two cores it is
enough to calculate the logical conjunction of them as
they are both in a binary form – white foreground and
black background. The resulting difference-color
image contain much less noise as the logical
conjunction preserves only those values that occur in
both operands.

The resulting difference-color joined image contains
the objects from the difference-color image, less
noise and no shadows or reflections areas.

The third core, called the gradient core, models the
background in the image gradient space. Its input
data is calculated from the color core input data by
the vector directional gradient algorithm (VDG)
[Luk06a]. An example of the input data for the
gradient core is shown in the Figure 1d. The
modeling results of this core are shown in the
Figure 3d and they contain only the contours of the
foreground objects. Those contours do not include
shadows or reflections that occurred in the input
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After uniting the modeling results of all of the three
cores, a final median filtering with a morphological
reconstruction by dilation is conducted in order to
eliminate any remaining noise, not deteriorating the
shapes of the found objects.
Finally, the first two cores are updated with the
filtered united results and the gradient core is updated
with the filtered gradient results using the fed update
feature. This way the cores are taught that all the
foreground pixels that were removed from or added
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to their original results were misclassified and from
now on they should be recognized correctly, which
means that the final UMM result designate the correct
classification result for the cores.

prone to noise than the GMM method, in this case
results of both algorithms are almost identical.
However, the median mixture model is about 25%
faster than the Gaussian mixture model, which makes
it possible to model greater resolution video
sequences or to add additional processing to the
background modeling pipeline without compromising
the possibility to work in the real time.

The united median mixtures method gives better
results than the previously described algorithms. In
particular, the UMM method is more accurate than
the GMM method. The final results contain
practically no noise at all and the shapes of the
foreground objects are more complete. Thanks to the
analysis of the gradient data the algorithm manages
also to reduce the impact of the shadows and
reflections on the final modeling results.
The main drawback of the current united median
mixtures method implementation is its speed. The run
time of the algorithm is about 5 to 7 times longer than
for the median mixture model approach and about 3.5
to 6 times longer than for the GMM method. There
are two reasons for that. The first one is the fact that
the run time length depends on the number of the
foreground objects in the currently analyzed scene.
The more foreground objects there are, the more time
consuming calculations the algorithm has to conduct.
To be precise, the calculations in question are related
to the removal of the shadows and reflections. Such a
dependency does not occur neither in the MMM nor
in the GMM.

Figure 4. Comparison of the Gaussian mixture
model and the median mixture model.
As it was mentioned before, the united median
mixtures model gives even better results in terms of
quality and accuracy than the Gaussian mixture
model or the median mixture model. Figures 5 – 9
show and compare the behavior of all three
approaches in different modeling conditions.

The second reason for the long run time of the
described UMM method is the fact that the
implementation is still work in progress so there are a
lot of additions to the code that make it possible to
see and analyze the partial results of the algorithm.
However, the main problem of the current
implementation is that although each core works
independently from the remaining ones, they are
started sequentially, which means that their run times
sum up, whereas they should be run in parallel, for
example, on a different threads. This way the run
time of all the cores would take up only as much as
the run time of the slowest one.
The next part of this paper summarizes the results of
the test and experiments that were conduced after
implementing all of the described algorithms.

Figure 5. Comparison of all three methods in an
extreme situation – lots of reflections, from top
left: input image, the results of the GMM, the
results of the MMM, the results of the UMM.

5. RESULTS
Comparative tests of the median mixture model and
the Gaussian mixture model methods proved the
initial assumptions to be correct. The results of both
approaches are very similar in terms of the quality
and accuracy and are obtainable in the real time.
Figure 4 shows an outdoor scene with three moving
objects – two pedestrians and one cyclist [PETS01a].
All of them should be recognized as belonging to the
foreground and both algorithms managed to do that
very well. Although the proposed approach is more
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Figure 5 shows a comparison of all three methods in
an extreme situation, when there are a lot of
reflections in the scene caused by the headlights of
the passing cars. In this particular situation, the GMM
method misclassified the reflections that occurred on
the road and on the pavement. The MMM method
gave slightly better results – less reflections were
misclassified due to the spatial correlation awareness
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of this approach. The UMM's results are undoubtedly
the best. There is only a very small fragment of the
headlights reflection misclassified just in front of one
of the cars, where the intensity of the reflection was
the highest. Moreover, the shapes of both cars
recognized by the united median mixtures model are
more complete and accurate than for the other two
algorithms.

Figure 7 shows the input scene with a huge reflection
just in the middle of the image caused by the
headlights of a passing car. Besides the car there are
also three people localized around the reflection and
two people in the back. Both the GMM and the
MMM methods recognized all those six moving
objects correctly, but unfortunately neither of them
managed to classify the reflection area correctly. On
the other hand, the UMM method managed the
reflection area very well, but it also filtered out two
smallest objects, probably considering them as a
noise.

Figure 6. Comparison of all three methods in
extreme situations – sudden light change, from top
left: input image, the results of the GMM, the
results of the MMM, the results of the UMM.
Figure 8. Comparison of all three methods in
extreme situations – reflection and 3 people, from
top left: input image, the results of the GMM, the
results of the MMM, the results of the UMM.

Figure 6 shows the input scene and the modeling
results just after a sudden increase of the light
intensity. The change caused all parts of the scene to
become brighter, however it was the most noticeable
in already bright areas like the wall of the building or
the lines on the street. Those parts were misclassified
by both the GMM and the MMM methods, whereas
the UMM method did very well in this situation – it
misclassified only one small spot corresponding to
the brightest part of the wall. The UMM approach
has also recognized the shape of a passing car as
more complete than the two other algorithms.

Figure 8 shows the input scene similar to previously
described scene from Figure 7. Three people are
walking on the pavement and the headlights of a
passing car cause a reflection on the street. Although
this time all three algorithms recognized the moving
objects very well, only the UMM method managed
the reflection area correctly.

Figure 9. Comparison of all three methods in
extreme situations – huge reflection and a fast
moving cyclist, from top left: input image, the
results of the GMM, the results of the MMM, the
results of the UMM.

Figure 7. Comparison of all three methods in
extreme situations – reflection and 5 people, from
top left: input image, the results of the GMM, the
results of the MMM, the results of the UMM.
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Figure 9 shows yet another input scene with a huge
reflection in the middle caused by the headlights of a
passing car. This scene contains also a cyclist who is
moving very fast towards the pedestrian crossing.
Similarly to the previously described situations only
the united median mixtures model managed to
classify the reflection area correctly. Moreover in this
particular situation the UMM method recognized the
shapes of the passing car and the cyclist more
precisely than the Gaussian mixture model or the
median mixture model despite the blur of those
objects caused by their speed.

very good compared to both the GMM and the
MMM methods. In most cases the UMM is more
precise in determining the final shapes of the
foreground objects. The recognized shapes are more
complete than in the other two methods. Although the
normal spot noise and distortions do not have any
impact on the final modeling results of all three
approaches, the UMM method behave a lot better in
deteriorated conditions when there are sudden light
changes and intensifying noises or distortions. Such a
resistance to noise sometimes effects in not
recognizing the foreground objects that are to small –
they are simply considered to be noise.

Generally, the conducted tests and experiments
confirmed all the assumptions about the high
processing speed of the median mixtures model and
the very good quality and accuracy of the united
median mixtures model.

The further work needs to focus on improving the
united median mixtures model implementation. As it
was already mentioned, the main drawback of the
approach is its run time. The conducted experiments
show that the biggest improvement can be made by
paralleling the independent code parts. The best
example for this are the cores that currently work
sequentially. Excluding the unnecessary code and
making the rest of the implementation more efficient
would also noticeably influence the run time.
Summing up, the final results are more than
satisfactory, but there is still more work to do.

6. CONCLUSION
The novel approaches to the background –
foreground segmentation described in this paper
closely rely on each other. As a matter of fact, the
concept of uniting the background modeling results
of different data sources came up first and then a
need for a fast and robust background modeling
algorithm emerged as it was necessary for the cores
of the united model. A deep survey of the present
solutions for the problem [Gra13a] led to a choice of
the Gaussian mixture model as the archetype of the
core algorithm. It was chosen because of its
robustness and a broad spectrum of applications,
which means it would not need special conditions to
work correctly. From there it was all about making
the algorithm faster, not loosing those two key
features along the way. The result of that effort is the
median mixture model.
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ABSTRACT
In this paper, a hand-over motion reconstruction methodology is presented. First to be examined in the proposed
approach is the way in which the system computes the optimal markerset for a given dataset of hand motion
sequences. In a second step before the motion reconstruction process and given the reduced number of markers,
the system estimates the remaining markers by computing a simple distance metric. Having the complete number of
markers, including both the input and the computed markers, the system reconstructs the motion of the character’s
fingers. The reconstruction process is formulated in a maximum a posteriori framework, which is responsible
for approximating a valid pose of the character’s hand, in which the mixture of factor analysis (MFA) clustering
techniques was used for the prior learning process. The results show that high quality motions of the character’s
hand can be reconstructed with the methodology presented.

Keywords
hand-over animation, motion reconstruction, markerset strategy, mixture of factor analysers, MAP

1

INTRODUCTION

hand-over animation, the motion required of the character’s hand is transferred automatically, while keeping
the required meaning.
Conversely, motion capture systems are able to capture hand motion. However, it is always desirable to
be able to capture high-quality motion sequences using as few markers as possible. Thus, a reduction in
the actual number of markers to use during the motion capture process should be examined, as has been
for full-body motion control in several previous works
[CH05][IWZ*09][LWC*11]. By reducing the number
of the captured markers and using motion reconstruction methods, the system should be able to reconstruct
the hand motions. Therefore, it is necessary to find an
efficient markerset that will result in high-quality handover motion reconstruction.
Based on this requirement, a hand-over motion reconstruction methodology that is able to estimate the
most important markers, given a dataset of motion
sequences, is presented in this paper. This methodology has been developed by assigning the optimal
markerset search process to the reconstruction error
produced when any of the markers is omitted. Thus, in
a self-evaluation process, the system ranks the markers
and removes those that produce fewer errors, thereby
providing the optimal solution. However, the missing
markers are important for the motion reconstruction
process. For that reason, a simple distance metric
is introduced that can estimate the positions of the
missing markers, given the input and reference data.
Having estimated the missing markers, the system

Synthesizing the character’s hand motion is quite a
complex and time-consuming process because the
human hand is highly articulated and has many degrees
of freedom. This is especially true while the animator
deals with the well-known keyframing techniques.
Therefore, a variety of solutions for capturing the
hand motion were produced in past years. Thus, by
capturing the required motion data, it is possible to
assemble the necessary hand motion sequences over
the character’s full-body motion. The result of this is
an enhancement of realism of the final motion since the
motion of the character’s hand appears more natural.
Moreover, the meaning of the synthesized postures
can be clearly understood as various perceptual studies
[Ken04][JHO10][JHO10] indicate.
However, automatic methods for estimating the hand
motion while the number of markers during the motion
capture process is reduced are important. Thus, during
recent years, methodologies of adding hand motion data
to an animated character have been proposed. Those
methods are generally called hand-over animation. In

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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reconstructs the motion of the character’s hand by
assigning this process to a maximum a posteriori
(MAP) framework, where a parametric statistical
motion model, the mixture of factor analysis (MFA), is
used for the prior learning process.

managed to capture the human’s hand motion by using
the Microsoft’s Kinect motion capture device. Moreover, by using computer vision algorithms, such as the
solution proposed by Athitsos and Sclaroff [AS03], one
can capture the motion of the human hand.

Based on three different datasets - those of gestures,
conversation, and the American Sign Language (ASL) the optimal markersets that are computed with the proposed methodology are presented. Those markersets
consist of three, five, and six markers. Moreover, we
evaluate the accuracy of the motion reconstruction process. Specifically, we evaluate the reconstruction error
between the optimal markerset of a given dataset and
the markerset that was computed for any other dataset.
Moreover, we evaluate the proposed methodology by
using different markersets as those proposed in previous methodologies. The results of this evaluation process show that high quality motion sequences can be
obtained while using a reduced number of markers.

Conversely, many different approaches for synthesising
finger motion sequences by simplifying the rules of the
motion synthesis process have been proposed. Jörg et
al. [JHS12] proposed a method that is based on the ability to synthesize a character’s hand motion by assigning
a weighted variable to the wrist’s position and orientation for use as control parameters of the motion synthesis process. In Majkowska et al. [MZF06] finger and
body motion are captured separately in a preprocessing
stage. Then, during the composition process, those motion sequences are combined, while using spatial and
temporal alignment methodologies to determine their
correlation to the motion. In general, this technique
has the advantage of motion transplantation techniques
[vBE12], which were previously examined to identify
a method that combines the motions of different body
parts to form a new motion sequence.

The rest of the paper is divided into the following sections: Section 2 presents work related to hand motion
capture and hand motion synthesis is presented. Section 3 supplies an overview of the proposed methodology. Section 4 offers an automatic method to search for
optimal markersets. Section 5 describes the process of
estimating the missing parkers. Section 6 presents the
motion reconstruction process. Section 7 gives the results obtained by evaluating the reconstruction error of
different markerset strategies. Finally, Section 8 draws
conclusions and describes potential future work.

2

On the other hand, the solution proposed by Ye and Liu
[YL12] generates the motion of the finger based on the
wrist’s movements and the handled object’s specified
motion constraints. Specified manipulation strategies
are assigned to the fingers while the character’s wrists
predict that a specified action will occur. Similarly, finger motion synthesis in which the virtual characters call
out to interact with musical instruments has been proposed. One of the most recent approaches is one that
Zhu et al. proposed [ZRH*13] It involves assigning
specified action to the fingers in conjunction with an
ability to execute information from a midi input. On
predefined parameters of piano performance, the system generates a valid motion sequence of the virtual
character, in which the fingers plays an active role in the
motion synthesis process. Similarly, the solution proposed by El Koura and Singh [ES03] generates finger
motion for specific tasks such as musical instruments.

RELATED WORK

The related research on finger animation can be separated into those methodologies and techniques that are
responsible for capturing the motions of the fingers and
those techniques that are responsible for synthesizing
the motion. Capturing the finger motion is highly challenging, since the human hand contains many joints and
is highly articulated.
During past years, many different techniques to capture
human fingers have been proposed. The most common
method is with the use of data-gloves and, hence, some
of the most popular techniques proposed by Wang and
Popović [WP09]. In this case, by using a color glove
and a simple camera, it is possible to execute a valid,
virtual hand pose by analysing the color information of
the glove’s specified colors. On the other hand, finger
motion capture has attracted the industrial community.
Hence, solutions to capture human hand motion have
been developed and include the CyberGlove System
[Cyb] the Measurand [Mea], and the Leap [Lea]. The
disadvantages of these solutions are their lower accuracy and the drift [KZK04]. Taking advantage of the optical motion capture devices, such as that proposed by
Zhao et al. [ZCX12] and Oikonomidis et al. [OKA11]
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Finally, physics-based approaches have been used
to generate finger motion, especially for tasks of
manipulation, such as the solutions proposed by Liu
[Liu08][Liu09], Pollard and Zordan [PZ05] and Andrews and Kry [AK13]. Other works, by using sensors
to measure the parameters of forces [KP06], attempt to
generate correct finger motion. Neff and Seidel [NS06]
used the ability to synthesize human hand motion by
using relaxed hand shapes, derived from physics-based
parameters that were retrieved from video recordings.
Another interesting solution for animating detailed
and anatomically correct hand and finger motion was
proposed by Tsang et al. [TSF05].
The presented hand-over motion reconstruction process
was inspired by Wheatland et al. [WJZ13]. How-
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ever, evaluating the proposed markerset strategy with
[WJZ13] our approach can generate higher quality finger hand motion sequences for different hand motion
databases. Moreover, it should be mentioned that the
motion reconstruction process follows the established
strategy of using existing motion sequences for the prior
learning process. Although, instead of performing a
separate post-filtering step as in most previous work,
such as that in Chai and Hodgins [CH05], we integrate
animation prior directly into the tracking optimization
using an MAP estimation [MNA14a], as has been previously examined in full-body motion reconstruction
[MNA14b]. This is similar in spirit to those of Wei
and Chai [WC11] and Liu et al. [LHC11] who use a
static pose prior for interactive design of full-body motion sequences. Finally, it should be mentioned that the
mixture of factor analysis motion clustering technique
was chosen since it scales well with the size of the data
set that was used.

3

the computer markers, the system automatically measures the global location and orientation of each marker
{m1 , ..., mn }. Based on that information, the motion reconstruction process is formulated in an MAP framework, which combines the prior term that is enclosed
by MFA with the likelihood term that is defined by the
markerset.

OVERVIEW

The proposed methodology is presented in four parts:
the process of searching for the optimal markerset for
a given dataset, the missing marker estimation process,
prior motion modelling, and the motion reconstruction
process. A short explanation of each is presented below. Finally, the pipeline of the proposed methodology
is illustrated in Figure 1.
Searching Optimal Markerset: One of the basic advances in the proposed methodology is an automatic
process that searches the optimal markerset for a given
dataset of motion sequences. More specifically, given
the required number of markers and the collection of
motion data, the system is able to estimate the optimal
markerset that enables one to reconstruct the character’s
hand motion with the least possible error.

Figure 1: The pipeline of the proposed methodology.

4

Estimating Missing Markers: In this step and having
a collection of motion data, a distance metric was implemented and evaluated that can estimate the position
of any missing marker by combining the position of the
markers at the present time step t, in conjunction with
the previously synthesised hand pose at time step t − 1.

Searching for the optimal markerset is quite a complex
process, since various combinations of markers’ positions can be retrieved. For that reason, we designed
an automatic methodology to solve this problem. More
specifically, given the initial markerset where the motion data were captured, and the required number of
markers, the system is able to find the optimal markerset for each motion database.

Prior Motion Modeling: This process uses the existing motion sequences related to directions and the motion of hand gestures while conversing that were provided by [HMD] and [ASL]. Based on those sequences,
the system is responsible for learning an MFA. The
MFA model is responsible for measuring the naturalness of the human motion poses and is used to compel the synthesised poses to remain within a naturallooking space.

The proposed methodology works as follows. First,
considering the initial markerset, it is necessary to find
the markers that least influence the motion reconstruction process. At each iteration, the marker that has
the lowest score is removed until the number of markers that should be used for the motion reconstruction
process is reached. It should be noted that, in the
dataset that we used, the motion data was captured with
mset = 13 markers, as is illustrated in Figure 2.

Motion Reconstruction: During the application runtime, the system is able to reconstruct a valid pose
of the character’s hands. Based on the inputs and
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Algorithm 1: The search process for retrieval of the
optimal markerset.
Input: The target motion data M, and the numer of
markers N defined by the user.
Output: The optimal markerset Markers.
while M do
foreach marker mi in Markers do
foreach motion m j in Motions do
vi = ∑ vij ;
Markers.sort(vi );
for i=1 to N do
foreach posture pi in Postures do
f
test 2
di = kpre
i − pi k ;
Markers.sort(di );
if i==N then
if Markers.size()==N then
break;
else
Markers.remove(0);

6
7

Figure 2: The markerset that was used for the finger
motion capture process.

8
9
10
11

First it is necessary to estimate the influence of each 12
marker given a collection of motion data. In this case, 13
it is first assumed that a marker that moves less, has less 14
influence on the motion reconstruction process. Thus,
to find the marker that least influences the motion reconstruction process, the local velocity of each marker 15
is computed for each of the motion sequences contained
in the database. In addition, this process sorts the markers in a row, starting from the one of least influence to
the one of greatest influence. It should be mentioned
that this sorting process in this case is quite useful since
it enables the search for the least influential marker to
begin at a specific starting point, rather than searching
randomly every marker.
On the other hand, the aforementioned assumption
should be validated. A verification method is employed
that evaluates the influence that the marker has during
the reconstruction process. In this case, the verification
process is assigned to any of the N number of markers
that the user requested as the number of markers to
use for the reconstruction process. The system uses
all of the hand postures contained in the database
for a self-evaluation. Thus, for all of the postures,
it is necessary to calculate the joint’s angle distance
between the posture that contains the marker, which
is the one contained in the database, and the posture
produced by a forward kinematics function as it will
be produced during the reconstruction process (see
Section 6). Based on the validation process, the marker
of least influence from the N number of test markers is
removed. This validation concludes with the N markers
that influence most the motion reconstruction process.
Algorithm 1 represents the searching process for
markers that influence least the motion reconstruction
process. Finally, based on this search process we
conclude with three different markersets, each of which
consists of three, five, and six markers, for each of
the different datasets that were used. The resulting
markersets are illustrated in Figure 3.
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return Markers;

5

ESTIMATING MISSING MARKERS

This section presents the estimation process of any
missing marker. The approach is based on the ability to combine the example posture of the hand that is
most closed contained in the database for the current
time step t, by combining the knowledge of the previous posture at t-1 that was calculated during the motion
reconstruction process.
More specifically, consider an input markerset M that
contains an N number of markers mi , which are represented as M = {m1 , ..., mn }. In addition, consider that,
for the same markerset as in the previous time step t −1,
the system had reconstructed a hand pose qt−1 . In this
case, it is necessary to estimate the pose that is as close
as possible to the input markerset taking the advantage
of the previous, reconstructed pose. For that reason, we
adopt the missing marker estimation process that computes the posture of the character that is closest to the
one contained in the database in conjunction with the
previous synthesized posture. Thus, we calculate:
Msearch =

1 n
2
t−1
∑ (mi − mdb
i ) +wf q
n i=1

(1)

where mdb
i is the marker of any posture contained in the
database and w f is the weight influential factor assigned
to the previous reconstructed poses qt−1 . The weight
factor based on cross validation that is assigned to w f =
1/3. The evaluation of the weight factor is presented in
Section 7.
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Figure 3: The proposed optimal marker search process estimates the positions of markers. The user requires three,
five, and six markers for each of the three different datasets.
Based on Equation 1 the system is able to estimate
which of the postures contained in the database is close
to the input markerset. Since a meaningful continuity is
required, it is possible to estimate the closest posture to
the input one by assigning the previous reconstruction
posture to the distance metric. Therefore, we conclude
our estimation of the remaining markers that were not
used during the motion capture process by assigning the
estimated markers of the closest hand posture to the current marker set. An example of the estimation process
is shown in Figure 4.

markers like those computed in Section 5. It is represented as ct = {m1 , ..., mn }, and the constructed probabilistic model of the previous j reconstructed poses
Q̃ = [q̃t−1 , ..., q̃t−m ].The system reconstructs the current
pose q∗ in a constrained MAP framework. Therefore,
the motion synthesis process is represented as:

q∗ = arg max p(qt |ct , Q̃)

(2)

qt

where p(·|·) denotes the conditional probability, and by
using Bayes’ rule it is obtained:
q∗ = arg max p(ct |qt , Q̃)p(qt , Q̃)
qt

(3)

Assuming that qt is conditionally independent of Q̃ and
given ct , one obtains the following:
q∗ ≈ arg max p(ct |qt )p(qt , Q̃)

(4)

qt

In this case, by applying the negative logarithm to
the posterior distribution function,p(qt |ct , Q̃), the constrained MAP problem is converted into the following
energy minimisation problem:
Figure 4: Given an input markerset, the system estimates the closest posture (a). Since the closest posture
may provide undesired discontinuities during the motion reconstruction process, by combining the knowledge of the previous reconstructed posture (b), the system retries the new closest posture (c).

6

q∗ = arg min − ln p(ct |qt ) + − ln p(qt , Q̃)
qt |
{z
} |
{z
}
Elikelihood

(5)

E prior

where the first term (Elikelihood ) measures how well the
reconstructed pose qt of the character fits the markers ct
at the t −th frame. The term (E prior ) describes the prior
distribution of the human motion data.

MOTION RECONSTRUCTION
6.1

The system reconstructs a pose of the user’s hand q∗
based on the extracted hand features, ct , that are defined
as user-specified constraints at the current t − th frame.
This is achieved by combining the current control features ct that contain both the input and the estimated
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Prior Distribution

Each human’s hand pose in the database is represented
as a 25-dimensional vector q ∈ R25 in the joint angle
space, from which each hand’s root position and orientation (wrist position and orientation) are excluded.
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The prior distribution involves models using MFAs. In
general, the MFAs describe the high-dimensional pose
of the human hand’s space with a probabilistic combination of different local regions, where each of those
regions is modelled by an FA with a small number of
latent variables. The MFA provides a probability density function p(qt , Q̃) for the entire space.

6.1.1

However, because the inputs are human hand poses that
are contained in a database, the mixture model must be
considered because all human hand poses form a nonlinear manifold in the character configuration space.
Thus, a global linear parametric model is often not sufficient to capture the non-linear structure of natural human motion. Therefore, a better solution is to use a
mixture model, as presented in the following subsection.

Factor Analysis

Factor analysis (FA) is a parametric statistical model
that represents high-dimensional q ∈ RD data using a
low-dimensional vector of hidden factors s ∈ Rd and a
multivariate Gaussian Random vector u ∈ RD . Therefore, a generative model for the factor analyzers can be
represented mathematically as:
q = Λs + u

6.1.2

Mixture of Factor Analyzers

The mixture models probabilistically partition the entire configuration space into multiple local regions and
then model the data distribution in each local region using a weighted variable for each region. The mixture
model of the previously mentioned methodologies to
constrain the covariance matrix is represented mathematically as follows:

(6)

Λ ∈ RD×d

where
is a factor loading matrix. The covariance matrix is constrained to be in the following form:

K

p(q) =
T

Σ = Ψ + ΛΛ

Using this formulation, the prior in Equation 5 is defined as a weighted combination of K Gaussians and is
represented as:

Each column of Λ can be associated with a latent variable. In the diagonal matrix Ψ, the variance of each
data coordinate is modelled separately, and an additional variance is added in the directions spanned by
the columns of Λ. The covariance matrix is specified
by the number of parameters equal to O(Dd). To solve
the mixture of factor analyzers (MFA), the expectationmaximization (EM) algorithm for mixtures of factor
analyszers is used (see Reference [GH96] for an explanation of how the EM is applied). The determinant and
the inverse of the covariance matrix are efficiently computed using two identities as follows:

K

p(qt , Q̃) =

(8)

6.2

(10)

Considering the covariance matrix Σ and the mean vector µ, the distribution of each model can be computed
based on the following:
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Likelihood Distribution

The likelihood distribution is responsible for estimating how well the locations of the corresponding joint
in the reconstructed hand pose fit the input parameters
obtained from the user-defined constraints. Thus, by
assuming a Gaussian noise with a standard deviation of
σd , the likelihood function is computed as:

(Ψ+ΛΛT )−1 = Ψ−1 −Ψ−1 Λ(I +ΛT Ψ−1 Λ)−1 ΛT Ψ−1
(11)

p(q) = N(q|µ, Ψ + ΛΛ )

(14)

where πk , µk and Σk denote the weighted scalar of the
k −th component of the mixture model, the mean vector
value and the covariance matrix, respectively, for each
of the four restriction processes of the covariance matrix. In general, the goal of the model learning process
is to automatically find the model parameters πk , µk and
Σk for k = 1, ..., K from the training data qn , n = 1, ..., N,
where N is the number of poses in the database. For
each different constrained model that uses these variables, the model parameters are calculated separately
using the EM algorithm. In these experiments, the number of mixture components, K, that is used is set to
K = 50, and the dimension of the latent space d is set
to d = 5. The values of K and d are determined empirically. However, cross-validation techniques can also be
used to set the appropriate values for these parameters.

Using these identities, the inverses and determinants of
d × d and diagonal matrices, rather than the full D × D
matrices, are computed. This results in a lower performance of the system. Thus, the equations are computed
as follows:

T

∑ πk N(qt , Q̃|µk , Ψ + Λk ΛTk )
k=1

(A + BCD)−1 = A−1 − A−1 B(C−1 + DA−1 B)DA−1 (9)

|Ψ + ΛΛT | = |Ψ| × |I + ΛT Ψ−1 Λ|

(13)

k=1

(7)

|A + BC| = |A| × |I +CA−1 B|

∑ πk N(q|µk , Ψ + Λk ΛTk )

Elikelihood = − ln p(ct |qt )
∝

(12)
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where the vector qt represents the reconstructed pose
of the character’s hand at each time step, s denotes the
hand’s skeletal size, and ct is the observed data obtained from the user-specified constraints. The function
f is the forward kinematics function that calculates the
global coordinates value of the current pose qt .

7

EVALUATION AND RESULTS

This section presents the results obtained from the evaluation process of the proposed hand-over motion reconstruction process. More specifically, we first evaluated the marker estimation process in the following
subsection as it was presented in Section 5. Moreover,
we evaluated the motion reconstruction process, as presented in Section 6, while using the optimal markersets that were computed in Section 4. Since different
optimal markersets are computed for each dataset, we
evaluate the reconstruction error of a markerset computed for a given dataset, while using the markersets
that were computed from any other dataset. In this case,
it should be noted that, for the evaluation process, several databases with hand motion sequences were used
that can be found in [HMD] and [ASL]. Specifically,
three different databases are used for the testing process. It consists of motion sequences related to conversations, gestures, and the ASL.

7.1

Figure 5: Results obtained while searching the optimal
weighted value w f for each markerset.
each dataset. Moreover, the reconstruction error was
evaluated against the markersets of those that resulted
from any of the other datasets. The results for each of
the markersets obtained from this evaluation process are
summarized in Table 1.
To show the efficiency of the proposed methodology,
the reconstruction error was evaluated by using different markersets that were resulted from previous solutions. More specifically, the methodology is evaluated against the markersets proposed by Wheatland
et al. [WJZ13] which consist of three and six markers respectively, the markersets that resulted from manual selection based on perceptual studies by Hoyet et
al. [HRM12], and the markerset that resulted from the
cluster pose error method as proposed by Kang et al.
[KWN*12]. Each of those markerset strategies is illustrated in Figure 6, and the results of the evaluation
process are shown in Table 2.
As the results show, the proposed methodology provides an optimal markerset since the reconstruction error is minimal in comparison to any other previously
proposed markerset. Moreover, the great advantage of
the proposed methodology is the ability to reconstruct
efficiently the required motion sequences while using
five, instead of six, markers. More specifically, the reconstruction error that was obtained from the markerset proposed by Wheatland et al. [WJZ13] (see Figure
6(d)), which uses six markers, is greater than obtained
with the proposed markerset (see Figure 3), which uses
five markers. Therefore, the advantage of the proposed methodology is its ability to minimize the reconstruction error while using even fewer markers. Thus,
the proposed methodology provides a better solution
for reconstructing the character’s hand motion. Finally, examples of hand postures that have been reconstructed from different marker sets based on the proposed methodology are illustrated in Figure 7.

Evaluating Marker Estimation

In this subsection, the distance metric that was used to
estimate the position of the missing markers is evaluated. For the evaluation process we assigned different
weighted values to the t − 1 reconstructed pose, which
is represented as qt−1 . Thus, to calculate the influence
of the weight factor w f we used the leave-one-out cross
validation process. More specifically, the quality of
the hand motion reconstruction is evaluated by omitting one hand posture of the motion capture data from
each database as the testing posture. Then, for each
of the five different markersets, as well as for different
values of w f the reconstruction error was evaluated by
computing the difference in angles between each reference hand posture and the one reconstructed with the
proposed solution. The results of the evaluation process are illustrated in Figure 5. Thus, as those results
indicate, the optimal weight that minimizes the reconstruction error is approximated by w f = 1/3.

7.2

Evaluating Markersets

In this section, it is presented results that held out while
evaluating the optimal markersets that were computed
in Section 4. As the method is able to estimate an optimal markerset for a given dataset of motion sequences,
it is necessary to show the efficiency of the proposed
methodology. For that reason, the reconstruction error
was computed while using the optimal markerset for
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CONCLUSIONS AND FUTURE
WORK

One of the key issues in computer animation and motion capture research is the ability to capture high-
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XXX

DB
XXX
Conversation Gesture
Markerset XXXX
3 Markers
Conversation
9.15%
11.07%
Gesture
10.22%
10.72%
ASL
11.63%
13.26%
5 Markers
Conversation
8.73%
10.21%
Gesture
9.36%
8.47%
ASL
10.11%
11.89%
6 Markers
Conversation
7.05%
8.13%
Gesture
8.12%
6.01%
ASL
8.83%
9.29%
Table 1: The reconstruction error while using both the optimal markerset for
that resulted from the other dataset.

ASL
10.96%
11.28%
10.24%
10.09%
10.31%
8.64%
8.45%
8.92%
6.24%
a given dataset, and the markerset

Figure 6: The markersets that were proposed in previous solutions. (a), (b), (c), and (d) are the markersets that
Wheatland et al. proposed [WJZ13]. Specifically, (a) and (c) represent the markersets while using the gesture
dataset, whereas (b), and (d) represent the markersets while using the ASL dataset. The manual selection markerset
(e), which is based on perceptual studies, resulted from the research conducted by Hoyet et al. [HRM12]. Finally,
(f) represents the marker sets that was proposed by Knag et al. [KWN*12] it is retrieved by use of the cluster pose
error method.
XX
XXX
DB
Conversation Gesture
ASL
X
Markerset XXXX
(a)
10.22%
12.37% 13.12%
(b)
9.96%
12.07% 12.38%
(c)
9.41%
10.59 % 10.96%
(d)
8.54%
10.03 % 9.98 %
(e)
11.03%
11.87 % 12.16%
(f)
9.23%
10.49 % 10.74%
Table 2: The reconstruction error that was computed for each dataset that was examined while using the markersets
proposed in previous methodologies. (a) to (d), indicates that the markerset strategies were those illustrated in
Figure 6.
quality motion sequences using fewer markers. Hence,
over the past several years, various solutions for reconstructing human motion based on fewer markers have
been proposed. However, because a realistic representation of animated sequences requires detailed motions,
methodologies to approximate valid, human motions
for specified body-parts should be examined.

ond, based on existing motion data, the system using
the knowledge of the previous, t −1, reconstructed pose
of the character’s hand, estimates the position of the remaining markers based on a simple distance metric. Finally, the proposed methodology reconstructs the hand
poses by assigning the motion estimation process to
a maximum a posteriori framework, which ensures a
smooth transition between hand poses.

In this paper, a methodology for reconstruction of valid
poses of a character’s hand was examined. Specifically, the advantage of the proposed methodology is
first the automatic estimation of the most active markers
based on implementation of a simple algorithm. Sec-
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Based on this approach, the so-called hand-over animation technique can reconstruct high-quality hand motion sequences. Therefore, the proposed approach can
be quite beneficial, especially in cases where fewer
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Computer Vision and Pattern Recognition, pp.
432-439, 2003.
[CH05] Chai, J., Hodgins, J. K. Performance Animation from Low-Dimensional Control Signals.
ACM Transactions on Graphics, 24(3), pp. 686696, 2005.
[ASL] CUNY ASL Motion-Capture Corpus,
from http://latlab.cs.qc.cuny.edu/
corpus/, accessed 27/03/2014.
[Cyb] Cyberglove Systems, from http://www.
cyberglovesystems.com/products/
cyberglove-ii/overview, accessed
27/03/2014
[ES03] ElKoura, G., Singh, K. Handrix: Animating
the Human Hand. In Proc. of the ACM SIGGRAPH/Eurographics Symposium on Computer
Animation, pp. 110-119, 2003.
[GH96] Ghahramani, Z., Hinton, G. E. The EM Algorithm for Mixtures of Factor Analyzers. Technical Report CRG-TR-96-1, University of Toronto,
1996.
[HMD] Hand Motion Database, Clemson University,
from http://people.cs.clemson.edu/
~sjoerg/fms.html, accessed 27/03/2014.
[HRM12] Hoyet, L., Ryall, K., McDonnell, R.,
O’Sullivan, C. Sleight of Hand: Perception of Finger Motion from Reduced Marker Sets. In Proc.
of ACM SIGGRAPH Symposium on Interactive
3D Graphics and Games, pp. 79-86, 2012.
[IWZ*09] Ishigaki, S., White, T., Zordan, V. B., Liu,
C. K. Performance-Based Control Interface for
Character Animation. Transactions on Graphics,
28(3), Article No. 61, 2009.
[JHO10] Jörg, S., Hodgins, J., O’Sullivan, C. The Perception of Fnger Motions. In Proc. of ACM Symposium on Applied Perception in Graphics and
Visualization, pp. 129-133, 2010.
[JHS12] Jörg, S., Hodgins, J. Safonova, A. DataDriven Finger Motion Synthesis for Gesturing
Characters. ACM Transactions on Graphics 31(6),
Article No. 189, 2012
[KZK04] Kahlesz, F., Zachmann, G., Klein, R. Visualfidelity Dataglove Calibration. In Proc. of Computer Graphics International, pp. 403-410, 2004.
[KWN*12] Kang, C., Wheatland, N., Neff, M., Zordan, V. Automatic Hand-Over Animation for
Free-Hand Motions from Low Resolution Input.
In Proc. of Motion in Games, pp. 244-253, 2012.
[Ken04] Kendon, A. Gesture - Visible Action as Utterance. Cambridge University Press, Cambridge,
UK, 2004.
[KP06] Kry, P. G., Pai, D. K. Interaction Capture and
Synthesis. ACM Transactions on Graphics, 25(3),

Figure 7: Given a reference input posture (a), the system reconstructs the character’s hand motion while it
uses three (b), five (c), or six (d) markers.
markers are used in the motion capture process. In
addition, the benefit of such a technique is based on
minimizing the time required to synthesize the desired
motion of the character’s hand, because such a method
provides the desired result automatically.
Finally, we assume that the search process to find the
optimal markersets can be beneficial in various cases.
For example, it will be beneficial in computing the optimal markerset for the full-body reconstruction process. Thus, in our future work we would like to examine the possibility of reducing the actual number of
markers that are used for reconstructing full-body motion sequences, by computing the optimal markersets
for different actions that can be reconstructed.
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ABSTRACT
A key disadvantage of blendshape animation is the labor-intensive task of sculpting blendshapes with
individual expressions for each character. In this paper, we propose a novel system ”Character Transfer”, that
automatically sculpts blendshapes with individual expressions by extracting them from training examples; this
extraction creates a mapping that drives the sculpting process. Comparing our approach with the naïve method of
transferring facial expressions from other characters, Character Transfer effectively sculpted blendshapes
without the need to create such unnecessary blendshapes for other characters. Character Transfer is applicable
even the training examples are limited to only a few number by using region segmentations of the face and the
blending of the mappings.

Keywords
Facial animation, blendshape animation, individual expressions, blendshape modification, facial model
segmentation, mapping blending
create ideal expressions by only controlling the
blending coefficients. As a result, artists have been
required to sculpt an enormous number of highquality blendshapes for many different scenes to
achieve high-quality facial animations.

1. INTRODUCTION
Facial expressions of CG characters are playing
greater roles in films and computer games.
Blendshape animation is able to create arbitrary
expressions for CG characters by linearly combining
basis expressions called blendshapes. Therefore, this
technique is applied to a wide variety of CG content
to create realistic facial expressions. However, it is
challenging for artists to parameterize the blending
coefficients and sculpt blendshapes to realize
blendshape animation.

To define the problem more specifically, sculpting
blendshapes with individual expressions remains a
labor-intensive process since such expressions
greatly differ depending on the target characters.
Individual expressions are diverse facial expressions
that characters have in addition to the semantics of
the expressions. For example, the facial expressions
of a laughing monkey and a laughing human slightly
differ in geometry because each character moves its
parts, such as mouth, eyes and others, differently.
This is not the only difference between characters’
expressions; expressions of characters of the same
type (e.g. monkeys) also differ, because each
individual often has his/her own distinct facial
expressions. Hence it is time-consuming for artists to
sculpt an enormous number of blendshapes with
individual expressions when it comes to create
blendshapes for many different individual characters.

Recent research has introduced sophisticated
methods for automatically estimating the blending
coefficients. Although these methods provided
benefit to artists in creating rough blendshape
animations efficiently, it often proved difficult to
Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for
profit or commercial advantage and that copies bear this
notice and the full citation on the first page. To copy
otherwise, or republish, to post on servers or to
redistribute to lists, requires prior specific permission
and/or a fee.
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F(x)

Roughly sculpted

Finely sculpted

(b) Region
segmentation

(a) “Individual expression” mapping

(c) Application
of mapping on
each regions

Figure 1: Overview of “Character Transfer” that (a) creates mappings using training examples. (b)
Automatically segments the region, and (c) applies blended mappings onto each segment region.

In this paper, we introduce a method called
“Character Transfer” that modifies the roughly
created input blendshapes of arbitrary expressions to
sculpt more specific individual expressions.
Character Transfer sculpts the individualities by
applying individual expressions extracted from a
small number of training examples on segmented
regions of a face.

generic facial model onto the tracked data; however,
since the user’s facial expressions do not
geometrically equal the CG character’s facial
expressions, individual expressions is not considered.
To rig individual expressions into the facial
animations, sculpting high-quality blendshapes is
necessarily in preprocessing that matches its
semantics to the actor’s expressions.

There are three contributions in this method. One is
that we introduced the method to define the
individual expressions as mapping. This allows us to
extract individuality quantitatively so that it can be
applicable to the other facial expressions. Secondly
we introduced a novel segmentation method that
considers the geometry of the facial model and the
facial expressions of the training examples. This
allows the system to be effectively applicable even
with the limited number of training examples. The
third contribution is that we proposed a novel
blending method of the individualities that avoids
unnatural deformations caused by a naïve linear
blending when applied on the input blendshape. By
using this blending method it is possible to generate
the individual expressions for arbitrary expressions.
We show that Character Transfer can effectively
modify the roughly created facial model with
arbitrary expression with fully automatic algorithm
other than sculpting training examples.

Other related works studies focused on sculpting
blendshape and modifying blendshapes. Some
methods sculpted facial models from photographs
[PIG98] or 3D scan data [ZHA04, WEI09] where
human’s data of these input is required. Other
methods creating linear PCA model is proposed
although it required many training example for PCA
to sculpt facial model of basis expression [BLA99,
BLA03, VLA05]. Above all, Deformation Transfer
[SUM04] is a method that transfers the facial
expressions from other characters; this approach has
been a fundamental method for sculpting
blendshapes. Although this method is applicable
semi-automatically, this method does not consider
the geometry or the facial expression of the target
character. As a result, individual expressions are not
rigged on the target character using this approach.
Recent studies specific to the facial expressions
proposed an approach to improve artifact yielded
when transferring facial expressions of other
characters via Deformation Transfer [SAI13].
Although this method is able to remove artifacts by
adding a few virtual triangles between the eyelid and
lips, it is not applicable to rig individual expressions
because it only controls deformation of virtual
triangles between eyelids in which the topology of
the virtual triangles differs.

2. RELATED WORKS
Highly realistic facial animation using blendshape
animation is a well-established approach and has
been an active research discipline [ALE09]. Above
all, facial retargeting using blendshape animation is
efficiently applied for many facial animations of CG
characters [BER85, CHU04]. Accordingly, many
methods focus on capturing the facial expressions
and estimating blending coefficients finely. Some
methods are primarily focused on tracking facial
expressions from facial feature points on twodimensional video frames of a web camera [CAO13].
By combining data from a depth sensor and facial
feature point on two-dimensional video frames, high
quality facial tracking is achieved [LI13, BOU13].

Some method for modifying existing blendshapes by
using training examples of target characters to rig
individual expressions has also been proposed.
Method proposed in [CHO05, LIU08] is only
applicable for generic predefined model using sparse
motion capture data. One method that is effective for
modification of blendshapes is proposed in [LI10]. In
this method, the modification transfers respective
features of individual expressions by solving
reproductions of the training examples. Nonetheless,
while the modification is effective for blendshapes
that were particularly similar to the training examples,

These methods’ approaches realize to construct highquality facial mesh models of the actor by fitting the
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the method is not effective when training examples
were dissimilar. Accordingly, this method required a
large numbers of training examples in order to
appropriately modify arbitrary blendshapes.
Based on the above problems, we have three primary
goals, summarize as follows:

Roughly sculpted
training examples

1) To be able to successfully apply our method
even though the number of training examples is
limited.

[

]

Finely sculpted
training examples

2) To be able to apply our method to blendshapes
that are roughly sculpted by an arbitrary method.

Figure 2. Creation of Individual expression mapping.

3) To be able to apply our method to blendshapes
that are dissimilar to the given training examples.

To define these differences, we adopted a
deformation gradient to distinguish the deformation
of the triangles. The deformation gradient for a single
triangle is a 3 3 matrix describing the rotation and
scaling required to go from a non-deformed state to a
deformed state. The deformation gradient is
computed by adding auxiliary vertex
, which is
computed by solving
(
) (
)

Our first goal is straightforward and has certainly
been the goal of much of the related research. Our
second goal provides versatility and has precedent,
for example, with the improved method noted above
that is only applicable when using Deformation
Transfer. We set our third goal since related research
in modifying blendshapes is not applicable for
expressions dissimilar to the training example. By
achieving these goals, Character Transfer can be
applicable for many CG character facial animations.

√(

)

(

)

Here,
{k = 1, 2, 3} represent the vertices of the
triangle of the mesh model. Deformation gradient
is then computed by solving the linear system

3. PROPOSED METHOD
3.1 Overview

th

Here, and are 3 3 matrices that contain nondeformed and deformed edge vectors of the th
triangle, respectively; That is,

As outlined in Figure 1, Character Transfer rigs
individual expressions from training examples. For
training examples, we provided the set of both poorly
and finely expressive facial models. Using the idea of
a gradient tensor, our system creates the mappings
between deformations of every expression in the
training example set, which include facial models
with rest pose. Furthermore, our system defines these
mappings as individual expressions. Finally, applying
region segmentation to the facial model, Character
Transfer generates appropriate individual expressions
for each region by blending the mapping
appropriately and applying them onto each region of
the roughly created input blendshapes.

In our system, we compute deformation gradients for
finely and roughly sculpted blendshapes from facial
models with rest pose. More specifically, let be the
facial expression of the training example, and
and be the roughly and the finely sculpted training
examples of expression , respectively. For the th
triangle, we create deformation gradients for facial
models with rest pose from
and
to form
, and
, respectively, as

Apart from creating the sculpted training examples,
all steps introduced in this section are fully automatic
and applicable to characters of arbitrary geometries.

3.2 “Individual expression” mapping
For individual expression mapping, we first created
mappings from training examples that define the
individual expressions. From the roughly sculpted
blendshapes, for example, generated via Deformation
Transfer, the individual expressions can be defined
by comparing expressions with the finely sculpted
blendshapes. Therefore, we defined individual
expressions as the differences between the poorly
expressive blendshapes and the finely expressive
blendshapes.
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are the vertices of the
roughly sculpted blendshape of the th triangle, and
are the vertices of the finely
sculpted blendshape of the th triangle. We next
create a mapping between
and . For each
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(a) Value of l in
hierarchical clustering
tree

th

(b) Segmentation at
(c) Segmentation at
(d) Segmentation at
level 1
level 2
level 3
( ｌ =1.0 )
( ｌ =2.0 )
( ｌ =3.0 )
Figure 3. Hierarchical region segmentation.

(e) Segmentation at
final level
( ｌ =4.0 )

Here, M is the number of training examples,
is a position containing the (x; y; z) spatial
coordinates of the f th {f = 1,2,3} vertex the i th
triangle of the facial model with rest pose, and
is the displacement vector from
to
the position of the f th vertex in the i th triangle in the
m th {m=1,2,…,M} training example. To segment the
face of the target shape effectively, we recursively
split polygons into two clusters. Multiplying pi by a
weight vector el, a center vector of cluster { =1,
2} can be found by minimizing the following:
∑
‖
‖
(5)

triangle of
and , we incorporate mapping
, which combines
and
as follows:

＝
We define this mapping for each triangle of every
training example set. Therefore, each of the training
examples sets have a mapping that is able to modify
a given blendshape in a manner similar to that of the
training example. Note that it is not required to create
the roughly created input blendshapes of arbitrary
expressions using specific technique: we only need to
apply the selected technique to generate all training
examples.

3.3 Hierarchical region segmentation
The mappings extracted from the training examples
are applicable only to the expressions of the given
training examples. Since each facial parts moves
independently, the mapping that fits to the input
facial expression is different depending on each
facial part.
There are several methods to segment the facial
model into regions, especially regarding facial
retargeting. Some automatic segmentation methods
have not considered the geometry of the facial model,
for example, the method proposed by [JOS03].
Another proposed method is to use threedimensional motion capture marker data on the
human face to segment it into regions [TEN11]. This
method is not preferable for our system because
Character Transfer required no facial expressions
data of human and did not consider the geometry of
the facial model. Considering these problems, we
propose a novel automatic region segmentation
method which is effectively embedded for Character
Transfer.
We first segment the facial model into triangular unit
regions by considering the geometry of the facial
model with rest pose and the expressions of the
training examples via a hierarchical algorithm.
Multidimensional vector
is defined for each i th triangle in the target
shape as follows.
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Here, l is the number of recursive levels, and l is a
constant weight parameter independently controlled
by the number of recursive cluster. As shown in
Figure 3 (a), the value of l corresponds to a level of
hierarchical clustering tree. Changing l for each
level of the tree, the influence of the movements and
geometry is modified as clustering progresses by
formula (5). Figures 3 (b), (c) and (d) show the
segmented regions in each level of this hierarchical
clustering. In higher levels of the tree, the influence
of geometry becomes strong and facial parts are
segmented vertically and horizontally. Our technique
realizes effective segmentation for asymmetrical
controls in blendshapes such as the regions of the
right, left, upper and lower eyelids. Our technique is
effectively applicable to arbitrary models. In this
paper, we have segmented the face model into 16
regions by our method as shown in Figure 3 (e).

3.4 Blending the mappings
A single mapping extracted from a training example
is only able to modify the expression in a single way.
To apply Character Transfer to arbitrary expressions
from the limited number of training examples, it is
necessary to create new mapping by blending the
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individualities which each of the mapping have. We
incorporate a method to generate new mappings for
each segmented region of the blendshape by blending
the elements of the mappings. By blending the
mappings in which the training examples are
geometrically similar to the input facial expression
with estimated coefficients, Character Transfer is
able to generate a mapping effective for the input
facial expression.
To measure the similarity, we estimate the blending
coefficients by first estimating the naïve blendshape
coefficients for each region.
For the r th region of each blendshape, blending
coefficients
are computed by solving the
following linear system
(6)

(a) Linear blending

Figure 4. Illustrative comparison of linear blending and our
blending method, our blending method successfully
avoided unnatural deformations

and

is the quaternion of identity matrix and
, and
is the blending coefficient for region
with which the th triangle is affiliated. For a
positive definite symmetrical matrix, our system uses
a logarithm and an exponential map of the matrix.
Using this approach, we interpolates positive definite
symmetrical matrix according to the blending
coefficient by solving the equation below:

Here,
is the vector that contains
coordinate values of
vertices on the input
blendshape and
is the matrix that
contains coordinate values of vertices on the M
training examples. We compute the above equation is
solving the following minimization problem below:
‖

E(

‖

(b) Our blending method

(∑

(7)

)

(9)

More specifically, we independently compute the
coefficients for each region by solving this equation
for each region.

By using a blended mapping for both rotation matrix
and positive definite symmetric matrix, our system
solves the equation below to generate the mapping
matrix:

When blending the mappings, the most
straightforward approach is to apply a linear blending
of each element: however, linear blending induces
the possibility of a triangle to collapsing or flipping
since it controls both rotational and scaling essence at
the same time as shown in Figure 4 (a). In Character
Transfer we applied novel blending method to
naturally blend the mapping with using interpolation
method of two deformation gradient proposed by
[KAJ12]. The interpolation method proposed is able
to interpolate two deformation gradients by spherical
linear interpolation of quaternion and exponential
th
map of matrix. Let
be the
mapping, our
system applies polar decomposition [SHO92] to the
mapping to decompose into rotation matrix
and
positive
definite
symmetric
matrix
. Next, we apply a different
blending method to compute the matrix according to
blending coefficients effectively. For the th triangle,
we compute the rotation matrix according to blending
coefficients by spherical linear interpolation of the
quaternion. The interpolated rotation matrix can be
computed by the degree of rotation according to the
blending coefficient by solving the equation below:

(10)

∏

(

)

This blending method is able to blend mapping with
arbitrary blending coefficients while preserving
property
, i.e., the blended
mapping does not unnaturally collapse or flip.
The definition of the mapping is that it modifies
deformation gradient of roughly created input
blendshapes by multiplying it with the ones of finely
created blendshapes. Accordingly, we apply this
blended mapping to the th deformation gradient
defined by the facial model with rest pose and input
facial expression
as follows:

Finally, we solve equation (11) for x, y, and z
coordinates for the vertices of the output blendshape
sculpted by Character Transfer,
as follows:
‖

(11)

Here,
is a large sparse matrix in
which
is the deformation gradient
defined between the facial model with rest pose and
the blendshape sculpted by Deformation Transfer,
which is proposed by [SUM05]. Equation (11) can be
computed by solving the linear system below:
(12)

(8)

Here,
is an operator which means that
performs spherical linear interpolation of quaternions,
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By solving (12) to directly compute the coordinate
value of the vertices without separate computations
in regions, the computed positions of the vertices
form the continuities across the segmented regions.
Since our method solves minimization problem (11)
in which the semantics of the minimization are
almost the same equation solved in Deformation
Transfer, Character Transfer can be incorporated into
the framework of Deformation Transfer. This
property allows other methods to be implementable
naturally to the given equation, including the
modification method proposed in [SAI13].
Furthermore, since Character Transfer is applicable
via only a few training examples and roughly created
input blendshapes, Character Transfer support the
modification of the blendshape prior to other
modification methods.

4. RESULTS
Figure 5 shows the blendshapes sculpted by
Character Transfer in comparison with blendshapes
sculpted by an artist and by Deformation Transfer.
We sculpted the blendshapes of a monkey with only
the front of the face, which consisted of 5K vertices.
We created four training examples to modify the
blendshape shown in Figure 6. For roughly created
input blendshape of arbitrary expressions, we applied
Deformation Transfer to generate such blendshapes
by transferring expressions defined in blendshapes of
humans. The correspondence of triangles between
monkey and human models were defined by adopting
the semi-automatic correspondence technique
introduced in [SUM04]. The time required for all the
steps to create one blendshape took approximately 13
s by using Intel Core™ i7-2600 CPU without
parallelization. Character Transfer required no
manual parameter settings. However, the blending
coefficient can be manually set if the user wishes to
have such control. We also created facial animations
as shown in supplemental video using the
blendshapes sculpted via Character Transfer and
compared them to those sculpted via Deformation
Transfer. The facial animation videos consist of
random facial movements created from 14
blendshapes for 270 fames. Comparing our
blendshapes with ones sculpted by an artist with
those sculpted by Deformation Transfer, our
blendshapes are considered more similar to those
sculpted by the artist.

Sculpted by an
artist

Character
Transfer

Figure 5. Comparison of blendshapes sculpted by an artist.
Versus our approach and that of Sumner et al.; note that the
color maps show the vertex errors as compared with the
blendshapes sculpted by an artist.

One of major causes of the artifacts yielded by naïve
Deformation Transfer is the differences of how each
characters move their facial parts. Some of these
artifacts can be seen around lips in Figure 5 because
of the size difference of monkey’s lips and those of
human. As a result, the unnatural lip movements
were observed; however, since our training examples
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Sumner et al.
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have information on how monkeys move their lips,
the artifacts can be removed. As shown in figure 5,
the artifacts around mouth and eyelid are mostly
modified compared to the blendshape sculpted using
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Figure .6 Training examples used for modifications.
Figure 7. Subjectively defined Regions

naïve Deformation Transfer. Although these artifacts
can be modified using modification method proposed
in [SAI13], such work had the limitation that the
effective way of refining arbitrary movement of
opening and closing eyelids could not be defined
when the target model had a different topology than
that of the source model. In Character Transfer, it is
possible to sculpt movements of an arbitrary amount
of opening and closing of the eyelids by only
sculpting training examples with eyelid movements.
From the results shown above, the goals we set out in
Section 2 above were achieved indicating that
Character Transfer is versatile and applicable to
many applications that require facial animations.

Sculpted by an
artist

5. EVALUATION
The fundamental goal of our approach was to sculpt
blendshapes that are geometrically similar to those
sculpted by an artist. Therefore, we evaluated the
geometrical similarity between the two by computing
the distance between vertices of the blendshape
sculpted by Character Transfer and those sculpted by
Deformation Transfer. We show our results using an
error map in which error is shown by the color of the
vertices in Figure 5. The maximum error shown in
red is 5cm, whereas the minimum error shown in
blue is 0cm. Note that the distance between the inner
corners of the eyes is 50cm (figure (6)). Errors
involving the eyes and mouth were identified as
strikingly different for the blendshapes sculpted by
Deformation Transfer.

Character
Transfer

Figure 8.Comparison of blendshapes with extreme facial
expression rendered by an artist, note that the geometry of
the lips is slightly modified.

Sumner
et al. 2004

Region
defined
subjectively

Character
Transfer

3.629 cm

0.764 cm

0.611 cm

Table 2. Comparison with Deformation Transfer by the
result of root means square error on all vertices.

We computed average root means square error of all
vertices of three blendshapes sculpted by Character
Transfer and those sculpted by Deformation Transfer.
From the results are summarized in Table 1,
Character Transfer is proven to be effective in that
the blendshapes sculpted by Character Transfer has
less error on average. We also computed root means
square error of all vertices of the blendshapes using
our hierarchal region segmentation approach more
specifically; we subjectively defined regions for three
blendshapes, which are shown in Figure 7. Results
are summarized in Table 1 reveal that our region
segmentation algorithm was able to effectively
segment the region for the input blendshape.

sculpted by Deformation Transfer. Results are
summarized in Table 2 and show that the facial
animations created by our blendshapes have less
error as compared with those that used blendshapes
sculpted by Deformation Transfer. One of the goals
we set out to achieve was to make Character Transfer
applicable to blendshapes with arbitrary facial
expressions. We applied Character Transfer to the
facial expression which is dissimilar from the
training example shown in Figure 8. Although results
showed that Character Transfer is not able to create
an exactly similar geometry, some of the features
were correctly modified such as the way in which the
lips moved. Modification for extreme expressions is
difficult to apply using modification of [LI10]
because it is only applicable when the training

We also evaluated the root means square error on all
vertices of the facial animations created by using
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examples are similar to the input facial expression.
As for limitation of method, we observed that
Character Transfer is not able to modify facial
expressions in which it is impossible to estimate the
blending coefficients given the set of training
Sumner et al. 2004

Character Transfer

1.032 cm

0.726 cm

the usefulness of Character Transfer because it would
become fully automatic. We are also interested in
applying an improved approach to estimating more
effective blending coefficients for Character Transfer.
To date, we have only investigated the naïve
estimation of blending coefficients for each region,
but Character Transfer sometimes had problems
since the coefficients could not be solved in the
effective range. Better results would be generated if
we were able to introduce a novel estimation method
that better fits to Character Transfer.

Table 2. Comparison by the result of root means square
error on all vertices when creating facial animation.

examples. Therefore, facial expressions on training
examples are required to be as extreme as possible to
create similar expressions to the training examples.
This disadvantage also affects the hierarchical region
segmentation algorithm of Character Transfer. Since
our hierarchical region segmentation algorithm
considers the way in which training examples move
their facial parts in lower parts of tree, the
segmentation results will not always be effective;
however, it is an improvement over the modification
method by [LI10] because blended facial expressions
of training examples are required to be similar, not
exact.
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ABSTRACT
Real-time rendering of large terrains has several important applications. Hence, many methods have been devised
to solve this problem. The main challenge for such methods is to deal with a large terrain dataset and maintain
interactive frame rates. In this paper, we propose a level-of-detail (LOD) based multi-threaded multi-context
method that works on two separate activities. Each activity is assigned to its own CPU thread and GPU context.
The LOD hierarchy is constructed on the GPU context of the errors activity and stored as a 2D texture map. This
texture map is used by the blocks rendering activity via its CPU thread to initiate the rendering process by sending
different terrain blocks as translation and scaling parameters to its GPU context, which uses a reusable single
shared vertex and index buffer to render the required block based on the passed parameters and the height-field
texture. The results show that the proposed method achieves high interactive frame rates at guaranteed very small
screen-space errors.

Keywords
Real-time rendering, large terrain rendering, level of detail, multi-context programming, GPU programming

1

INTRODUCTION

and then the screen is clipped to the visible portion is
not currently possible at interactive frame rates.
Different methods have been devised to tackle this issue. Such methods can be classified into ray-tracing
and triangulation methods. Ray-tracing methods are
image order algorithms that depend on casting a ray for
each pixel from the viewpoint through the terrain and
calculating the final pixel color based on its intersection with the terrain without actually generating terrain
geometry and as such they are not suitable for applications which use terrain geometry for other purposes
like game engines and SVS. Triangulation methods are
object order algorithms that depend on generating polygons from the terrain description and simplifying them
before rendering using regular polygon rendering techniques. They often use some type of multilevel hierarchical structure to render the geometry in different levels of detail (LODs) based on a maximum level approximation error.
In this paper, we propose a multi-threaded quad-tree
based triangulation method for rendering terrain completely on the GPU. All triangulation and approximation errors calculation tasks are done completely on
the GPU freeing the CPU for other application-specific
work. The terrain is divided into blocks of equal size
and triangulation is done on-the-fly by the GPU using

Terrain rendering plays an important role in computer
graphics applications such as synthetic vision systems
(SVS), game engines, 3D geographic information systems, military simulation, battle command, flight simulation and surveying. Modeling complex outdoor environments has ever been a challenge using available
computing hardware. The main problem has always
been, without losing visual details, rendering terrain
models that can be quite large requiring significant
amount of processing power and storage.
This is problematic because the renderer must process
a huge number of geometry representing the terrain every frame to maintain interactivity. Visualizing an enormous detailed terrain using brute force conventional
rendering methods where everything is rendered first

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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being an image order algorithm. However, they are
not suitable for applications which use terrain geometry for other purposes like game engines and SVS. They
suffer from pixel aliasing, artifacts and other graphical
glitches due to trace misses. There is also limited hardware support for ray tracing and in higher resolutions,
they become too slow due to the high number of ray
traces that must be done.

a single shared vertex/index buffer for every block by
varying its scaling and translation values based on its
location and level of detail cutting down GPU memory
costs to only one block of terrain.
This paper is organized as follows: Section 2 summarizes related work, the proposed methodology is detailed in Section 3, results are given in section 4, and
finally we conclude the paper in section 5.

2

Triangulation methods pre-process the terrain and
convert its height-field to polygons first and then render
them using regular polygonal rendering techniques.
The most trivial method is to generate a quad between
any four adjacent samples form the height-field and
this generates high quality results but is extremely
slow for large terrains. LOD algorithms are devised
to pre-process the height-field before rendering and
reduce it to the least possible number of geometrical
objects to maintain very short response times. This
is done by refining and coarsening the mesh based
on pre-defined error metrics. Usually, some sort of
multi-resolution representation of terrain data fitted to
hierarchical data structures is used.

RELATED WORK

Terrain data is commonly represented as either a Triangulated Irregular Network (TIN) which is essentially
a 3D data model or a height-field. A height-field is
regularly spaced grid of elevation values. Common
height-field based methods use ray-tracing or triangulation techniques.
Ray-casting techniques cast a ray for each pixel of the
output image to determine its color independently. In
[Dun79a], a ray is cast from the viewpoint through the
pixel and the 2D projection of the ray across the base
plane of the terrain grid is traced using line algorithms.
At each tracing step, the height of the ray is compared to
the height of the terrain data. When the ray height drops
below the terrain, the intersection point is found and
the input texture map is interpolated and sampled at the
intersection point to give the final pixel color. CohenOr et al. in [Coh96b] optimized this further by using
the found intersection point of the previous ray as an
approximation of the starting point for the new ray exploiting the fact that adjacent pixels have a good chance
of being also adjacent in the terrain. These methods
are iterative in nature because each ray trace must go
through the whole process.

Wavelet based methods include the method used in
[Fen12a] with a variation of the Haar transform for
height-field decomposition into an intuitive multiresolution representation. Different LODs are obtained
by recursively averaging and differencing yielding an
approximation and a set of detail coefficients. The
terrain representation can then be reconstructed to
any LOD by applying the reverse process on lowerresolution versions where the simplest approximation is
a single value representing the whole terrain. Wavelets
are inherently multi-resolution data structures, have
good compression ratio, and provide efficient means
to store terrain data as the same amount of data is
needed to represent all different resolutions combined.
However, there are small benefits of using wavelets
for terrains with high frequencies including mountains
and peaks and there are considerable overhead related
to the process of restoring the various LODs from the
transform each time they are needed.

A run-based ray-traversal method is proposed in
[Hen04a] that accelerates this process but it doesn’t
use spatial partitioning as done in [Coh93a] which
used a quad-tree as a hierarchical data structure to
store terrain data at different LODs where each node
contains the value of its highest point. The quad-tree is
traversed recursively while the ray height is below the
highest point of a node. The ray is marched forward to
the nearest intersecting node if a leaf node cannot be
reached. Then, at a leaf node, an accurate intersection
test is done.

Losasso et at. in [Los04a] proposed a method which
is called the geometry clipmaps. Terrain geometry is
cached in a set of nested regular grids using a mipmap
pyramid of L levels. A square window of samples is
cached for each level. Each level is stored in a vertex buffer and a normal map and as the viewer moves,
the clipmap windows are shifted and updated with new
data. Due to its uniformity, this method can achieve
steady frame rates but this also means that it is not adaptive as LOD selection is based only on the distance from
the viewpoint not taking into account the actual approximation error introduced by this LOD. As a result, a flat
part of the terrain will always be rendered with detailed
meshes if it’s close to the viewpoint and a curved part

Other GPU based methods have been used in [Qu03a],
[Dic09a], [Luo12a] with limited hardware ray tracing
support where an intersection between the viewing ray
and the height field is calculated for each pixel on
a fragment shader. The hybrid methods proposed in
[Amm10a], [Dic10b] use ray-casting only when it actually performs better and switch back to other methods
otherwise.
These ray-casting based methods have the advantages
of concise memory requirements and steady frame rates
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of the terrain will always be rendered with low detailed
meshes if it’s far from the viewpoint. This method also
needs frequent CPU-GPU communications as a vertex
buffer update must be done for every viewer motion
and an index buffer update must be done per frame and
many rendering calls have to be done per a single level
due to the way it’s designed. A GPU friendly adaptation of this method is proposed in [Asi05a] where each
level is stored as an elevation map instead of a vertex
buffer and constant vertex/index buffers are used for
rendering all levels resulting in less CPU intervention
and compact terrain representation.

(a)

Figure 1: A view of a 9 × 9 terrain: (a) as a mesh and
(b) as a quad-tree with k = 3 terrain blocks represented
as leaves.

Yalçin et al. in [Yal11a] used a diamond-based hierarchy to represent terrain. The hierarchy is generated by
recursively applying the Longest Edge Bisection (LEB)
operator to the pair of triangles decomposing the terrain
height-field. Each diamond is subdivided by bisecting
both of its triangles and the hierarchy can be modeled
as a directed acyclic graph (DAG) where each resolution level is the set of diamonds at the same depth of
the graph. The diamonds central vertices directly correspond to the grid points and the hierarchy is efficiently
stored on the GPU as a simple array of error values of
the same size as the original height-field. However, the
process of generating the DAG is not simple as the entire terrain data set must be processed first.

varying the translation t and scaling s parameters sent to
the GPU along with the block geometry as in [Asi05a],
[Li12a]. The most detailed block has a scaling value of
one and but lower resolution blocks have greater scaling values representing a larger area of the terrain with
the same geometry. This lowers the required geometry GPU memory to a fixed value equal to the memory
needed to represent only one block. The approximation
errors due to switching to lower LODs are calculated
entirely on the GPU and stored as a single texture. The
CPU is then used to select the appropriate LOD for each
block and to send rendering commands with the desired
LOD and the block translation/scaling parameters.

Quad-trees have been used extensively for representing
terrain (see [Paj02a], [Li12a]).
Quad-tree based
methods generally use a hierarchical quad-tree based
data structure that is subdivided recursively until a
pre-defined condition is met. This condition defines the
accuracy of the resulting approximation of the terrain.
If the condition is not met, the area is subdivided
again into four quadrants and each quadrant is then
re-evaluated. This allows for adaptive triangulation
where the process of subdivision stops when the
pre-defined condition is met regardless of the current
depth of the quad-tree. This is a clear advantage over
other uniform methods which could approximate the
same terrain with a much larger number of polygons.
However, this results in a variable frame rate that is
based on terrain complexity. Also, all LODs must be
available for every block of the terrain and if they are
pre-calculated, memory requirements can be high and
calculating them on-demand on the CPU introduces a
major performance bottleneck.

3

Figure 2 shows an overview of the method. It consists
of two separate concurrent activities where each activity
is composed of a CPU thread with an associated GPU
context. The first activity is called the approximation
errors activity and is responsible for building the quadtree LOD hierarchy and the second activity is called the
blocks rendering activity and is responsible for the final
rendering process.
The approximation errors activity fits the height-field
logically into a quad-tree hierarchy representing the different LODs as screen-space approximation error values in pixels that result from using a lower LOD. The
calculation process is done on the GPU and the hierarchy is physically stored as a two dimensional GPU
texture of the same size as the height-field and is then
downloaded from the GPU and stored in the main memory for later access by the blocks rendering entity. As
the viewpoint changes, the approximation errors activity recalculates the error values based on the new viewpoint.

OUR APPROACH

The blocks rendering entity accesses the texture generated by the approximation errors activity and traverses
the represented quad-tree top-down starting from the
center point of the texture and subdividing until the
screen space error is below a pre-set threshold and then
a block rendering request is sent directly to the GPU
with the appropriate LOD scale and block translation
values.

In this section, the proposed quad-tree based method for
terrain rendering is presented. As Figure 1 shows, the
terrain is logically seen as a quad-tree with each leaf
consisting of a k × k terrain block which is the smallest unit of geometry that will be sent to the GPU for
rendering. This method allows a single batch of geometry to be used for rendering any of the terrain blocks by
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Figure 2: A general overview of the method
terrain block geometry defines the minimum number of
triangles required for representing any given area of the
terrain regardless of its simplicity.
A terrain block can be translated and scaled to represent any area of the terrain at a single LOD by varying
translation and scaling parameters sent to the fragment
shader. Figure 3b shows how terrain blocks are used to
represent 2 × 2 areas of the terrain at the most detailed
LOD 0 using a scaling parameter of s = 1 and also to
represent 4 × 4 areas of the terrain at a lower LOD 1
using a scaling parameter of s = 2. This allows sharing
the same vertex buffer and index buffer among all of
the terrain blocks covering the whole terrain and results
in very concise GPU memory requirements for storing
terrain geometry.

The following three subsections describe the details of
this method.

3.1

Terrain Blocks

(a)

(b)

Figure 3: (a) A single mesh with k = 3 in used for rendering all terrain blocks of (b) a terrain with 9 × 9 vertices. The red shaded area is of LOD 0 and is rendered
with s = 1 and t = (6, 0) while the green shaded area is
of LOD 1 and is rendered with s = 2 and t = (4, 4)
The basic rendering primitive of the proposed method is
the terrain block which is defined as a batch of geometry described by an index buffer and a vertex buffer representing the mesh shown in Figure 3a. The mesh uses
k ×k vertices and consists of 2(k −1)2 triangles where k
is a parameter defining the granularity of the algorithm.
A terrain block is rendered using a single drawing call
so choosing larger values of k means less drawing calls
but also limits the number of possible LODs and results
in more triangles representing the same terrain since the
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3.2

Approximation Errors Activity

The terrain data is represented by a height-field with
each pixel corresponding to one vertex and where the
location of the pixel defines the x and z coordinates of
the vertex and the pixel value represents the height of
that vertex as the 2D height function: y = Hx,z .
The height-field is simplified into multiple LODs by iteratively down-sampling to obtain lower detailed representations of the terrain starting with LOD 0. The
number of vertices for a specific LOD is given by:
VCi = (2n−i +1)(2n−i +1) where i ≥ 0 defines the LOD
level with i = 0 being the most detailed level and i = n
being the lowest detailed level and n > 1 is a value chosen that defines the height-field dimension. A sample
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height-map of n = 2 and its triangulation for all possible LODs are shown in Figure 4a and Figure 4b respectively.
Figure 4 shows the down-sampling process for a terrain
with n = 2 from LOD 0 to LOD 2. Each iteration starts
with dividing the input height-field at a specific LOD
into groups of 3 × 3 vertices and dropping vertices from
each group merging adjacent groups at LOD i into only
one group at LOD i + 1 and then using these groups as
the input of the next iteration until only 2 × 2 vertices
are left and no more groups can be formed meaning that
no further down-sampling is possible as shown in Figure 4b.

The dropped vertex with the maximum vertex interpolation error is taken as the overall approximation error
for the dropped vertices of this group and is given by:
OE = max(SIExb ,zb , SIExd ,zd , SIExe ,ze , SIEx f ,z f , SIExh ,zh )
(3)
A new texture of the same dimensions as the heightfield texture is created to store the screen-space approximation errors. This texture is filled progressively during the down-sampling process starting from LOD 0
where each iteration adds more data to the texture as
shown in Figure 4c.
The group j interpolation error for LOD i can then be
calculated as the maximum of the dropped vertices error for group j at LOD i and the maximum of each
group interpolation error of the groups which formed
this group in the previous iteration at LOD i − 1. This
error can be seen as the maximum screen-space error
that can result from using the simplified version of this
group at this LOD instead of the original vertices at
LOD 0 and is stored in the errors texture at the position of the dropped center pixel in this group labeled e
which is used again for the next iteration.
If k, l, m, n are the groups that formed the group j in
the previous iteration (if any) then group j interpolation
error for LOD i is given by:


i=0
0
(4)
GIEi, j = max(OEi, j , GIEi−1,k , GIEi−1,l ,


GIEi−1,m , GIEi−1,n )
i>0

(a)

(b)

(c)

Figure 4c shows the process of filling the errors texture.
Initially, the error texture is all zeros because at LOD 0
no vertices are dropped and GIE0, j = 0 for all groups.
At LOD 1, the four groups are merged and their GIE1,, j
value is calculated and stored at the center points which
are green shaded in the figure. At the next and last iteration of LOD 2, the GIE2,0 value of the single group
which were formed from the previous iteration is calculated based on the previous GIE1, j values and stored
in the center point which is blue shaded forming the final errors texture which only has non-zero values at the
four center points of LOD 1 groups and the center point
of the single LOD 2 group.

Figure 4: Down-sampling process for: (a) a height-field
with n=2, (b) its triangulation, (c) errors texture. Red,
green and blue colors show which vertices exist in the
different LODs 0, 1, 2 respectively from top to bottom.
Each group vertices are given the labels a,b,c,d,e,f,g,h,i
as shown in Figure 4b. Vertices with labels b,d,e,f,h
are dropped and each dropped vertex height value is interpolated to a new value using two of its neighbor vertices that exist at the new LOD defining the interpolated
height function given by:
IH xb ,zb = H xa ,za + 0.5 × (H xc ,zc − H xa ,za )
IH xd ,zd = H xa ,za + 0.5 × (H xg ,zg − H xa ,za )
IH xe ,ze = H xa ,za + 0.5 × (H xi ,zi − H xa ,za )
IH x f ,z f = H xc ,zc + 0.5 × (H xi ,zi − H xc ,zc )

The process of building a quad-tree of the approximation errors representing the different LODs is done using the approximation errors activity. As the viewpoint
moves, the activity CPU thread initiates the approximation errors process by iteratively sending a simple quad
to the activity off screen GPU rendering buffer context for each LOD starting with LOD 1 (in LOD 0, approximation errors are zero) which has been uploaded
previously with a fragment shader (see Algorithm 1)
that includes the logic of calculating screen-space errors
GIEi, j for each group based on the height-field texture

(1)

IH xh ,zh = H xg ,zg + 0.5 × (H xi ,zi − H xg ,zg )
This introduces a vertex world-space interpolation error
at each interpolated vertex and is given by W IEx,z =
Hx,z − IHx,z . This error can be projected on the screen
for the screen-space interpolation error
SIEx,z = Pro ject(Hx,z − IHx,z )
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block mesh which consists of k × k vertices, the actual
screen-space error of using a terrain block at a given
LOD i is fetched by recursively traversing the quadtree top-down starting from the center point of the terrain block until the number of leafs, which represent
center points for different groups, is exactly equal to
(k − 1)(k − 1) and then their maximum value is taken
as the terrain block b error at LOD i and is given by
T BEi,b = max(GIEi,1 , GIEi,2 , . . . , GIEi,(k−1)×(k−1) )

if fragment is not a group center for LOD i then
return discard fragment
for all v in dropped vertices (b, d, e, f, h) do
Hxv ,zv = texture2D(heightField,texcoordxv ,zv )
Calculate IHxv ,zv , SIExv ,zv (Equations 1,2)
Calculate OEi, j (Equation 3)
for all g in LOD i-1 groups (k, l, m, n) do
GIEi−1,g = texture2D(errorsTexture, xg , yg )
Calculate GIEi, j (Equation 4)
return GIEi, j

The process starts on the CPU thread associated with
the blocks rendering activity by fetching from the quadtree the scree-space error of using the least detailed possible LOD n which approximates the terrain using a
single terrain block covering the whole terrain. If that
error is below a pre-set threshold value δ that defines
the maximum tolerable screen-space error, the terrain
is not subdivided and the CPU thread marks that single
terrain block to be rendered by the GPU context associated with the blocks rendering activity.

Algorithm 1: Pseudocode for errors fragment shader

passed by the CPU during initialization and its own errors texture from the previous iteration using the above
formulas and storing the error as the texture value of
the group center coordinates in an errors texture of the
same dimensions as the height-field.
The root value of the built quad-tree is the value of the
center point of the errors texture which is the center
point of the single group at the lowest detailed LOD
representing the overall screen-space error of using that
group for representing the terrain. Its four children are
the values of the center points of the four groups that
were originally merged to form that group and each one
of them in turn can be subdivided again into four groups
until the leafs of the quad-tree are found. The leafs represent the original groups at LOD 0. Figure 5 shows the
built quad-tree for a terrain height-map with n = 2.

(a)

If the error is greater than δ , the quad-tree is recursively
traversed top-down one level to reach the next detailed
LOD n − 1 subdividing the terrain block into four terrain blocks each located at a different quadrant of the
terrain. Screen-space errors for using the new four terrain blocks are fetched and compared to δ again and if
any terrain block passes the test, it’s marked to be rendered or else subdivided again into four new blocks.
This process continues until all leafs pass the screenspace error test or a given terrain block cannot be subdivided anymore because it’s already at the most detailed
LOD 0 and in which case it’s marked to be rendered
too. An intersection test is also done against the current
camera view frustum to cull invisible terrain blocks before subdividing it or marking it for rendering. The subdivision stopping condition for a block b at LOD i can
then be formulated as T BEi,b ≤ δ where δ is a pre-set
threshold for screen-space errors in pixels.

(b)

Figure 5: (a) The errors texture of a height-map with
n = 2 and (b) the built quad-tree from it.
The errors texture is finally downloaded from the GPU
and stored as a 2-dimensional array in the main memory for use by the blocks rendering activity, which is detailed in the next subsection, to render the terrain based
on the built quad-tree of screen-space errors.
(a)

3.3

(c)

Figure 6: Traversal process for (a) the errors quad-tree
and (b) its associated terrain blocks tree to reach at (c)
the final terrain blocks to send to the GPU

Blocks Rendering Activity

The terrain blocks rendering activity takes as input the
quad-tree built using the approximation errors activity. The quad-tree is traversed top-down using the errors texture fetched earlier from the GPU starting from
the center point which represents the screen-space error
of using just four vertices to represent the whole terrain. Since the basic unit for rendering is the terrain
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Figure 6 shows the quad-tree traversal process for rendering a terrain with n = 2, k = 3 and δ = 5 . The traversal starts with the root of the errors quad-tree in Figure
6a which is blue shaded and has the value 9. This value
is greater than the threshold δ = 5 and therefore, the
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corresponding single blue shaded terrain block shown
in Figure 6b for LOD 2 cannot be used to approximate the terrain and the quad-tree is traversed to the
next level where the four green shaded terrain blocks
are evaluated for use instead of the blue shaded terrain
block. The evaluation process continues by comparing the values of the four leaves of the errors quad-tree
against δ = 5. Three of the green-shaded leaves pass
the test as their values are 1, 2, 4 and they are less than 5
so the corresponding three terrain blocks shown in Figure 6b are used for LOD 1. However, the fourth value is
6 which is greater than 5 and as such the corresponding
terrain block is subdivided into four new terrain blocks
at LOD 0 which is the most detailed LOD. The result
is shown in Figure 6c which uses four terrain blocks at
LOD 0 (red shaded) and three terrain blocks at LOD 1
(green shaded) to render the terrain.
Each terrain block marked for rendering is sent to the
GPU context for rendering along with translation and
scaling values that define the covered area of the terrain.
For each terrain block b at LOD i + 1 subdivided into
children terrain blocks c, d, e, f at LOD i, the new scaling value for children blocks is given by si = i + 1 and
the new translation values for them are given by:

Figure 7: The Puget Sound dataset rendered using the
proposed method in textured wire-frame mode

3.4

Texturing the terrain is done by passing the input terrain
base texture to a fragment shader which samples it to
calculate the base pixel color cbase using the same texture coordinates texcoordbase used to sample the heightfield because the terrain base texture is of the same dimensions as the height-field as follows:
cbase = texture2D(basetexture,texcoordbase )

t i,e = ti−1,b + (0, 2i )

(5)

t i, f = ti−1,b + (2i , 2i )
where the root terrain block broot covering the terrain at
the least detailed LOD n has the scaling and translation
parameters sn,broot = n + 1 and tn,broot = (0, 0).
The rendering is done using a single shared vertex
buffer and a single index buffer that are uploaded to the
GPU once along with the required vertex and fragment
shaders. These buffers define the triangulation shown
in Figure 1a using (k − 1)(k − 1) vertices. Each terrain block is rendered by rendering the triangulation
shown in Figure 1a after transforming the vertices original x, z values into the final transformed values x0 , z0 by
the passed translation and scaling parameters in a vertex
shader as follows:
x0 = x × si + ti
z0 = z × si + ti

cdetail = texture2D(detailtexture,texcoorddetail ) (10)
The fragment shader then calculates the final pixel color
c f inal by blending the values sampled from the detail
texture cdetail and the base texture cbase using:
c f inal = α × cbase + (1 − α) × cdetail

x0
z0
,
)
2n + 1 2n + 1

y0 = texture2D(height f ield,texcoordbase )
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where α is a weight in the range [0, 1] given to the color
fetched from the base texture where a value of α = 1
means that the detail texture will be ignored.

4

(6)

RESULTS

We used the Puget Sound dataset (see [Usg01a]) to test
the proposed methodology. It consists of 4097 × 4097
16-bit samples with each pixel unit (0 to 65535) corresponding to 0.1 meter and with inter-pixel spacing of
40 meters. The test was performed on a Linux machine
with an Intel(R) Core(TM) i5 CPU M 430 @ 2.27GHz
processor with 4GB RAM and an nVIDIA GeForce GT
330M graphics card. The parameter n = 12 is chosen to
match the dimensions of the height-field and a terrain
block is chosen to be of 33 × 33 vertices which means
that k = 33.

The component y which defines the height of the vertex
is fetched on the vertex shader by sampling the heightfield which is passed to the shader as a texture at the
texture coordinates directly calculated from x0 , z0 after
converting to the [0, 1] range by dividing by the heightfield dimension 2n + 1:
texcoordbase = (

(9)

A small detail texture is also passed to the fragment
shader to make up for the missing details in the base
texture due to the small pixel-to-texel ratio. The second set of texture coordinates used for sampling the detail texture is calculated as texcoorddetail = DT T F ×
texcoordbase where DT T F, the detail texture coordinates tiling factor, is a factor describing the tiling property of the detail texture. The larger this factor, the better pixel-to-texel ratio but also the more visible tiling
repetition artifacts. The color coming from the detail
texture is then:

t i,c = ti−1,b
t i,d = ti−1,b + (2i , 0)

Terrain Texturing

(7)
(8)
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The higher triangle throughput reported in [Yal11a] is
due to the large number of triangles per batch as Yalçin
et al. reported 10 frames per seconds in [Yal11a] for the
same dataset with a static mesh using a graphics card
that scored three times more than the graphics card used
for performing this test. This is expected because they
didn’t use any culling or LOD technique but focused instead on allowing dynamic changes on the terrain while
rendering. This is not directly possible with our proposed method.
Livny et al. in [Liv09a] reported results that are close
to the proposed method but they implemented an outof-core technique for handling distant patches and they
use more geometry because of the way they handle
cracks. As a result of the proposed GPU-resident quadtree LOD construction code, the proposed method outperformed the method used in [Li12a] despite the fact
that the two methods use constant buffers for rendering.

Figure 8: A plot of the frame rate and triangles count
against the experiment time with δ = 1
The test is a fly-over above the terrain starting exactly
from the center of one edge of the terrain and flying
forward to the other edge by a speed of 3600 km/h. The
output is projected into a window of 640 × 480 pixels.
Figure 8 shows a plot of the frame rate (FPS) and the
triangles count per frame against time at a maximum
screen-space error of δ = 1 pixel.

From Table 1, it can be seen that the proposed method is
comparable to recent publications but unlike [Asi05a],
[Li12a] and [Fen12a] where LOD selection is based on
some distance criteria or [Liv09a] where it is based on
an arbitrary precision factor, the proposed method can
guarantee a maximum screen-space error of δ pixels.

At the start of the test, the frame rate was 97 FPS and
the triangle count was 1198080 per frame. This is because all of the terrain is visible and the camera is close
to large parts of it so the error for using lower LODs
was larger than δ = 1 for these parts. As the camera
moves forward to the center of the terrain which is clear
in Figure 8 from the intersection point between the two
curves, the triangle count dropped down to 300000 triangles raising the frame rate to about 200 FPS. This is
expected because half of the terrain had already been
culled and only some of the remaining visible parts
need to be rendered using higher LODs. At the end of
the flight at the other edge, the camera could only see a
small part of the terrain which explains the low triangles
count and the very high frame rate. Our method, for this
test, achieved an average frame rate of 266 frames per
second and as shown in Figure 8, it was able to reach a
triangle throughput of 97 × 1198080 = 120M4/sec.

Since all terrain blocks are rendered using a single constant small mesh, the GPU memory used for geometry
is constant and is equal to the storage used by the vertex buffer and the index buffer. Each vertex consists
of three 32-bit floating-point components for x, y, z of 4
bytes each and the vertex buffer consists of kxk vertices
so the total vertex buffer size is V Bsize = k × k × 3 × 4 =
65 × 65 × 3 × 4 = 50700 bytes. The index buffer consists of 32-bit indices with every triangle defined by
three indices. The number of triangles in the mesh is
Tcount = 2(k − 1)(k − 1) = 8192 triangle and the indices
count is IBcount = 3 × Tcount = 24576 index. Thus the
total index buffer size is IBsize = 4 × IBcount = 98304
bytes.
The used GPU memory for geometry is then V Bsize +
IBsize = 149004 bytes. This shows that even very large
terrain data sets can be rendered with the same GPU
geometry memory footprint. By using texture compression for the height-field and the base texture, the GPU
texture memory could also be reduced substantially.

For comparison with other publications, their reported
results are normalized based on a public graphics cards
benchmarks database available online at [Vid14a] and
the expected results on the testing machine are listed
in Table 1 along with the actual result of the proposed
methodology.

5
Publication
Feng et al. in [Fen12a]
Yalçin et al. in [Yal11a]
Asirvatham et al. in [Asi05a]
Li et al. in [Li12a]
Livny et al. in [Liv09a]
Proposed Method

4 Throughput
53 M4/sec
110 M4/sec
71 M4/sec
45 M4/sec
97 M4/sec
120 M4/sec

We presented a method for real-time terrain rendering
using multiple CPU threads that drive multiple GPU
contexts separately. The CPU overhead is kept minimum as the GPU does most of the work. The main
contribution of this work is the novel GPU-resident errors quad-tree construction process that is performed
on the GPU by a fragment shader. The CPU is then
used to download the errors quad-tree as a simple GPU
texture and use it again to drive the blocks rendering

Table 1: Comparison with estimated hardware normalized average 4 throughput for selected publications.
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tion, Computer Vision and Image Processing ’10,
pages 3-10, 2010.
[Dun79a] Dungan Jr, W. "A terrain and cloud computer image generation model." ACM SIGGRAPH Computer Graphics. Vol. 13. No. 2.
ACM, 1979.
[Fen12a] Feng, Y., Wang, R. et al. "Real-time Rendering Techniques of Lunar Massive Terrain Data
Based on Wavelet." Journal of Computational Information Systems, Vol 8(14), pages 6079-6085,
2012.
[Hen04a] Henning, C., and Stephenson, P. "Accelerating the ray tracing of height fields." Proceedings
of the 2nd international conference on Computer
graphics and interactive techniques in Australasia
and South East Asia. ACM, 2004.
[Li12a] Li, Q., Wang, X. et al. "Real-Time Visualization for Large Scale Terrain Based on Linear
Quadtree." AsiaSim ’12. Springer Berlin Heidelberg, pages 331-339, 2012.
[Liv09a] Livny, Y., Kogan, Z., and and El-Sana, J.
"Seamless patches for GPU-based terrain rendering." Proceedings of International Conference in
Central Europe on Computer Graphics, Visualization and Computer Vision ’07, pages 201-208,
2007.
[Los04a] Losasso, F. and Hoppe, H. "Geometry
clipmaps: terrain rendering using nested regular
grids." ACM Transactions on Graphics (TOG),
Vol 23, Issue 3, pages 769-776, 2004.
[Luo12a] Luo, J., Ni, G., et al. "Quad-tree atlas ray
casting: a gpu based framework for terrain visualization and its applications." Transactions on Edutainment VII. Springer Berlin Heidelberg, pages
74-85, 2012.
[Paj02a] Pajarola, R. "Overview of quadtree-based terrain triangulation and visualization". Department
of Information & Computer Science, University
of California, Irvine, 2002.
[Qu03a] Qu, H., Qiu, F., et al. "Ray tracing height
fields." Proceedings of Computer Graphics International ’03. IEEE. pages 202-207, 2003.
[Usg01a] U.S.G.S., THE UNIVERSITY OF
WASHINGTON: Puget sound terrain dataset.
http://www.cc.gatech.edu/projects/large_models/ps.html.
[Vid14a] Video card benchmarks database.
http://www.videocardbenchmark.net.
[Yal11a] Yalçin, M., Weiss, K., and De Floriani, L.
"GPU algorithms for diamond-based multiresolution terrain processing." Proceedings of the
11th Eurographics conference on Parallel Graphics and Visualization. Eurographics Association,
pages 121-130, 2011.

activity GPU context by sending it only simple translation and scaling parameters per block. These parameters are used by a vertex shader to reconstruct the intended terrain block by using a shared vertex and index
buffers and calculating the vertices height values onthe-fly from the height-field which has been previously
uploaded as a GPU texture. This cuts down the GPU
memory requirements for storing terrain geometry as
only a constant small vertex and index buffer is stored
in addition to the height-field.
The results of the proposed method for the tested
dataset outperform similar methods when taking LOD
accuracy and frame rates into accounts. However, the
process of downloading the errors quad-tree from the
GPU as a texture is considered as a bottleneck in this
method. This can be overcome by: distributing the
process among more different frames, using only one
byte per pixel for the errors texture, and finally there
is no need to downloading the whole errors texture
as this can be done on-the-fly while traversing the
errors quad-tree by first downloading the root and then
downloading only when a subdivision is required.
In the future, we will look into improving this method
by moving the quad-tree traversal code into the GPU so
that no texture downloading is required to be done by
the CPU. We hope to fix the visual cracking and popping artifacts that result from stitching different LODs
and we will also look into dynamically splitting and
compressing the height-field and base textures to handle larger terrain datasets and to cut down GPU texture
memory requirements.

6
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ABSTRACT
We propose a GPU-based adaptive surface reconstruction algorithm for Smoothed-Particle Hydrodynamics (SPH)
fluids. The adaptive surface is reconstructed from 3-level grids as proposed by [Akinci13]. The novel part of
our algorithm is a pattern based approach for crack filling, which is recognized as the most challengeable part of
building adaptive surfaces. Unlike prior CPU-based approaches [Shu95, Shekhar96, Westermann99, Akinci13]
that detect and fill cracks according to some criteria during program running that were slow and unrobust, all
the possible crack patterns are analyzed and defined in advance and later, during program running, the cracks are
detected and filled according to the patterns. Our approach is thus robust, GPU-friendly, and easy to implement.
Results obtained show that our algorithm can produce surface meshes of almost the same quality as those produced
by the conventional Marching Cubes method, with significantly reduced computation time and memory usage.

Keywords
GPU Computing, Surface Reconstruction, Computer Animation, Fluid Simulation, Particle-based Simulation,
Smoothed-Particle Hydrodynamics, Adaptive Marching Cubes

1

INTRODUCTION

triangles are used for flat surface areas. AMC requires
less memory and time for generating triangle meshes of
similar quality as these uniform meshes. However, approaches proposed to date are all CPU-based, which are
very slow and more or less cannot be used in real-time
or interactive applications.

In SPH-based fluid simulation, especially for water
simulation, carrying out only particle representation is
not enough. A surface built upon the particles is desired. For real-time or interactive applications, not only
must particle simulation be carried out, but surface reconstruction also need to be computed at high speed.
Surface reconstruction for SPH fluids is well studied
in Computer Graphics research. With these methods,
generally an isosurface of some implicit functions is
computed and a triangle mesh is constructed using the
Marching Cubes (MC) [Lorensen87] method. Also, for
real-time applications, GPU-based versions of MC are
utilized such as [Dyken08]. However, with conventional MC methods, because the triangle resolution is
uniform, the construction of high-resolution models of
large data set requires considerable computation time
and a large amount of memory. In order to reduce the
cost of uniform MC, Adaptive Marching Cubes (AMC)
algorithms such as [Shu95, Shekhar96, Westermann99,
Akinci13] have been proposed, in which high resolution triangles are used to capture the thin features of
highly deformable surface parts while low resolution

We propose a fast GPU-based adaptive surface
reconstruction algorithm for Smoothed-Particle Hydrodynamics (SPH) fluids. Our method has several
characteristics: First, the algorithm is totally implemented on GPU and it is faster than the CPU
implementation. Secondly, we analyze all the possible
cracks that may occur and define them as patterns and
later, during program running, the cracks are simply
detected and filled by referring to the pre-defined crack
patterns.
Our work is categorized as a novel extension of
[Akinci13] with an acceleration of performance by
GPU implementation. Unlike [Akinci13] which is
implemented on CPU, our algorithm is designed from
scratch for execution on GPU, thus making it totally
different from that of [Akinci13]. Specifically, in
[Akinci13], the existence of surface cracks is checked
during the algorithm running, and if a crack exists, the
crack is filled on-the-fly. In contrast, our algorithm is
completely procedural; cracks are simply detected and
filled by referring to the pre-defined crack patterns. Our
method is robust enough to deal with all the surface
cracks.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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sists of two parts: First, for each level grid, we propose array-based data structures to store the cell vertices, edge vertices and the numbers of triangles generated in the tesselated cells according to their local
indices. This enables parallel accessing among different grid properties for MC implementation without the
need to maintain the relationship among vertices, edges
and tesselated cells in memory. Secondly, we propose
a GPU-friendly algorithm for detecting and filling surface cracks based on pre-defined crack patterns.

2
2.1

crack regions and filling them using polygons with
the same boundary shape as these regions. Their
method produces surface meshes with triangles and
non-triangle polygons, which causes inefficiency in
subsequent processes such as rendering and other
geometry processing tasks that require triangle meshes.
Shekhar et al. [Shekhar96] first identified cracks
surrounded by iso-curves of different level grids and
projected the fine iso-curves to coarse ones. There are
two problems with their method: First, T-vertices are
generated and these are bad for rendering; secondly,
not all the cracks are surrounded by iso-curves of
different level grids. There can be cracks that are
only surrounded by fine iso-curves. Westermann
et al. [Westermann99] uses triangle fans to fill the
cracks. However, the triangle fans are constructed
by traversing the neighbor grid cells that are difficult
for parallel implementation. Recently, Akinci et al.
[Akinci13] proposed a method for detecting cracks
surrounded by at least one intersection at the inner
edges and filling them using triangles. The main issue
with their approach is that not all cracks contain inner
edge intersections. There can be cracks which only
contain intersections of outer edges.
[Akinci13] is the most relevant research to ours. In
order to reconstruct an adaptive surface from 3-level
grids, [Akinci13] uses a map-based data structure
whose key is the position of a grid vertex and value is
the corresponding implicit function value. However,
their approach is difficult to implement on GPU in
parallel, because all the grid vertices of different
levels are mixed together in the data structure. In
our GPU-based parallel implementation, we use three
arrays to store the implicit values of grid vertices level
by level. The corresponding adaptive surface of each
level is reconstructed by invoking a kernel function of
CUDA. In order to fill the surface cracks, [Akinci13]
checks whether a crack occurs using information on
cell neighborhood and intersection of inner edge.
Then, they fill the cracks by traversing outer edges
and pushing an edge to a crack array if it has an
intersection. However, their CPU-based approach is
not robust enough as discussed above and difficult to
extend to GPU.
As for other adaptive surface reconstruction methods,
Ju et al. [Ju02] proposed Dual Contouring (DC) which
is a feature-preserving isosurfacing method that extracts crack-free surfaces from both uniform and adaptive octree grids whose edges contain Hermite data.
Schaefer et al. [Schaefer07] proposed the Manifold
Dual Contouring method for correcting topology errors
on surfaces generated by DC to guarantee manifold surfaces. However, mapping DC to GPU is not straightforward for its octree data structure and QEF based
vertex positioning which requires considerable memory [Schmitz09]. In addition, Ho et al. [Ho05] also

RELATED WORK
SPH Fluid Simulation

Smoothed Particle Hydrodynamics (SPH) is a Lagrangian particle framework originally presented by
[Lucy77, Gingold77] for astrophysical simulations.
Desbrun and Gascuel [Desbrun96] introduced the
method to the CG community to simulate highly
deformable objects and Müller et al. [Müller03]
extended it to the simulation of fluids in real-time for
interactive applications. On the other hand, Adams
et al. [Adams07] extended the uniform SPH model
to an adaptive one to simulate large scale fluids with
reduced number of particles. Harada et al. [Harada07]
improved the performance on GPUs. A comprehensive
survey on recent state-of-the-art SPH developments
was conducted by [Ihmsen14].

2.2

Marching Cubes/Adaptive Marching
Cubes

Marching Cubes (MC) [Lorensen87] is the dominant
method for contouring an implicit field using triangle meshes. Several useful methods of building a surface for SPH fluids based on MC are proposed [Zhu05,
Solenthaler07, Yu10, Akinci12].
In the typical MC, a mesh with a large number of
triangles is extracted from a uniform high-resolution
grid. However, a large number of redundant surface
triangles are also generated. In order to reduce such
triangles while maintaining their resolution, Adaptive
Marching Cubes (AMC) methods [Shu95, Shekhar96,
Westermann99] were proposed which adaptively extract triangles using octrees. Recently, Akinci et al.
[Akinci13] use grids of three levels to construct an
adaptive surface mesh. The above methods reduce redundant triangles and memory used to reconstruct large
scale meshes efficiently. However, one problem with
such methods is that they generally produce cracks between different levels of grids. Thus, with real-time
applications, obtaining high quality surface mesh with
no cracks is as important as accelerating their performance.
In order to fill the cracks and obtain watertight surface
mesh, Shu et al. [Shu95] proposed the detection of
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proposed a method called Cubical Marching Squares
(CMS) that can extract crack-free adaptive surfaces
from Hermite data in octrees. However, like DC, mapping CMS to GPU is not straightforward for its octree
data structure.

Our algorithm for adaptive surface reconstruction performed before crack filling for uniform SPH fluids is
described in the following, in which arrays are largely
used as data structures. The algorithm is further divided into two parts, Algorithm 1 and 2. Algorithm 1
comprises of three steps, Step 1 to Step 3, which make
up the preprocessing part preparing for later operations.
Algorithm 2 comprises of four steps, Step 4 to Step 7,
which describe details about MC surface reconstruction
for each level.

With parallel adaptive surface reconstruction, Zhou et
al. [Zhou11] introduced a Look Up Tables (LUT)
based technique for efficiently computing the neighborhood information of every octree node and utilized such
data structure to construct AMCs on GPU. The main
problem with their node based approach is that all the
computations have to refer to the data of parent, child
and neighboring nodes, which makes the data structure
complicated and uses a large amount of memory.

3

Here, for array A , we represent the value of an array
element as A [i] and the CUDA thread that manipulates
the element as ai . Then we explain the algorithm in
detail step by step. For simplicity, we illustrate it in 2D
while a 3D version can be derived similarly. Also, we
only take level-2 cells as an example. Cells of other
levels can be computed similarly.

PARALLEL SURFACE RECONSTRUCTION ON 3-LEVEL GRIDS

In this section, we present our parallel algorithm for
the 3-level surface reconstruction on SPH fluids before crack filling. Here, the SPH fluid models can
be uniform [Müller03] or adaptive [Adams07]. It is
noted that, in order to approximate the surface mesh
accurately, the criterion for determining the subdivision
level of cells is different. The level difference of two
adjacent cells that have a common face should be less
than 1 for the convenience of the next crack filling process.

Figure 1: 3-level grid cells. From left to right: level-1
grid cell, level-2 grid cell, level-3 grid cell.

We designed our algorithm based on 3-level grids like
[Akinci13] rather than octrees because in an octree, the
neighborhood conditions are usually different from cell
to cell and have to be recorded using specially designed
complex data structures as in [Zhou11]. However, 3level grids are simple and locally uniform, which is
important for designing parallel algorithms. For realtime fluid surface extraction, we believe that surfaces
of three levels are enough to reduce the memory and
time needed for construction while still capturing thin
features in the surfaces. The flexibility here is that the
users can add the number of subdivision levels for specific applications by adding the corresponding data arrays and applying an algorithm similar to existing ones.

Figure 2: Cell splitting on 8 × 8 grid. Top: All grid
cells are set to level-1 initially. Bottom left: A level-1
grid cell is split to level-3 if it only contains one fluid
particle. Bottom right: The adjacent level-1 cells are
split into level-2 cells. Finally, there are four level-3
cells, 11 level-2 cells, and 50 level-1 cells in the grid.

For uniform SPH fluids, the input is a particle position
array whose elements are the coordinates of particles
and a cell level array discretizing the simulation domain
whose elements indicate which level the cells are on.
For adaptive SPH fluids, besides the two arrays above,
a particle level array whose elements are particle level
numbers is also required. The outputs are reconstructed
adaptive surface meshes that are stored in six arrays.
For each level grid, we use two arrays to store the corresponding surface mesh; a surface vertex array whose
elements are the coordinates of surface mesh vertices
and a surface triangle array whose elements are triangles formed by the indices of the corresponding vertex
array.
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The array data structures of level-2 cells in 2D are explained in detail in Figure 3. There are five arrays corresponding to level-2 cells: V 2 (vertex coordinate index
array), I 2 (cell vertex implicit value array), E 2 (cell
edge vertex array), H 2 (cell edge vertex normal vector
array) and C 2 (triangle number array), whose lengths
and element types are illustrated in Figure 3 where N2
is the number of level-2 cells.
We store the different data of each cell in the corresponding arrays according to its level and "nth " cell in
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Figure 3: Storage of all data for 24th cell. The top-left shows the local indices and coordinates of vertices, edges
and tessellated cells of a level-2 cell. The top-right shows the global cell indices and all the level-2 cells extracted
from Figure 2. Bottom: Array structures C 2 , V 2 , I 2 , E 2 and mutual relationships for the 24th cell.
the corresponding level. For example, as shown in Figure 3, the 24th cell is a level-2 cell and also the 3rd
level-2 cell globally. In order to store the data of the
24th cell, we should find the start and end global indices
in the corresponding arrays concerning the 3rd level-2
cell. We also use local indices shown in different colors
in Figure 3 to assist our parallel access algorithm. For
V 2 and I 2 , the start and end global indices are 18 and
26. In the elements prior to index 18, we store the corresponding vertex information of the first two level-2
cells. The local indices are from 0 to 8 and each index points to a vertex with the same index shown in the
top-left of Figure 3. Similarly, the start and end global
indices and the corresponding local indices for E 2 and
C 2 are shown in Figure 3.

sponding arrays sequentially according to the global
indices shown in the top-right of Figure 3.
• In a level-2 cell, the numbers of vertices, edges and
tessellated cells are constants, which are equal to 9,
12 and 4, respectively. We use them to construct local indices, from which we can obtain the relative
position for a specific element in a level-2 cell as
shown in Figure 3. We can also obtain the relationship between different elements whose indices point
to different arrays.

3.1

Since we split cells according to the number of particles contained, it is necessary to count the number of
particles inside each cell. We use a CUDA kernel function here to do this in parallel. The total number of
threads for the function is the same as the number of
particles and each thread manipulates a particle. If particle i is computed as in cell j, we increase C[ j] (a jth
element of cell level array in Algorithm 1) by one using
CUDA atomicAdd() function, which guarantees thread
synchronization.

Since the manipulations of all threads in a kernel function are the same, we illustrate the first corresponding
elements of the 24th cell that are shaded in light green,
with all the local indices 0, as shown in Figure 3.
We developed our parallel algorithms based on the two
key observations:
• All the elements (vertex, edge and tessellated cell)
of a level-2 cell are compactly stored in the corre-
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Algorithm 1 Preprocessing

Algorithm 2 MC Surface Reconstruction for Level-2
Cells
Input:
V 2 : vertex coordinate index array;
I 2 : cell vertex implicit value array;
E 2 : cell edge vertex array;
H 2 : cell edge vertex normal vector array;
C 2 : triangle number array;
Output:
E 2 : cell edge vertex array;
T 2 : triangle array;
// Step 4: Cell Vertex Coordinates and Implicit
Field Computation
1: for all vi of V 2 in parallel, do
2:
compute the coordinate V 2 [i];
3:
compute implicit value I 2 [i];
4: end for
// Step 5: Triangle Number Counting of Tessellated Cells According to MC Patterns
5: for all ci of C 2 in parallel, do
6:
find the coordinates of end vertices of tessellated
cell ci from V 2 ;
7:
count the number of triangles generated by MC
patterns and store it in C 2 [i];
8: end for
9: scan and compact C 2 ;
// Step 6: Edge Vertex Computation
10: for all ei of E 2 in parallel, do
11:
access the two vertices of edge ei from V 2 ;
12:
compute the coordinate and normal vector of
edge vertex and store them in E 2 [i] and H 2 [i];
13: end for
14: scan and compact E 2 ;
// Step 7: Triangle Generation According to MC
Patterns
15: for all ci of C 2 in parallel, do
16:
access the edge vertices of tessellated cell ci
from E 2 ;
17:
generate triangles inside it and store them in T 2 ;
18: end for

Input:
P: particle position array;
C: cell level array, initialized with 0;
Output:
C: cell level array, containing the level number of
each cell;
// Step 1: Particle Registration
1: for all pi of P in parallel, do
2:
compute which cell pi is in and increase the corresponding C[ j] by 1 using atomicAdd();
3: end for
// Step 2: Cell Splitting
4: for all ci of C in parallel, do
5:
if C[i] is 1 then
6:
C[i] ⇐ 3;
7:
else
8:
C[i] ⇐ 1;
9:
end if
10: end for
// Step 3: Cell Level Adjusting
11: for all ci of C in parallel, do
12:
if C[i] is 3 then
13:
for all C j that has a common face shared with
ci in serial, do
14:
if C[ j] is 1 then
15:
C[ j] ⇐ 2;
16:
end if
17:
end for
18:
end if
19: end for

3.2

Step 2: Cell Splitting

Here we just split a cell into level-3 if the number of
particles inside is one as shown in Figure 2 (bottom
left). Otherwise the cell is assigned to level-1. We do
this because we are interested in surface areas of fluids,
especially where splash occurs. A common observation
is that splash areas are usually formed by isolated particles, and the corresponding surfaces need to be constructed with finest level cells to fully catch the thin features. On the contrary, in other areas without splash, we
just use the coarsest level cells to approximate the corresponding surface. The criterion here is flexible and
users can tune it to obtain surfaces of different adaptive extent. For example, in Section 5, we apply our
algorithm to a 2-scale adaptive SPH fluids, where the
criterion of cell splitting is based on the number of fine
particles inside each cell and users can tune the number
to adjust the adaptive extent of the generated surface.

3.3

in Figure 2 (bottom right). Consequently, the level difference between two cells is less than 1. We do this for
two reasons: First, a smoother surface will be gained
by splitting the former level-1 cells to level-2; second,
it makes the later crack filling process simpler.

3.4

In this step, the coordinates and implicit values of cell
vertices are computed and stored in array V 2 and I 2 ,
respectively. We initialize V 2 with global cell indices
as shown in the top-right of Figure 3. For each vi ∈
V 2 in parallel, we first compute its local index from
its global index and find its relative position in a level-

Step 3: Cell Level Adjusting

For all level-3 cells, we adjust all the neighbor cells
with which a common face is shared to level-2 as shown
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2 cell. Then its coordinate and a value of an implicit
function are computed and stored in V 2 [i] and I 2 [i],
respectively. Here, for simplicity, we just use the SPH
density function [Müller03] as shown in Equation (1) to
compute the implicit values on cell vertices as,
I 2 [i] = ∑ m jW (V 2 [i] − p j , h),

computed by first computing the normal vectors of triangles that are adjacent to it and then taking the average
of those vectors. However, that method is not straightforward to be used here because the triangles adjacent
to an edge vertex may belong to different levels, which
are stored in different arrays and cannot be accessed
straightforwardly. In order to resolve this problem, for
an edge vertex i, we just use Equation (2) derived in the
method as [Müller03],

(1)

j

where m j is the mass of neighboring fluid particles
within supporting radius h, p j is the position of neighboring fluid particles, and W is the kernel function. The
implicit function used here is just a simple choice to
test our crack-filling algorithm, and other choices to
build smooth surfaces of high quality [Zhu05, Yu10,
Akinci13] are recommendable.

3.5

H 2 [i] = ∑ m j ∇W (V 2 [i] − p j , h),

to compute the gradient of Equation (1) as its normal
vector and store it in H 2 [i]. Then H 2 [i] is normalized.
Finally, we scan and compact E 2 and H 2 using
[Harris07] for the triangle generation described later.

Step 5: Triangle Number Counting
of Tessellated Cells According to MC
Patterns

3.7

In this step, the number of triangles generated in each
tessellated level-2 cell is stored in array C 2 . For each
ci ∈ C 2 in parallel, we first compute its local index from
its global index and find its relative position in a level2 cell. Then, its four vertices are accessed and triangles generated inside a cell are counted according to
MC patterns.

Step 7: Triangle Generation According to MC Patterns

In this step, the triangles are generated and stored in
array T 2 . The C 2 here is after compaction. For each
ci ∈ C 2 in parallel, we first obtain its global index from
the corresponding scanned array and access the vertices
generated on its four edges from compacted E 2 . Finally, the triangles are generated according to MC patterns.

After the kernel function, we scan and compact C 2 using [Harris07] for triangle generation described later.

3.6

(2)

j

Step 6: Edge Vertex Computation

In this step, the edge vertices are computed and stored
in array E 2 . For each ei ∈ E 2 in parallel, we first compute its local index from its global index and find its
relative position in a level-2 cell. The corresponding
coordinates and implicit values of its two vertices are
accessed from V 2 and I 2 and then, an edge vertex
whose iso-value is zero is computed.

Before crack filling

With conventional methods such as [Lorensen87], the
edge vertex is computed using linear interpolation for
uniform grids. However, linear interpolation does not
perform well in adaptive grids because for the common edges between two cells of different levels, the
generated edge vertices from two sides do not coincide,
which causes trouble in the later crack filling process.
In order to make the edge vertices coincide, we use
bi-section interpolation [Press07] which is an asymptotic iterative approximation method. On our 3-level
grids, the number of iteration in bi-section is set to
n, n + 1, n + 2 for a level-3, level-2 and level-1 edges,
respectively, where n is a user-defined parameter. Here
we set n = 5.

After crack filling

Figure 4: Top: Fluid surface before crack filling. Bottom: Fluid surface after crack filling.

4

The surfaces reconstructed in Section 3 contain
cracks and the biggest challenge for our adaptive
surface reconstruction algorithm is crack filling as
shown in Figure 4. Unlike prior MC based methods
detecting and filling cracks during program running
[Shu95, Shekhar96, Westermann99, Akinci13], our
algorithm has two distinguished features for parallel

After the coordinate of edge vertex is computed, we
compute its normal vector for rendering. With conventional methods, the normal vector of an edge vertex is
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Algorithm 3 Crack Detection and Filling for level-1
and level-2 cells in x direction.
Input:
C: cell level array;
E 2 : edge point array of level-2 cells after compaction;
Output:
2 : array to store triangles for crack filling for
F12x
level-1 and level-2 cells in x direction;
1: for all ci of C in parallel, do
2:
find the neighboring level-1 and level-2 cells in
x direction;
3:
find edge points from E 2 on the level-2 cell side;
4:
compute crack filling triangles and store them in
2 according to crack patterns;
F12x
5: end for

implementation. First, we present an intuitive and robust method to detect all the possible cracks, including
their shapes, constructions and triangulations. Secondly, we pre-define all the cracks as patterns before
the running phase. If cracks occur during running, they
are filled using the corresponding pre-defined patterns.
In this section, we first explain the reason why cracks
occur. Then we propose our method to analyze and define all the possible crack patterns. Finally, we propose
the parallel implementation of crack filling on GPUs.
Level-2 cell

Level-1 cell
B
A

A’

C’
C

to a level-2 cell; a level-2 cell is adjacent to a level-3
cell. We treat the common face between a level-2 and
a level-3 grid cell as four small faces between a level-1
cell and a level-2 cell, so it is sufficient to analyze only
the first condition.

Common face

Figure 5: Crack (triangle ABC) generated on common
face (green) between level-1 cell and level-2 cell.

4.1

Due to the paper length limit, the method of determining all the possible crack patterns is described in the
supplemental material in detail.

Causes of Cracks

As described in prior works such as [Akinci13, Shu95],
cracks occur in the common faces between two grid
cells of different levels if different edge points are generated on two sides. As shown in Figure 5, on the common face between a level-1 and a level-2 cell, the edge
points generated from the level-1 side are points A and
C while the edge points generated from the level-2 side
are point A’, B and C’. As discussed in Section 3.6, A
coincides with A’ and C coincides with C’ so that there
are only three distinctive points. As a result of MC algorithm, the iso-curve of the level-1 side is line segment
AC while the iso-curves of the level-2 side are line segments AB and BC. Most of the time, AB and BC are
not in the same line so that they cannot coincide with
AC, which generates a crack as triangle ABC.

4.3

Storage of Crack Patterns

As defined in our patterns, there are at most 12 triangles necessary to fill a crack. Since each triangle is
represented by the indices of its three vertices and we
also need an integer to store the number of triangles,
3 × 12 + 1 = 37 integers are needed to represent a pattern as an element in the pattern array, whose length
is 212 . The storage method is shown in Figure 6. The
first number shows that three triangles are needed to fill
the crack and the following nine numbers represent the
local indices of three triangles.
Number of triangles

4.2

Definition of All Possible Crack Patterns

Edge indices which form triangles
(3, 1, 4, 9, 4, 7, 9, 6, 9, 7, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0,
0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0, 0)

As discussed above, cracks occur on the common face
between different level grid cells and are defined by the
edge points from two sides. Also, as shown in Section
3.6, the edge points coincide with the common edges
between different level grid cells. That is to say, if
an edge point is generated in the low level edge side,
there must be an identical edge point generated in the
corresponding high level edge side. So we only care
about the edge points generated on the high level side
when analyzing crack patterns. Since the level difference between two different level cells is exactly one,
there are only two conditions: A level-1 cell is adjacent
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Figure 6: Storage of crack information.

4.4

Parallel Implementation of Crack Detection and Filling on GPUs

In 2D case for our implementation, we use four arrays:
2 , F 2 , F 2 and F 2 , to store the crack filling triF12x
12y
23x
23y
angles. They fill the cracks between level-1 and level-2
cells, and the cracks between level-2 and level-3 cracks,
in x and y directions, respectively. We use four CUDA
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kernel functions for crack filling. Each function manipulates an array. The algorithm of the functions is
2 is used as an exdescribed in Algorithm 3. Here F12x
ample and a triangle is stored as three indices to the
compacted E 2 array.
In the parallel checking of common faces between two
different level cells, we also define the local indices on
the common face as patterns in advance. In 2D, there
are four conditions: level-1 cell on the left and level-2
cell on the right and vice versa, and level-2 cell on the
left and level-3 cell on the right and vice versa.
After obtaining the edge indices, we check whether
there are edge points in the edges or not and, if there
are, we find the corresponding crack pattern. Finally,
we use triangles to fill the crack according to the pattern.

5

the time required for surface construction is shorter in
our approach, and also as shown in Figure 8(b), the
number of triangles in our approach is considerably less
than the uniform MC algorithm.
In Figure 8(c), different parts of computation time for
adaptive surface reconstruction are shown. It can be
seen that the parts for computing scalar values on implicit field are increasing. However, the crack filling
part that does not require implicit field calculation remains nearly unchanged. Figure 8(d) shows the number of triangles in different levels. The biggest number comes from level-3 triangles, which are generated
from level-3 grid cells. Other three kinds of triangles
are nearly equal.
Figure 9 is another example of our approach. The left is
adaptive surfaces displayed in wireframe and the right
is the same surface but shaded. It can be seen that the
splash areas of the adaptive surface are all preserved.

RESULTS AND DISCUSSION

We implemented our algorithms on an Intel R CoreTM
i7-2600 CPU with 24GB RAM and an NVIDIA R
GeForce R GTX TITAN GPU with 6GB VRAM. The
program was written in C++ and NVIDIA R CUDA
[CUDA07].
To optimize our implementation, the data to be rendered like triangles, edge points and normal vectors are
all stored using OpenGL VBOs. Manipulations on the
VBOs can be switched between CUDA kernel functions and graphics render pipeline using CUDA Resource APIs without data transfer between CPU and
GPU.
Due to the limit of GPU VRAM, we only demonstrate
our algorithm on small examples, with the number of
triangles up to 100k and the number of SPH particles
up to 16k. Large-scale examples can be implemented
on multi-GPU environment if the readers are interested.
The kernel radius for implicit function sampling equals
the kernel radius of SPH particles, and the time step is
fixed to 0.005.
The results of applying our GPU adaptive surface reconstruction algorithm to dam breaking simulation are
shown in Figure 7. The left and right columns show
the wireframe and shaded versions of adaptive surfaces
reconstructed by our algorithm. The three images from
top to bottom of each column are screenshots of 100th ,
200th , and 500th frame of the corresponding simulation.
The grid used in the simulation starts with uniform
level-1 cells with a resolution of 81 × 43 × 43. During simulation, some level-1 cells are split into level-2
and level-3 cells and then adaptive surfaces are generated. We also compare the adaptive surfaces with their
corresponding uniform ones generated from a uniform
grid whose resolution is 321 × 171 × 171.
The comparison of their computation time is shown in
Figure 8(a) and the comparison of their number of triangles is shown in Figure 8(b). As shown in Figure 8(a),
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6

CONCLUSION AND FUTURE
WORK

We propose a novel GPU-based adaptive surface reconstruction algorithm for SPH fluids which can produce
surface meshes similar to those generated by the conventional MC method with significantly reduced computation time and memory usage. Our algorithm has
the following unique features: (1) MC algorithm is implemented on a 3-level grid level by level in parallel;
(2) All the possible cracks, including their shapes, construction vertices, and triangulations, are analyzed in
advance and stored as crack patterns; (3) The cracks are
detected and filled according to crack patterns in parallel. These features make our algorithm robust in crack
filling, simple and easy to implement on GPU, and also
fast and effective in performance.
In the future, we think our algorithm can be used in
GPU-based parallel surface tracking and topology fixing for adaptive triangle meshes. This is done by extending and optimizing some previous works which
apply pre-defined patterns for surface topology fixing,
such as [Müller09]. In [Müller09], the surface mesh is
tracked on uniform grids and the implementation is on
CPU, which is too slow to run in real-time. It can be
extended to adaptive grids and optimized by GPU implementation based on our algorithm, which generates
real-time performance and interactive applications for
surface tracking.

7
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Figure 7: The result of surface reconstruction on adaptive SPH water.
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ABSTRACT
In this paper, we present a technique that calculates the thickness of a B-Rep model. This calculation is performed
directly on trimmed NURBS and not on a triangular approximation. We determine the thickness in parallel on
GPU, by computing the radius of maximal spheres contained within the B-Rep model. The results are presented
by a color-coded thickness map. A detailed study of our results demonstrates a very important gain in stability,
precision and computation time compared to others approaches.

Keywords
Thickness computation, B-Rep model, Parametric surfaces, Trimming curves, Newton iterations, GPU.

1

INTRODUCTION

CKM99] are other commonly used techniques. However, these methods are not precise enough for mechanical design.

In Computer Aided Design (CAD), Boundary Representation models (classically denoted B-Rep) are
widely used for industrial design, prototyping and
production. B-Rep models contain a set of faces,
where each face is described by a parametric surface
(i.e. NURBS) restricted by oriented trimming curves.
Outer trimming curves define the shape of the surface
with zero or more inner trimming curves defining the
holes. To validate a product design, analysis like thickness check are performed. Indeed, during the design
of a molded mechanical part, a particular attention
should be given to the thickness of the walls. This parameter is a good indicator of the cooling time, giving
information on how the material is deposited during its
injection in the mold, and thus where weaknesses could
appear. Usually, thickness computation is based on
the triangle-based approximation (tessellation) of the
model. Consequently, in function of required accuracy,
a high-quality tessellation is needed and this process is
time and memory consuming and cannot output very
high precision results.

A direct computation on parametric surfaces, as proposed by Lambourne et al. [LDBR05] seems to be an
adapted technique. Here, authors proposed a CPUbased sequential method, but they did not take fully into
account some trimming configurations. Indeed, consecutive trimming curves could be only C0 continuous and
the trimming process can output erroneous results. Furthermore their method may produce numerical instabilities in GPU implementation, that uses single precision
floats. The instability occurs mainly in high curvature
surface zones.
In this paper, we present an efficient alternative parallel solution based on Graphics Processing Units (GPU),
to compute the locus of the spheres center of B-Rep
models. We seek to satisfy two difficult to reconcile
conditions: high accuracy and computational speed. A
GPU-efficient implementation must respect two main
constraints. Firstly, the data must be organized to allow
a coherent memory access and a coherent execution on
each thread. Secondly, as the implemented method uses
newton iterations, care should be taken to prevent divergence of computations. For theses reasons, the NURBS
patches are subdivided into relatively flat patches, more
suitable for computations using single precision floats.
Moreover, to respect the data coherence, we convert
NURBS into patches with the same degree. A similar
conversion is applied to the trimming curves.

Thickness [LDBR05, BBS10] is related to the skeleton or the Medial Axis Transform (MAT ) of the model,
defined by the center of the maximal spheres that can
be contained inside the volume of the model. Thickness is the value of the radius of these spheres. To define a skeleton or MAT , many methods such as voxel
based methods [Pal08, PNK12, RC11] have been proposed. They can be easily parallelized on CPU using
threads. Mesh contraction methods [WL12, ATC+ 08,
HWCO+ 13] using points cloud [JKT13, MBC12] or
Voronoi diagram, and Delaunay triangulation [RT95,
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• proposing a thickness computation method on GPU,
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• guaranteeing the stability of numerical computations despite of the use of single precision
floats,

In our approach, we firstly compute the maximal sphere
between two patches (cf. section 2.2). In case of computational failure (when the sphere computation have
converged on the outer of the trimming of the surface),
a maximal sphere between an edge and a surface is
searched (cf. section 2.3). These steps are explained
hereafter. The algorithm 1 show our approach.

• taking fully into account trimmed parametric surfaces on GPU.
This paper is organized as follows. First, in section
2, we present in detail our approach for the computation of the maximal sphere. In section 3, our results
are presented and fully discussed. and finally, section
4 presents the conclusion and the perspectives of our
work.

2

Algorithm 1 Computation of the maximal sphere
for all O ∈ s0 parallelized on GPU do
compute maximal surface/surface sphere
if sphere is outer the trimming then
compute maximal edge/surface sphere
end if
end for

MAXIMAL SPHERE COMPUTATION

2.1

As stated before, the calculation of the thickness consists in finding the radius of the maximal spheres that
are at least bi-tangent to the boundary of the model.

Each point O ∈ s0 is defined by its coordinates and d~
the opposite direction of the surface normal at O. The
second point P belongs to s1 (full dots in the figure 1).

A CAD model could be defined with more than several
tens of thousands of restricted parametric surface with
heterogeneous definitions. They may be NURBS from
degrees 2 to 5 or more, or constructive surfaces such
as blends or offsets, etc. Consequently, for the sampling, as a first step, we have to convert theses surfaces
into several homogeneous bicubic Bézier patches using
a tolerance of 10−4 [PT97]. This high tolerance is used
to allow a good approximation of the original surfaces
and to have a set of relatively flat patches. The relative
flatness ensures a better convergence of the Newton iteration. Similarly to the surfaces, the curves must be
converted into monotonic segments [SF09]. Then, we
produce a dense sampling of the B-Rep model, generating a points set called s0 . The opposite of the normal
direction at each sampled point is computed. Moreover,
we perform a coarse sampling of the B-Rep (less dense
than s0 ), called s1 .

P

d~

M

O
Figure 1: Computation of the approximated sphere.
The center M of the approximated sphere based on the
→
−
points O and P is defined by M = O + t d , with t =
~
||MP||.
As in Lambourne et al. [LDBR05], whatever P
is, t can be defined as following:

Spheres computation is carried out in two steps. The
first step called initialization, finds an approximation
of the maximal sphere: For each point O in the set of
points s0 , the smallest sphere that tangentially touches
O, and is in contact with one other point P belonging
to the points set s1 on the model boundary should be
approximated (Fig. 1).

t=

||P − O||2
~ − O)
2d.(P

(1)

with . being the dot product. This equation can result in
~ − O) < 0.
spheres lying outside the object, when d.(P
Hence, for each point O, a good initialization consists
in seeking a point P among a points set s1 , such that
the resulting t (P) is strictly the smallest positive distance. The identification of P gives another information
that is the parametric coordinates of P on the surface S1
(i.e. P = S1 (u, v)).

The second step is to refine the approximated sphere using Newton iterations. In this step, we compute spheres
that are bi-tangent at both points. Two configurations
may exist:
• sphere bi-tangent to two surfaces: surface/surface
sphere (cf. Fig. 2),

To accelerate the computation of the approximated
sphere, the set s1 is stored into a Bounding Volume
Hierarchy (BVH), using Axis Aligned Bounding
Box (AABB) of s1 . The aim of the BVH is to find

• sphere tangent to one surface and an edge shared by
two surface patches: surface/edge sphere (cf. Fig. 4).
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the minimal approximated sphere among a subset of
points, relatively close to the real minimal sphere.
For example, considering a point O with an approximated sphere of radius t, the center of the sphere is
~ If a smaller sphere exists, it is necessarily
M = O + t d.
computed with a point in s1 such that the distance
between M and P is inferior to 2t (the diameter of the
current sphere). By consequence, during the traversal
of the BVH, we compute the distance of M with the
AABB of the BVH node (when the point M is inside
the AABB, the distance is null). Only the nodes for
which the distance to M is inferior to 2t are traversed.
At the lowest level of BVH (the leaves), the value
of t is updated if a smaller computed radius is found
(according to equation 1).

M
d~
S
M = O + t.d~
Figure 2: Computation of thickness using a sphere. The
thickness between S0 and S1 is the length of the radius
~
~ or ||MO||.
of the sphere, i.e. ||MP||

 

~ 
S~1u (u, v).(S1 (u, v) − (O + t d))
un
~ 
Xn = vn  , R(X) = S~1v (u, v).(S1 (u, v) − (O + t d))
~
tn
t − ||S1 (u, v) − (O + t d)||
(4)
Newton iterations are performed while ||R|| > ε, with ε
user-defined value, generally set to 10−4 . Statistically
in our experiments, at most 15 iterations are sufficient
to obtain the required precision.

Algorithm 2 Initialization of the approximated sphere
for all O ∈ s0 parallelized on GPU do
Find P ∈ s1 using BVH for which the sphere is
minimal
end for

Maximal sphere between two surfaces

2.3

Figure 2 shows a maximal sphere S tangent to the surface SO at a point O and tangent to the surface S1 at
the point P. Lambourne et al. [LDBR05] used a QuasiNewton method to minimize a system and obtain the
maximal sphere, using the equation 1. We propose a
more suitable system for a GPU implementation, insensitive to numerical instability. Our solution uses Newton iterations with an adapted initialization. For this,
we define the constraints that should be respected by
the maximal sphere:
 −→

 MP ⊥ S1u
−→
MP ⊥ S1v

 t = ||MP||
~

S0
d~

M

(2)

O
P
S1
Trimming
Curve
Figure 3: A surface/surface sphere computed outer the
trimming.

Newton iterations.
In order to solve the above geometrical constraints, we
use Newton’s method:

For example in the Fig. 4, C3D = C1 ∈ S1 = C2 ∈ S2 .
Then, we can obtain the parametric coordinate u of the
point P on C3D with P = C3D (u).

(3)

Obviously, the maximal sphere between the surface S0
at the point O, and the curve C3D should respect the
following constraints:

where R is the root to be found (R = 0), J is the Jacobian
matrix of R, and Xn is the vector of parameters to be
determined.

 −→
0
MP ⊥ C3D
~
t = ||MP||

With P = S1 (u, v), we propose to solve the system presented in equation 2 with the following equation:
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Maximal sphere between a surface
and an edge

In some configurations a maximal sphere could be tangent to the surface S0 and the edge defined by two surfaces, S1 and S2 as illustrated in Fig. 4. This configuration appears when the computed point P is outer the
surface S1 (cf. Fig. 3.). The intersection between the
surface S1 and the surface S2 is represented by an edge
(C3D ).

with (u, v) a point in the parametric domain of the surface, and S1u and S1v the first derivatives in u and v directions of surface S1 .

Xn+1 = Xn − J −1 (Xn ).R(Xn ),

P

O

The algorithm 2 summarizes the whole initialization
process implemented on GPU.

2.2

S1

S0
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c0 (t p )

O

S0

Figure 6: Intersection point P inside the trim boundary
~ c × c0 (t p )).w < 0.
with (Pp

P
C1

M
C2

S1

d~

C3D S2

where tn is an approximation of the parametric coordinate t p at the nth iteration, and c00 (t) is the second
derivative of c(t). In this case, the system converges after three iterations. The first approximation of tn (i.e. t0 )
is obtained by the projection of the point P on a linear
approximation of the trimming curve, c(t). The linear
approximation is a polyline passing through the points
c(0), c(1/3), c(2/3) and c(1).

Figure 4: The spherical thickness between a surface and
a 3D curve.
0 is the first derivative of C
with C3D
3D at the point P.
Newton iterations are also used to determine the maximal sphere.

2.3.1

Corner

Detection of edge/surface sphere computation using trimming curves.

The trimming loop is a set of consecutive trimming
curves, and in some cases the point P can be located
at the intersection of two consecutive curves. If these
consecutive trimming curves are not at least C1 continuous at their junctions, a continuity break corner can
appear (see Figure 7). In this case the location of the
point P is uncertain.

To determine if the previous surface/surface computation has failed, the location of the projection of the center of the sphere on S1 must be checked according to
the trimming curves. For example, in the Figure 5, M
is the center of the surface/surface sphere tangent to the
surface S1 at the point P. But this latter is located on
the trimmed portion and therefore the surface/surface
sphere is inadequate.

cb (t)
S0
P0

d~ M
P

0

O

Figure 5: A point P lies on the trimmed portion. Point
P is projected on the trimming curve.

If the intersection P is in a corner, P is nearest to the
curve ca (t) at the point ca (1), and nearest to the curve
cb (t) at the point cb (0), but according to the curve, P
can be detected inside or outside the face.

The point P is calculated during the computation of surface/surface sphere. Then, we have P = S1 (u, v), where
u and v are the results of the first step (cf. equation (4)).
Thus, to determine if P is outside the trimmed surface,
we must check if the parameters u and v are outside the
trim boundary of S1 . We use the cross product × to
determine if the point is onside or outside of the trim
boundary. Let pc = c(t p ) be the projection of P on the
−−→
trimming curve. If (Ppc × c0 (t p )).w > 0 (with c0 (t) the
first derivative of c(t), pc the nearest point on c(t) and
w the third coordinate of the vector), the intersection is
inside the shape (see Figure 6).

To solve this problem, we defined two categories of
corners: concave and convex corners. When the third
coordinate of the cross product (c0a (1) × c0b (0)).w < 0,
P is inside a concave corner and consequently within
the face (see Figure 7-a). Reciprocally, if (c0a (1) ×
c0b (0)).w > 0, P is inside a convex corner and consequently outside the face (see Figure 7-b).

2.3.2

Edge/surface computation

During the trimming computation, the projection of the
point P on the trimming curve C3D (the point P0 in the
Figure 5) is computed with P0 = C3D (u). The u parameter is used in the next step to initialize the system of
equations (5).

Clearly if the point pc is the nearest point on c(t) to
−−→
P then Ppc · c0 (t p ) = 0. Consequently, we use Newton
iterations with (as in [Sch90]):
(c(tn ) − P) · c0 (tn )
c0 (tn )2 + c00 (tn ) · (c(tn ) − P)

c0a (1) P corner
−c0b (0)
ca (t)
cb (t)
(b)

Figure 7: Illustration of corner: a) concave or b) convex. The colored zone is located within the face (non
trimmed portion).

Trimming
Curve
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ca (t)

c0a (1) P −cb (0)
(a)
corner

S1

tn+1 = tn −

c(t p )
c(t)
P

Newton iterations. The system presented in equation (5) is then solved using Newton iterations (cf. equa-

(6)
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tion 7) to obtain the maximal sphere defined by parameters u and t.
"
#
 
0 (u).(C (u) − (O + t d))
~
un
C~3D
3D
Xn =
, R(X) =
~
tn
t − ||C3D (u) − (O + t d)||
(7)
Generally, a maximum of 20 iterations are performed to
obtain an accurate value.

3

acceleration with respect to Evolution is important. For
Mask1 model, (more than 3.5 millions sampling points)
the acceleration is more than 100 times faster than 3D
Evolution industrial software. This speedup can be explained by two main reasons. When the number of
points is large: (1) all the threads on the GPU are used;
(2) consecutive points are stored in the neighbouring
threads.

RESULTS

We compared the time performance of our method
executed on a graphic card Nvidia GeForce GTX
580 M with the OpenCL language (http://www.
khronos.org/opencl/), with the thickness
checker of 3D Evolution software package, an industrial software developped by CT-Coretechnologie
(http://www.coretechnologie.de).
Three
geometrical models called Lens, Mask and Mask1 of
the rear light of a car were used (see Figure 8 and
Table 1). The model Mask1 is a part of the model
Mask. It is a good compromise between complexity
and data size.
Figure 9: Performance comparison between 3D Evolution and our method.

300 mm

Computation time. Figure 10 shows the computation
time in seconds for the three above B-Rep models using
several millions of threads. Our thickness computation
exhibits a linear complexity behavior. Indeed, only the
number of spheres increases while the size of the sampling used for the initialization remains constant.

700 mm

(a)

350 mm
600 mm

(b)

90 mm
150 mm

(c)
Figure 8: (a) The Lens model. (b) The Mask model. (c)
The Mask1 model.

# bicubic patches
# cubic trimming curves

Lens
88,581
27,793

Mask
27,188
12,793

Mask1
12,793
4,586

Table 1: Number of patches and trimming curves in the
three used B-Rep models
Speed-up. Figure 9 shows the speed-up obtained between the thickness checker of 3D Evolution and our
GPU-based thickness technique for the three above objects. The more the sampling is dense, the more the
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Figure 10: Computation time for the three models:
Lens, Mask and Mask1.
Accuracy. The accuracy depends on the number of iterations of the Newton’s method. In our work, we used a
fixed number of iterations to have a coherent execution.
We can compute the average accuracy of the method using kRk (cf. section 2.2) where for kRk = 0 the absolute
precision is obtained. In average, the precision of surface/surface computation is around 10−6 (see Figure 11.
The average precision for the curve/surface calculation
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is around 10−6 mm. (see Figure 12).

With this pre-

(a)

Figure 11: The distribution of the surface/surface Newton iterations precision.

(b)

Figure 12: The distribution of the 3Dcurve/surface
Newton iterations precision.

(c)
Figure 14: Colour coded thickness map for Lens (a),
Mask (b) and Mask1 (c) model. White color represents
a radius equal to zero. Red color represents the maximum radius of the spheres. The colors in ascending
order are: white, blue, green yellow and red.

cision, the Newton iterations ensure that the sphere is
maximal and it is tangent to two surfaces, or to a surface and a curve. In Figure 13, we can see different
maximal spheres computed with our thickness method.
The accuracy on 3D evolution depend of the model tessellation, so to achieve the same accuracy as our method
would require a very fine tessellation.

ber of threads is, this memory consumption does not
change. The Figure 16 shows the total memory consumption according to the number of spheres for Lens,
Mask and Mask1 models. This figure shows that the
GPU version is less memory consuming than the CPU
version (3D Evolution).

(a)

(b)

(c)

(d)

Model
Lens
Mask
Mask1

Patches
23.50
9.69
0.82

Trimming curves
1.45
0.69
0.25

Total
37.90
15.76
1.5

Figure 15: Memory consumption in Mb
Comparison with Lambourne’s method. We also
implemented the method presented in [LDBR05] on a
core i7-280Qm 2.30 GHz processor to compare it with
our method. Performance differences between the two
methods for the three Lens, Mask and Mask1 models
were relatively constant and our method is on average
18 times faster. This quasi-constant acceleration factor can be explained by the similarity between the two
methods.

Figure 13: Different results of our method. a) and b)
show a maximal sphere between two surfaces. c) and
d) show the maximal sphere between one curve and one
surface.
The thickness results of our approach are represented
by color coded thickness map (Figure 14) illustrates a
very good behaviour of our algorithms.
Memory consumption. Figure 15 illustrates the memory consumption of our approach. Whatever the num-
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BVH
12.94
5.38
0.43

To compare both methods on the same basis, we also
implemented Lambourne’s method on the GPU. However, this method is not directly implementable on the
GPU. Indeed, the use of NURBS of variable degree
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ods. We can observe that in the left image a set of red
dots that does not appear on the right image, produced
by our approach. These points represent the non convergence of the computations. This instability is due
to the second derivative terms of the Hessian matrix.
Indeed the second derivatives are subject to instability.
On the contrary, our method use first derivatives for the
Jacobian matrix that are simpler to compute and more
stable.

a)

a)
b)
Figure 17: Comparison of the results. a) Lambourne et
al., b) our Method.

4

CONCLUSIONS

In this paper, we have presented a thickness computation using maximal spheres on a B-Rep model. This
computation uses the massively parallel architecture of
b) the GPUs. This permitted to improve existing methods, by obtaining faster, more stable and more precise
results with single precision floats.
We also presented a method for regions containing
holes, and applied this technique for direct trimming of
parametric surfaces. This method provides very good
results even if the consecutive trimming curves are only
C0 continuous. In summary, this method can be applied
to all parametric curves, and does not need complex
pre-computations.
The maximal spheres centres represent a sampling of
the skeleton of the object. This can help the computation of the mid-face or neutral fibre of the object, commonly used in finite element analysis. For this, in a near
c) future, we plan to refine the medial axis transform in the
branching zones, where a tri-tangent calculation is necFigure 16: The memory consumption in mB according
essary, and to suppress unwanted skeleton branches.
to the number of threads for the thickness of Evolution
and our thickness computation on the model Lens (a),
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ABSTRACT
Image-based 3D modelling tools and techniques can be used to support some stages of the archaeological process.
Two application examples, for two sites of the Roman Era, are presented, illustrating the usage and usefulness
of such tools for the archaeological survey. For a quadrangular pool in the Milreu Roman Villa (Faro, Portugal),
the 3D models resulting from the application of two different image-based modelling tools, using the same initial
set of digital photos, are compared regarding time spent and model accuracy. For the Fonte do Ídolo in Bracara
Augusta (Braga, Portugal), the result of a traditional survey is compared both with a laser-based survey and an
image-based survey.

Keywords
Image-based modelling, Archaeological process.

1

INTRODUCTION

mize the consequences of this irreversibility. Hence,
a major concern of different archaeology teams in an
archaeological site should always be to ensure the visual accuracy and the exactitude of the archaeological
record.

As is well-known, the archaeological process comprises
several steps that begin with the excavation and archaeological survey, proceed to the analysis and interpretation stage, and end with the dissemination of results. Archaeological interpretation and research depend upon accurate data collection during excavation.
Traditional data collection, as stated in [DeR13a], is always a two-dimensional survey of a three-dimensional
reality, which certainly introduces potential inaccuracies. An excavation is always a destruction, but the
purpose of archaeological survey is, exactly, to mini-

The quality of the archaeological record regarding accuracy is obviously a great concern of all archaeology
teams. In terms of accuracy, archaeological data acquisition using laser technology is certainly a valid decision. However, the high cost of the devices, as well as
the severe conditions of some archaeological sites do
not facilitate its use. Therefore, the use of image-based
techniques, based on structure from motion algorithms
from computer vision, to automatically perform 3D reconstruction, appears to be a valid and affordable option
that has increasingly gained adherents in archaeology
[Bru12a].

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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Although image-based modelling techniques have only
lately gained some importance in archaeology, their use
in heritage is not recent. Thus, the following section
will be a brief retrospective of the usage of this technol-
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ogy, trying to analyse which stages of the archaeological process have most taken advantage of this practice.

Visual Computing Lab at ISTI-CNR (Italy) developed
an extremely useful and open-source tool, called MeshLab, for processing and editing 3D triangular meshes
[Cig08a].
More recently, the 7th Framework Programme funded
the 3D-COFORM project, that brought together not
only several former EPOCH partners but also other
prestigious European cultural heritage organizations.
The aim of this consortium was to promote and enhance the use of 3D data for long term documentation
of tangible cultural heritage. To achieve this the 3DCOFORM consortium sponsored several research activities that established an important set of tools to be
used in different scenarios such as archaeological and
historic urban site modelling or 3D artefact acquisition.
But the utility of these tools is only recognised if they
are successfully used, therefore 3D-COFORM established a Virtual Centre of Competence in 3D to promote
their role in cultural heritage projects [Nic10a].
As a matter of fact, there are several archaeology projects that are actively using image-based
modelling techniques for architectural structures
acquisition [San13a] or during the excavation
process [Her12a][DeR14a][McC14a].
There are
several different image-based modelling packages
available, but according to the surveyed literature
the more common are 123DCatch from Autodesk
[Bru12a][San13a][McC14a] and PhotoScan from
Agisoft [Bru12a][DeR13a].
Alternatively, open
source packages such as VisualSfM may also be used
[DeR13a][McC14a].

In the third section two examples will be presented,
where image-based modelling techniques were used for
archaeological data acquisition, carried out within different projects of the Archaeology Unit of the University of Minho (UAUM). The first example allows comparing the performance of two free image-based modelling packages, regarding mesh density and time necessary to produce a 3D model. The 3D reconstructions
were done using the same dataset of a quadrangular
pool located at the Roman Villa in Milreu (Faro, Portugal). The other example concerns the archaeological
record of a monument in Braga (Portugal) known as
Fonte do Ídolo. Three distinct data acquisition procedures were carried out: the first took place in 2005 and
was performed according to the traditional methodology, the second was perfomed in 2008 and used a total station and a hand-held laser scanner, the latter was
completed recently based on simple photos. The three
methodologies are compared regarding the time used
for each data acquisition and the quality of the acquired
data.
The last section is reserved for the presentation of some
conclusions regarding the usage of image-based modelling during different stages of the archaeological process and to point out some guidelines/ideas that might
contribute to accomplish the needs of archaeologists
during the entire archaeological process.

2

IMAGE-BASED MODELLING IN
HERITAGE

3

Already in 2000, the 3D MURALE project developed
image-based 3D capture and visualisation technologies
for archaeology, using as test case the ancient city of
Sagalassos (Turkey) [Pol01a]. The main goal of that
European IST project was to develop affordable tools
that would be easy to use by archaeologists to present
different types of archaeological objects with acceptable visual quality.

As stated in [DeR13a], the 2D representation of 3D archaeological entities generates some loss of information. Therefore, various computer vision techniques,
such as structure from motion (SfM) and dense stereoreconstruction algorithms, are already used for recovering 3D shape and appearance of archaeological objects
in some archaeological excavations [Her12a]. Besides
the advantages for the archaeological record, it enables
also the use of real 3D data in the visualization process.
There are several low-cost or free computer vision
based software packages that enable the generation of
3D point clouds and the representation of 3D meshes.
Since some archaeology projects deal with severe
budget constrains, two free software packages were
selected for comparison: (1) 123DCatch from Autodesk
[123D] and (2) VisualSFM [Wu13]. While the two
packages were used and compared in the case of the
Roman pool in Milreu, for the reconstruction of the
Fonte do Ídolo only 123DCatch was used.
123DCatch is extremely straightforward and easy to
use. It takes only a few simple steps to create a real-

Later, in 2003, the EPOCH network gathered several
European cultural institutions to join efforts for improving the quality and effectiveness of the use of information and communication technologies for cultural
heritage [Arn07a]. Within this project and regarding
image-based modelling, the Vision for Industry Communications and Services group at the Katholieke Universiteit Leuven (Belgium) developed a web-based 3D
reconstruction service to be used in the cultural heritage
field. This service, called ARC 3D, starts with the uploading of digital images of an object or scene. The
automatic reconstruction process computes the camera
calibration, as well as dense depth maps for the images.
The reconstruction result can be later downloaded and
visualized on a workstation. Also under this project, the
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istic 3D representation of an archaeological object. The
first step is to take digital photos of the object that has
to be represented. It is recommended to shoot at least
one loop of about 20 sequential photos in small increments. If it is physically possible, another loop from
a different angle should be taken, since this will improve the quality of the reconstructed 3D mesh. Also,
to improve reconstruction results sticky targets should
be placed around the object. The following step uploads
the photos to the cloud, where the 3D model is created
and saved into the cloud storage space. The creation of
the 3D model is not dependent on any user configuration. Finally, some post-processing has to be performed
on the 3D model, in order to isolate the data that is really necessary for archaeological research.

i5-3210M (2,5GHz) processor, 4GB memory, a 64-bit
operating system (Windows 7) and a 2GB DDR3 nVidia
GeForce GT 630M graphics card.

Figure 1: Distribution of the sticky targets over the surface of the quadrangular pool

VisualSFM is an open-source graphical user interface
application for 3D reconstruction using SfM. As in the
previous software package, the first step is to take digital photos. However, unlike 123DCatch these photos
are not uploaded into the cloud, but they are added into
the VisualSFM workspace. The next step is to perform
feature detection and full pairwise image matching. At
any time it is possible to add more photos and to perform a customized feature detection and image matching. After the matching stage the user is able to perform a sparse reconstruction that precedes a dense reconstruction. This dense reconstruction delivers a 3D
point cloud that still has to be transformed into a 3D
mesh. The 3D mesh and the final post-processed reconstructed object are obtained with MeshLab.

Figure 2 displays the 123DCatch user interface with
the reconstruction of the quadrangular pool without any
post-processing of the mesh. It took about 27 minutes to upload the 24 pictures and to compute a mesh
of 229,072 vertices and 366,570 triangles. As a matter
of fact, 3D model computing rather depends on the internet access upload speed, than on the computer hardware.

The quadrangular pool of the Roman Villa
in Milreu (Faro, Portugal)
The Roman ruins of Milreu are located outside Faro,
near the village of Estoi. They are considered an important archaeological site in the Algarve region. The richness of this villa is shown by its considerable amount of
archaeological structures and findings [Hau02a]. The
structure of interest is a quadrangular pool coated with
marine themed mosaics, referred as mosaic number 2
and carefully described in [Car08a].

Figure 2: Pool reconstruction with 123DCatch
The same structure was also reconstructed with VisualSFM, using the same images and the same hardware.
After adding the photos into the VisualSFM workspace,
the sparse reconstruction generated a point cloud with
11,304 points in 28 seconds, while the dense reconstruction generated a point cloud with 1,495,114 points
in 10h 16m 10s. Both point clouds are represented in
figure 3.

Before starting the photographic survey of the quadrangular pool, targets were placed around the structure.
Targets are usually white circles with a black circumference of 1cm in diameter and a concentric black circle of
5mm in diameter, printed on adhesive labels. These targets are generally used to improve the reconstruction results and, in a later processing phase, for manual stitching of vertices. Figure 1 shows the distribution of some
targets over the pool.

After the point cloud generation, MeshLab was used
to create a 3D mesh from the point set. This comprises several steps: (1) computation of normals for the
point set; (2) for a dense point cloud a point sampling
will be necessary; (3) finally, points and normals are
used to build a 3D surface using the Poisson Surface
reconstruction algorithm. Figure 4 shows very satis-

The survey was performed using a Canon EOS 550D,
with which a loop of 24 photos was shot. The photos
have enough overlapping and at least three targets are
always visible. The entire 3D reconstruction process
was carried out on a ASUS K55V with an Intel Core
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Figure 3: Sparse (left) and dense (right) point cloud of the quadrangular Pool

Figure 4: 3D mesh of the Pool
factory mesh reconstruction with 833,051 vertices and
1,666,062 triangles.

The Fonte do Ídolo of Bracara Augusta
(Braga, Portugal)
The Fonte do Ídolo, in Braga, Portugal, is a roman religious stucture from the I century AD which was discovered in the late XVII century and has been studied since
then. The monument has a 6m × 2.20m granite façade
with two sculptures and several epigraphs, encompassing an overall area of about 78m2 (13m × 6m) [Ele08a]
(see figure 5).

Traditional Survey

Figure 5: The Fonte do Ídolo

In 2005 a major archaeological survey took place in order to properly document this archeological site. The
interpretation of this site was based on the analysed and
perceived reality, however this survey, which is a testimony of the site, enhanced its interpretation. The survey was performed using manual drawing, describing
scrupulously both details and measures of the identified
structures. This task was performed not only with the
traditional tape measures, graph paper and plumb line,
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but also using topographic precision equipment, such
as a total station (Nikon Total Station DTM 310) and a
level (SOKKIA B20), to ensure the correct georeference
of the monument within the city mesh.
All structures were carefully recorded by drawing their
plan over a graph paper. The chosen scale was 1:20 in
order to provide a detailed and precise representation.
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The façade of the monument was also recorded, with
the same scale, reproducing the various figures and inscriptions present in this granite outcrop. The drawing
replicates on paper the outlines of the overall structures
and figures. This applied methodology enabled furthermore the establishment of the built stratigraphy unit
(UE), regarding each of the detected structures. Finally,
the survey was completed with a detailed and comprehensive photographic record.

an accurate and very detailed 3D model (1,137,721 vertices and 2,263,090 triangles) of the sculptured façade
of the monument.

The entire survey was carried out by two experienced
archaeologists during two weeks. After the survey, the
drawings were scanned and vectorized with a CAD system, to be later used for research and dissemination purposes (see figure 6).

Figure 7: Combined laser and total station 3D reconstruction of the Fonte do Ídolo
The extremely dense point cloud had to be simplified
for manipulation purposes. Therefore, to reduce the
complexity of the mesh the Normal-based Simplification Algorithm (NSA) described in [Fru07a] was used,
which reduced the mesh complexity to approximately
22% of its original size (500,000 triangles). After simplifying the façade of the monument, both meshes were
merged to obtain the final 3D model (figure 7). Two experienced surveyors took less than a day for the overall
data acquisition.

Image-based Survey
More recently, the UAUM carried out an image-based
survey of the Fonte do Ídolo for evaluation and comparison purposes. The entire survey was performed with
49 photos recorded with a Canon EOS 550D and the
3D reconstruction was carried out on a Fujitso Celsius
W520 with an Intel Xeon CPU E3-1240 V2 (3,4GHz)
processor, 16GB memory, a 64-bit operating system
(Windows 7) and a 1GB GDDR5 nVidia Quadro 2000D
graphics card. It was not necessary to associate sticky
targets, since the site has enough and significant natural
features.
The survey was carried out by an archaeologist who
participated in the 2005 survey. The archaeologist was
briefly instructed to take the photos from the archaeologist’s point of view, but having some concern regarding
the overlapping of features. After analysing the photos, some of them were excluded, because they contained problematic materials, such as glass and shiny
stainless steel from the site protection structure, which
could compromise the accuracy of the reconstruction.
Therefore, for reconstruction purpose 34 photos were
validated. The elapsed time for this initial step was approximately 30 minutes.

Figure 6: CAD processed traditional survey

Laser Scanner and Total Station based Survey
Another survey of the Fonte do Ídolo took place in 2008
and it combined data acquisition with a total station and
a laser scanner. A detailed description of the 3D acquisition process and the purpose of this survey can be
found in [Bar08a]. In this 3D geometric acquisition the
total station (Nikon Total Station DTM 310) was used to
get a geo-referenced, but less detailed, 3D mesh (15,621
vertices and 29,635 triangles) of the granite monolith
that involves the monument, while the 3D laser scanner
(ZScanner 700 from Z Corporation) was used to obtain
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Figure 8: Image-based 3D reconstruction of the Fonte do Ídolo:Surface mode (left) and Wireframe mode (right)
The first 3D reconstruction was executed with a loop
of 17 photos which were directly uploaded using the
123DCatch desktop application and it took about 20
minutes to produce a textured 3D mesh of the Fonte
do Ídolo. The obtained mesh was composed of 97,362
vertices and 193,037 triangles. A second 17 photos loop
was added to the first set of photos to improve the initial
mesh quality and it took about 30 minutes to achieve a
significant enhancement of the mesh: 137,992 vertices
and 266,883 triangles. Since there were no more photos
to use, at this point the refinement of the mesh had to be
carried out by stitching manually a set of vertices. Five
photos with noteworthy features were carefully selected
to stitch manually 3D vertices. A set of 9 vertices were
determined and afterwords the scene was again submitted for processing. The final mesh was improved with
162,351 vertices and 323,131 triangles (see figure 8).
The entire workflow took less than a day.

4

archaeological survey regarding the human resources
that were used and the elapsed time. Also, the visual
quality and the three-dimensionality of the image-based
reconstruction strongly enhance the perception of the
site: the different elements and structures are naturally
identified even by non-experts. Moreover, there is an
acceptable error regarding the measures between structures and the dimensions of the site elements. Also, the
dataset obtained with the traditional survey is not wellsuited for 3D visualization purposes due to its 2D nature. However, the 2D representation of archaeological
data is the one the archaeologists are more familiarized
with.
No doubt that the laser survey, even after its simplification with NSA, retains a better visual quality than the
image-based survey regarding the façade of the Fonte
do Ídolo. Of course, considering the overall 3D reconstruction, the image-based survey preserves a more balanced visual accuracy, partially achieved due to the textures generated during 123DCatch’s 3D reconstruction.
Also, the laser survey needs skilled labor and more human resources than the image-based data acquisition.
The time required for both surveys to obtain a 3D representation of the Fonte do Ídolo is substantially equivalent. The laser scanner used within this survey does
not seem to be the most adequate for large site surveys;
however it is quite satisfactory to be used in confined
regions where more detail is required, such as the sculptural and epigraphical elements of the façade.

EVALUATION OF RESULTS

The number of 3D vertices and consequently the mesh
density of Milreu’s Roman pool 3D reconstruction
were much higher when using VisualSfM combined
with MeshLab. However, generally it takes more time
to obtain the final reconstructed object, since it depends
greatly on the computer hardware. Also, regarding
the graphical user interface, 123DCatch is more user
friendly. In fact, besides the lower mesh density, the
main disadvantages of 123DCatch are the constant
need of an internet connection (not always possible in
an archaeological site) and the limited possibility to
parametrize the application regarding the mesh density
of the chosen archaeological object or structure. Both
software packages are not able to perform surface
segmentation in a simple and prompt way, which
is necessary to define the stratigraphic units of the
archaeological site.

Both non-traditional surveys produce 3D datasets that
are adequate for 3D representation and visualization,
used during the interpretation and research stages of the
archaeological process. There are several adequate visualization systems that can be used, however, for these
examples the open source Visualization Toolkit (VTK)
from Kitware Inc. is used. This toolkit was preferred
since it supports several visualization and modelling
techniques that are useful for interpretation purposes in
archaeology. In fact, using VTK it is possible to rep-

In the case of the Fonte do Ídolo, there is a clear advantage of the image-based survey over the traditional

Full Papers Proceedings

164

ISBN 978-80-86943-70-1

WSCG 2014 Conference on Computer Graphics, Visualization and Computer Vision

Figure 9: Arbitrary section of the Fonte do Ídolo
resent the archaeological site as a virtual scale model
which can be freely manipulated. Figure 9 shows a 3D
arbitrary plane that freely defines a section over the 3D
representation of the Fonte do Ídolo.

plugin and which can be embedded on a web-page (see
figure 11).

Image-based 3D models are also acceptable for dissemination purposes, which is one of the last stages of
the archaeological process. The 3D representation of
the Fonte do Ídolo was processed with the Instant Reality framework developed at Fraunhofer IGD–VCST
[Inst14], which offers various components that, on the
one hand, simplify the geometry of a 3D model and, on
the other hand, convert the input file into a X3D file. In
this way, it is straightforward to use the X3DOM framework to make the model available on the Web (see figure 10) and to manipulate the 3D content. A clear advantage of using this framework is that web-browsers
which support X3DOM do not require to install a plugin to visualize 3D models.

Figure 11: The Fonte do Ídolo integrated on Sketchfab

5

The distinct methodologies for archaeological survey
carried out at the Fonte do Idolo illustrate that using
image-based modelling for surveying an archaeological site is adequate. It generates a 3D model with the
necessary visual accuracy and quality for the archaeological record and for interpretation and dissemination
purposes. However, this does not mean (at least for
now) that the traditional archaeological survey can be
completely substituted by an image-based archaeological survey. In fact, for sites where it is necessary to

Figure 10: X3D file of the Fonte do Ídolo
If the aim is only to visualize the 3D model on the Web,
another dissemination possibility is to publish the 3D
reconstruction on Sketchfab [SFab14]. Sketchfab is a
free instant in-browser viewer that does not require a

Full Papers Proceedings

CONCLUDING REMARKS

Regarding the 3D reconstruction of the quadrangular
pool at the Roman Villa in Milreu using two different
image-based modelling packages, it is clear that both
are valid options. However, in spite of the higher mesh
density of the VisualSfM and MeshLab reconstruction,
it is preferable to use 123DCatch because of the (1)
user-friendlier graphical interface, the (2) ellapsed reconstruction time and the (3) very acceptable visual
quality.
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record shiny materials, such as glass or metal, the 3D
reconstruction might experience some difficulties.
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The segmentation of an image-based reconstruction
still remains an unwanted constraint for archaeology.
In fact, a major purpose for future work is to develop
a segmentation tool, based on VTK, to define the
stratigraphic units that are indispensable for archaeological analysis and interpretation, and a volumetric
reconstruction module to represent the volumes defined
by the stratigraphic units.

6
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ABSTRACT
Evaluation and measuring of image quality in X-ray computed tomographic (CT) data gained importance with
recent appearance of modern algorithms for iterative reconstruction of CT data. Thanks to the ability of dramatically reducing applied radiation dose declaratively without loss of image quality, they are expected to replace the
conventionally used filtered back projection (FBP) algorithm. Quality of iteratively reconstructed data in terms
of image noise is routinely evaluated in images of homogeneous phantoms or in small regions of interest in real
patient data. Character of the noise, whose characteristics are dependent on imaged scene, require measuring in the
whole volume of real patient data and moreover in diverse tissues separately. This paper presents generalization of
one dimensional noise power spectra estimation which enables its calculation from separate tissues. Firstly, basic
tissues must be segmented and the resulting segmentation masks are used for the noise power spectra estimation.
The estimation carried out with the help of the binary segmentation masks is, due to convolutional property of
the Fourier transform, burdened by error due to spectral leakage. A binary segmentation mask may be seen as
a two-dimensional windowing function with steep borders. Our method for reduction of the error is based on
replacement of binary segmentation masks by designed two-dimensional spatially adaptive windowing functions
with better spectral properties. Design of the spatially adaptive windows is based on distance maps and optimized
skeletonization calculated using the maximal discs approach. The magnitude of the segmentation introduced error
can be experimentally measured using a simulated noise with known power spectrum, which is compared with the
noise power spectrum estimated in frame of the segmented tissue (i.e. affected by the spectral leakage). Finally,
it is shown that the proposed two-dimensional spatially adaptive windowing functions are able to significantly
improve precision of the noise power spectra estimation in diverse tissues.

Keywords
X-ray computed tomography, iterative reconstruction, image quality, noise power spectra, spectral leakage, 2D
windowing function.

1

INTRODUCTION

ware approaches and solutions have been recently introduced in this branch. Significant progress has been
made by introduction of modern iterative methods for
reconstruction of image data from measured projections
which are able to replace conventionally used filtered
back projection algorithm (FBP) [BKK12]. Enabling
reduction of applied dose up to 70%, declaratively without affecting image quality, makes iteratively reconstructed images very attractive for evaluation of image
quality and comparison with quality of images reconstructed by FBP.

Reduction of radiation dose applied during medical XRay computed tomography (CT) imaging is a very topical theme nowadays and many new hardware and soft-

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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Objective quality evaluation of iteratively reconstructed
images is, according to recently published studies,
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(a)

(b)

(c)

(d)

Figure 1: Exemplary slice from segmentation of head data into three tissues. Binary masks resulting from segmentations are, for illustration, multiplied with original image: (a) original data, (b) segmentation of paranasal sinuses,
(c) segmentation of bones, (d) segmentation of soft tissue.

ID70 minus FBP;(a)
STD = 7.0887 HU

ID70 minus FBP;(b)
STD = 6.6347 HU

ID70 minus FBP;(c)
STD = 8.2483 HU

Figure 2: Examples of residual noise images resulting from subtraction of iteratively and by FBP reconstructed
data. The images are for clarity visualized in logarithmic scale and false colors: (a) residual noise in paranasal
sinuses, (b) residual noise in bones, (c) residual noise in soft tissue.
based either on evaluation of small homogeneous
regions of interest in real patient data [MNS` 10],
[WTZ` 13] or on measuring in imaged artificial phantoms [MGB` 13], [GOS12]. Latest studies indicate that
noise, a crucial aspect determining image quality, in iteratively reconstructed CT images is object dependent,
i.e. noise characteristics are different in diverse tissues,
thus mentioned approaches seem to be suboptimal as
they are obviously unable to take into account whole
complexity of image noise [SS13].

will subsequently ease comparison of the noise properties between between separate tissues and also between
diverse reconstruction algorithms.

2

In order to be able to evaluate noise properties in
separate tissues, two preprocessing steps must be
performed. Anatomical structures must be removed to
obtain images of pure noise and basic tissues, whose inherent noise parameters will be further analyzed, must
be segmented. As the segmentation algorithm used
for distinction between basic tissues do not constitute
core of the paper, only the main processing pipeline is
stated here; interested reader may find further details in
[WJ12]. First step is one-dimensional Top Hats transform based detection of peaks, representing separate
tissues, in the gray-scale histogram calculated from
whole volume of data. Parameters of detected peaks
are further used as initial values for optimal fitting of
the histogram by a set of Gaussian curves, which serve
for calculation of final thresholds. Simple thresholding

This paper describes a part of a bigger project which
aims to extraction and quantitative evaluation of noise
parameters from the whole volume of real patient CT
data and moreover from diverse tissues. The evaluation of errors in estimation of one-dimensional noise
power spectra (a basic characteristic of the CT image
noise) in separate tissues, caused by the tissue segmentation, constitutes the core of this work together with
a proposal of a method for an error reduction based
on two-dimensional spatially adaptive windowing functions. Proposed optimal design of 2D spatially adaptive
weighting functions gives possibility to estimate onedimensional noise power spectra more precisely which
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is, due to overlapping of Hounsfield units, unable to
distinguish between soft tissues and trabecular bone
parts. However, these tissues can be segmented thanks
to distinct texture of trabeculae, which significantly
changes shape of local histograms in trabecular bone
parts. Exemplary segmentation of data from head body
part into three main tissues (paranasal sinuses, bones
and soft tissue) can be seen in Fig. 1. Providing that
anatomical structures are identical in the iteratively and
by FBP reconstructed images (both reconstructions
must, of course, be calculated from the same raw
data), they can be completely removed by subtraction.
Images resulting from subtraction of iteratively and
by FBP reconstructed images are called residual noise
images; after multiplication with binary segmentation
masks noise parameters inherent to basic tissues can be
extracted from them, see Fig. 2.

which is normalized by spatial sampling periods bx , by
and by sum of squared values in segmentation mask LB
(segmentation mask need not necessarily be binary and
squaring ensures preservation of power in a spectral
representation of weighted noise). Power spectra of
noise inherent to CT images is rotationally symmetric
and its one-dimensional representation (1D NPS) can
be, without loss of any information, extracted using
radial averaging across a constant absolute spatial
frequency.

3

1D noise power spectra are burdened by error thanks
to multiplication of individual noise realizations with
segmentation masks which according to convolutional
property of the Fourier transform corresponds to convolution of their spectra. Magnitude of this specific kind
of error (in frame of this paper called segmentation introduced error (SIE)) can be experimentally evaluated
using the following procedure. A three-dimensional
matrix completely filled by white noise is generated and
subsequently colored (its noise spectrum weighted) by
an artificially generated function. 1D NPS calculated

Quality of CT images is mostly influenced by radiological noise, composed of quantum and electronic noise,
and streaking artifact, a result of passing of X-ray beam
via structures with high attenuation (e.g. shoulders of
hips) [IIEN10]. The paper is focused only on methodology for estimation of radiological noise parameters,
thus only images from head body part are processed as
they, according to [BCK` 04], do not contain any structures likely to produce streaking artifact.

1

bx by
¨
L
DˇB
(ˇ E
ˇDFT2D Dpx, yq ´ D f ilt px, yq ˇ2 ,

LB “

Ly
Lx ÿ
ÿ

Bpx, yq2 ,

Normalized 1D noise power spectrum [−]

Basic parameter of radiological noise is its standard
deviation which provides an information about typical
noise magnitude, but says nothing about noise spectral
distribution. Such information is provided by calculation of one-dimensional noise power spectra (1D NPS),
the parameter routinely used as an image quality measure in medical CT imaging. Power spectra of residual
noise images can be calculated using equation

Sp fx , fy q “

(1)

(2)

x“1 y“1

where each slice of three-dimensional noise data
Dpx, yq is considered to be a realization of a stochastic
field. Data must be zero mean detrended prior to computation of 1D NPS, thus an image filtered by a low
pass Gaussian filter Dfilt px, yq is subtracted. Squaring
absolute value of two-dimensional Fourier transform,
power spectrum of an individual noise realization is
obtained. The two-dimensional noise power spectrum
of the stochastic field (i.e. a process generating the random noise) is finally calculated as mean value (outlined
by h˝i operator) of individual noise power spectra,

Full Papers Proceedings

EVALUATION OF SEGMENTATION
ERRORS

Without segm.
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Figure 3: Example of 1D NPS estimation errors introduced by segmentation of basic tissues: solid line (—–)
1D NPS unaffected by segmentation (gold standard),
dotted line (¨ ¨ ¨ ) 1D NPS affected by segmentation of
soft tissue, dash-dotted line (¨ ´ ¨) 1D NPS affected by
segmentation of paranasal sinuses, dashed line (´ ´ ´)
1D NPS affected by segmentation of bones.
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from this matrix is unaffected by a segmentation mask
and will thus serve as a gold standard for evaluation
of SIE (see solid line in Fig. 3). The noise matrix is
multiplied with a segmentation mask and the 1D NPS
calculated from the result is therefore affected by segmentation (see dotted, dashed and dash-dotted lines in
Fig. 3). Final vector of SIE (each vector sample represents a discrete absolute spatial frequency) is calculated as absolute value of difference between the gold
standard and 1D NPS affected by segmentation.

Situation is rather complicated in two dimensions especially due to locally varying width of binary objects; N
is thus no longer a parameter and becomes a variable
reflecting unequal shape of binary objects. Variable n
can be in two-dimensional case represented by values
of Euclidean distance map [Soi03]
ˇ
ˇ
)
!
ˇ
ˇ
Dp f qˇ “ min de ppi, kq , pm, nqq ˇ fm,n “ 0 ,
i,k

which for each active (nonzero) image pixel fi,k calculates Euclidean distance de to the nearest zero-valued
pixel fm,n , see e.g. the distance map (Fig. 4b) of an
elliptically-shaped binary object (Fig. 4a). Concept of
distance maps can be also used to calculate local width
of binary objects, and thus a variable N. Having defined
a medial axis g of a binary object as a set of points with
more than one closest points to the object’s boundary
(see Fig. 4a where medial axis, a line of active pixels, is
subtracted from binary object), parametric map of distances to closest points of medial axis can be calculated
(Fig. 4c). Sum of two linear functions with mutually
opposite slopes gives a constant function with height
equal to sum of their y-intercepts. As distance map is a
linear function and maps of distances to object’s border
and medial axis have opposite slopes (see dashed and
doted lines in Fig. 5a), identical property is used and
the resulting constant function corresponds to the local
width (see dash-dotted line in Fig. 5a). In other words;
for each pixel, sum of its distance to an object’s border
and distance to a closest point of medial axis gives a
local width.

Errors in estimation of 1D NPS introduced by segmentation of basic tissues (using binary segmentation
masks) were quantitatively assessed in [WJO` 13].
Findings resulting from the analysis of a group of 40
brain images are following: mean SIE is under 1%
for soft tisssue, under 4% for bones and under 7% for
paranasal sinuses, but in idividual cases (for a specific
patient at a concrete frequency) SIE can be even higher
than 25%. Reduction of segmentation introduced error
during estimation of 1D NPS (i.e. estimation precision
improvement) is therefore an actual and challenging
problem.

4

METHOD FOR REDUCTION OF
SEGMENTATION ERRORS

Errors introduced by segmentation are caused by socalled spectral leakage, the effect well known from
one dimensional signal processing where shortening of
theoretically infinite signal by a rectangular window
causes decrease of frequency resolution and leakage as
signal spectrum is convolved with spectrum of weighting window (i.e. sinc function). Undesirable effect of
leakage in spectral domain is usually reduced either by
prolonging the window length or using a window with
better spectral properties. Analogically, binary segmentation mask can be viewed as a two-dimensional rectangular weighting window with spatially adaptive shape.
Shape of binary segmentation mask is fixed by delineation of tissue. Prolonging of window length therefore
can not be used and the only chance for reducing spectral leakage is in designing of two-dimensional windowing functions in analogy to those commonly used
in signal processing (e.g. Hann or Hamming) but with
ability to adapt its shape to a shape of segmented binary
object.

4.1

Map of distances to closest points of medial axis can be
effectively obtained by placing set of ones representing
medial axis onto zero background, calculating inverse
distance map (for each zero pixel calculate distance to
closest active pixel) according to equation 5, and multiplying with original binary object.
ˇ
ˇ
!
)
ˇ
ˇ
D̃pgqˇ “ min de ppi, kq , pm, nqq ˇgm,n “ 1 .
i,k

(5)

Map of distances to closest points of medial axis can be
seen in Fig. 4c and map of local widths (sum of Dp f q
and D̃pgq) in Fig. 4d. Final 2D spatially adaptive window (SAW) is calculated substituting variables n and
N onto one-dimensional formula calculating half (from
ridge to border) of windowing function, see Fig. 4e.

Design of two-dimensional spatially
adaptive windowing functions

Using fast algorithms for distance transforms [MR03]
and having possibility to calculate 2D windowing functions effectively in matrix notation, creation of spatially
adaptive windowing functions do not constitute significant computational burden. Position of object’s medial
axis needs to be known for proper calculation of local
widths map. This can be approximated by binary skeleton, the result of a skeletonization algorithm.

Common one-dimensional weighting windows are real,
even, nonnegative and time limited functions of one
variable n (index of sample in the window) and one
parameter N (width of windowing function); see equation 3 for computation of the Hann window [Har78].
˙
„
ˆ
2πn
.
(3)
wpnq “ 0.5 1 ´ cos
N
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(a)

(b)

(c)
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(e)
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Figure 4: Design of a two-dimensional spatially adaptive weighting function: (a) original binary object with elliptic
shape (length of major and minor axis are 384 px and 256 px, respectively, in 512ˆ512 px sized image), medial
axis of the object is delineated by a black line (180 px long; centered on major axis) inside the object, (b) distance
map of the binary object; variable n in Eq. 3, (c) map of distances to closest points of medial axis, (d) map of local
widths; variable N in Eq. 3, (e) final two-dimensional spatially adaptive Hann windowing function.
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skeleton thus can contain many redundant (in a sense of
local widths map calculation) branches. The question
now posed is how to perform skeletonization to be as
suitable as possible for calculation of a local widths
map. Initially, a homotopic skeleton generated by
sequential thinning using structure elements from the
Golay alphabet (implemented in MATLAB R software
package) is applied.
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Figure 5: Cross-sections of figures from Fig. 4b to
Fig. 4e taken along minor (a) and major (b) axis, plotted as one-dimensional signal: dotted line (¨ ¨ ¨ ) crosssection of distance map; dashed line (´ ´ ´) crosssection of map of distances to closest points of medial axis; dash-dotted line (¨ ´ ¨) cross-section of local widths map; solid line (—–) cross-section of twodimensional spatially adaptive Hann window (in order
to fit on axis of the plot multiplied with maximum of
local widths).

4.2

According to Fig. 7b and Fig. 7c, reduction of segmentation introduced error can be achieved by substituting
binary masks with 2D SAW in cases where 1D NPS
of bones and soft tissue are estimated. Using 2D SAW
seems not to have substantial positive effect on 1D NPS
estimation of paranasal sinuses, see Fig. 7a, moreover
usage of some windowing functions (e.g. Bartlett) exhibit even greater SIE than usage of rectangular windows. Pure Euclidean distance maps calculated directly
from binary segmentation masks can be also used as a
kind of 2D windows and they exhibit favorable properties, see box plots marked as “Distance” in Fig.7.

Suppression of segmentation introduced error using 2D SAW

Many approaches and algorithms for extraction of
skeleton (grass-fire propagation, thinning algorithms,
distance transform or maximal disk based approaches
etc.) are routinely used in image processing, especially
in character recognition and shape analysis [Soi03].
Diverse skeletonization algorithms give, in general,
different skeletons; skeletonization can moreover
be sensitive to gentle variations in object’s shape and
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Having defined a skeleton of binary object and using
methodology described in section 3, a quality of
the 1D NPS estimation (i.e. the magnitude of segmentation introduced error) using spatially adaptive
weighting functions can be evaluated, and directly
compared with the quality when using the respective
binary masks. Thirteen types of windowing functions
(Bartlett, Welch, Hann, Hamming, Blackman, Nuttall,
Blackman-Nuttall, Blackman-Harris, flat top, Gaussian, exponential, Bartlett-Hann, Hann-Poisson and
Lanczos) have been tested, but results are presented
only on five functions which seem to be the most
suitable for this application. Overall SIE (i.e. one
vector of errors 256ˆ40 samples long; 256 errors
on axis of absolute spatial frequencies for 40 brain
images) for the three basic tissues are visualized in
Fig. 7 in form of box plots.

The possible explanation why Euclidean distance functions exhibit better properties than 2D SAW lies in
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Figure 6: A two-dimensional spatially adaptive weighting function of a real skeletal structure calculated using
skeletonization based on sequential thinning with structure elements from the Golay alphabet: (a) skeleton subtracted from binary segmentation mask of bones, (b) map of local widths, (c) spatially adaptive Welch window.
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Figure 7: Overall 1D NPS estimation error introduced by segmentation of basic tissues visualized in form of box
plots (lower adjacent value - 25th percentile - median - 75th percentile - upper adjacent value - outliers); twodimensional spatially adaptive weighting functions of different types, designed using homotopic skeleton based on
sequential thinning, are used: (a) paranasal sinuses, (b) bones, (c) soft tissue.
used type of skeletonization algorithm. Skeleton generated by sequential thinning is not suitable for calculation of local widths map as it contains many redundant
branches which moreover have endpoints very close to
object’s border. Branches of skeleton near to an object’s
border cause decrease of local width and false ridges
of 2D SAW are subsequently generated (see arrows in
Fig 6).

distance map can be designed and Welch or Lanczos 2D
SAW calculated using such skeleton may have better
properties, and thus lower SIE, than distance function.

4.3

To be able to design skeleton optimally, in a sense that
created Bartlett SAW is maximally similar to distance
map, skeletonization algorithm must allow to control
shape and properties of skeleton by some parameter.
Skeletonization method which satisfies this condition
is based on maximal disks [CLS03], where skeleton
is represented by a set of centers of maximal disks inscribed into binary object.
Disk B inscribed into object is maximal if there is no
other inscribed disk which contains disk B. In other

Bartlett 2D SAW have, using identical skeletonization,
worse properties than other windowing functions (e.g.
Welch or Lanczos), see Fig. 7. Regardless that Euclidean distance and Bartlett function have an identical
character (i.e. linear function), Bartlett 2D SAW have
worse properties. A skeleton which meets the condition
that resulting Bartlett 2D SAW is maximally similar to
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distance map is calculated. If criterion rises, the branch
contributes to better similarity with distance map and
is permanently connected to the skeleton. Otherwise
the branch is discarded and can not be used in further
iterations.

(b)

Figure 8: Effect of parameter ρ setting to a maximal
discs based skeletonization demonstrated on synthetic
binary image: (a) skeleton with low ρ parameter (ρ “
3), (b) skeleton with high ρ parameter (ρ “ 50).

4.4

words, maximal disk of object X, with center in position
x, must touch object’s border in two sufficiently distinct
points y1 and y2 . Minimum distance between the two
contour points for considering a disk to be maximal is
determined by a parameter ρ. Formally, a maximal disk
of an object X with center in a point x (the part of skeleton SKpXq) can be expressed by formula

Comparison of Computation Times

60
40
20
0

2000
1500
1000
500

.)
im
pt

.D

(O

ax

is
M

ax
.D

ax
.D

is

k

nn

M

k

in

g

H
)

is
k

0

Th
i

where δ X denotes the boundary of X and de expresses
Euclidean distance.

2500

M

x P SKpXq ô D y1 , y2 P δ X | de py1 , y2 q ě ρ and
(6)
de px, δ Xq “ de px, y1 q “ de px, y2 q,

Computation Time [s]

Computation Time [s]

80

(T
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Skeleton created using described iterative scheme do
not include any redundant branches and may not necessarily be connected, see Fig.11a. Corresponding map
of local widths is much smoother than one derived from
skeleton based on iterative thinning, compare Fig. 11b
and Fig. 6b, and also final Welch 2D SAW contains, in
contrast to previously used skeletonization, fewer false
ridges, see Fig. 11c.

The choice of parameter ρ can significantly influence
properties of a skeleton, see two skeletons of identical
binary object with differently adjusted ρ in Fig. 8. The
choice must follow compromise between creation of
many redundant branches if low ρ is used, see Fig. 8a,
and between intrusion of a skeleton into thin sections of
a binary object, see Fig. 8b.

(a)

Due to complex shape of objects representing segmented tissue, it is impossible to identify one optimal
value of ρ to generate the skeleton which meets the
condition that created Bartlett 2D SAW is maximally
similar to object’s distance map. Optimal skeleton must
therefore be calculated in iterative manner. Initially,
the skeleton is calculated with relatively high ρ, set to
maximum of object’s distance map, which provides its
fundamental part in thick parts of the object without
any redundant branches. A 2D Bartlett SAW is
calculated from the basic skeleton and its similarity,
in terms of normalized cosine criterion calculated between two matrices reformatted to vectors, to object’s
distance map is calculated. In each other iteration,
skeletonization with lower parameter ρ (geometrically
decaying with 0,9 exponent) is calculated and new
branches of the skeleton arises. The new branches
are extracted, each branch is individually connected
with actual skeleton, and new similarity criterion with
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(b)

Figure 9: Computation times of used skeletonization
algorithms visualized in form of box plots (lower adjacent value - 25th percentile - median - 75th percentile
- upper adjacent value): “Thinning” - sequential thinning; “Max. Disk” - original maximal disk based skeletonization; “Max. Disk (TH)” - speed-up by Top Hats
transform; “Max. Disk (Optim.)” - proposed optimized
skeletonization.

(a)

(b)

Figure 10: Extraction of distance map ridges based on
2D Top Hats transform: (a) distance map, (b) binary
labeling of detected distance map ridges.
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(a)

(b)

(c)

Figure 11: A two-dimensional spatially adaptive weighting function of a real skeletal structure calculated using
optimized skeletonization based on maximal discs: (a) skeleton subtracted from binary segmentation mask of
bones, (b) map of local widths, (c) spatially adaptive Welch window.
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Figure 12: Overall 1D NPS estimation error introduced by segmentation of basic tissues visualized in form of
box plots (lower adjacent value - 25th percentile - median - 75th percentile - upper adjacent value - outliers); twodimensional spatially adaptive weighting functions of different types, designed using optimized skeleton based on
maximal discs, are used: (a) paranasal sinuses, (b) bones, (c) soft tissue.
Having a skeleton of a binary object defined creation
of 2D SAW do not constitute, as stated in section 4.1,
significant computational burden. Overall computation
time of 2D SAW is thus mostly dependent on computation time of used skeletonization algorithm. Computation times of the skeletonization algorithms (thinning
and maximal discs based) are compared in this section
and adjustment for speed-up of finally proposed optimized skeletonization is proposed. Fig. 9 shows computation times of used skeletonization algorithms measured during skeletonization of the segmented tissues
on whole set of the available data. The measurements
have been conducted on workstation with 2ˆIntel Xeon
CPU @ 2,53 GHz with 48 GB RAM.
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According to the resulting computation times, skeletonization based on maximal disks is approximately 10
times more time consuming than thinning algorithm.
Maximal disk skeletonization is based on testing of
individual active pixels in binary image and decision
whether they are centers of maximal discs or not. As the
optimal medial axis likely lies near to ridges of the object’s distance maps, the proposed methodology do not
require testing of each binary object’s active pixel. Testing of active pixels situated only near to distance map
ridges can thus speed-up the skeletonization. Distance
map ridges are extracted by means of two-dimensional
Top Hats transform [Soi03] performed using four (three
pixels long and line shaped) structure elements (each
of them inclined by 0 ˝ , 45 ˝ , 90 ˝ and 135 ˝ ). The
four resulting parametric images are summed and pix-
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els with nonzero value are considered as candidates
for skeletonization, see Fig. 10b. Maximal disk based
skeletonization with initialization by Top Hats transform is, according to Fig. 9, very fast and even faster
than method based on thinning.

Despite the evident decrease of tissue 1D NPS estimation errors, perspectives for further improvement, and
even more precise estimation of 1D NPS, can be seen.
Skeleton, which is crucial for design of 2D SAW and
also for final magnitude of SIE (compare box plots in
Fig.7 and Fig.12), is in this paper calculated optimally
such that the resulting Bartlett (triangular) SAW is maximally similar to the distance map of the original object.
The original idea assumes that such optimal skeleton
design will exhibit equal SIE for Bartlett SAW and distance maps. Use of better windowing functions (windows which exhibit less error than Bartlett while nonoptimized skeletonization is used) on those skeletons
will thereafter decrease SIE below the level of error
when distance maps are used. The idea is not fully confirmed as errors produced by Bartlett windows while estimating 1D NPS of paranasal sinuses are substantially
lower than SIE while using distance maps, see Fig.12a,
and higher in case of soft tissue, see Fig.12c. Those
discrepancies suggest that skeletonization can be performed in such way that segmentation introduced error
of Bartlett 2D SAW is lower than error produced by distance maps, which gives a good perspective for future
work.
In order to achieve even more precise estimation of tissue 1D NPS, skeletonization will not be further optimized on the basis of similarity with a distance map.
One possible alternative way is to optimize theoretical
frequency properties of windowing functions. Measuring frequency properties of one-dimensional windowing functions is well known problem, see [Har78], and
many parameters such as peak ripple value of sidelobes,
the frequency at which main lobe drops to the peak ripple value of sidelobes, bandwidth of main lobe at attenuation -3 dB and -6 dB, sidelobes fall off rate or equivalent noise bandwidth are routinely used. It is possible to generalize those parameters and use them in twodimensional case. Which frequency parameters are appropriate for tissue 1D NPS estimation remains to be
found, theoretical assessment of windows quality must
therefore be coupled with practical measures based on
simulated noise as described in section 3. Determination of crucial frequency parameters will be performed
on a set of testing binary images, similar to the binary
object in Fig. 8, specially designed to find out whether
intrusion of skeleton into thin parts of binary objects is
advantageous.
An alternative to the proposed two-dimensional spatially adaptive weighting functions can be represented
by 2D tapered windows (inspired by Tukey function
[Har78]), which modulate the function smoothly to zero
only at the boundaries of an object. Such a 2D window
can be created using certain number of morphological
thinning iterations applied to a binary object and subsequent 2D convolution with properly scaled 2D kernel
(e.g. Hann window as function of two spatial variables).

Proposed optimized skeletonization is, despite its
speed-up by Top Hats transform, very time consuming
compared to use of thinning based skeletonization, see
Fig. 9. Increased computation time is a logical result
of iterative manner of optimized skeletonization where
several operations (skeletonization with different ρ
parameter, identification of new skeleton branches,
calculation of the similarity criterion etc.) are repeated.

5

RESULTS

Comparison of overall segmentation introduced errors
using spatially adaptive windowing functions derived
from thinning based skeletonization and optimized
skeletonization based on maximal disks can be made
on box plots in Fig. 7 and Fig. 12. The box plots
are computed from statistically respectable set of 40
patients and the improvement is clear in each tissue
of interest. It can be concluded that use of proposed
optimized skeletonization leads to significantly smaller
SIE compared to use of binary segmentation masks
and also to use of 2D SAW designed from thinning
based skeleton. Improvement of SIE is evident for
each tissue of interest, but the most apparent is in case
of paranasal sinuses. Comparing the results for the
tested windowing functions it can be observed that
differences in quality of 1D NPS estimation between
them are similar regardless of tissue of interest or
used skeletonization (e.g. Hamming and Bartlett Hann window have always similar results and Welch
window is always the best). Properties (most probably
frequency properties) of individual windowing function
thus plays significant role in this application which can
be further utilized.
Improvement of segmentation introduced errors using
proposed 2D SAW with optimized maximal disk based
skeletonization is evident but for the price of significantly higher computation time, see box plots in Fig. 9.

6

CONCLUSIONS AND FUTURE
WORK

The novel method for improved estimation of tissue
one-dimensional noise power spectra is presented in
this paper. The improvement lies in reduction of errors introduced by segmentation of basic tissues and is
based on design of two-dimensional spatially adaptive
windowing functions which replace binary segmentation masks. Resulting segmentation introduced errors,
presented by box plots in Fig. 12, demonstrate substantial decrease of the errors while using 2D SAW compared to errors caused by binary segmentation masks.
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This approach will also require optimization; i.e. optimization of the number of thinning iterations which
influence depth of binary object’s border modulation.
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The proposed methodology of designing 2D spatially
adaptive windowing functions may possibly have further applications, e.g. in texture analysis based on locally calculated Fourier transforms. Use of the proposed windowing functions may then enable more precise calculation of texture features in locations where
Fourier transform can not be calculated from square
neighborhood (for example in detection of retinal nerve
fibre layer near to vessels in fundus camera images).
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ABSTRACT
This paper shows the three-dimensional physical model created to simulate the locomotion of the Caenorhabditis
elegans. The C. elegans is a very deep studied nematode as it is considered one of the simplest nervous systems in
nature, made of 302 neurons and about 8000 connections. To date, there is no system that can faithfully reproduce
the rich behavioral repertoire of this tiny worm in terms of neural activity and locomotion. The Si Elegans project
aims to develop the first hardware-based computing framework that will accurately mimic a C. elegans worm in
real time. It will enable complex and realistic behavior to emerge through interaction with a rich and dynamic
simulation of a natural or laboratory environment. As a result, the locomotion of the virtual worm will be rendered
in a web-based platform. In this paper, we describe the approach followed for the physically-based modeling and
simulation of C. elegans and the benefits of our approach compared to existing ones. The main contribution of our
work is the utilization of biphasic springs in the structure that represents the worm in the virtual environment and
a Finite Element Method based internal force field to simulate the internal pressure of the body.

Keywords
Physically-based Modeling, 3D Graphics, Biological simulation, Caenorhabditis elegans.

1

INTRODUCTION

On the other hand, the relative simplicity of its neuronal
system (The hermaphrodite C. elegans has 302 neurons) permits to study how its nervous system works.
Given its rich behavioral repertoire (e.g. locomotion,
feeding and even certain social behaviors), it is a perfect organism to study and learn from, in the way to
understand more complex organisms.

The Si Elegans project aims to mimic the neuronal system of a small (about 1 mm in length) nematode called
Caenorhabditis elegans (C. elegans) [Alt09a] and to
simulate its behavior in three dimensions. It is one of
the best known organisms in the world, and it is used
in many different biological experiments. On the one
hand, C. elegans is very useful for genetic studies, since
its genome is completely known, the functions of most
of its genes are known and its manipulation for chemical and genetic tests is relatively easy.

Despite the fact that the connectivity of those 302 neurons is known, the knowledge of the scientific community is far from knowing every operation of the neurons
and their effects in the worm. That is why the nematode
is still under research.
The objective of Si Elegans project is to provide the
scientific community with an emulation alternative to
the laboratory experiments for their research. For that,
a web-based three-dimensional virtual arena is being
constructed. In comparison to similar projects, the
specifics of the Si Elegans project are: (i) the hardware
based emulation of the neural network, and (ii) the parallelism of the neuron to neuron communication. These

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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specifics are targeted to achieve a higher degree of similarity with the neural system of the real worm.

1.1

Si Elegans Project Overview

The main objective of Si elegans is to provide the neuroscientist community with a complete emulation of the
C. elegans through a web platform, allowing them to
run different experiments. The user will define the environment (obstacles, air or liquid, etc.), and the behavioral experiments that will be emulated (i.e. touching
the worm, placing food or toxic in the plate, applying
vibrations to the whole environment).
The experiment definition will be fed to the Field Programmable Gate Array (FPGA) based neuronal network emulation. The neuronal network will process
and compute the behaviors simulation of the worm.
Based on the behavior simulation results, the physics
engine will calculate the locomotion of the worm, taking into account the defined environmental values. The
physics simulation results will be rendered in a web
browser (using web3D technologies). Additionally, the
web based user interface will display detailed results of
the experiment at neuron, muscle and the environment
level.

Figure 1: Framework of the Si Elegans project

For that purpose, the system being developed in the Si
Elegans project has five main parts as shown in Fig.1: a
browser based user interface, a cloud based server, the
lab-server, an interface manager, and the hardware infrastructure. In the following we will describe the function of each part.

The cloud-based server lies in the background of the
web page. Each user interface of the web page has its
couple in the cloud-based server. On the one hand, it
handles all the information that comes from the UI, and
on the other hand, transmits the information from other
parts of the system to the UI.

The user will access the Si Elegans system via web.
They will be able to set and monitor all the aspects of
the simulation, mainly related to neurons and muscular
movement. The user interface allows the user to perform the following tasks:

The lab-server, and the hardware infrastructure are the
most challenging parts in the development of the Si Elegans system. This is where the whole emulation of
the organism of C. elegans will be held. The physics
engine will be hosted at the lab-server. Both the lab
server and the hardware infrastructure will be closely
connected. They need to have a synchronous information flow: (i) to input the hardware based neuronal emulations results to the physics engine, and (ii) to input the
experiment variables of the next time-step, calculated
by the physics engine, to the FPGA based neuronal network. In each time-step the environment of the worm
will be analyzed to obtain the sensory information, and
it will be sent to the neuronal network compound by the
FPGAs.

• To define all the parameters for their experiment (position of the worm, temperature of different parts of
its environment, food, toxic substances...)
• To reproduce the visual 3D rendering of the worms
locomotion for the defined experiment.
• To monitor low level results of the experiment, such
as the activity of the neurons, networks state, and
environment values evolution.
• To define new neuronal models, and neuronal network configurations. This will allow researchers to
evolve existing neuronal models, and to switch off
some neurons for experiments, as is done in real lab
experiments.

The interface manager is the responsible for converting
the data that comes from the physics engine into legible
data for the FPGAs, and converting signals that come
from the FPGAs into activation values for the muscles
of the worm.

• To share with the community models, experiment
definitions, results, and recent achievements, to get
feedback from other colleagues.

This paper describes our approach for the physics simulation of the 3D worm and more specifically the physics
model that simulates the movement of the muscles of
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the worm. Section 2 reviews the state of art on the C. elegans locomotion simulation. Section 3 introduces the
model followed in the Si Elegans project for the physics
simulation of the worm. Afterwards, section 4 provides
implementation details of the approach, and section 5
draws conclusions and discusses the future work.

2

[Goo08a] and the physical framework for biomedical
applications SOFA [All07a]. This way, it copes with
the two main aspects that rule the locomotion of the nematode, the neural network and the physical behavior
of the muscles.
Despite the fact that most of the works that simulate
the movements of C. elegans are in two dimensions,
in recent years, there have been efforts to upgrade the
simulation to three dimensions. Cortez et al. [Cor11a]
presented a method, based on Navier-Stokes equations,
that makes nematodes and leeches swim in a viscous
incompressible fluid. In this case, the activation of the
grid that forms the body of the nematode is done directly, without any neuron. The model presented by
Mailler et al. [Mai10a] also has a limited neural model.
The worm is represented by 25 rigid cylindrical sections which are handled by the physics engine Open
Dynamic Engine [Ode01a] and the model takes into account similar forces to those described above. Indeed,
the simulation does not differ much from those in two
dimensions.

RELATED WORK

The idea of representing the movements of a C. elegans in a computer is not new and several works have
been presented since the early nineties. Most of them
work with a reproduction of the animal in two dimensions and are still far from getting a perfectly realistic
behavior.
Niebur and Erdös [Nie91a] present the twodimensional model as a succession of cylinder
projections. This way, the muscles of the worm are the
outer segments of the squares (cylinder projections)
that compose the worm. In this case, the generation
of the movement of the worm is done by directing its
head towards a point (following a sinusoidal pattern)
and neurons do not take part in the process. Similarly,
Suzuki et al. [Suz05a] [Suz05b] compose the body
of the nematode by 12 segments connected by joints
that move in two dimensions. The movement is
accomplished by applying forces in the head segment
and in the tail segment, when it moves forward and
backward, respectively, following serpents locomotory
system.

The main active project in the field of simulation of C.
elegans is the OpenWorm Project [Ope13a]. In this
case, the physical modeling is based on the work of
Palyanov et al. [Pal11a]. The model of the virtual worm
is composed of point masses and springs to model skin
and muscles. The contractions of the muscles are produced by the neurons and their connections (neuronneuron and neuron-muscle). The skin of the animal
is created through a spring structure and mass points,
which remain attached (without losing the form of a
worm). The authors also use the 23 neurons that handle
forward locomotion [Cha85a] and introduce pseudoneurons, parts of the neural network that attenuate and
slow down the arrival of the signal between neurons.
This way, locomotion is not affected by the "lack of
distance" between neurons. Predictive-Corrective Incompressible Smoothed-Particle Hydrodynamics (PCISPH) [Sol09a] is used to model the behavior of all the
particles that take part in the simulation (including fluids). Nowadays, the main drawback of the system is its
slow performance.

The pioneering work by Niebur and Erdös is the basis of
most of the following methods [Wak06a] regarding the
shape of the worm and the forces that are applied on it
to obtain the locomotion: internal pressure of the worm,
elasticity of the cuticle ("skin" of the worm), muscle
forces and environmental forces. Nevertheless, they are
focused on the neuronal leading of the locomotion. The
work of Bryden and Cohen [Bry08a] takes a simple,
but biologically tested, sample of the neuronal system
of C. elegans and uses it to create a movement robust to
changes that may occur in the environment.
Similarly, Boyle [Boy09a] represents the worm by
a two-dimensional model where the muscles are the
edges between two boundary vertices. When the muscle is activated, the edge shrinks inducing an elongation
in the muscle of the opposite side of the contour. The
physical model includes the forces occurring in the
majority of the methods (cushioning, elasticity, internal
pressure, environmental forces and strength of the
muscles). His neuronal model contains 12 neural units
with 4 neurons each, where each neuron communicates
with four muscles.

The Si Elegans project proposes the development of
a very realistic neuronal simulation and a physicallybased locomotion simulation in three dimensions. Although worm locomotion can be approximated fairly
reliably in 2 dimensions, 3 dimensions allow inspecting all neural and muscular aspects more clearly.

Although it is a simple method, the CLONES system,
presented by Voegtlin [Voe11a], uses two important
tools for the simulation of C. elegans organism. It creates a connection between the neural simulator Brian
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The next section describes the structure implemented
to model the body of the worm and the physical model
applied to it, emphasizing the contributions done to the
state of the art.
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3

PHYSICS-BASED SIMULATION

are 24 red segments that represent the muscles and each
ring has 4 green segments. The first and the last ring
are smaller in order to obtain a more similar shape to
the shape of the worm.

In this section, we first describe how the body of the
worm is modeled and then, we list the forces that are
applied to such structure in order to obtain realistic locomotion.

3.1

Body Structure of the Worm

Hermaphrodite C. elegans (the most common and simplest one) has 95 muscles [Alt09b]. They are divided
in 4 quadrants of 24 muscles, except for the ventral left
one which has 23 muscles. Not all the muscles have the
same shape and length and they are not placed in a completely symmetric way. However, in our first approach
we have considered them equal and symmetric as most
works described above do. Specifically, we constructed
a mass-spring structure, a classic approach for the muscle modeling [Ter94a]. In our case, biphasic springs
[Par12a] are used in order to stop the elongation of the
muscle at a certain length.

Figure 2: Structure of the virtual C. elegans
The muscles are active springs that have to stretch and
compress in order to generate the locomotion and the
rings are composed by springs that have to maintain the
body shape of the animal, i.e. they must be stiffer. The
different stiffness constants are discussed in depth in
section 4.

A biphasic spring is a linear spring that changes its
spring constant at a certain length. This way, changing
the stiffness at a certain point we stop the elongation of
the spring at certain point. Otherwise, the behavior of a
biphasic spring is equal to a linear spring:


~p2 − ~p1
~fs = −ks (L
~c − L
~r )
(1)
k~p2 − ~p1 k

3.2

In the following, we describe the forces that are applied
to the points that link the springs of the structure: muscle activation, skin elasticity, internal forces and environmental forces. These are the forces that are taken
into account in most works that have been described
above, but in our case, the works are applied in a 3D
environment.

where ~fs is the spring force that will be applied to the
points in the corners of the spring (in opposite direction), ks is the spring constant, the one that changes its
~c is the current length, L
~r is the
value at certain point, L
length of the spring when it is in rest position and ~p1
and ~p2 are the points in the corners of the spring.

3.2.1

Muscle Activation and Skin Elasticity

The muscle activation and the elasticity of the cuticle
are modeled with the biphasic springs that have been
described in section 3.1 and ruled by equations 1 and 2.

Each spring has its corresponding damper, that acts
against the spring force. Depending on the velocity of
the stretching or elongation, the damper provides resistance to this deformation:



~p2 − ~p1
~p2 − ~p1
~fd = −kd (~
v2 − v~1 ) ·
(2)
k~p2 − ~p1 k
k~p2 − ~p1 k

If the spring constant and the damper constant are correctly set, the spring structure is elastic enough to simulate the contractions of the muscles of the real nematode
and stiff enough to maintain the shape of the body despite the forces are being applied onto it. Moreover, a
parameter, θ , can be added to the formula in order to
turn a spring into an active spring.


~p2 − ~p1
~fm = −θ ks (L
~c − L
~r )
(3)
k~p2 − ~p1 k

where ~fd is the damping force that will be applied to
the points in the corners of the spring (in opposite direction), kd is the damper constant (not depending on
the length of the spring) and v~1 and v~2 are the velocities
of the points ~p1 and ~p2 respectively.

Normally, the forces make the spring tend to stabilize,
but this way, the behavior of the spring (the muscle) depends on the value of θ . If the values of θ are correctly
set in real-time, the muscles contract and relax so that
the worm goes forward.

The structure that represents the body of C. elegans has
been constructed in a similar way to [Pal11a], but in this
case, each muscle is represented by a biphasic spring instead of two attached springs. The rings that compound
the body of the worm are represented with a square of
biphasic springs and are linked to other rings with the
muscles. Fig. 2 shows the structure that has been constructed to simulate the worm. In each quadrant, there
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3.2.2

Internal Forces

The springs described above ensure the topology of
the structure, but the gravity is enough to collapse the
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4

whole system. That is why internal force (pressure generated by internal liquids of the worm) must be simulated. For that, we used a force field similar to the one
described in [Nes05a], where a cube made of silicon is
modeled. The body of the worm is divided into a grid of
hexahedra, supposed to behave isotropically and then a
Finite Element Method (FEM) is used to simulate the
opposition to collapsing tendency of the spring structure.

3.2.3

Once the physical system is completely defined, there
are several aspects that have to be set so the worm
moves correctly: all the constants of the simulation, the
activation of the muscles, the physical solver and other
implementation aspects.

4.1

C. elegans can crawl on solid surfaces and swim in liquid media [Alt09c]. Since in this first approach we only
address the first type of locomotion, we do not take into
account forces derived from the surrounding liquid. So,
only gravity and friction are computed.
Friction is the key that makes the worm go forward. The
friction force estimation is similar to the one presented
in [Dur08a]. In each time step the colliding points (including those of the worm and those from the floor) are
computed. Then, based on the values of forces in the
previous time step, an iterative process is done to obtain the actual values of the contact forces.

0 <= δn ⊥ fn >= 0

(4)

Moreover, Coulomb’s friction law gives two conditions
for stick motion
[δt , δs ] = (0, 0) ⇒ k[ ft , fs ]k < µ k fn k


θ = C sin

[δt , δs ]
k[δt , δs ]k


(7)

This way, providing correctly the intensity of the force
C and the period of the muscle activation T , a wave
is propagated in the muscles making the virtual worm
move in a similar way to the real one. The first summand inside the sine, 2πt
T makes the muscle contract and
relax periodically; the second summand, − 3πi
N , propagates the wave along the body of the worm so that two
muscles are in maximum activation at each time and the
last summand, − π2 , is a constant that leads to a correct
initiation of the simulation.
The index i refers to 4 muscles, one in each quadrant.
In order to obtain arc kind shapes, the muscles in the
left (ventral and dorsal) must relax when the muscles
in the right contract, i.e. they must receive the opposite
signal.

(5)

(6)

4.2

Parameter Estimation

Since the spring structure is not completely identical
to the muscle system of the worm, the values for the
spring constants cannot be taken from biological data.
Also, the unique similar approach [Pal11a] does not
use biphasic springs and internal forces to avoid structure collapsing. So, the parameters of the springs have
been set empirically. As springs in the rings must ensure the shape of the worm and the muscles have to
contract and relax, the spring constant is very different
for them. The spring constant of the normal springs
(ks = 200N/m) is higher than the spring constant of
the muscles (ks = 100N/m). The damper constant is
the same in both cases, kd = 1kg/s. In both cases, the
spring becomes much stiffer from a certain length on.

where µ is the friction coefficient.
During the simulation, the free motion of the points of
the worm is computed, i.e. without taking into account
collisions. Then, a collision detection algorithm is used
to detect which points are colliding with the floor. Next,
following the laws that have been described above, a
Non-Linear Complementary Problem is obtained and
solved with numerical strategies. In order to arrive fast
to a solution that fulfills the described laws, the solution of the previous time step (if these points were in
contact) is used as the first sample. Finally, the position
obtained from the free motion simulation is corrected
with the computed contact forces.
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2πt 3πi π
−
−
T
N
2

where C is a constant that is equal for all the muscles, t
is the current time, T is the period of activation, i is the
index of the muscle and N = 24 is the total number of
muscles.

and slip motion
[δt , δs ] 6= (0, 0) ⇒ [ ft , fs ] = −µ k fn k

Muscle Activation

At the end of the Si Elegans project the activation of
the muscles will be launched by the artificial neurons
encoded in the FPGAs, but currently it has been simulated. Nevertheless, the system is ready to be connected
with the hardware, because the neurons will only have
to set the value of the parameter θ in equation 3. Currently it is done following this formula:

Environmental Forces

The friction model is based on Signorini’s law and
Coulomb’s friction law. Let δ = [δn , δt , δs ] be a contact point in the contact space defined by the normal
and the tangents, (nn,tt , s ) and let f = [ fn , ft , fs ] be the
contact force. Then, Signorini’s law states that δn or fn
must be null:

IMPLEMENTATION
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Tools
Open Springs SPH FEM
AnimatLab
X
X
X
Bullet
X
X
X
X
H3D
X
X
Havok
X
X
X
ODE
X
X
X
X
PhysX
X
X
X
Sofa
X
X
X
X
Unity
X
X
X
X-flow
X
Table 1: Comparative table of physics simulation tools

simulation runs in real-time and it gets a performance
around 40 frames per second.
In order to speed-up the web based rendering the simulation output is converted off-line in a WebGL animation. This solution will provide the research community
with a smart interface (operating system and browser
independent) to be used everywhere. A frame rate of
around 50 FPS has been achieved in the same computer.

5

In this paper we have presented the physically-based
simulation approach being developed for the Si Elegans
project. To achieve this goal, we have created a structure made of biphasic springs. Some of them can contract themselves without an external force. This way,
the muscles of the animal are modeled.

On the other hand, the parameter C that modulates the
dimension of the forces applied in the muscles and the
friction coefficient µ have been set so that the sinusoidal signal received by muscles makes the worm advance in a similar way to the real C. elegans. C = 2000
and µ = 0.7 has proven to be a suitable value.

To the best of our knowledge, there are very few 3D
models of the locomotion of C. elegans and only one
that simulates the behavior of the muscles directly. Our
model introduces new features in order to make the
simulated physical model more similar to the real one:
biphasic springs instead of springs or pairs of springs
and an internal force field to simulate the internal pressure of the worm, similar to the one used by several two
dimensional approaches, instead of rigid joints.

Regarding the parameters that rule the internal forces,
to the best of our knowledge, there is no previous work
that uses a similar approach, so we have set the parameters empirically. We finally conclude with a Poisson’s
Ratio of 0.45 and a Young’s Modulus of 5 kPa.

4.3

Physical Solver

Several simulation tools have been studied in order
to find the perfect one to implement all the physical features that have been described above. Simulation of mass-spring systems and FEM solvers were
mainly needed. Moreover, libraries that implement
Smoothed Particle Hydrodynamics solvers were preferred, because we believe that this will be a key technique for the simulation of the locomotion of C. elegans
in fluids. We were also looking for Open Source tools.
Table 1 shows the conclusions of this study.

We are aware of the big advances that have been done in
this topic in other projects and we consider that nowadays they can be more realistic than ours, but real-time
performance is a key part of our project and we consider it is impossible to obtain fast performance with
such complex structure and physical model. In our case,
a good performance has been obtained with a regular
desktop computer.
The main challenge of our research is to provide complex physically based simulation of the C. elegans starting by the emulation of each single neurons activity
and their neuronal network. Future steps will include
the connection between the developed physically based
model and the neural network output computed with
FPGAs. This connection will be done by plugging the
neuronal signal to the value θ of the equation 3.

Finally, SOFA (Simulation Open Framework Architecture) has been selected [All07a]. Two aspects have been
the key of this selection: (i) the easiness to create complex environments with a scene graph editor and (ii)
the wide range of different components SOFA offers
(solvers, objects, collision detection algorithms, etc.)
and the relative easiness to create new ones.
Specifically, these are the solvers that have been used
for the simulation of the locomotion of C. elegans: (i)
a Constraint Solver using the Non-Linear Complementarity Problem formulation described above, (ii) in the
FEM part an Euler Implicit Solver for Ordinary Differential Equations and a Conjugate Gradient Linear
Solver for systems of linear equations and (iii) bounding box hierarchies and a simple triangle/point intersection algorithm for collision detection.

In the current implementation the neural signals for the
muscles contractions has been simulated to make the
worm move in a realistic way. The combination of the
created physical model and the "artificial" signal generated for muscles, leads to a locomotion very similar to
that of real nematodes. Figure 3 shows the movement
of the virtual C. elegans.
Moreover, there are several aspects of the physical simulation per se that will be refined in the next prototypes.
New parameters and features will be added to the virtual scenarios. At the moment, for instance, the virtual
nematode goes forward and backward, but the system is

The implementation for GPUs of SOFA has been used
to run the simulation in a Intel Core2 Duo CPU at
2.20GHz with a NVidia GeForce 9800 GT GPU. The
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Figure 3: Locomotion of the virtual C. elegans
not able to simulate omega turns, i.e. sudden direction
alterations that the real C. elegans does occasionally.
Even, these movements should be generated automatically from the signals of the neurons, we plan to study
the artificial signal needed to generate these turns, in
order to help the modeling of neurons.
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ABSTRACT
In this paper, we intend to introduce a new curved surface representation that we qualify by three-polar. It is
constructed by the superposition of the three geodesic potentials generated from three reference points of the
surface. By considering a pre-selected levels set of this superposition, invariant points are obtained. A comparative
study between this representation and the unipolar one based on the level curves around one reference point is
established in the sense of the stability under errors on the reference points positions. The three-polar representation
is applied, finally, for 3D human faces description. Its accuracy is performed in the mean of the Hausdorff shape
distance.

Keywords
Three-polar, geodesic, 3D, potential, superposition, level set, face, curve, Hausdorff, stability, shape, surface,
invariant.

1

INTRODUCTION

order to construct 3D surface representations. In the
literature, the three dimensional surface description
methods can be classified into four major categories:
the graph based approaches, the 2D views, the transform ones and those based on statistical features.
The graph based approaches have the potential to
code geometrical and topological shape properties in
an intuitive manner. In this approaches category, the
problem of comparing between shapes is transformed
onto a comparison between graphes. The usually used
descriptors are Reeb graphs [Tun05] and the skeletal
ones [Sun03].
In the two dimensional view based methods, a collection of 2D projections of the 3D object from canonical
viewpoints is realized. Planar image descriptors are
then computed as Zernike moments [Che03] and
Fourier descriptors [Vra04].
For the transform based approaches, the first step
consists on the conversion of the surface onto 3D
voxels or a spherical grid. Specific transformations are
then applied. The most known ones are 3D Fourier
[Bur92], the 3D Radon [Dar04], , the angular radial
transform [Ric05] and the uniformization [Khe08].
In the fourth description category, numerical attributes
of the 3D object (local or global) are collected. Several past works adopted this approach for invariant
features extraction like the works of high curvature
area determination [Fau86], the extend Gaussian

For few years, there have been several advances in 3D
scanning technologies and tools enabling accelerated
3D graphics. Thus, 3D shape analysis and description
have become more and more popular and useful for
many varieties of visual tasks. Actually, R3 surfaces
description plays an important role for pattern recognition, computer vision and 3D movement analysis.
In practice, the data obtained from 3D sensors is
generally not organized or partially organized like the
3D triangular mesh known as the conventional 3D
discrete surface representation. Therefore, one of the
major challenges faced today in the three dimensional
imaging field is the construction of a surface representation that ensures several properties such as the
invariance under some transformations and different
parametrisations, the independence from the point of
view and the stability under some local variations in
shape. Several past works have been performed in

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
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prior specific permission and/or a fee.
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r equal to λ form a curve that we denote by Crλ . It is
called the geodesic of level λ and it belongs to the surface.
We describe in this section the construction process of
the three-polar representation. It is based on the superposition of the three geodesic potentials generated from
three reference points of S. Thus, let consider {ri , i =
1..3} three points of the 2-differential manifold S. We
denote by {Uri , i = 1..3} their corresponding potentials
functions. U3 = ∑3i=1 Uri is the geodesic potential constructed by the sum of the three geodesic potentials generated from the three reference points {ri , i = 1..3} .
Let p∗ be a point of S. Thus, there exist three real values {λi∗ , i = 1..3} such that p∗ belongs to the three level

image [Kan93] and the generalized shape distribution
[Liu06]. Bannour et al. [Ban00] proposed a new
surface pseudo-reparametrisation by the extraction
of a curves network determined by iso-curvature
features computation. Other methods used the local
coordinates system by the exponential map around
a point belonging to the two dimensional manifold
(unipolar representation) obtained by constructing a
set of geodesic circles relatively to a given reference
point [Sam06, Sri08, Gad12]. The stability of these
last methods remains dependent on the robustness
of the reference point extraction. In recent works,
Ghorbel et al. [Gho13] and Jribi et al. [Jri12] proposed
a new representation that they called a bipolar one.
It consists on the superposition of the two geodesic
potentials generated from two reference points instead
of one reference point. The goal was to provide a
more stability to the representations based on only one
reference point [Sam06, Sri08, Gad12] in the case of
errors on the reference point positions.

λ∗

curves {Cr i , i = 1..3}. Let U3∗ = min{U3 }. The points
of the surface with the same geodesic sum are invariant under the rotations’ group SO(3). By selecting a
levels set of this sum, we construct a system of invariant points under the same transformations group . The
representation that we propose is obtained by varying
these levels from 0 to the integer K. This integer represents the maximum value determined by the interest
region extend on the surface. Therefore, the three-polar
representation can be formulated as following:

We intend in this paper to study a novel curved
surface representation, that we qualify by three-polar,
introduced in [Jri13]. It is an attempt to generalize what
is known by local coordinates around one reference
point. It is constructed from the superposition of
the three geodesic potentials generated from three
reference points of the surface. The proposed representation is obtained by sampling the sum of these
three geodesic potentials. The stability of this novel
representation under errors on the positions of the
reference points is established. Its accuracy for 3D
human face description is performed in the mean of the
Hausdorff shape distance.

k
(αK −U3∗ ), k = 0..K}
K
(1)
Where αK is the maximum of the geodesic sum.
M3k (S) = {p∗ ∈ S;U3 (p∗ ) = U3∗ +

3

We present here the used similarity metric to compare
between different shapes. We choose the well known
Hausdorff shape distance introduced by Ghorbel in
[Gho98, Gho12]. By following the same process,
we denote by G the group representing all possible
normalized parametrisations of surfaces. It can be the
real plane R2 or the unit sphere S2 . we consider the
space of all surface pieces as the set of all 3D objects
assumed diffeomorphic to G. It can be assimilated to
a subspace of LR2 3 (G) formed by all square integrated
maps from G to R3 . The direct product of the Euler
rotations group SO(3) by the group G , acts on such
space in the following sense:

Thus, this paper will be structured as follows:
We present in the second section the mathematical
formulation of the three-polar representation. The
used similarity metric to compare between shapes
is illustrated in the third section. We establish in
the fourth section a comparative study between the
three-polar representation and the unipolar one in the
sense of the stability under errors on the positions
of the reference points. We apply finally the novel
three-polar representation for human face description
in the fifth section. The cases of correct and wrong
positions of the reference points are considered.

2

SO(3) × G × LR2 3 (G) → LR2 3 (G)

(2)

{A, (u0 , v0 ), S(u, v)} → AS(u + u0 , v + v0 )
The 3D Hausdorff shape distance ∆ can be written for
every S1 and S2 belonging to LR2 3 (G) and g1 and g2 to
SO(3) as follows:

CONSTRUCTION OF THE THREEPOLAR REPRESENTATION

Let consider here a two dimensional differential manifold S, and let denote by Ur the geodesic potential generated from a reference point r of S. Ur is the function
that computes for each point p of S the length of the
geodesic curve joining p to r. For a given real value
λ , the points of S with geodesic potential values from

Full Papers Proceedings

SIMLARITY METRIC

∆(S1 , S2 ) = max(ρ(S1 , S2 ), ρ(S2 , S1 ))

(3)

Where:
ρ(S1 , S2 ) =

186

sup

inf

g1 ∈SO(3) g2 ∈SO(3)

k g1 S1 − g2 S2 kL2

(4)
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k S kL2 denotes the norm of the functional banach space
LR2 3 (G).
Since the euclidean rotations preserve this norm, it is
easy to show that this distance is reduced to the following quantity:
∆(S1 , S2 ) =

inf
h∈SO(3)

k S1 − hS2 kL2

(5)
Figure 2: The variation of the reference points. (a) the
first part of the experimentation. (b) the second part of
the experimentation.

We consider after that, a normalized version of ∆ so that
its variations are confined to the interval [0,1]. In practice, this distance is obtained by using the well known
Itertive Closest Point (ICP) algorithm [Bes92].

4

STABILITY OF THE THREE-POLAR
REPRESENTATION

points are incorrect for the three-polar representation.
We note that the unipolar representation and the threepolar one undergo the same variation of the point P1 in
the two parts of experimentation. The figure 2 illustrates the variation areas of the reference points.
For each part of this study, the Hausdorff shape distance
is computed between:

The stability is one of the most important properties of
a given 3D surface representation. This property is of a
paramount importance since we wish that a small local
deformation on the surface don’t lead to a big change
of the corresponding representation.
In our work, we are interested in studying a special stability under errors of the reference points positions. We
propose to make here a comparison between the threepolar representation and the unipolar one in the sense
of the proposed stability. We used the object "Stanford
Bunny" [Tur94] which is known as a standard model for
testing graphical algorithms. The figure 1(a) illustrates
this object and the figure 1(b) shows the used three reference points chosen randomly on this object.

• The three-polar representations with errors on the
positions of the reference points and the corresponding reference one.

• The unipolar representation with errors on the positions of the reference point and the corresponding
reference one.

All the variations of the Hausdorff shape distance are
computed according to the position of the common
point P1 between the three-polar representation and the
unipolar one. Here, sixteen positions of the point P1 are
chosen randomly on the disc of radius value equal to
RGmax around its correct position. The figure 3 shows
the variation of this distance for the first part of study.
We can note that the three-polar representation is more
stable than the unipolar one in the case of one reference
point with errors of extraction. In fact, the distance values are smaller in the case of the three-polar representation than the unipolar one.
In the second part of study, for each wrong position
of the point P1 , many incorrect positions of the points
P2 and P3 exist. For each wrong position of the point
P1 , we compute the average of the Hausdorff shape distances obtained for incorrect positions of the points P2
and P3 . The figure 4 illustrates the variation of the
Hausdorff shape distance for the second part of study
according to the wrong positions of the point P1 . From
this figure, we can observe also that the three-polar representation has ensured a more stability than the unipolar one.

Figure 1: (a) The "Stanford Bunny" object. (b) The
used three reference points.
We denote by P1 the common reference point between
the three-polar representation and the unipolar one. P2
and P3 are the two other points of the three-polar representation.
In the case of extraction errors of a reference point,
we assume that it belongs to a geodesic disc of radius equal to RGmax around its correct position. In our
work, we qualify by a reference representation the one
constructed from reference points that are all extracted
without errors. In order to establish this comparative
study, the experimentations are performed on two parts.
Each part corresponds to a variation of reference points
positions. In the first part, only the positions of the point
P1 are extracted with errors for the two representations.
In the second part, the positions of the three reference
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Figure 3: First part of study: Hausdorff shape distance according to the positions of the point P1 chosen randomly
on the geodesic disc of radius value equal to RGmax around the correct position of the point P1 .

Figure 4: Second part of study: Hausdorff shape distance according to the positions of the point P1 chosen randomly on the geodesic disc of radius value equal to RGmax around the correct position of the point P1 .

5

HUMAN FACE DESCRIPTION WITH
THE THREE-POLAR REPRESENTATION

5.1

The choice of the reference points consists the first
step of the three-polar representation construction. We
choose to use the two outer corners of the eyes as
two reference points for the proposed three-polar representation. Indeed, there is a general agreement that
eyes are the most important facial features [Cam07].
In fact, they are a crucial source of information about
the state of the human being and their appearance is
less variant to certain face changes. Since the nose
tip is commonly used for the unipolar representation
[Sam06, Sri08, Gad12], it will be also chosen as a third
reference point in the three-polar representation. We

The 3D face description has received a great deal of attention over the last few years because of its various
application domains like biometrics which are one of
the most important. We test here the performance of
the three-polar representation on the 3D meshes of the
database Bosphorus [Sav08] in the mean of the Hausdorff shape distance. We use a total of ten faces that can
be grouped into two classes. A first class contains five
faces of the same person with different expressions and
a second one contains five faces of different persons.
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refer to the work of Szeptycki et al. [Sze09] for the
automatic extraction of these points. This method is
based on a curvatures analysis with the use of a generic
face model generated from a set of faces of the database
Bosphorus.

5.2

3D face description: Good extraction
of the reference points

We test in this section the performance of the threepolar representation for human face description in
the case of a good extraction of the reference points.
The figure 5 shows the three-polar representation with
different resolutions which are linked to the number of
levels in the representation construction.

Figure 6: Matrix of pairwise normalized Hausdorff distances between the ten facial surfaces. The first five
faces correspond to the same person while others belong to different individuals

Figure 7: Variation area of the reference points for the
first case of study: (a) the unipolar representation. (b)
the three-polar representation

Figure 5: Row 1: A neutral face. Row 2: A face with a
surprise expression. (a) The three-polar representation
with 10 levels. (b) The three-polar representation with
20 levels. (c) The three-polar representation with 30
levels.

the first case of study for the two representations.
In the second case of study, the three reference points
are chosen randomly in the three geodesic discs of radius values equals to RGmax around their correct positions for the three-polar representation. We note that
the nose tip has the same variations for the both representations. The figure 8 illustrates the variation area of
the reference points in the second study case.

In order to illustrate the effectiveness of the three-polar
representation, the matrix representing the pairwise
normalized Hausdorff shape distance is computed
between the ten faces. The first five faces correspond
to the first class. The rest belongs to the second class.
The figure 6 illustrates this matrix.
This matrix shows that the distances between the
faces of the same person are smaller compared with the
ones computed between faces of different individuals.

5.3

3D face description: Extraction errors
of the reference points
Figure 8: Variation area of the reference points for the
second case of study: (a) the unipolar representation.
(b) the three-polar representation

A comparative study between the three-polar representation and the unipolar one is established in the sense
of the 3D face description when extraction errors of the
reference points positions exist. Two study cases are
considered. For the first case, only the common point
between these two representations is extracted with errors. It corresponds to the nose tip which is chosen randomly in this case in a geodesic disc of radius value
equal to RGmax around its correct position. The figure 7
illustrates the variations area of the reference points in
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For each study case, the matrices of pairwise normalized Hausdorff shape distance are computed for the two
representations. The results of the first study case are illustrated in the figure 9.
From the observation of these two matrices (figure 9),
we can note that the three-polar representation better
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Figure 9: Matrices of pairwise normalized Hausdorff distances between the ten facial surfaces with errors on the
positions of the nose tip. (a): The unipolar representation. (b): The three-polar representation.

Figure 10: Matrices of pairwise normalized Hausdorff distances between the ten facial surfaces with errors on
the positions of the nose tip for the unipolar representation and on the positions of all the reference points for the
three-polar representation. (a): The unipolar representation. (b): The three-polar representation.

one is established in the sense of the stability under errors on the reference points positions. We applied the
novel 3D representation for 3D human face description
in the mean of the Hausdorff shape distance.
The perspectives of future works involve the application of the three-polar representation on a larger number of 3D face surfaces. We intend also to find the optimal number of the levels of the novel representation.
Finally, we propose to generalize the three-polar representation to n reference points. The value of n must be
optimal in the sense that it will not be necessary to add
other reference points.

caracterizes 3D faces than the unipolar one in the case
of wrong positions of only one reference point. In
fact, the distances between the faces of the same person are smaller for the three-polar representation than
the unipolar one.
The figure 10 shows the two matrices corresponding to
each representation for the second study case. We can
note that the three-polar representation has shown also
better performances for the description of 3D faces in
the second case of study than the unipolar one.

6

CONCLUSION

In this paper, we have studied a novel 3D invariant
curved surface representation. It is qualified by threepolar since it is constructed from the superposition of
the three geodesic potentials generated from three reference points of the surface. The goal was to generalize
the representation constructed from one reference point
and to ensure a more stability in the case of errors on
the reference point positions. A comparison study between the three-polar representation and the unipolar
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ABSTRACT
Cartographic flow maps are graphical representations for portraying the movement of objects, such as people,
goods or traffic network, from one location to another. On the one hand, flow maps can reduce visual clutter by
merging single representations of movement. On the other hand, flow maps are also fast to produce and simple
to understand. In this paper, we present a new method for the automatic generation of flow maps. Our method is
based on a theoretically grounded physical system to describe the motion and forces of attraction and repulsion
between data points. Additionally, support for an optional supervision of the graph layout is also available. Finally,
the cost of our algorithm is evaluated and a comparison with existing implementations is provided. Results have
shown a good balance between computational complexity and the visual quality of the generated maps.

Keywords
Flow maps, force-directed algorithm, geovisualization, graphical interaction

1

INTRODUCTION

the generation of flow maps that shift the modelling effort to the user side [1]. On the other hand, our algorithm gives also the possibility of supervising the layout
of the flow map during the creation process. Our algorithm not only shows a good computational complexity,
but it also satisfies the following aesthetic criteria for
flow maps [19, 27]:

Flow maps depict the movement of phenomena between geographic locations [25]. Phenomena can represent the movement in geographical space of both tangible (e.g. people, bank notes, and goods) and intangible
objects (e.g. energy, ideas, and reputation). The links
in a flow map, called flow lines, describe the movement
of objects from one location to another. The way flow
lines are aggregated and depicted is what makes a given
flow map’ algorithm unique.

C1. The use of smooth curves for aesthetic purposes;
C2. The possibility of aggregate flows, reducing the visual clutter;
C3. Emphasises the main branches of the flow tree;
straight lines are correlated to target destinations
with high magnitude;
C4. The target destinations represented by geometrical
features such as circles are not overlapped with flow;
C5. The flow is crossing-free.

The Sankey flow drawing technique [23] is an example of a method to aggregate flow lines. It describes
the thickness of the aggregated flow lines to be proportional to the sum of the flows’ magnitude they represent. Although the idea of defining the thickness to be
proportional to the magnitude was intensively used by
Matthew Sankey in 1898, it is known that he was not
first to use it.

This paper is structured as follows. The next section
surveys the relevant literature, both to see if similar
studies have been done, and to provide the framework
from which to evaluate the relevance and impact of this
study. The third section of the study explains the proposed algorithm and covers all the implementation details. The fourth presents the benchmarks based on a
test case and explores the meaning of this study in terms
of visual appearance and performance. The last section
wraps up possible extensibility.

In this paper, we describe an automatic technique for
the generation of natural and high visual quality flow
maps using a force directed algorithm. On the one hand,
it provides an alternative to already available tools for

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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RELATED WORK

In this section, we describe relevant techniques to the
generation of flow maps and edge bundling algorithms.
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2.1

Flow map algorithms

to the magnitude of the flows. Although the time complexity is not mentioned, it is expected to be O(i · m · n),
where i is the number of iterations, proportional to the
number of target nodes n, and m is the set of all nodes.
The time required to create a flow map is described as
a ’couple of minutes’ for large-scale flow maps (hundreds of target nodes) and less than a minute for localised flow maps (tens of target nodes). In addition,
the flow tree has a unique topology on a given set of
georeferred points. Hence, the same tree is used to represent all temporal datasets where only the magnitude
varies. This bears some limitations since the magnitude
is considered only after the tree generation.
Nocaj et al. [18] proposed an approach based on a new
drawing style for the generation of flow maps called
confluent spiral drawings. Confluent spirals consist of
smooth drawings of each bundle in which edge directions are represented with smooth appearance. A sequence of spiral segments is used to represent an edge
between the origin and the target node, and the vortex of each spiral corresponds to a target node. At the
first step, edges are partitioned in O(m · log4), where
m is the number of edges and 4 is the maximum degree of a vertex. The overall runtime of the main
step is O(k · n · 42 ), where k is the number of candidate points over each spiral used as possible starting
points for other spirals and n is the number of target
nodes. The target nodes do not cross the flows if the
edges are approximated with s segments. When an obstacle overlaps a branching point, it will be branched
out in an earlier or later phase of the parent spiral to
miss that obstacle. The computational time required is
O(n · logn) + O(s · log(n + s4)).
In 2013, a force directed algorithm [10] was introduced
to automatically generate flow maps. The algorithm
generates a set of intermediate nodes from the original flow map and then performs nodes merging using a
force-directed strategy. The downsides of this approach
are the high time complexity and the number of parameters, which consequently affect the final layout of the
flow map. Moreover, it does not implement a smooth
line model in its rendering phase. In this paper, we
have significantly improved those aspects, as well as
introduced novel features to support user supervision.
A study on the influence of the number of intermediate
nodes on the final result is presented as well.

The first flow map representation was created by Henry
Harness in 1837 [21] and then popularised by Charles
Minard around 1850 [22]. Minard is considered a pioneer in the use of graphics in engineering and statistics,
mainly due to his map on the subject of Napoleon’s disastrous Russian campaign of 1812 [16]. In 1987, Waldo
Tobler designed the first software for an automatic generation of flow maps, called FlowMapper. This software draws flow lines as simple straight lines connecting both source and target points [26]. Although the
biggest issue of FlowMapper is the visual clutter it produces, there are techniques that can be used to improve
the final output. For example, we can sort flow lines
by flow magnitude, use transparency, and apply personalised filters based on their magnitude, length, etc. To
reduce the number of nodes, we can apply clustering
methods, e.g. based on geographic proximity or political regions [7]. However, as we shall see, these tricks
are not always an acceptable solution.
In 2005, Phan et al. [19] developed an innovative
method to automatically generate flow maps. The
method is characterised by its aggregation technique
and curved edges. The authors defined a binary hierarchical clustering to formulate the layout in a simple and
recursive manner. During the rendering phase, paths
are drawn as cubic Catmull-Rom splines [8]. Then, in
a post creation phase, users are given the possibility
to alter the shape of the flow lines by moving their
control points. The advantage of this algorithm is
its computational complexity; a quadratic worst-case
time. For example, on a 1.4-GHz laptop, the creation
of a flow map has an order of magnitude of seconds.
However, the algorithm has also its limitations. On
the one hand, visual nodes are often moved from
their original position if their proximity is too small,
therefore losing their geographical reference. On the
other hand, if there are too many target nodes in a small
area, by forcing binary splits, it introduces too many
extra routing nodes that leads to an unreadable clutter.
Verbeek et al. [27] introduced a method to overcome
the aforementioned limitations by using directed anglerestricted Steiner trees of minimum length, also known
as spiral trees. The creation of these spiral trees can be
computed in O(n · log(n)) time, where n is the number
of target nodes. The edges of the spiral trees are logarithmic spirals, implemented as cubic Hermite splines.
Flow trees are designed to avoid crossing nodes, as well
as user-specified obstacles. In order to straighten and
smooth the tree, a cost function is defined. At each iteration, a new position of the intermediate nodes is computed and the cost function is calculated. Then they
apply the steepest descent to minimise the global cost
function, which is the sum of the cost function for each
intermediate node. The layout is updated accordingly
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2.2

Edge bundling techniques

Visual clutter is a common issue in the graph drawing domain for small as well as large graphs [17].
Force-directed algorithms [15] can be used to rearrange nodes’ positions. In a force-directed algorithm
the graph is represented as a physical system of particles with forces acting between them. At each iteration,
the energy of the system changes. The algorithm halts
when local minimum of the energy is found.
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The combination of attractive forces on adjacent vertices, and repulsive forces on all vertices, was first introduced by Eades et al. [11]. A few years later, similar
methods were presented as an extension to this idea.
For example, Kamada and Kawai [14] introduced the
idea of using only spring forces between all pairs of
vertices, with ideal spring lengths equal to the vertices’
graph-theoretic distance.
In recent years we have seen an increasing interest on
force-directed algorithms, mainly in edge bundling. In
edge bundling, the edges of a graph are bundled together if certain conditions are met. Holten et al. [13]
presented a force-directed algorithm in which edges
were modelled as flexible springs that can attract each
other while node positions remain fixed. This algorithm was extended to separate opposite-direction bundles, emphasising the structure of the graph [24]. Cui et
al. [9] described a mesh-based edge-clustering method
for graphs. Control mesh generation techniques were
used to capture the underlying edge patterns and to
generate informative and less cluttered layouts. Ersoy
et al. [12] created bundled layouts of general graphs,
using skeletons as guidelines to bundle similar edges.
Pupyrev et al. [20] proposed an edge routing algorithm
based on ordered bundles. With this technique the
edges are placed in parallel channels to avoid overlap.

Figure 1: Overall system diagram.

3.1

Initially each flow line, i.e., the line that connects the
root r with a leaf node li , is a straight line. The first step
is to divide each flow line in sub-segments of length
d composed by the intermediate nodes mi, j . The index i identifies the leaf node li of the original segment. This index takes into account the position of
the leaves in clockwise order. The sorting operation required to obtain such indexes has a computational cost
of O(n · log(n)). The index j identifies the order of
the intermediate nodes associated to li . At a distance
d from the root r, there will be the intermediate nodes
m1,1 , m2,1 , ..., mn,1 . At a distance 2d, the set of nodes is
m1,2 , m2,2 , ..., mn,2 , and so on (see Figure 2). Therefore,
the number of intermediate nodes mi, j is proportional
to the distance between a leaf li and its root r. Each
intermediate node mi, j is tagged with the following information:

One drawback of edge bundles is that they "hide" explicit node to node links. Hence, it is not easy to understand which are the nodes connected to a certain origin. Although, the main objective of these techniques
is the reduction of the visual clutter, at the stage of
the research, bundling methods cannot be used for the
creation of Sankey flow maps; they do not accurately
represent the total magnitudes flowing and they do not
merge.

3

• the parent node; initialised as pred(mi, j ) = mi, j−1 .
• the child nodes; where next(mi, j ) = {mi, j+1 } is the
initial set.
• the interacting nodes; a set containing the surrounding nodes. int(mi, j ) = {mi+1, j , mi−1, j } is the initial
set. Leaves cannot be interacting nodes.

SYSTEM DESIGN

In this section, we describe the four components that
characterise our application (see Figure 1). The first
layer, entitled Basic Structure Generation, is responsible for the generation of the flow tree. Once the tree
structure is generated, a second layer - Flow Graph
Layout - is responsible for applying interaction forces
to nodes and then for updating the tree structure accordingly. As described later, this phase is executed for a
number of iterations. Then, the third layer - Rendering
- depicts the flow map. Finally, the layer Interaction
is designed to give users the possibility to modify the
output by means of simple user’s actions.

• the magnitude: mgn(mi, j ) = mgn(li ).

The algorithm receives as an input the geographic position of the origin, that is, the root node r of the tree
t and n geographical destinations corresponding to the
leaves l1 , l2 , . . . , ln , respectively with flow magnitudes
mgn(l1 ), mgn(l2 ), . . ., mgn(ln ).
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Basic Structure Generation Layer

Figure 2: Nodes representation: m3,3 , mgn(m3,3 ) =
mgn(l3 ), pred(m3,3 ) = m3,2 , next(m3,3 ) = {m3,4 } and
int(m3,3 ) = {m1,3 , m4,3 }.
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The notation Â and kAk gives respectively the unit vector and the norm of A. The factor (mi, jˆ− s) gives
the direction of the force vector and m 1−s the force
k i, j k
length; the closer the two nodes are, the higher is the
force between them. mgn(s) and mgn(mi, j ) are respectively the magnitude of s and mi, j . Without the factor
mgn(s)
mgn(s)+mgn(mi, j ) the formula takes into account the distance of the interacting nodes but not their magnitude.
We want nodes of smaller magnitudes to be attracted by
nodes of higher magnitude. Moreover, we want flows
with higher magnitude to have straighter shapes than
the ones with lower magnitude.

When a node mi, j does not have as interacting node the
node mi−1, j (due to the fact that the distance from mi, j
to r is greater than the distance from li−1 to r), it will be
substituted with the first of the previous ones, as shown
in Figure 2. The same applies to the absence of the node
mi+1, j . Consequences are explained in Section 4.1.

3.2

Flow Graph Layout Layer

This layer aims at computing the flow graph layout.
Figure 3 illustrates the evolution of a tree structure during the execution of the algorithm. The two steps that
define this layer are executed in sequence, and for a
number of iterations.

3.2.1

In addition to the attractive force, a stress force Fs is
applied to each intermediate node, to keep a ’middlealigned’ position from the parent node, as well as from
the child nodes.

Nodes merging phase

This phase was designed to update the structure of the
tree t, which becomes obsolete after the merging procedure. The following pseudo-code describes the merging
steps:
for each intermediate node mi, j do
for each s ∈ int(mi, j ) do
if samePosition(mi, j , s) & Pred(mi, j ) ≡
Pred(s) then
createNode(s, mi, j )
removeNode(s)
removeNode(mi, j )
end if
end for
end for

Fs (mi, j ) = (prev(mi, j )−mi, j )+

s∈nextmi, j

The condition defined in Equation 2 ensures that nodes
move always towards children of higher magnitude.
mgn(mi, j ) is the magnitude of the current node, that
is, the sum of the magnitude of all children. mgn(s)
is the magnitude of a child node. In order to avoid oscillations, the stress force is applied only if the force is
greater than a threshold t: Fs (mi, j ) > t. The final formula to compute the force corresponds to the sum of
the stress and the attractive forces:
Ff inal (mi, j ) = Fa (mi, j ) + ks · Fs (mi, j )

The total force of the system is equal to the scalar sum
of all forces applied to the intermediate nodes. After
each iteration the total force decreases, firstly because
the number of nodes is reduced, and then because the
interacting nodes become out of range (i.e. when the
distance from their associated node is greater than da ).

This phase aims at readjusting the position of intermediate nodes. The behaviour of each intermediate node
depends on two forces: the attractive and the stress
force. The attractive force is calculated only between
the node and its interactive nodes, within a certain distance da . The attractive force Fa , is given by the equation:

∑

s∈Intmi, j

1
mgn(s)
(mi, jˆ− s)
mgn(s) + mgn(mi, j ) mi, j − s
(1)
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(3)

where the constant ks is the oscillation that defines the
stress force. In this context, the concept of force is the
one of displacement applied to a node.

Nodes moving phase

Fa (mi, j ) =

mgn(s)
(mi, j −s)
mgn(mi, j )
(2)

The function samePosition requires a threshold ds to
define whenever two positions are equivalent. The existence of a common parent for s and mi, j is a necessary
condition to maintain the structure as a tree and not only
as a directed acyclic graph. The function createNode
inserts a new node. The new node shares the parent
node of s and mi, j ; the child nodes of s and mi, j ; has
as interaction nodes the interaction nodes of s and mi, j ;
has as magnitude the sum of the magnitudes of s and
mi, j ; and has as position the middle position between s
and mi, j . The function removeNode(k) deletes the intermediate node k from the system. The computational
complexity of this phase is O(m) in each iteration.

3.2.2

∑

The tree structure is marked as ready once a stable total force is reached. Unfortunately, the tree structure
does not take into consideration the overlap of nodes,
one of the criteria that this algorithm aims to achieve.
Hence, the objective of the next step is to apply a repulsive force Fr to intermediate nodes within a certain
distance dr from the leaf nodes. The displacement is applied only at the end because otherwise it would affect
the evolution of the tree t.
Fr (mi, j ) =

∑
l∈leaves
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−1
(mi, jˆ − l)
mi, j − l

(4)
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Figure 3: Tree structure during the generation of the flow map.
dering library used is JOGL, a binding of OpenGL for
Java, which has been released by Oracle for Windows,
Solaris, Linux and Mac OS platforms. Maps can be visualised both in 3D and 2D.

The repulsive force is equal to the opposite of the attractive force without the factor that takes into account
the magnitudes. Additionally, we add the stress force to
guarantee that the position of children nodes is updated
properly once the node location changes (see Figure 4).

For aesthetic purposes, curves
were preferred over straight
lines during the rendering
phase [6]. Xu et al. published
a study to empirically evaluate
their effectiveness on common
graph-related tasks [28]. In
our implementation, we used
natural Cubic Splines for the
depiction of the flow lines.
Figure 5:
Splits We decided for this kind of
of flow lines. Un- curve representation because
filled circles shows it interpolates the intermediate
the starting point of nodes and its design dynamics
the child’s spline.
are intuitive. The line width is
proportional to the magnitude
of the intermediate nodes that compose the flow.
Moreover, for each split the starting point of the child’s
spline is shifted by a distance proportional to their
width, in a direction perpendicular to the edge’ vector
(see Figure 5).

Figure 4: (left) Overlapping between a flow line and
a leaf node. (right) Repulsive and stress forces are applied to avoid overlapping.
In pseudo-code the operations of this phase are described as follows:
for each intermediate node mi, j do
if SystemIsStable == FALSE then
displ(mi, j ) = Ff inal (mi, j )
else
displ(mi, j ) = Fr (mi, j ) + ks · Fs (mi, j )
end if
end for
for each intermediate node mi, j do
position(mi, j )+ = displ(mi, j )
end for
SystemIsStable = checkStability()

Additionally, leaf nodes are marked as circles whose
size is proportional to their magnitude. It is possible to
visualise the tree structure as well; intermediate nodes
are depicted in red if they have more than one child
node and black otherwise.

In summary, the execution of the algorithm runs in two
steps. First, Equation 3 is applied until the total force of
the system is stable. Then the attractive force is substituted with the repulsive force to avoid overlapping with
destination nodes. When the system becomes stable for
the second time the algorithm stops. At the end, the
intermediate nodes’ position is updated.

3.3

3.4

Rendering Layer

The interaction layer supports two scenarios: the automatic generation of a flow map and the supervised step-

The classes responsible for rendering the maps on the
screen are defined in the Rendering layer. The 3D ren-
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Interaction Layer

The interaction layer enables the possibility of interacting with the structure of the flow graph tree, and consequently can improve its visual quality. At the current
state of the research, automatic methods for the generation of flow maps do not support supervised layouts
before concluding the generation process. Manual updates are possible once the layout is generated.
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4

by-step layout generation. The latter option gives users
additional control over the final layout. Hence, a given
area can be progressively refined, for example, by moving certain intermediate nodes to a different location.
After applied the translation force, the system takes it
into account and recomputes the new flow graph tree.

EVALUATION OF THE ALGORITHM

In this section, we compare our algorithm to existing
implementations. We also provide an evaluation of its
computational cost. Results have shown a good balance
between computational complexity and the visual quality of the generated maps.

The user interface has three input components to control the generation process. A button next to compute
the node merging phase and the node moving phase for
the next step. Since the number of iterations can be in
the order of ∼ 1000, the user has also the possibility
to run it in batches. At any moment, the user has the
possibility to manually modify the attractive, stress and
repulsive forces and decide when its time to stop the
algorithm execution.

4.1

Comparison with existing algorithms

Table 1 provides a description of the most relevant
methods for the automatic generation of flow maps accordingly to the aesthetic criteria defined in Section 1.
The Y/N letters stand for Yes/No and the properties
marked with a star have limitations that are also explained.

As described in Section 3.2, the algorithm is responsible for the management of all the forces involved in the
system.

Methods
Flow Map Layout
Flow Map Layout via Spiral
Tree
Confluent Spiral Drawing

C1/C2
Y

C3
Y*

C4
N

C5
N

Time Complexity
O(n2 )

Y

Y*

Y

Y

O(n · log(n)) +
O(i · m · n)

Y

N*

Y

Y

Force Directed
Flow Map Layout

Y

Y

Y*

Y*

O(n · log(n))
O(k · n · 4)
O(s · log(n
s4))
O(n · log(n))
O(i · m · n)

+
+
+
+

Table 1: Table for the comparison of the algorithms for
automatically generated flow maps.
(a) Automatically generated flow map.

C1. All methods evaluated in this section use smooth
lines. The flow map layout algorithm [19] uses CatmulRom splines, Flow Map Layout via Spiral Tree [27]
uses cubic Hermite splines and Confluent Spiral Drawing [18] uses logarithmic spirals. Our algorithm uses a
natural Cubic Spline to represent flow lines.
C2. The first two methods compute the aggregation of
flow lines through the creation of binary splits. Unlike
the first, the second method can recursively perform binary splits that are then merged if the distance meets
a certain threshold. Confluent Spiral Drawing and our
algorithm do not impose such limitation.

(b) Flow map generated with the supervision of the user.

Figure 6: Flow maps illustrating the migration from
California between 1995-2000. Intermediate nodes are
visible only during the supervised mode. The ovals
identify the areas where the user requested the aggregation of flows.

C3. The criterion states that the flow magnitude should
affect the layout of the generated map. However, such
condition is not completely satisfied by the first three
algorithms. In the first two algorithms only the position of the intermediate nodes is affected meanwhile the
structure of the tree remain unmodified. The authors
justify such restriction with the claim that it helps the
comparison across different time periods. In the third
algorithm the magnitude is not taken into consideration. Although the authors claimed the possibility to
use other attributes instead of only the distance from
the root node, their paper not goes into details describing this aspect. Nevertheless, it can be useful to have

The use of the supervised mode is useful when a flow
map is composed by a large number of branches. In
such scenario, the user can ’drag & drop’ intermediate
nodes with the goal of activating new attractive forces to
reduce the number of branches of the tree structure. The
Figure 6 shows a geographical dataset depicted with
and without the user supervision.
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a dynamic tree typology to give emphasis to flow lines
with greater flow magnitude.

(a)

(b)

Figure 7: Representation of a flow maps with different
magnitudes
As showed in Figure 7, our method can depict a flow
tree with a structure specifically designed to account for
the magnitude of each destination node, that is, it takes
into consideration the magnitude factor in the force behaviours.
C4. The leaf nodes are not overlapped for all the methods except the first; a buffer is used to distance the flow
lines from the nodes. In our algorithm if the number of
intermediate nodes is not sufficient some overlapping
can occur - i.e if the dr is less than d/2.
C5. In our algorithm the overlap of flow lines depends
on the criteria used to define the interacting nodes. If
the rule is to assign for each mi, j the nodes mi−1, j and
mi+1, j (if they exist) as interacting nodes, the tree is
crossing-free. On the other hand, if we extend the
rule as described in section 3.1 (for example the node
m1,3 ∈ int(m3,3 ) in Figure 2), the overlapping is permitted but the quality of the generated output is improved.
In Figure 8 is possible to assess the benefits of this decision. However, by increasing the number of intermediate nodes we can reduce considerably the possibility
of such scenario.
Figure 9 shows the comparison of flow maps depicted
with Flow Map Layout, Flow Map Layout via Spiral
Tree, Confluent Spiral Drawing, as well as with our
algorithm. The output of the first algorithm contains
many crossings, the grouping of nodes is somewhat unnatural, and the edges are often difficult to follow. The
other outputs can be considered aesthetically pleasing,
although no methodology exists to evaluate flow maps
generated automatically.

4.2

Figure 8: This example highlights a weak case in terms
of visual quality and how it is solved. A flow map
where the absence of overlapping is guaranteed (top),
flow map with the possibility of overlapping but with
better visual quality (bottom).
the flow map. Figure 10 compares the number of nodes,
time and iterations for a flow map that depicts the top
30 exports of Whisky from the UK. Let fn = 30 and
m = 338 be the initial number of intermediate nodes,
then the algorithm stops after 2,51 seconds and 1597 iterations. With fn = 60 and m = 695, the algorithm halts
after 9,46 seconds and 2487 iterations. For fn = 100
and m = 1177, the algorithm stops after 23,1 seconds
with a total of 4240 iterations. Note that a small number of intermediate nodes does not guarantee that all
flows are cross-free or the absence of crossing with the
leaf nodes, see respectively the second and first map in
Figure 10.
The plot depicting the total force illustrates when the
algorithm finds a local minimum of the total force and
when it applies the repulsive force instead of the attractive force to its nodes; for each of 3 cases the force has
a pick and then it decreases until a minimum is reached.
It is possible to notice that the convergence is fast using
the total force of the system as cost value.
In the plot depicting time, when the stress repulsive
force is introduced to overcome the overlapping of destination nodes, the function increases the time; in the
first step the time complexity is in the order of O(i · n),
meanwhile in the second step the destination nodes
must be considered, making the time complexity in the
order of O(i · m · n). Our algorithm performs a flow map
with intermediate nodes in the order of one thousand in
less than a minute.

Evaluation of the computational complexity and visual quality

To decide the number of intermediate nodes to generate, we need to set the distance d between the intermediate nodes. We define the parameter fn to be the
maximum number of intermediate nodes in a flow line.
Then we assign d = dmax /( fn + 1), where dmax is the
length of the longest flow line. This parameter consequently affects the performance and visual quality of
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In addition to fn and distance d between intermediate
nodes, we have the following parameters: the threshold
ds that defines when two positions are equivalent; the
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(a)

(b)

(c)

(d)

Figure 9: Maps illustrating migration from Texas 1995-2000. The output of [19] (a), the output of [27] (b), the
output of [18] (c) and the output of our algorithm (d).
Statistics Norway [5] and U.S. Census Bureau, Countyto-County Migration Flows [2].

distance da for the attractive force; the distance dr for
the repulsive force; and the constant oscillation ks that
varies between 0 to 1. After performing several tests we
concluded empirically that 0.1 is an optimal value.
Figure 11 depicts the effects of varying the main parameters of the algorithm. On the top there are three flow
maps varying the number of intermediate nodes, on the
left the factor fn is 12, in the center fn is 50, and on the
right the value is 100.
We observed that in situations where the number of
nodes is low, the merging of flow lines is reduced and
the result is often not satisfactory. We have also noticed
that after a certain threshold the algorithm produces no
significant improvements.
On the bottom we see what happens if the factor that
takes into account the magnitude is removed from Formula 1 (center image) or from Formula 2 (right image).
The first case generates sparser results. In the former
case, the position of each split does not follow the direction of the lines (for example, the main branch on
the right of the origin). In the bottom left the range for
the attractive force is reduced (low da ), the number of
branches is increased mainly near the origin.
The datasets used in this paper can be retrieved online
from: the Scotch Whisky Association in Edinburgh [4],
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All flow maps depicted in this paper were computed
and visualised on a Intel laptop with 1.64 GHz and 2
GB of RAM. The algorithm was initially developed using a 2D Java canvas, but was later ported to 3D and
integrated in NASA WorldWind [3]. Hence, both 2D
and 3D views are supported.

5

CONCLUSION AND FUTURE
WORK

This paper describes a force-directed algorithm for the
automatic generation of flow maps. The algorithm for
computing the flow map iteratively minimizes the energy of a system composed by a set of forces that characterise a well-drawn flow map.
The main aspect is that the flow tree, as well as the flow
lines, are mainly based on the magnitude of the destinations. The second aspect is the possibility to supervise
the output during each iteration. Even if the visual quality of our algorithm was not proved to be the best compared with the previous work, it depicts good quality
flow maps. Moreover, the method is of easier implementation, and the time requested for the execution is
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Figure 10: On top: flow map with fn = 30 (left), flow map with fn = 60 (centre), flow map with fn = 100 (right).
On bottom: the x axis represents the number of iterations and the y axis the total force of the system (left plot), the
number of nodes (central plot), and the execution time (right plot).

(a) fn = 12

(b) fn = 50

(c) fn = 100

(d) low da

(e) the magnitude factor is removed from
equation 1

(f) the magnitude factor is removed from
equation 2

Figure 11: Various results of our algorithm with different parameters.
in the order of seconds for flow maps of thousand of
intermediate nodes.

Programme. The authors are solely responsible for
the content of this paper. It does not represent the
opinion of the European Community, and the European
Community is not responsible for any use that might
be made of information contained herein.

As a further improvement, we could use a quadtree to
store the position of each node and to reduce the time
needed to avoid crossings between leaf nodes and flow
lines. The algorithm could also be extended to support multi-origin representations. The use of a 3rd dimension can be another challenging direction for future
work.
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ABSTRACT
In this paper we present a chronological review of five distinct data structures commonly found in literature and ray
tracing systems: Bounding Volume Hierarchies (BVH), Octrees, Uniform Grids, KD-Trees, and Bounding Interval
Hierarchies (BIH). This review is then followed by an extensive comparative study of six different ray traversal
algorithms implemented on a modern Kepler CUDA GPU architecture, to point out pros and cons regarding performance and memory consumption of such structures. We show that a GPU KD-Tree ray traversal based on ropes
achieved the best performance results. It surpasses the BVH, often used as primary structure on state-of-the-art
ray tracers. Compared to BVHs, a carefully well implemented ropes-based KD-Tree is from 13 to 71% faster.
However, it may consume up to 9x more memory than other structures. This disadvantage can be a limiting factor
on memory limited architectures.

Keywords
Ray tracing - Ray Traversal - Acceleration Structure - KD-Tree - Octree - Bounding Hierarchy - BVH - BIH Uniform Grid - CUDA

1

INTRODUCTION

pose problems since the programming model was unified by the NVIDIA Compute Unified Device Architecture [NVI14] (CUDA), which delivers a many-core
programmable solution containing parallel stream processors.

Research on ray tracing has been done for more than
four decades [App68]. This technique is commonly
applied to solve the problem of visibility [Whi80], by
searching for the nearest (thus visible) ray-object intersection of each ray emitted into the scene. An immediate search algorithm can be defined by testing intersections between the rays and all geometric primitives.
However, this brute-force approach makes the search
complexity to increase linearly with the number of objects present in the scene.

In this paper we review ray traversal algorithms for five
different data structures: Bounding Volume Hieararchy
(BVH); Octree; Uniform Grid; KD-Tree; and Bounding Interval Hierarchy(BIH). This work also exploits
the CUDA architecture to implement six highly efficient ray traversal algorithms for these data structures.
Finally, our main contribution is a comparative study
of all of those traversals, showing their advantages and
limitations on a modern GPU architecture. To the best
of our knowledge, there isn’t yet a complete comparison between all these main data structures for ray tracing on GPU in the literature.

Since each of these ray-primitive intersections involves
costly multiple floating point arithmetic operations, this
exhaustive search algorithm becomes prohibitive for
different application scenarios, such as photo-realistic
image synthesis of complex geometric scenes and real
time ray tracing. Along time, different data structures
have been proposed capable of organize or group geometric primitives, in order to considerably reduce the
amount of intersection tests necessary to find the nearest primitive.

This paper is organized as follows. Section 2 describes
the basic concepts related to acceleration structures for
ray tracing. Section 3 presents major previous work related to GPU ray traversals. Section 4 details the implementation of the ray traversal algorithms. The comparative analysis is highlighted in Section 5. Finally,
Section 6 draws some conclusions and outlines future
work.

Modern Graphics Processing Units (GPUs) are commonly used as a coprocessor for implementing highly
parallel algorithms, such as ray tracing. GPU programming has become even more suitable for general pur-
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ray doesn’t intersect the node’s bounds, the algorithm
skips traversing that tree’s branch.
Kay and Kajiya [Kay86] proposed a top-down BVH
traversal algorithm, on which the ray is tested against
both bounding volumes from the child nodes. The nearest child node from the ray’s origin is visited while the
farthest is stored in a priority queue like a heap, for a
future traversal. However, the authors didn’t show any
performance gains than a simple stack. In fact, Shirley
and Morley [Shi03] warned the negative impact of a
priority queue overhead. Therefore, our BVH traversal
implementation is stack-based, with optimizations from
the GPU BVH open-source implementation of Aila et
al. [Ail09][Ail12]. For details on our BVH implementation, see Section 4.

Figure 1: 2D examples of Acceleration Structures.

2

BACKGROUND

This section presents concepts related to data structures
that are used throughout this paper.

2.1

Acceleration Structures

When a data structure for ray traversals is used on a ray
tracer, only objects near or somehow related to the path
of the ray are tested. The increase in performance is
significant when compared to the brute-force approach,
since for most cases these close-by, related objects comprise a small fraction of the scene. For affine 3D models, these structures can reduce average search complexity to a sub-linear level and consequently improve
ray tracing performance by one or more orders of magnitude, being therefore commonly known as Acceleration Structures (AS). The following subsections briefly
discuss main concepts of most AS found in literature.
Figure 1 shows a simplified 2D representation of all
evaluated structures.

Octree
An Octree is a spatial 8-ary tree. Therefore, each internal node is split in eight subspaces, represented by
its child nodes, which usually have the same volumes.
A leaf node stores the primitives its subspace contains.
Figure 1 shows an Octrees 2D representative, the QuadTree, since an Octree doesn’t exist in 2D dimensions.
The Octree was created to solve different problems
[Red78][Jac80], such as z-culling and sub-model rotations. To the best of our knowledge, Fujimura et al.
[Fuj83] were the first to propose the use of Octree to enhance ray tracing performance. Later, Glassner [Gla84]
described his Octree building and traversal algorithms,
comparing timing statistics that show speedups above
13x than the brute-force approach. It is interesting to
notice the timing units in hours and minutes, for scenes
that today run in milliseconds on a modern architecture.

BVH
The Bounding Volume Hierarchy (BVH) may be the
oldest AS for ray tracing [Rub80], or at least some of its
concepts, such as tight bounding volumes for early rayobject intersection termination [Whi80]. This structure
partitions groups of objects into disjoint sets, as can be
seen in Figure 1. It’s usually implemented as a binary
tree, on which each internal node stores a tight bounding volume that encloses all primitives it contains, and
also pointers for its child nodes. A leaf node stores the
bounding volume as well, but also the primitives this
volume contains.

Revelles et al. [Rev00] proposed a more efficient ray
traversal algorithm for Octrees, based on how a ray
crosses the children of an internal node, and using simpler arithmetic floating point computations. This algorithm will be discussed with more details in Section 4,
since we implemented this approach for our comparative study on GPU. This choice relied on the fact that
this Octree traversal algorithm is the fastest found in
literature. Furthermore, it is important to point out that
the Sparse Voxel Octree [Lai10], although its novelty
and efficiency on GPUs, only supports voxels as primitives, and therefore isn’t part of our comparative study.

Traversing a BVH node is straightforward: the algorithm test intersections between the ray and the node’s
bounding volume. If it intersects, test the ray against the
child nodes and traverse them or, if it’s a leaf node, perform ray-primitive intersections. Otherwise, in case the

Uniform Grid
An Uniform Grid is conceptually simple: the structure
splits the whole scene space into equally sized axisaligned bounding boxes, commonly known as cells, as
can be seen in Figure 1. Each cell stores a list of primitives it may contain.

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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Fujimoto et al. [Fuj85] proposed the first Uniform Grid
ray traversal algorithm, known as 3D Digital Differential Analyser (3D-DDA), an extension of Bresenham’s
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algorithm, frequently used for line rasterization. However, they applied the 3D-DDA into traversing an Octree instead. In fact, each Octree subdivision can be
interpreted as an Uniform Grid of 2x2x2 cells.

a tree anymore, since it has cyclic connections, a
consequence of more than one possible path from some
nodes to other. Havran et al. [Hav98] described how to
build and traverse a KD-Tree with ropes. It’s worth to
mention the stackless nature of a traversal with ropes,
since the neighbor-links of the leaves are enough to
find the next tree branch to be traversed. On a GPU,
a stackless algorithm reduces high latency memory
bandwidth usage [Pop07]. Therefore, a ropes-based
traversal algorithm is an important reference for
modern GPU KD-Tree implementations, including our
previous work [San12].

The Bresenham’s algorithm defines the largest axis as
driving axis, defining the step size for the other (passive) axis. The main difference is that the ray traversal
algorithm needs to visit all the intersected cells, while
the Bresenham’s can miss some cells from the passive
axis.
A 3D-DDA extension was proposed by Amanatides and
Woo [Ama87]. Being a simple and efficient implementation, it’s the most popular Uniform Grid traversal
found in literature. Our Uniform Grid ray traversal is
based on this approach. For implementation details of
this algorithm, see Section 4.

Havran et al. [Hav97] modified Jansen’s traversal algorithm through statistical analysis of ray-node intersection cases, lowering traversal cost for more probable traversal situations. Moreover, this traversal leads
to less numerical errors, and consequently less visual
artifacts. Compared to KD-Standard traversal, their implementation on a Pentium architecture achieved up to
2x of speedup.

KD-Tree
A KD-Tree [Ben75] is a particular type of a BSP tree
[Fuc80]. In a KD-Tree, each internal node is split in
two by an axis-aligned plane, defining disjoint bounding boxes represented by its child nodes, as can be seen
in Figure 1. A leaf node stores a list of primitives its
volume contains, similar to an Octree’s leaf node. It is
one of the most referenced AS in literature, with at least
eight different ray-traversal algorithms. Figure 2 shows
different traversal schemes of these algorithms.

BIH
The Bounding Interval Hierarchy (BIH) [Wac06] is a
binary tree that, similar to BVH, partitions a group of
objects into disjoint subgroups, as shown in Figure 1.
However, the BIH uses two axis-aligned planes instead
of complete bounding boxes. These splitting planes are
aligned to the same axis, being then represented by just
two floating point values. One represents the end limit
of the left node, while the other the start limit of the
right node. Its main advantages are high efficiency of
construction and very low memory usage compared to
most of the others structures.

Kaplan [Kap85] introduced the first known KD-Tree
ray traversal algorithm, later referred as Sequential
traversal [Hav00]. This traversal executes a cyclic
top-down point search within the KD-Tree nodes, until
the leaf that contains the current search point is found.
After the leaf traversal, the point of interest is changed
to be inside the next leaf node and the search algorithm
goes back to the root node. Therefore, many internal
nodes are repeatedly visited.

The BIH is a relatively recent data structure, with few
related publications on GPU, with some positive results
in related areas such the work of Kinkelin [Kin09] in
Volume Raycasting, focussed on voxels from 3D image textures. To the best of our knowledge, our work
is the first in literature to compare GPU ray tracing performance between BIH’s ray traversal and other algorithms.

Jansen [Jan86] proposed a recursive traversal algorithm
for KD-Tree. His method doesn’t visit a node more
than once, since the recursive calls handle the ordering of nodes to be visited. Aiming efficiency, Havran
[Hav00] presented an iterative version, named later
as KD-Standard traversal [Fol05]. The KD-Standard
traversal uses a stack in order to store the child node
located most far away. Each stacked node is visited
later, when all other near child nodes have been visited.
Therefore, the stack guarantees that the traversal occurs
at the same order than the recursive approach.

3

MacDonald and Booth [Mac90] proposed the concept
of neighbor-links between a leaf and its neighbors
nodes for Octrees and BSP-Trees. A traversal algorithm can then use these links to directly access
adjacent nodes, reducing the number of visited internal
nodes. This technique follows the same concept of
"ropes" [Hun79] in a Quad-Tree (see the dashed lines
in Figure 2). In the strict sense, this structure isn’t
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RELATED WORK

A CPU packet ray traversal algorithm [Bou07] groups
the search computation of such rays in vectorized
Single Instruction Multiple Data (SIMD) instructions.
On the other hand, a GPU Single Instruction Multiple
Threads (SIMT) architecture [NVI14] directly parallelizes a serial algorithm without the requirement of
manual code adaptations into a vectorized one.
Several GPU ray traversal implementations appear in
prior work. Purcell et al. [Pur02] showed how to implement a GPU ray tracing pipeline over a stream programming model. They used an Uniform Grid as AS,
extending their ray tracer on stream programming.
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Figure 2: Traversal order example for different KD-Tree Traversal algorithms. The red circles represent two leaf
nodes that, must be traversed in order. The main difference between KD-Tree traversals is how they go from the
red circle to the other. The dashed lines represent the ropes.
Foley and Sugerman [Fol05] proposed new KD-Tree
traversal algorithms in GPU as competitive replacements to the Uniform Grid traversal. They altered the
KD-Standard traversal algorithm (see Section 2.1), creating two new ones, KD-Restart and KD-Backtrack.
These techniques don’t require a stack for the traversal, since the available graphics cards had very limited
programmable stack memory at that time.

of some nodes. Otherwise, a restart event is processed
in the same way as KD-Restart. Finally, to the best of
our knowledge, Horn’s GPU ray tracing implementation is the first one that achieved interactive rates.
Popov et al. [Pop07] proposed a CUDA KD-Tree
packet ray traversal based on the ropes stackless algorithm (see Section 2.1), showing interactive framerates. Concomitantly, Günther et al. [Gün07] presented
a CUDA BVH packet ray tracer. They concluded that
the BVH ray traversal achieved similar or better results
than the KD-Tree approach. We show in our work that
in most scenes this is not the case anymore.

The KD-Restart algorithm starts over (restart) the
traversal to the tree root every time it reaches a leaf
node, in a similar manner as the Sequential traversal
algorithm. This operation repeats until the ray leaves
the scene volume or some primitive intersection is
found. The cost of this search becomes higher than
of the KD-Standard algorithm, since multiple internal
nodes are revisited.

In order to enhance the efficiency of ray traversals over
the CUDA architecture, Aila et al. [Ail09][Ail12] proposed the use of persistent threads controlling a kernel
to greatly reduce the amount of idle threads in a CUDA
block. Our traversal kernels are entirely based on persistent threads, since they provide considerable increase
of performance and can be used with any AS.

The KD-Backtrack algorithm uses pointers to parent
nodes and their axis-aligned bounding boxes (AABB)
data in order to perform a bottom-up backtrack, returning to the last visited node that has another child to be
visited, not requiring a stack. However, KD-Backtrack
may need about an order of magnitude of primary memory than the KD-Standard approach, since it has to store
six extra floating point AABB data plus one parent
pointer, per node [San12].

In our previous study [San09][San12], we compared
the performance of eight KD-Tree ray traversal algorithms, all of them implemented in CUDA. We showed
that the KD-Standard traversal algorithm can be efficiently implemented on GPU, even with a large stack,
surpassing in performance other simplified algorithms,
such as KD-Restart and Short-Stack. It seems that
these adaptations made for old GPUs can do more harm
than good on a modern hardware architecture. Moreover, we showed that, although the high performance
of KD-Standard traversal, the Ropes algorithm, due to
some optimizations, performed better for all scenes. We
noticed that the amount of slow memory accesses of
bounding boxes data could be reduced by half, fetching only three floating point values necessary to compute the exit parametric value of the ray-box intersection, differently from the original ray-box algorithm,
that has to load the entire six floating point box data
to compute the exit point. Therefore, our comparative
study includes these two best KD-Tree ray traversal algorithms.

In order to reduce the number of revisited nodes, some
modifications of the KD-Restart were proposed by
Horn et al. [Hor07]. Their Push-Down algorithm
changes the root search node to the last one where
the ray hits only one of its children. Since the other
child will never be visited, this internal node can safely
become the new root search node. Then, when a restart
event is triggered, the search goes back to this node
instead of the root node of the tree.
Horn et al. [Hor07] also described the Short-Stack algorithm, a hybridization of the KD-Standard and KDRestart traversals. Instead of a large, tree-depth sized
stack, the Short-Stack uses a small circular array representing a short stack, with a length that considers the
resources limits of the hardware architecture. On ShortStack traversal, if the stack is non-empty, the next node
to be visited is popped from the stack, similar to the
KD-Standard traversal, and thus avoiding re-visitation
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Zlatuška and Havran [Zla10] compared the performance of three AS implemented on GPU: Uniform
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primary rays, a BVH traversal is generally faster than
a stacked KD-Tree traversal. Their work is the closest
one in literature to ours, showing similarities, but
also divergent results to ours. Since it’s an important
reference, we discuss more aspects of their work in
Section 4.

a z-order Morton code on screen space. When a CUDA
warp schedules a batch of 32 rays, the first job is to
identify which tile, sub-tile and pixel each task belongs
to. Then, the camera’s frustum and pixel’s coordinates
are used to define the origin and direction of each primary ray. After ray initializations, the kernel enters the
iterative Whitted-style ray tracing loop. The first step
on this loop is the ray traversal of the scene. The intersection result is then stored and the ray’s origin is
shifted to the point of intersection. They’ll be used on
the next stage, shading. Our shader supports hard and
soft shadows, texture fetches using ray differentials for
sample anti-aliasing, Phong shading, and normal maps.
The shader then compute de final color contribution of
the current ray, adding it to the global pixel color vector.

Laine [Lai10b] and Hapala et al. [Hap11] separately
proposed different algorithms that allowed stackless
traversals on BVHs. Like in our previous work on KDTrees [San12], both papers show that the cost of the
revisited nodes overweights the benefits of these algorithms on current GPU architectures. Laine suggests,
however, that maybe in other and future architectures
this approach could be beneficial by avoiding problems
such as cache trashing.

4

At the end of shading step, the ray direction is changed
based on possible reflections and refractions caused by
the surface’s material properties. If there’s no reflection
or refraction, or the loop reached a maximum depth, the
ray tracing loop is interrupted. Finally, the global pixel
color vector is written on a CUDA surface attached to
an OpenGL 2D texture used to exhibit the image result.

ALGORITHM IMPLEMENTATIONS

Our ray tracing system (named as Real Time Ray
Tracer or simply RT2 ) builds the AS on CPU, while the
ray tracing process is done entirely on GPU, through
a CUDA [NVI14] programming model. RT2 supports
primary and secondary rays, following Whitted’s
[Whi80] simple model, and therefore supports visibility tests, reflections, refractions and hard shadows. We
tested both recursive and iterative versions of Whitted’s
method. The RT2 uses the latter, since it led to higher
performance on CUDA. Moreover, RT2 optionally
supports diffuse soft shadow rays and a plethora of
geometric primitive types, such as triangles, cylinders,
spheres and parametric surfaces.

4.1

4.2

The following subsections briefly discuss how the algorithms used in this comparative analysis have been
implemented.

BVH
Our BVH traversal starts with a standard intersection
between the ray and the scene’s bounding box. If
there’s no intersection, there’s no traversal and we return a null intersection. Otherwise, the minimum and
maximum parametric values of the bounding box intersection are stored. They represent the entry and exit
points of the root node traversal. Then, the algorithm
creates an iterative loop that does the job of a recursive traversal. As already mentioned, recursive calls
are being avoided in due to significant overhead cost
than a straight iterative stacked version, especially on
current GPU architectures. Traversing a BVH internal
node consists in intersection tests between the ray and
the child nodes. A child node is visited only if the ray
intersects its bounds and the nearest entry point of this
child is near than the closest ray-primitive intersection
point found at the time. This avoids visiting nodes that
can’t possibly have closer ray-primitive intersections.
When both child nodes are intersected, the one with the
farthest entry point is pushed on the stack and the other
is visited.

Ray Tracer CUDA Kernel

All of our ray tracing stages are integrated into a single
CUDA kernel, since in our experiments, a multi-kernel
implementation led to poor performance due to additional costs of memory writes and reads from a kernel to another, at least for real time ray tracing without a large amount of incoherent rays. Moreover, our
kernel uses the concept of persistent threads [Ail09] to
avoid idle threads inside a block. Instead of defining
thousands of blocks to be processed, we create only the
necessary to fully occupy the stream multiprocessors of
the GPU. These persistent blocks have therefore fixed
groups of warps that, through atomic add operations,
dynamically schedule rays to be processed. Later, Aila
et al. [Ail12] reported that the persistent threads technique wasn’t more beneficial than default CUDA scheduler on Fermi, since this architecture has better hardware work distribution. However, in our tests, even on
Fermi cards the persistent threads approach still provided up to 11% of performance improvement. The
best configuration found was the smallest possible warp
batch: 32 tasks per atomic operation.

This node traversal stage occurs in another inner loop,
which stops only when we reach a leaf. In this case,
ray primitive intersections are performed. After reaching a leaf node, a node is popped from stack to be vis-

The primary rays are grouped in tiles of 16x32 pixels.
To improve access locality, these tiles are ordered using
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ited. If the stack is empty, then the traversal has finished. It’s worth mentioning that we implemented two
different versions of this iterative BVH traversal algorithm. The first one was using a node that stores its
bounding box and a stack that keeps three variables per
element: the node index and the two parametric intervals it has. However, we experienced an approximately
20% of performance improvement using the approach
described in the open source code of the work of Aila
[Ail09], and therefore our BVH traversal implementation for this comparative study is based on his method.

to a neighbor cell. This incremental loop stops only if
an intersection is found or the current visited cell is the
one that contains the exit point of the ray intersection
with the scene’s bounding box. It’s important to inform
that we tested access of axis data using indirect runtime
access (like point3D[axis]) versus a direct branched ifelse structure. The indirect access led to lower performance, since this indirection forces the variable to go
to a memory space where indirect access are possible,
that in that case was from registers to slow local memory space.
The traversal of this structure led to high register pressure, consuming almost a dozen more registers than
other structures, due to storage of the precomputed 3D
values. To reduce this problem, we followed the suggestion of Zlatuška and Havran [Zla10] to store some
of these values on constant memory space. Indeed,
we experienced a reduction of three registers using
this approach, not enough to improve occupancy, but
it showed slightly faster results.

Aila stores the children bounding boxes on the parent
node. In our tests, this memory layout was more efficient, since when internal node is visited, the children bounds always have to be loaded from memory.
Then, putting these data in a contiguous memory address has benefits for the L1 and L2 cache usage. Moreover, Aila’s stack stores only the node index, computing
or having on the fly the minimum and maximum intervals of the current node. This is also important, since
the stack is stored on cached, but slow Local Memory
CUDA space. We also used the optimized ray bounding
box intersection with intrinsic CUDA PTX instructions
vmin and vmax proposed by Aila et al. [Ail12].

KD-Tree
For this comparative analysis, we implemented two
KD-Tree traversal algorithms: the KD-Standard and
Ropes, mentioned in Section 2.1. Although their differences, both use the same compact node size (8 bytes)
and starts with a ray intersection against the scene’s
bounding box, for early termination, or to define the
entry and exit point in case of intersection.
The KD-Standard algorithm uses a stack to store the
farthest node when both child nodes are intersected.
Our version of this traversal is implemented with a
main loop of the traversal that contains another repetition block that handles the internal node traversal, in
a very similar manner than the BVH inner loop traversal. However, while the BVH traversal tests against two
bounding boxes, the KD-Standard traversal only tests
against a splitting plane. This plane is represented by
an axis and a single floating point value. The inner loop
only exits when a leaf node is found. Then, on a leaf,
the algorithm tests the ray against the primitives. The
traversal is finished if one intersection is found, or the
stack is empty. Our stack stores the node index and
the maximum parametric interval of the node, but not
the minimum, since it can be retrieved on the fly from
the maximum of the last visited node. As it was separately pointed out by Zlatuška and Havran [Zla10],
and our previous work [San09][San12], this layout enhances performance, since the stack has to be implemented on slow local memory.
The Ropes algorithm also has two loops, on which the
innermost one traverses internal nodes, through a simple node search using an entry point to decide to go
to the left or to the right node. Since a point can’t be
inside both child nodes, it doesn’t have to store the farthest nodes. Later in the traversal, the ropes links will

Octree
Our Octree ray traversal implementation is based on
the work of Revelles et al. [Rev00]. They proposed
a top-down traversal algorithm based on index computation of the child nodes to define the traversal order. However, the original algorithm is recursive, with
8-branches factor. We implemented it using template
based pseudo-recursion. We used his optimization details, which consists in computing the parametric values of the ray intersection against the three subdivision
planes using only floating point add and multiplication
by half operations, since the Octree nodes are always
subdivided in half dimensions. Moreover, our implementation also take advantage of computations made in
previous nodes, avoiding redundant operations.

Uniform Grid
As mentioned in Section 2.1, our Uniform Grid traversal implementation is based on the 3D-DDA extension proposed by Amanatides and Woo [Ama87]. They
don’t define a special driving axis like the original differential analyser, meaning that all axes can be now
considered as a driving axis.
The algorithm first tests if the ray intersects the bounding box of the scene, for early termination. In case it
intersects, we use the entry point to define the first intersected voxel/cell. Some constant 3D values, such as interval variations for each axis, are precomputed. Then,
a main loop is defined that incrementally visit one cell
at the time, deciding which axis will be used to shift
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provide a more direct access to the farthest nodes. This
is an efficient GPU inner loop traversal, since the inner
loop just checks if the entry point floating point value of
the splitting axis is less or equals to the splitting plane to
decide if go left or right. Furthermore, the entry point is
obtained before the inner loop, by computing only three
GPU fast fused-multiply-add (fmadd) operations. If the
node is a leaf, the inner loop is skipped and then occurs
the ray-primitives intersections. Before going back to
the inner loop, the algorithm retrieves the next node to
be visited by using the index of the face the ray exits the
leaf node. Thus, is necessary a ray-box intersection to
define the exit face. On our previous work [San12], we
proposed an efficient method of intersection that reads
only three floating points instead of six of the bounding box data, and yet can obtain the complete exit point
information. This way, half of global memory loads of
bounding boxes were avoided, allowing greater performance than older ropes based algorithms.

Fairy Forest[Uta14] (174k triangles) , Dubrovnik’s
Crytek Sponza (262k triangles); and Guillermo’s San
Miguel Model (7.8 millions of triangles). We chose
the Land Rover and Fairy Forest scenes for their low
polygon count and/or uniform geometry distribution.
On the other hand, the Sponza was selected for its
non-uniformity. The San Miguel was chosen for its
high poly count. The results were collected using
an Intel Core i7 3.06 GHz CPU with 8GB of RAM,
running Microsoft Windows 8 Professional 64-bit, and
Visual Studio 2012 with CUDA 6 Toolkit. We used
the fastest single CUDA GPU available at the time:
a Zotac GeForce GTX 780 Ti Amp!, a Kepler device
with Capability 3.5. We activated the L1 cache for
Global memory accesses, since on Kepler L1 disabled
for Global memory is the default state.
We contrast some important information, such as execution time for Whitted-style ray tracing vs random ambient occlusion rays, timing in ms and Mrays/s, number
of average traversal steps and intersections per ray. We
also show memory consumption and CPU build time
for all acceleration structures.

It’s possible to use the ropes to start a ray traversal directly in a leaf instead at the root node [Hav00]. We
use this concept for rays that have their origin inside
the scene, such as reflected, refracted and shadow rays.
Moreover, primary rays originated from cameras inside
the scene can also be traversed slightly faster. Before
executing the ray tracer kernel, we do a fast single point
search location for the leaf that contains the camera’s
position. Then, the ray tracing kernel uses this leaf
node to start the traversals of primary rays. In our tests,
we achieved up to 6% of performance improvement by
starting traversals at a leaf node.

Our BVH and KD-Tree SAH builders feature build
time optimizations based on [Wal06] work, which reduced build time by 3x-4x. Our BVH with spatial splits
(SBVH) is based on [Sti09] work.
As shown in Figure 3, the KD-Tree Ropes and BVH
(SBVH) traversal algorithms achieved the best performance results for all tested scenes. The reason for such
performance enhancement is directly related to a lower
number of traversal steps and/or intersections per ray.
Regarding rendering times, Ropes has as advantage its
ray-AABB intersection optimizations and lower traversal cost for secondary rays, as discussed in Section 4.2.
These optimizations combined significantly reduce the
amount of global memory accesses when the L1 and/or
L2 cache miss. Unfortunately, the Ropes approach demands more memory when compared to other traversal
algorithms. For instance, on the Fairy Forest scene, a
Ropes based KD-Tree uses 4.76x and 8.71x more memory than KD-Standard tree and BVH (SBVH), respectively. However, it’s worth mentioning that even on current low end devices with 1 GB of memory is possible
to ray trace with ropes on most practical scenes, and
even on large ones, with two millions of primitives.

BIH
Our BIH ray traversal implementation follows the work
of Wächter and Keller [Wac06]. It’s a hybrid traversal that mixes concepts of the KD-Standard and BVH
traversal algorithms. The inner loop for traversing internal nodes is very similar to the one on the KD-Standard
traversal, using a stack to push farther child nodes.
However, like the BVH traversal, it’s possible that a
ray misses both child nodes. In this case, a stacked
node is popped to be visited, or the traversal finishes
if the stack is empty. Ray-primitive intersections occur
in leaf nodes. Differently from KD-Tree traversal, it’s
not possible to finish the traversal as soon as a leaf with
an intersected primitive is found, due to possible overlapping cases between child nodes. However, like the
BVH traversal, nodes that start after the nearest primitive intersection found are not visited.

5

The BVH with Spatial (SBVH) splits on construction
achieves closer performance to the KD-Tree Ropes
traversal, since it virtually splits triangles to offer
higher performance, and consequently might have high
memory cost, like the ropes. It’s worth mentioning that,
in our tests, on Fermi architecture, the BVH SBVH
slightly surpasses KD-Tree Ropes performance. This
is not the case on Kepler devices, on which the Ropes
algorithm outperformed any other approach.

RESULTS

In this section we present the quantitative results
of our comparative analysis. In our tests we used
distinct scenes, most of them available on public
repositories: a Land Rover car (77k triangles); Utah
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Figure 3: Measurements for all Acceleration Structures on four different scenes. Color images (on left) show
Whitted-style ray tracing, with reflections, refractions, hard shadows, and a shader that includes complete Phong’s
specular computations, normal mapping, mip mapping, summed-area tables and ray differentials for texture antialiasing. Grayscale images (on right) show ambient occlusion results from shooting random rays at the scene.
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7

It’s important to notice that a BVH gains some advantage when the scene has a geometric uniform distribution. This is closely related to the costs of overlapping
of child nodes: evenly distributed models offers lower
probability of overlap. Furthermore, the BVH suffers
with overlapping, creating large, overlapped leaf nodes.
In these cases, even the SBVH approach wasn’t capable to outperform the Ropes. On the Sponza Scene,
the SBVH used more memory than Ropes, and still
couldn’t reach its performance. Even worse, the build
time was 3x slower than the already slow KD-Tree
SAH builder. On the other hand, the traditional BVH
with SAH construction has low memory usage, but consequently it has considerably lower timings.

8

CONCLUSION AND FUTURE
WORK

This work presented a compilation of different acceleration structures applied to the development of ray tracers, focusing real time rendering. A considerable number of traversal approaches were compared regarding
performance and memory consumption of such structures. We show that, for most cases, a GPU KD-Tree
ray traversal achieved better performance results, specially the one based on ropes. It surpassed even the
BVH, often used as primary structure on state-of-the-art
ray tracers, but probably due to it’s high performance on
construction algorithms. Compared to BVHs, A carefully well implemented ropes based KD-Tree CUDA
traversal can improve performance on a 13-71% approximate range. This suggests that, for critic real time
applications, the ropes based KD-Tree traversal is a
more adequate option on GPU. However, this structure
consumes more memory space than others. This can be
a limiting factor for rendering highly complex geometric scenes or on memory limited architectures. In this
case, BVH and BIH are more suitable options.
As future work, we intend to extend our comparative
study to GPU construction time, relevant research for
dynamic scenes. More information of this and future
related works will be available at http://www.cin.
ufpe.br/~voxarlabs/raytracing
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ABSTRACT
This paper describes the research, design, and development of a ligthweight system created in order to track
multiple insects on just-recorded videos, and generate statistics using the obtained information. The system was
created in order to replace the previous methods (manual monitoring that requires a lot of human assistance, or
expensive specific instrumental) used in a laboratory to analyze insect behavior, and uses algorithms that are fast
enough to allow it to run on a simple mobile phone. The final installation is simple and unexpensive, and allows
the researchers to immediately obtain the data needed to evaluate their work. Typical segmentation and tracking
problems (bad-quality frames, changes on the appearence of the tracked objects or the background scene, occlusion
between an object and the scene or between multiple objects, or camera movement) were attacked. The tortuosity
of the insect’s path was calculated using our own algorithm to approximate the fractal dimension of the trails, and
the result is a flexible system that allows researchers to record and immediately analyze the behavior of multiple
insects in a laboratory.

Keywords
Video Processing, Object Tracking, Computer Vision, Path Tortuosity, Fractal Dimension.

1

INTRODUCTION

strumental. The system was used to test the repellent
effect of some Essential Oils (EOs) on German cockroaches running on Petri dishes divided in zones, and
analyzes several aspects on the path tracked by each
roach (percentage of time spent on each zone, speed
variation, and path tortuosity according to each zone).

Starting several years ago, the increasing simplicity
of access to multimedia-recording devices allowed to
record high-quality videos in an almost effortless manner. This motivated the development of software applications that automatically process such information.
Nowadays, not only small and cheap hardware devices
can record high-quality video, but they can also process
it, providing the users with very valuable data, if the
right approach is taken.

The German cockroach, Blattella germanica (L.) (Dictyoptera: Blattellidae), is a recalcitrant cosmopolite
pest, commonly found in houses, restaurants, schools,
hospitals, and other large buildings [SH90]. These
insects are a major public health concern because
they are a mechanical vector of a number of human
pathogenic microorganisms [FSV91] [PKC03], and
they can cause allergic reactions in sensitive people
[GS07]. Most control programs use chemical insecticides, and biopesticides based on EOs appear to be
a complementary or alternative method for integrated
pest management. Many essential oils and their constituents demonstrate insecticidal or repellent activity
against the German cockroach [AGT01] [PNJC02]
[TEI09] [YKY+ 09] [PA10] [PAS10] [ALZM11]
[LYL+ 11]. It is known that an EO can provoke taxis
(directed motion in response to a stimulus) and/or kinesis (undirected motion). Depending on the behavior
of the insects, kinetic reactions can be classified as

We designed a system that runs on either a desktop
computer, where it processes a recorded video, or in
a mobile cellphone, where it also records and processes
it immediatly afterwards. This replaces the previously
used methods such as time consuming and error prone
manual monitoring or the use of expensive specific in-

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or republish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.
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orthokinetic responses (changes on the speed or activity
frequencies of the insects) or klinokinetics (changes on
the tortuosity or direction ratio) [WGLdS+ 13].

robust enough, and work only on short-lenght videos
(around 10 seconds), while we need to track insects
for approximately half an hour (the duration of the
experiments that were performed).

This work is the result of a joint-project between the
Imaging Science Lab, and the Invertebrates Laboratory, both from Universidad Nacional del Sur in Bahía
Blanca, Argentina. The goal of this work was to develop an application in order to monitor the behavior of
colonies of insects using the least invasive method possible, to test in turn the effectiveness of several chemicals developed by the latter group replacing the former
methods in a cheap but effective way. Another contribution and potential research direction is gaining insight for the development of new bioinspired algorithms
based on ant-colonies techniques. The long-term and
general goal is to develop an application that allows
multiple detection and tracking of generic objects.

2

There is a known ant-tracking system [BKV01] created
on the Carnegie Mellon University. Nevertheless, the
application has several limitations and problems such
as unresolved occlusion between the ants and the recipient walls, losing the track whenever two of the ants
get too close together, splitting of the bounding boxes
due to specular reflexes of the ants, and losing the track
whenever some ant stops moving and stays in place for
a long time. In addition, the system does not analyze
the tortuosity of the path of the ants at all.
In a recently performed study [MCK13], which required tracking of several dozen ants, each ant had a
tiny label attached to its back. While the tracking system works correctly, we had to develop a less invasive
method (track each insect without physical interaction).
Once again, path tortuosity was not evaluated at all in
this experiment.

RELATED WORK

Multiple object tracking is a very complex task that requires the articulation of a pipeline with several subtasks to perform adequately. It is required to initialise
proper regions of interest (ROIs), to identify within
them the desired targets, to perform a frame-by-frame
following of the identified targets, to solve unexpected
situations (like crossovers, superimpositions, and jerky
movements), and to extract robust information regarding the individual trajectories of the targets. Similarly,
the analysis of an animal’s path tortuosity is a still open
area, where different movement and characterization
indices are being used.

Regarding the analysis of an animal’s path tortuosity,
authors have different positions. Discrete approximation methods to evaluate fractal dimension have been
used by several authors [DB88] [MCE11] [KOL]; others [Nam96], just like us, have used their own method to
approximate this dimension, but rely on the same concept. Finally, some present some negative arguments
about using the fractal dimension to characterize an animal’s path tortuosity [HHK+ 04] [Ben04] [Tur96]. It is
not the goal of this work to contribute to this discussion,
but to reliably provide the biologists their requested results by running the system on an unexpensive platform.

In 2004, the tortuosity of wolf paths was evaluated using (L/R2 ) where L is path length and R is net displacement [WSCM04]. However, since the pixel size used to
track was 25m, this method lead to huge margin errors.
In addition, a probabilistic method was used to assign
a goal on each of the wolves paths; in the experiments
analyzed by our systems, the cockroaches have no goal
and wander freely. Tortuosity is evaluated differently
depending if the trail leads to an objective or not.

By using more advanced video processing techniques,
feature-detection, and with some improvements on the
heuristics, we were able to eliminate or reduce drastically most of the mentioned limitations in the other
systems. In addition, by using our own fast algorithm to
calculate the fractal dimension of the trails, the solution
provided was fast enough to run in a mobile cellphone.

In 2009, a system [KT09] that performs ROI detection
very effectively was developed. However, it requires a
set of different images to use as exemplar set, and in
this work, we intend to perform ROI detection without
training (as soon as a video file has been recorded).

3

We designed and developed an application that processes videos performing the detection, tracking and
statistical analysis of insects’ trajectories running on
Petri dishes. In what follows in this Section, we will describe each part of the system that implements the subtasks of the previously mentioned pipeline separately.

There are two known feature-based particle filtering
object-tracking systems [SGB11] [GLLZ12] that are
optimal for video-surveillance applications designed to
detect and track every moving object. However, we
must capture only the insects inside a region, and this
approach generates problems in our videos.

3.1

Videos

In the first version of our application (which runs on
desktop computers), the videos were recorded by zoologists using a video camera to evaluate the repellent
action of essential oils extracted from native plants from

Adaptive-color histogram-backprojection techniques
such as the one used in [AR99] to track multiple
objects in surveillance and sports videos are not
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Argentina. Paper discs of 18cm diameter were divided
on two halves; one half was treated with 1ml of an essential oil, and the other remained non-treated. The paper discs were then placed inside Petri dishes, covered
with 10cm plastic rings treated with vaseline to prevent
the escape of the roaches. The videos were recorded
during 30 minutes in closed rooms with controled moisture and temperature conditions, and were later brought
to our laboratory to be processed. After improving the
algorithms (specially the path tortuosity analysis) the
application is now run on a mobile cellphone, which allows the researchers to record the video, analyze it, and
obtain the results almost immediately (see Fig. 1).

and the gradient strenght G and direction θ are found
using:
G=

q
2

Gx 2 + Gy 2 ,

and


θ = arctan

Gy
Gx


,

rounding θ to 0, 45, 90 or 135. After applying NonMaximum Supression, and with only candidate edges
left, a final thresholding with hysteresis step is performed using default lower and upper threshold values
(that can be modified by the program user if necessary).
Once a binary image containing the best candidate
edges is obtained, a contour detection phase is performed by applying a border-following algorithm
[Sb85] (which follows only the outermost borders of a
binary image). After this step, only the dominant points
of the curve are stored by applying the Teh-Chin chain
approximation algorithm [TC89]. Finally, we decide
which of the contours detected corresponds to the Petri
dish by selecting the biggest contour that has a round
enough shape. For efficiency reasons, (specially on the
mobile version), in case of camera motion the ROI is
repositioned semi-automatically, not frame-by-frame
(the program user needs to tap the screen to do it).
Fig. 2 shows the application determing the ROI.

Figure 1: The mobile version of the system, capturing
video before processing it. This is all the setup required
by the zoologists to test the EOs repellent effect.

3.2

ROI detection

In order to detect the Petri dish, which is our Region
of Interest, a Gaussian-filtered version of the frame is
obtained, using the following convolution kernel:


2 4
5
4 2
 4 9 12 9 4 

1 
 5 12 15 12 5  .
k=


159 
4 9 12 9 4 
2 4
5
4 2

Figure 2: The ROI detection pipeline. (a) Original
video frame, (b) Canny-Edge filtered frame, (c) detected contours on the Canny-Edge image, and (d) selected contour drawn on top of the original video frame.

Next, a Canny edge detection algorithm [Can86] is applied on the blurred frame: following a procedure analogous to Sobel filtering, a pair of convolution masks are
applied:




−1 0 +1
−1 −2 −1
0
0 
Gx =  −2 0 +2  , Gy =  0
−1 0 +1
+1 +2 +1
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3.3

Segmentation

This subsystem initially recognizes the roaches by applying a k-means clustering algorithm [Mac67] on the
pixels inside the ROI that test positively in a comparison against a color-characteristic centroid. Given the n
positive pixels inside the ROI, k (number of roaches in
the Petri dish) clusters are obtained by: first, randomly
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selecting k from the n pixels; second, associating each
positive pixel with the closest of the selected k pixels,
resulting in a Voronoi decomposition of the n pixels;
third, the centroid of each of the k clusters becomes the
new mean, and steps two and three are repeated until
the variation epsilon ε ji in the iteration i of each centroid Pj = (Xj , Yj ), with j = 1..k:
ε ji =

of each of the colliding roaches. Since several pixels
might have been discarded in previous frames due to being in overlapped boxes, the new k centroids will probably not match the registered k bounding boxes centers
perfectly, and will need to be adjusted.
To decide which bounding box corresponds to each insect, a probabilistic model is used: the movement vector of each colliding roach is obtained by analyzing
its recent movement history. A new hypothetical position is obtained by projecting the movement vector,
and each of the bounding boxes are assigned to the free
detected centroid closest to the new hypothetical position. This is a potential source of error, since certain
conditions (two roaches staying in the same place, one
on top of the other, for a long enough amount of time)
might cause a bounding box swap. However, so far
this didn’t happen in the set of experiments already performed (and is anyways a confusion that human supervisors may also incur in). Albeit not being perfect, this
tracking heuristic is still a huge improvement compared
to the other insect tracking system. This part of the processing pipeline is the bottleneck that disallows the system to process the video in real-time on its mobile version: most cellphones don’t have a hardware capable
of capturing video and running complex algorithms on
it at the same time, which is why we chose to capture
the whole video (in our case, 30 minutes long), take a
few minutes to analyze it, and then get the results. This
limitation, however, is likely to disappear in next generation cellphones.

q

(X ji − X ji-1 )2 + (Y ji −Y ji-1 )2

is small enough (in our case, ε < 0.5). As this is
a heuristic algorithm, there is a chance it might not
converge to the global optimum, depending on the
initial clusters. Nevertheless, since the algorithm is
fast enough (runs in polynomial smoothed complexity
[AMR09]), it is run several times with different starting
conditions to check the correctness of the results.
With each insect position now defined by one of the
k cluster centroids, we trap each one of them inside a
bounding box. From now on, every roach will be identified by using their bounding box, movement vector,
and a path history that will allow us to draw the trails of
each insect and calculate its tortuosity.
Due to this constraints, the system has two initialization requirements at this moment: first, the number of
insects needs to be known by the program user in order
to apply the k-means algorithm (i.e., the app is configured to segment and track k insects). Second, since a
color-characteristic centroid is used, the program would
not be able to track two different types of insects with a
significantly different color. Nevertheless, this requirements easily fit within all the experimental settings that
are performed in this biological research.

3.4

Another improvement in comparison to [BKV01] is
that since we assume a constant amount of insects on
the Petri dishes (which is how researchers performed
their experiments: no insects were included in the middle of the videos), and only check for positive pixels
inside of the bounding boxes, these will never split
into several ones. The ant-tracking system analyzed the
difference between frames and placed a bounding box
in each cluster of positive pixels, which caused new
bounding boxes to appear and track non-existent ants
(which were the specular reflexion of the real ones over
the Petri dish walls). The same problem occurs in the
system developed by Gao et al. [GLLZ12]: because
it is a surveillance-oriented application, their system
tracks every moving object. In our case, the bounding
boxes simply keep following the actual insects. This
approach also solves the disappearing bounding boxes
problem: insects are not able to "blend into the background". Fig. 3 shows the system in debugging-mode
tracking two insects for several frames.

Tracking

Every frame, each pixel on a bounding box is compared against the color-characteristic centroid, capturing the movement of the characteristic pixels inside
the boxes (noise is reduced using erotion/dilation techniques). Every bounding box is relocated on the new
mean position of the positive pixels found (which is
added to the trail history).
The occlusion problems between insects mentioned on
[BKV01] are partially solved by different methods. In
the paper, authors mention that when two ants get too
close, the bounding boxes captured pixels from the
other ants, and finally collided, losing track of one of
them. In our approach, when two boxes overlap, the
intersection area is ignored. By discarding the overlapping pixels, each bounding box keeps tracking only
one insect. Naturally, it could occur that no positive
pixels are detected due to a large overlapping area between boxes. In this case, k-means is reapplied using
every positive pixel inside the ROI. The algorithm returns a new set of k points that correspond to the center
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3.5

Statistical analysis

Ever since the algorithms were optimized to run on mobile phones, the statistics are obtained immediately after recording the videos. The time percentage spent on
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created by some authors [LDS09] [BGGB98], it is still
a very computationally-heavy method, and not suitable
for a mobile phone on large data sets such as ours.
Considering this, we had to implement a fast way to
approximate the fractal dimension so that the system
could run on a common smartphone.
Box-counting fractal dimension is known to converge
ideally to the Hausdorff-Besicovitch self similarity dimension, which is also directly related to the dividers
(or compass) dimension. Our approach, then, consists
on computing an approximation of the dividers dimension using a heuristic evaluation algorithm that is fast
enough even with limited processing capabilities. Each
segment with at least 64 dots (which corresponds to just
above two seconds of video) is analyzed. Our algorithm computes the approximation by establishing an
exponential relationship among the length of the rectified trail as measured leaping every S dots, and S itself.

Figure 3: The system tracking two insects for several
minutes. The trail left by each insect can be seen in a
distinctive color.
the EO-treated and non-treated halves of the Petri dish
is very important in order to determine if the developed
insecticides are effective or not. In addition, we provide the tortuosity of the insect’s trail, discriminated on
each zone, so that zoologists can analyze not only if the
cockroaches enter the treated zones, but also if the EOs
modify the behavior of the roaches.

3.5.1

In other words, given a trail composed by N dots, its
rectified length is measured for every stride S ranging
between 1 to the length of the shortest segment (or a
given maximum bound, to avoid over-calculations that
are unnecessary). The length LS of the segment is measured by averaging together the lengths computed starting on every dot from 0 to N mod S, and by measuring
the Euclid distance every S dots until the end of the segment is reached.


NmodS
p
2
(P
−
P
)
∑
∑
j
j-1 
 i=0
j=S∗k+i


LS = 

(NmodS) + 1



Permanence on each zone

Each bounding box position is checked to see whether
or not an insect has trespassed to the treated area of
the Petri dish. The total number of trespassings can be
compared to the total number of frames to obtain the
time percentage spent on each half of the Petri dish.
Notice that the area definition is static, so permanence
determination is affected by camera movement. However, area repositioning in case of camera movement is
another easily implemented feature that will be added
in future versions.

3.5.2

With this LS for every S, an approximation of the dividers dimension of the trail can be computed as the
slope of the curve obtained by performing a quadratic
regression on a point cloud formed by the points PS =
(log S1 , log(Ls )), for each S. Finally, and with an approximate fractal dimension for each segment, the corresponding fractal dimension of the insect’s path in each
half of the Petri Dish is the average of all fractal dimensions obtained for that half of the dish. Standard
deviation is also calculated.

Tortuosity index

Because a history of the trail of each insect is stored,
and a timestamp is inherently associated for a position
on each frame, a tortuosity index can also be provided
after the analysis for each half of the Petri dish, and
for each cockroach. Trails are divided on several segments: every time a roach trespasses to the other zone
of the dish, a new segment is created. This way, a set
of segments tagged with a zone are obtained for each
roach. Then, the tortuosity for each trail is evaluated.

4

This method has been tested with a set of known fractal curves, and approximated very well to the theoretical dimension (as shown in Table 1), with the advantage of being of quadratic complexity according to the
length N of each segment, which is very manageable
for a mobile cellphone. The app has been (and keeps
being) succesfully used to obtain hundreds of results by
the zoologists. Table 2 contains the results of six experiments as an example of the application’s output. In the
first three, two cockroaches were placed in a Petri dish

One of the most common techniques to define the
tortuosity of an animal’s trail is to calculate an approximation to its fractal dimension. A well-known
method for this is the box-counting method [FpDS99]
[BKNC98] [BM01], which uses recursively smaller
boxes in order to establish an exponential relationship
among the boxes covered by a curve, and the side
of the boxes. However, even with the optimizations
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Trail
% time spent Frac. Dim. FD-stddev
B-T1-T
0.311621
1.213523
0.106544
B-T1-NT 0.688379
1.177511
0.101327
B-T2-T
0.293575
1.290581
0.259455
B-T2-NT 0.706425
1.1843
0.0607682
B-T3-T
0.184867
1.183575
0.150192
B-T3-NT 0.815133
1.187708
0.0620038
B-T4-T
0.215754
1.173689
0.142162
B-T4-NT 0.784246
1.176839
0.147995
B-T5-T
0.552277
1.19695
0.14304
B-T5-NT 0.447723
1.184194
0.180757
B-T6-T
0.299181
1.190842
0.159614
B-T6-NT 0.700819
1.1549
0.0783518
G-T1-T
0.021156
1.396757
0.183727
G-T1-NT 0.978844
1.249818
0.207542
G-T2-T
0.0341463
1.498832
0.22063
G-T2-NT 0.9658537
1.299669
0.116344
G-T3-T
0.00779
1.52076
0.222182
G-T3-NT 0.99221
1.182027
0.109397
G-T4-T
0.011512
1.220116
0
G-T4-NT 0.988488
1.185943
0.108329
G-T5-T
0.03029
1.312674
0.212131
G-T5-NT 0.96971
1.203907
0.137262
G-T6-T
0.069077
1.319176
0.231944
G-T6-NT 0.930923
1.20383
0.128664
Table 2: A few of the hundreds of results obtained by
the app. Two different EOs (labeled B and G for Bergamot and Geranium were applied. Results are discriminated for each of the eight roaches, on Treated (T) and
Not-Treated (NT).

where one half was treated with Bergamot Essential Oil
(2,5mg) (while the other remained untreated), and in the
last three, Geranium nanoparticles were applied in the
treated half. In said table, it can be observed that while
the Bergamot Essential Oil did not prove to be particularly effective as a repellent on every cockroach, Geranium nanoparticles did drive the insects away during
almost all the experiment. Another interesting observation is that the path tortuosity was always higher on the
Geranium-treated zones than in the non treated. Full
toxicological results will be published in another work.
Curve Name
Theoretical Dim. Our result
Douady rabbit
1.3934
1.33333
Dragon curve
1.5236
1.48533
Gosper Island
1.12915
1.1955
Koch Curve
1.26186
1.27051
Minkowski sausage 1.5
1.47211
Penrose tiling
1.974
1.9199
Rauzy Fractal
1.0933
1.1111
Sierpinski
1.58496
1.51042
Terdragon curve
1.26186
1.22808
Pentaflake
1.8617
1.79787
Table 1: The theoretical dimension of some fractals,
compared to the results obtained with our approach.

5

CONCLUSIONS AND FUTURE
WORK

The system currently detects and tracks the insects
effectively in every normal condition presented on
the videos, being able to generate percentual statistics
about the time spent by each roach on treated and
non-treated regions of the Petri dish, and informing
path tortuosity for each roach on both zones. Once the
video is recorded on the phone, the program works in a
fully-automatic way, except for the semi-assisted ROI
reposition (in case the camera is moved).

Nevertheless, the system presents some limitations.
The color of the insects is defined statically, and whenever two insects occupy the same space during a large
amount of time, the application may confuse them and
could potentially swap the bounding boxes. Similarly,
abrupt camera motion requires a user response in order
to explicitely ask for a ROI repositioning, and makes
the statistical analysis less effective.

The desktop version was used for several months last
year, and the mobile app is being used on a daily basis to test the effectiveness of the EOs over dozens
of videos. It has also shown robustness when abrupt
changes of lightness ocurred on the room where the
videos were recorded (for instance, lights were accidentaly turned on in the laboratory). The overall performance shows in general a great improvement compared to the previously known insect tracking systems.
In addition, due to the relative simplicity of the tracking
algorithm, the application works fast enough to track
insects in real time in 1280 x 720 videos at 30 frames
per second in a desktop computer, which most featurebased and complex tracking systems have serious trouble with. The mobile version waits until the video has
finished recording in order to process it, to avoid processor bottlenecks (a restriction that will be likely overcome with future cellphones).

Full Papers Proceedings

There are several features we would like to add to the
system. First of all, it would be desirable to perform the
segmentation of each insect without using a characteristic color. It would also be useful to add sanity checks
in order to test if the insects are effectively trapped inside their bounding boxes, and if the ROI is correctly
positioned at some time. ROI tracking to detect camera motion is another possibility. Dynamic detection
of the treated and non-treated areas of the Petri dish
would eliminate the camera motion constraints. Adding
feature-based techniques to the tracking system would
make the application even more robust. Roaches collisions could be resolved in a more complex and robust
way (for example, an implementation of the Minimum
Cost Bipartite Matching algorithm [ADE+ 92]). A different clustering algorithm could be applied to check
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how many insects are present in the video, instead of
using this knowledge beforehand to apply k-means, and
finally, further optimizations could be applied to process the video in real-time on the mobile phone.
[BM01]

6
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