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Distributed VFX Architecture for SPH Simulation

Dieter Morgenroth
HDM Stuttgart
Nobelstraße 10
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Daniel Weiskopf
University of Stuttgart
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Allmandring 19
D 70569 Stuttgart

Bernhard Eberhardt
HDM Stuttgart
Nobelstraße 10

D 70569 Stuttgart

ABSTRACT
We propose an approach to simulating and rendering physically based fluid effects in a VFX production envi-
ronment using a client/server architecture that is practical for distributed simulation resources and that can be
seamlessly integrated into commercial 3D animation packages. The fluid simulation implements smoothed parti-
cle hydrodynamics (SPH). We extend the concept of surface particles by introducing blind particles that facilitate
efficient direct raytracing of isosurfaces. We evaluate the performance of our approach with local simulation on
CPUs and GPUs and distributed GPU simulation. We demonstrate the integration into the animation package
3ds Max and the VRay raytracer. The usability of the VFX production pipeline is assessed by a user study with
VFX professionals and animation experts.

Keywords
Smoothed particle hydrodynamics, VFX pipeline, direct raytracing of implicit surfaces

1 INTRODUCTION

An important, however expensive and time-consuming
part in CGI/VFX production is physically based
simulation. There are many different and competing
approaches, with respective advantages and disadvan-
tages. In addition, to experiment with new VFX ideas,
the integration of research results into VFX pipelines
of production houses is a continuing challenge because
the production pipeline adds requirements to the
system that may turn good theory into complicated
implementation. Many leading VFX production houses
like ILM or CA Scanline use in-house solutions for
physical simulation. A few specialized software ven-
dors such as Next Limit Technologies offer solutions
like Realflow [1] that couple to established animation
packages. Recently, software packages that started
as in-house solutions have been emerging on the
market, like the fluid simulation software Naiad from
Autodesk.

All current solutions, including the above, are either
directly integrated into the animation package as ex-
tensions like Glu3D [2] from 3DAliens for Autodesk’s
3ds Max, where the simulation can be run directly in the
base package, or the simulation is run in an external ap-

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or re-
publish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.

plication like Realflow and the results are then imported
into the animation package as baked simulation data. A
good example of a typical pipeline integration in a VFX
environment is described by Lagergren [3], whose fluid
simulation with a GPU implementation targets the pro-
duction renderer in the SideFx Houdini system.

Here, we propose a client/server architecture for dis-
tributed VFX simulation that can be seamlessly used
within an existing VFX pipeline. Similar to other sys-
tem papers like the one by Parker et al. [4], we describe
the design choices that have to be made for the inte-
gration of recent research advances into a production
pipeline.

The proposed design pattern of this paper is applicable
to many areas in the field of simulation. We have cho-
sen fluid simulation as a concrete example because of
its high relevance for special effects and since it also
affects the rendering aspect of the production pipeline,
thus demonstrating how we can address the integration
of software components in all relevant stages of the
pipeline.

We have designed a client/server fluid simulation sys-
tem that allows artists to interactively setup simulations
and change parameters inside their familiar animation
package while the system executes the numerical calcu-
lation for the simulation on a remote system with spe-
cialized hardware.

We have chosen a particle-based method for fluid simu-
lation because all major 3D packages have built-in par-
ticle systems that can handle simulated point data. The
coupling to existing particle systems has the advantage
that a variety of tools are already available to further
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use of the simulation data, for example, for triggering
the creation of splash particles.

Our second contribution is an enhanced direct raytrac-
ing technique for isosurfaces that extends the concept
of surface particles by introducing blind particles. This
reduces the amount of particles to be evaluated for ren-
dering and the network bandwidth required for data ex-
change, which is the main bottleneck in client/server
systems. As a side effect, this also speeds up direct
raytracing methods since the rays can skip empty space
inside the fluid.

As a case study, we have implemented our approach
into the 3D package 3ds Max and used external com-
puting capacity based on NVidia GPUs for the server
side. With a user study with VFX professionals, we
have evaluated the workflow in a production environ-
ment.

2 PHYSICAL BACKGROUND
For this paper, we use smoothed particle hydrodynam-
ics (SPH) [5] for fluid simulation. A good overview of
particle-based simulation methods can be found else-
where [6].

Our implementation uses the kernel functions for den-
sity, viscosity, and pressure from Mueller et al. [7]. It
employs constant particle size, but adaptive methods
could be included as well [8, 9].

For tension forces, we apply the approach by Becker
and Teschner [10] using cohesion forces. Integration
of the dynamics of the particle system employs explicit
first-order Euler integration because it delivers suffi-
cient numerical quality at high computational speed.
However, higher-order schemes could be easily used
instead, if necessary. To achieve incompressibility,
we use predictive-corrective incompressible SPH
(PCISPH) [11].

3 SYSTEM ARCHITECTURE
Our focus is good usability of efficient fluid simula-
tion in a VFX environment. To overcome the computa-
tional bottleneck of simulating a huge amount of parti-
cles on the workstation itself, we outsource the comput-
ing power to an external GPU server. Still, the results
of the simulation steps should be visible as soon as pos-
sible and steering the simulation parameters should re-
side in the 3D scene in the main package.

To achieve this level of interactivity, a client/server ar-
chitecture is used; see Figure 1. The client resides in the
commercial 3D package and sends simulation param-
eters to the server while requesting simulation results
for specific frames. Decoupling of simulation compu-
tation and scene management has the benefit that sev-
eral users can share specialized hardware. Recently,

Figure 1: Architecture overview: outsourcing simulation
tasks to remote hosts.

GPU blades like the Tesla workstations became afford-
able for smaller studios. Outsourcing simulation work
to these specialized servers is a logical consequence.

The server runs on an external hardware and identifies
the user and scene. The user can change parameters for
the scene in the 3D package and then start a simulation
for a specific frame range. The server will run the sim-
ulation in a background thread and store the results in
a local disk cache. In the host application, the simula-
tion is an operator in the particle simulation framework.
The operator holds the simulation parameters and the
current state of the particles as input parameters for the
simulation and receives the particles over the network.
We compute the SPH-related forces in the simulation
server and allow the host application to add forces from
the integrated particle system and then do one integra-
tion step for all forces. This opens the way for a variety
of effects. With this seamless integration, for exam-
ple, the interaction of the SPH simulation with forces
coming from an inverse kinematics (IK) skeleton that is
driven with motion capture data is possible.

In our current implementation, we integrated the client
into 3ds Max. However, other host systems such as Au-
todesk Maya or SideFx Houdini would work equally
well. For maximum flexibility, we integrated the client
into the Particle Flow particle system as an operator us-
ing the Particle Flow SDK.

The communication between the client and the server
is implemented via remote procedure calls (RPCs). The
main problem in implementing a remote SPH fluid sim-
ulation is the huge amount of data to be transferred. A
typical SPH-VFX shot uses several million SPH parti-
cles. The simulation data has to be stored at least for ev-
ery frame. If the host system needs subframe precision
to calculate secondary effects like e.g. additional spray
particles, the data has to be saved even more frequently.
This computed data has to be stored and streamed over
the network. Hence, hard disk space and bandwidth
rapidly become the critical factors and need careful de-
cision making regarding file format and message proto-
col.

As network message protocol, we chose the msg-
pack [12] protocol, which is a bandwidth-efficient
protocol for binary data for which implementations
in C++ and Python exist. In addition, it allows
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Figure 2: Remote procedure call architecture.

compressed communication with little overhead. The
integration with 3ds Max was done using its event-
driven particle system Particle Flow. Particle Flow
can display all particle emitters and operators in a
node-based editor visualizing a graph of nodes. Several
data channels can flow through this graph. With the
Particle Flow SDK, new channels and operators can be
added to the system using C++. Figure 2 illustrates the
remote procedure call architecture.

For our implementation, we added a new operator that
holds the msgpack-rpc C++ client. This operator then
sends remote procedure calls to the server. The client
can request the particle count for a specific time. Our
system exchanges position, velocity, and color for each
particle. The color value will be written to the color
channel in 3ds Max. We use it to send the particle type
and particle density. We use float32 values for each
array element. This leads to memory requirements of
(9× 4) = 36 bytes per particle, which comes to about
3.6 MB per 100 k particles. This can be compressed to
about 60 percent using zip compression. The operator
unpacks the data and then sets both the particle count
of the current Particle Flow graph and the positions and
information about the particle type.

All performance-critical modules of the simulation
were written as parallel code in OpenCL to run on both
multi-CPU and GPU setups.

4 SIMULATION
The Particle Flow framework employs an event-driven
model, based on the concept of events and operators.
Operators describe and modify particle properties such
as speed and direction over a period of time. Individual
operators can be combined into groups called events.
Each operator provides a set of parameters that define
particle behaviors during the event. Particle Flow con-
tinuously evaluates each operator and updates the parti-
cle system accordingly. Particles can be sent from event
to event using tests. Tests let you connect events to-
gether in series. A test can check for certain proper-
ties of the particles. Particles that pass the test move
on to the next event, while those that do not meet the
test criteria remain in the current event [13]. We im-
plemented the simulation code as an operator of Parti-
cle Flow. This decouples the SPH simulation from the

computation of other forces that may act upon the par-
ticles.

Particle Flow has its own integration routine. To avoid
‘double’ integration a Particle Flow node can overwrite
the default integrator with a custom implementation.
By this, we can integrate the particles in our operator
and make sure that boundary conditions and collisions
are handled properly. By reading out the acceleration
channel we can use the Particle Flow forces to affect the
simulation. The acceleration due to the Particle Flow
forces changes the velocity on the client side while the
SPH acceleration is added on the server. The mass is
defined as constant for all particles; therefore, we can
simply add the accelerations:

atotal = aSPH +aParticleFlow (1)

We adopted the PCI SPH technique [11] with strate-
gies for GPU implementation according to Goswami et
al. [14]. PCI SPH offers good time/visual quality ratio,
high robustness, and easy implementation. However,
the choice of simulation algorithm should not affect
the system architecture. One of the benefits of our ap-
proach is that maintaining and changing the simulation
implementation is decoupled and transparent: it can be
done without changes to the local software setup of the
client workstations as long as the parameter set stays
the same.

4.1 Neighbor Search
SPH simulation is well suited for a parallel imple-
mentation since the particles can easily be distributed
to the computing units. Efficient neighbor search for
each particle is the challenging part for parallel imple-
mentations. Our decision for an acceleration structure
was based on the requirement that we need a memory-
efficient structure that can run on the GPU. We also
wanted a concept that can be extended to a multi-GPU
scenario similar to the multi-GPU work by Valdez-
Balderas et al. [15].

Ihmsen et al. [16] compared different neighbor search
data structures for multi-core architectures with shared
memory and found that using a regular grid for neigh-
borhood search with zCurve sorting to be the fastest
solution for parallel implementations. For sorting the
particles into the cells, we use the algorithm described
by Goswami et al. [14]. Each particle is assigned a sin-
gle integer hash value based on its cell coordinates. For
better memory caching, a space-filling curve number-
ing is employed instead of a simple hash value. After
a key/value sort of this array and the particle indexes,
all particles that belong to the same cell can be found
in a continuous order. By executing binary search in
the hash array, the particles for a particular cell can be
found.
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4.2 Collision Detection
Collision geometry is sent to the server with a RPC
call. We send the polygon positions and a global trans-
form matrix of the object for each frame. We generate
a hash value for the polygons of each object based on
the vertex positions. The polygons are cached on the
simulation server and are only updated if the hash value
changes. To handle collisions we intersect the particle
trajectories with the triangles in both the PCI predic-
tion step and the final integration step. If a collision
is found, we correct the position of the particle to the
intersection point and set its velocity to zero. The addi-
tional pressure correction iterations of the PCI method
propagate the pressure back into the fluid and lead to vi-
sually satisfying results, according to our experiences.
Therefore, more sophisticated boundary handling meth-
ods are not needed for our use cases.

4.3 Blind Particles
To reduce the amount of data required for rendering, we
introduce the use of blind particles. Only particles near
the surface contribute to the surface generation and the
rendering process. The particles inside the volume are
not of any interest for visualization. This observation
was used before to accelerate raytracing. We also ex-
ploit this fact for optimized disk caching and reduction
of bandwidth requirements. Recent works [17, 14, 18]
identify the surface particles from the simulation and
only use those for surface generation. [18] use surface
particles for surface generation in a tesselation process
based on Marching Cubes, but not for directly raytrac-
ing the surface. [18] store the surface information on
the grid that they use for their Marching Cubes algo-
rithm while we are tagging the underlying particles with
the particle type property directly.

However, identifying only surface particles is not suffi-
cient when used with a production renderer. Figure 3
(a) illustrates this problem. In this example, the in-
ner red surface only emerges because the inner particles
were deleted. This problem arises for commercial ray-
tracers, because the core components of the raytracing
algorithm cannot be changed by plugins. Therefore, we
cannot decide if the surface is valid or not by the algo-
rithm, especially if camera rays that start inside the fluid
should be possible. A ray that enters a fluid and passes

Figure 3: Surface generation without and with blind particles.

Figure 4: SPH particles color-coded by particle type. Black:
particles to be omitted, white: blind particles, colored: surface
particles color-coded by pressure.

the surface particles will generate a surface on the in-
side of the boundary particle hull. For the ray, it could
also be a small splash particle or a thin fluid stream.

To solve this problem, we introduce blind particles.
We not only identify the surface particles but also a
thin layer of particles tagged as ‘blind’ around them.
See Figure 3 (b). Blind particles prevent the gener-
ation of the inner surface. The rest of the particles
is only relevant during simulation. Omitting particles
would normally create new surfaces inside the fluid
where they are missing. The blind particles will tell the
surface generation algorithm to not generate a surface
where their field value would normally create an iso-
surface. For identifying the surface particles, we adopt
the method described by Goswami et al. [14]. A blind
particle is tagged as blind if at least one neighbor in a
threshold distance was tagged as a boundary particle.
Figure 4 shows a typical scenario with blind particles,
surface particles, and particles that are to be omitted.

4.4 Implementation Details

Similar to Goswami et al. [14], we use the zCurve ap-
proach for parallel implementation on the GPU. We
temporarily store the neighborhood of each particle in
memory for each timestep to reuse the information in
the prediction/correction loop.

For the simulation code, we chose OpenCL over CUDA
because of the ability to run it efficiently on CPUs as
well. For the host code, we chose the Python OpenCL
integration [19]. We experienced that kernels run at the
same speed independent of whether host code is written
in C++ or Python.

The advantage of a Python/OpenCL-based framework
is optimal portability. The code ran on all combina-
tions of Windows/Linux and GPU/CPU with only lit-
tle modifications. However, some optimizations that
would be possible for GPU only code were sacrificed
for CPU compatibility. For example, the use of shared
local memory was avoided in the kernel code.
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Figure 5: BVH for motion-blurred isosurface.

5 RENDERING

Our contribution for the rendering of fluid surfaces is
the integration of current fluid rendering algorithms in a
VFX pipeline. Often, rendering is a step separate from
animation and simulation. To adapt to this separation
we designed the rendering routines as a geometry plu-
gin for 3ds Max from Autodesk and the raytracer VRay
from Chaosgroup. This renderer is available for all ma-
jor 3D packages and is widely used in VFX companies
in Europe. In general, there are two ways that are used
to render fluid surfaces. One approach is to generate a
triangle mesh that is then rendered with the standard tri-
angle pipeline. Akinci et al. [18] proposed an efficient
parallel implementation for the surface reconstruction.
The other approach is direct raytracing of the surface
where the intersection with the surface is found for ev-
ery ray [20]. [21] accelerated direct rendering of fluid
surfaces on the GPU by sampling the particle values to
a perspective grid. We implemented a surface recon-
struction algorithm and a direct raytracing routine and
compare both solutions.

In the preparation phase, we fill the particles into a
bounding volume hierarchy (BVH), taking the radius of
each particle into account. Our implementation differs
from other current implementations [22] regarding that
if motion blur is required, we use both the position at
the beginning of the motion blur interval and at the end
to define the leaf nodes. Each particle carries velocity
information; the ray request from the raytracing system
has time information. With this information, each sam-
ple can calculate the exact positions of the particles in
the intersected BVH leaves that were generated for the
full frame length. Figure 5 shows how the BVH is used
for rendering motion-blurred isosurfaces.

As a first step, we find the intersected leaf nodes. We
then sort those nodes by their intersection point along
the ray. We then march along the ray from the first
intersection point into bounding boxes and evaluate a
level-set function for the particles in the leaf node. We
implemented both the simple Blinn blob and the surface
function according to Zhu and Bridson [23]. If the sign
of the result changes from one evaluation to the next,

Figure 6: Rendering of a particle cube where inner particles
were omitted: (left) without blind particles and (right) with
blind particles.

then the surface lies between those marching steps. The
accurate position is found via binary search.

We omit the intersection if most particles involved in
the calculation of the level set are flagged as blind par-
ticles. This robustly handles all secondary rays like
shadow rays, reflection/refraction rays, and rays for in-
direct illumination. Also rays that start inside the fluid
are handled correctly. Figure 6 compares rendering
with and without blind particles.

Direct raytracing is very fast for opaque materials. For
ray marching near the boundaries, only outer leaf nodes
of the BVH have to be considered and only a few par-
ticles add to the level-set function. Once the first inter-
section is found, the function is finished and may return.
The slightly longer raytracing times compared to inter-
section with polygons are compensated with the much
faster preparation times per frame, since no march-
ing cubes [24] or similar meshing phases are needed
for explicit isosurface extraction. Especially in cases
where huge water masses are simulated, but the cam-
era captures just a fraction of them, the direct render-
ing method can speed up rendering substantially. An
important advantage of the direct raytracing approach
is the handling of 3D motion blur. Mesh-based ren-
dering methods have to calculate multiple meshes per
frame to obtain clean motion blur in order to compen-
sate for changes in the mesh topology. Modern ray-
tracers can render motion blur based on velocity infor-
mation per vertex, but this approach can not consider
topology changes e.g. merging of fluid drops. For direct
raytracing, it does not matter if the topology changes in-
side the time frame of the motion blur. In Figure 5, the
isosurface for a single point in time is drawn as seen by
a specific ray sample. For each sample, we calculate
the exact position of the surfaces at the requested point
in time.

However, the advantage of faster rendering times is lost
for transparent materials like water. Here, ray marching
has to continue through the material. Also reflections
inside the fluid add to the rendering times. Here, the
caching strategies VRay provides for polygons outper-
form direct raytracing. To allow for polygon-based ray-
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Scene Dambreak 20k Dambreak 125k Dambreak 1.25M
Stepsize dt 0.01s 0.01s 0.01s

Local Intel i7 0h:01m:27s 0h:13m:29s 2h:54m:08s
Local NVidia GTX 570M 0h:00m:48s 0h:05m:06s 1h:09m:28s
Local NVidia GTX 680 0h:00m:19s 0h:02m:16s 0h:29m:34s
Server/client GTX 680 0h:00m:20s 0h:02m:19s 0h:30m:17s

Table 1: Simulation time for 100 frames.

Figure 7: Different time steps of our dambreak simulation.

tracing we also implemented a multi-threaded marching
cubes algorithm to create polygons.

6 RESULTS
6.1 Performance Results
We provide performance numbers for the simulation
and the rendering components of our system. All tests
use a dambreak simulation designed by us. Figure 7
illustrates different time steps of the simulation; also
see the accompanying video. We use different volume
quantities for the SPH simulation keeping the kernel ra-
dius at 4 cm and time step at 0.01 s (with 20 k, 125 k, or
1.25 M particles). The test environment was a mobile
workstation equipped with an NVidia GTX 570 M GPU
and Intel I7 CPU (2.0 GHz) and a desktop workstation
with an NVidia GTX 680. In the client/server con-
figuration, the mobile workstation was the client with
3ds Max and the desktop workstation was the simula-
tion server. The network was a 1 GBit Ethernet connec-
tion.

Table 1 documents the simulation times for the differ-
ent hardware platforms and SPH quantities. The sim-
ulation times include transfer of the particle data be-
tween client and server for each frame and, therefore,
may be slower than times presented in other SPH real-
time papers. However, the difference between running
the server on the same machine (“local" in Table 1) and
running over the network was only about 2 percent. The
advantage of having access from the mobile worksta-
tion to the computing power of the GTX 680 card in

Scene Dambreak Dambreak
20 k 200 k

Marching Cubes opaque 0:36 2:46
transp. 0:39 2:27

Direct raytracing opaque 0:18 2:01
transp. 0:55 6:18

Direct raytracing opaque 0:18 1:57
blind transp. 0:55 4:43

Table 2: Rendering times (min:sec).

the desktop workstation, which resulted in about twice
the speed, by far compensated the communication over-
head. Especially, time-critical productions may benefit
from the flexible use of external compute resources.
Table 2 shows the rendering times on the mobile work-
station for the small and medium-sized dambreak sim-
ulations. The rendering times were recorded for frame
40 of the simulation, where a large number of active
particles are present. As shown in Figure 8, there are
other time steps of the simulation that have much fewer
active particles. In those cases, savings from direct ray-
tracing are even more pronounced than for frame 40 of
the animation.
Finally, Figure 9 compares rendering times between
the blind particle method and the conventional method.
The direct raytracing implementation is especially help-
ful in the setup phase for low-resolution test rendering.
Especially for small cropped render tests without an-
tialiasing, direct raytracing outperforms methods that
need preparation steps with meshing. This allows fast
iterations in the lighting phase.
Longer preparation times for polygon generation pay
off in more complex scenes with multiple ray bounces.
For each ray sample, the scalar field of the isosurface
has to be evaluated multiple times for the binary search
in order to find the intersection point. This is a costly
operation. For small resolutions without antialiasing
and only single ray bounces, this is still faster than sur-
face reconstruction. Antialiasing schemes dramatically
increase the rendering time for direct raytracing while
only moderately increase the rendering time for poly-
gons. This can be seen in Table 2 for frame 40 of our
dambreak simulation. All tests were performed with
an image resolution of 1280×720 pixel and fixed-rate
antialiasing. Our conclusion is that direct raytracing
should be used in the setup phase, when small resolu-
tion test renders are made or in situations where only
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Figure 8: Particle count of active particles (boundary and
blind particles) of the 200 k dambreak simulation.
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Figure 9: Rendering times for the blind particle and conven-
tional methods for the 200 k dambreak simulation.

portions of the simulation volume are seen by the cam-
era.

Our geometry plugin supports all VRay render ele-
ments. Being able to deliver all requested render ele-
ment passes is an important factor for successful inte-
gration in today’s production pipelines.

6.2 User Study
We assessed the usability and effectiveness of our sys-
tem conducting a user study with VFX professionals.
The study is mainly of qualitative nature, accompanied
by quantitative and qualitative questionnaires. In addi-
tion to gathering information to improve the usability of
our system (as part of a formative process), we wanted
to test two hypotheses: “SPH solver integration into
Particle Flow improves the workflow in 3ds Max” (Hy-
pothesis 1) and “Direct raytracing is suitable for VFX
production” (Hypothesis 2).

Our study was designed to test realistic work environ-
ments and tasks. Therefore, we recruited specialists for
fluid-related VFX. Due to the highly specialized user
group, the number of participants was small (three).
Therefore, we have chosen a qualitative user study de-
sign: we used the think-aloud method [25] in addi-
tion to the questionnaires to obtain maximum feedback
from each individual. According to Nielsen [26], three
expert users can be sufficient for a think-aloud study.

A screen and audio recording was later transcribed
into text and selected comments were then categorized
into the phases ‘initial setup’, ‘tweaking simulation’,
‘tweaking surfacing’, ‘tweaking render settings’, and
placed in a review document.

All participants had more than 3 years of professional
experience with 3D software and spent more than 6
hours per day working with 3ds Max. All participants
were working on fluid-related VFX projects in their
jobs at the time of the user study. Since VFX profes-
sionals with a fluid background and 3ds Max experi-
ence are scattered over the world, the user study was
performed remotely with screen sharing sessions. The
participants temporarily installed our plugin on their
workstations. After an introductory session of about
30 minutes, we asked them to design a dambreak-like
animation. The task was easily explained and can be
solved in the short amount of time available. As an ad-
ditional requirement, they were asked to add additional
forces from 3ds Max to the simulation like e.g. a vortex
to explore the coupling with 3ds Max forces. The par-
ticipants were instructed to think aloud while they work
to protocol their first impressions.

After the test, we asked the participants to fill in an
online survey with questions about the usability of the
system. Included in these were questions about differ-
ent areas of the system like “Integrating fluid solver in
Particle Flow allows me to achieve a greater variety of
effects than a standalone solver.” and the 10 standard
System Usability Scale (SUS) questions [27]. The du-
ration of the test was between 30 and 45 minutes.

All participants agreed that the overall workflow is bet-
ter if the fluid simulation is integrated in the 3D content
creation software in contrast to standalone fluid simu-
lation applications. The usability was also rated very
good in the SUS questionnaire. This is attributable to
the fact that the solver blended into the interface for
which they were experts. In particular, all users ap-
preciated the flexibility that the integration into Particle
Flow offered. We also asked about the subjective opin-
ion on the visual quality of direct raytracing of fluid
blobs in contrast to meshing approaches. All agreed
that direct raytracing offers superior image quality; no
participant considered it slow. All would consider it for
their next project. The detailed questions and results of
the questionnaires can be found in the supplementary
material.

The participants were also asked for unstructured feed-
back. Some of the representative feedback includes:
“The integration of an SPH solver into a particle sys-
tem is basically interesting. It often happens in daily
work that you have to add small fluid simulations on
top of existing particle simulations, where you don’t
want to setup a big system. For example liquid spurts in
battle scenes, where a complete fluid simulation would
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be too much, but still small effects are needed.” Or:
“This should actually in theory kill the performance be-
cause we are raytracing into an isosurface and that is
something you shouldn’t do. Sure enough it is going
slightly slower but testament to the quality of the mesh
it’s intersecting – even at the low settings – it is really
not.” Or: “It is really a dream to be able actually stop
a render this quickly and go back to your settings, and
change them, tweak them, press f9 to re-render and it
is there. . . . Seriously, on a daily basis I have to wait
15 minutes between stopping a render and releasing all
memory possible from the computer it takes minutes
and then I make the one small change like ‘I need two
more of this’ and press f9 and wait 10 minutes before
the fist bucket is on screen.”

In summary, the user study provides a preliminary in-
dication that our approach provides a useful integration
of SPH simulation in the VFX workflow (Hypothesis
1) and that direct raytracing can be suitable for certain
aspects of VFX production (Hypothesis 2).

7 CONCLUSION AND FUTURE
WORK

Our approach shows that external and distributed com-
puting resources can be integrated in the established 3D
workflow of VFX production companies seamlessly us-
ing commercial software packages allowing interactive
sessions. In our user study, we confirmed the good util-
ity of our approach for domain experts. We have pre-
sented an approach to reducing the memory footprint
of particle caches without visual difference. This is
especially important if the data has to be transferred
over network. The idea of blind particles is indepen-
dent from the simulation concept used and can be easily
integrated in existing pipelines with savings in both ren-
dering time and storage requirements. The performance
tests confirmed that the distributed simulation leads to
negligible communication overhead.

In future work, our implementation could be extended
to a multi-GPU system to be employed in scalable hard-
ware environments such as GPU clusters on the server
side. Our generic client/server architecture could be ex-
tended to other fields of physically based simulation.
Similarly, other commercial 3D packages could be in-
tegrated with our system.
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ABSTRACT
We present a method for the efficient rendering of large scale particle-based foam data in screen space using a
GPU based rendering pipeline. Our approach employs a multi-pass rendering technique to imitate some of the
effects that are commonly accomplished by using expensive ray-tracing based methods. We demonstrate through
different scenarios that our pipeline is able to produce convincing foam renderings for large scale scenarios and
it has a significant performance advantage compared to using ray-casting techniques for rendering such particle
data.
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1 INTRODUCTION

Foam is a complex phenomenon whose behavior and
appearance is challenging to simulate in computer
graphics. When viewed from a close distance, foam is
composed of many air bubbles sticking to each other.
It can occur inside most fluids as a result of trapped
air. One can observe milky white foam caused by
dashing waves on seashores. For most semi-transparent
materials, it is an interesting observation that, even
though the underlying material may have a color, the
foam usually looks whitish to the viewer. The reason
for this behavior is that the foam is composed of thin
films of fluid containing air. As the number of such
thin films increase per unit volume, all incoming light
is reflected without allowing any light to penetrate
beneath it. This optical phenomenon makes the foam
look brighter than the material itself, to the point that it
looks almost white. This paper focuses on the efficient
rendering of such white foam by approximating some
important effects in screen space, that are otherwise
time consuming to compute in a physically correct
way. Our technique is specifically useful for complex
large-scale scenarios, where large amount of foam data
need to be rendered. In the remainder of this section,
we first summarize the existing works about GPU
accelerated rendering of fluid data (Sec. 1.1), foam

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or re-
publish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.

simulation and rendering (Sec.1.2) and then highlight
our contribution (Sec. 1.3).

1.1 GPU Rendering of Fluids
For non-interactive applications, fluid surfaces are
generally visualized by triangulating the isosurface of
the particle data (e.g. [ZB05, YT10, AIAT12]) and
then rendering the resultant mesh using ray-tracing
based techniques to produce convincing results. For
real-time applications, the computational overhead
of those approaches remains too high. Therefore,
for the efficient GPU accelerated visualization of
fluid surfaces, several methods have been proposed
in the recent years, e.g., using screen space surface
construction [MSD07, FAW10], height field tech-
niques [CM10] and methods that are based on particle
splatting [vdLGS09, BSW10]. Even though foam is
actually composed of the molecules of the underlying
fluid, its characteristic appearance requires it to be
handled using different rendering approaches, which
will be explained in the next section.

1.2 Foam Simulation and Rendering
In computer graphics, foam generation techniques are
used to enhance the realism of existing fluid simula-
tions. High quality foam simulation and rendering tech-
niques are commonly encountered in movies [GLR+06,
BSK+07] and in commercial fluid simulation and visu-
alization packages [hyb11]. In those works, however,
the underlying foam generation and rendering stages
are usually described briefly. Although foam is com-
posed of fluid and air mixture, some of the existing re-
search also focus on generating foam particles, usually
in a scale smaller than the fluid particles to be able to
enhance the flow detail [TFK+03, GLR+06, LTKF08,

1
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Figure 1: A flood scenario. Foam is rendered using our technique and composited with the rest of the scene (left
and middle). Picture of real sea foam caused by a whirlpool (right) (©Reuters).

MMS09, IAAT12]. For foam generation, we employ
[IAAT12]. The approach generates and processes three
types of diffuse material, i.e. air bubbles, surface foam
and spray. All types of diffuse material are represented
with particles that are generated, advected and dissi-
pated accoding to physically-motivated rules. The ap-
proach adds diffuse material to particle-based fluid sim-
ulations in a post-processing step.
For high quality foam renderings, ray-tracing methods
are commonly preferred both for the fluid and the foam
[GLR+06]. Although the fluid surface can be ren-
dered efficiently using ray-tracing, non-homogenous
phenomena such as foam require expensive volume ren-
dering techniques. In [IAAT12], the authors employed
a volume ray-casting method which accounts for ab-
sorption and emission of radiance but neglecting light
scattering effects. In that method, each traced ray is
sampled using equally spaced intervals; and according
to the measured foam density at each sample point,
the computed radiance is attenuated. The employed
ray-casting approach, however, is time consuming to
compute, especially for scenes with many millions of
foam particles. The performance of volume ray-casting
can be significantly improved by using the GPU-based
method explained in [FAW10].
In [vdLGS09, BSW10], alternative to generating new
particles, selected fluid particles are visualized as foam
particles using GPU-based techniques for real-time ap-
plications. In [BSW10], Weber number thresholding
is used to separate fluid and foam. Furthermore, the
method also takes volumetric effects into account by
rendering foam and fluid layers from back to front or-
der. Therefore, it can visualize effects such as foam
inside the fluid. Furthermore, based on the thickness
of the foam, it generates foam color between two user
defined colors. The approach, however, neglects infor-
mation such as occlusion and irradiance from the envi-
ronment when rendering foam, which limits its applica-
bility to non-photorealistic real-time renderings.
There also exist methods for the modeling of larger
scale foam effects by using air bubbles (e.g. see
[KVG02, KLL+07, HLYK08, IBAT11, BDWR12]).
In these works, air phase is either visualized by

rendering spheres [KVG02, BDWR12], or by re-
constructing the surface of the modeled air phase
[KLL+07, HLYK08, IBAT11]. Since we are focusing
on large scale scenarios, where the single air bub-
bles inside the foam are not clearly noticeable, such
methods are beyond the scope of our paper.

1.3 Contribution
We present an efficient method for large scale foam
rendering. In our approach, foam is rendered using a
novel multi-pass rendering algorithm and finally com-
posited with the pre-rendered images of the scene with-
out foam. In comparison to volume ray-casting meth-
ods that compute only absorption and emission of radi-
ance (e.g. [FAW10, IAAT12]), our approach is signifi-
cantly faster as the foam particles are directly rendered.
Furthermore, when compared to [BSW10], our pipeline
takes the scene occlusion and lighting into account and
therefore produces more convincing results that can be
composited with realistic renderings. Results show that
our new pipeline generates convincing large scale foam
renderings (e.g. see Fig. 1) using modern GPU-based
rendering architectures.

2 SCREEN SPACE FOAM RENDER-
ING PIPELINE

As more air bubble layers implies more light scatter-
ing, we relate the foam thickness to the foam intensity
as usually done in volume ray-casting. Later, we deter-
mine the regions on screen space which should receive,
and therefore scatter less light using ambient occlusion
and attenuate the foam intensity according to the oc-
clusion factor. Afterwards, we approximate per-pixel
foam irradiance to colorize the foam color according
to the environment. Finally, the generated results are
composited with the rest of the scene. We realized our
approach using a seven pass rendering algorithm. The
technical steps of our pipeline (illustrated in Fig. 2 and
3) can be summarized as:

• PASS #1 and #2: Storing eye space depth images
of solid and fluid meshes in two textures, which are
used to compute occlusion of foam fragments by
those primitives in the later stages.
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Figure 2: Diagram of our foam composition pipeline. Orange boxes denote the render passes and the arrows in
between denote data flow and dependencies. For each frame, the render passes from #1 to #7 are executed. Each
pass produces data explained in the enclosed rounded rectangles, which is then transferred through arrows to the
subsequent passes. All of the generated textures have the same resolution as the final output.

(a) Foam thickness (red denotes thickest, blue
denotes thinnest parts)

(b) Foam intensity (c) Foam shadow (inverted)

(d) Foam irradiance (e) Pre-rendered image (f) Image composited with foam

Figure 3: Some of the intermediate textures from our foam composition pipeline (a-e) and the final composited
result (f).
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• PASS #3: Storing an eye space depth image of the
foam particles in a texture, which is used in dif-
ferent parts of our pipeline. This pass also stores
a search radius for each foam fragment, in whose
range neighboring fragments are later considered for
screen space ambient occlusion and final composi-
tion (Sec. 2.1). Additionally, this pass computes a
normal for each foam fragment, which is used when
approximating irradiance at the fragment location.

• PASS #4: Accumulating foam particles via additive
blending to approximate per-pixel foam thickness.
This pass also discards foam fragments that are oc-
cluded by solids and attenuates foam fragments that
are inside of the fluid based on the fluid transparency
(Sec. 2.2).

• PASS #5: Conversion of per-pixel foam thickness to
per-pixel foam intensity (Sec. 2.3).

• PASS #6: Determination of foam fragments that
should receive and scatter less light using screen
space ambient occlusion (SSAO) and shadow gen-
eration for such regions (Sec. 2.4.1). This pass also
approximates the irradiance at each foam fragment
from an environment texture if the scene is illumi-
nated using image based lighting (Sec. 2.4.2).

• PASS #7: Post processing of the foam and final
composition with a pre-rendered image of the scene
(Sec. 2.5).

Since the first step of the pipeline is relatively straight-
forward, we will focus on the remaining steps through-
out this section. The following render passes are imple-
mented using OpenGL Shading Language (GLSL).

2.1 Smoothed Depth and Search Radius
Computation

We use point sprites instead of spheres for rendering
foam particles. A regular point sprite has the same
depth values for all of its fragments. However, to
produce convincing results in the later steps of our
pipeline, we modify the fragment depth values similar
to [vdLGS09, BSW10], such that the spherical shapes
of the particles are regained.

To create the initial depth information, foam particles
with ids i and radii ri in world space are rendered with
depth testing and depth masking enabled. In [IAAT12],
foam particles are separated to three different types,
namely: spray, surface-foam and bubble particles. For
bubble particles, we use half of ri to make them less
visible. Furthermore, particle radii are randomized as
ri =

ri
(i mod 5)+1 to make the particles look irregular be-

tween the scales ri/5 and ri.

The vertex shader computes eye space and projection
space coordinates of the sprites and passes the resultant

data to the fragment shader for further processing. In
the fragment shader, the distance of the fragment po-
sition to the point sprite center is calculated using the
sprite’s texture coordinates to discard fragments that are
outside of the circle. Afterwards, the flat depth values
of the point sprite are transformed to spherical depth
values. In this context, the first step is solving for the
w coordinate of a unit sphere for the fragment’s texture
coordinates in uvw space as w =

√
1−u2− v2, where u

and v denote texture coordinates of the fragment. Sub-
sequently, the eye space z coordinate of the fragment is
simply modified as

e f rag
f oamz

= e f rag
f oamz

+w · ri.

In contrast to [vdLGS09, BSW10], we do not apply fil-
tering to the generated depth values since it would re-
duce the effect of ambient occlusion.
In the same render pass, the vertex shader also projects
the search radius hi for each particle as

hi =
ri

tan
(

α

2

)∣∣∣evert
f oamz

∣∣∣ ,
where α is the field of view of the camera and evert

f oamz
de-

notes z coordinate of the eye position of the point sprite
(i.e., distance of the sprite to the camera). Afterwards,
the search radius is passed to the fragment shader as
h

f rag
to be written to a texture. The depth information

and the search radius are essential when rendering the
SSAO pass and when doing the final composition.
This pass also computes a world space normal for each
fragment n f rag by transforming (u,v,w) using the trans-
pose of the normal matrix, and stores the normals in a
texture. Per fragment normals will be required when
estimating irradiance in Sec. 2.4.2.

2.2 Thickness Estimation
Before estimating the intensity of foam at a given pixel
position, we estimate the foam thickness for each pixel.
In this step, foam particles are rendered again as point
sprites with the spherical depth modification as in the
previous render pass. Similar to [vdLGS09, BSW10],
the foam fragments are blended additively to estimate
thickness. Different from [vdLGS09, BSW10], how-
ever, depth buffer read and write is disabled as we do
not require the frontmost particles to be visible.
As foam particles are separated to spray, surface-foam
and bubble particles, we also employ this knowledge
to render foam fragments differently by using a falloff
function with different arguments, where the falloff is
based on the fragment’s distance to the particle center
in texture coordinates. The falloff function f is defined
as

f (x, b, n, m) =

{[
1−
( x

b

)n]m x
b ≤ 1

0 otherwise
, (1)
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Figure 4: Different forms of the falloff function given
in (1) that are used in our experiments .

where x is the distance to the center, b is the maxi-
mum allowed distance, and n ≥ 0 and m ≥ 0 are expo-
nents which determine the shape of the function (e.g.,
n = 1 and m = 1 result in linear falloff). When ren-
dering spray, surface-foam and bubble fragments, we
used fspray = f (x, 1, 1.5, 1), fs f oam = f (x, 1, 2.25, 1)
and fbubble = 1− f (x, 1, 2, 1) respectively. These dif-
ferent falloff functions are illustrated in Fig. 4 and the
corresponding particle intensities are shown in Fig. 5.
We preferred a larger overall intensity for surface foam
particles to increase their visibility. Whereas, we pre-
ferred a comparatively smaller intensity value for the
spray particles to make them relatively less visible. Fur-
thermore, we used hollow circle like structures for the
bubble particles to make their appearance more con-
vincing under water.

In this step, the intensities of the foam particles are fur-
ther modulated based on two additional factors. The
first of these factors is the lifetime of the particle. For
this purpose, we use fli f etime = f (li, 1, 2, 0.4), where
0 < li < 1 denotes the normalized lifetime of a parti-
cle. Such a function allows a foam particle to remain
visible for a sufficiently long time and fade smoothly
near the end of its lifetime. Furthermore, when a par-
ticle lies in the back of the closest fluid surface (i.e.
0 < e f rag

f luidz
< e f rag

f oamz
, where e f rag

f luidz
is the eye space z co-

ordinate of the fluid surface), we apply an additional
falloff to its intensity, which is defined as

fatt = f (e f rag
f oamz

− e f rag
f luidz

, ηmax, ηn, ηm),

with the limiting distance ηmax, where the foam frag-
ment completely fades to invisible, and ηn and ηm are
the exponents for shaping the attenuation curve.

At the end of this render pass, the final foam thickness
values are stored in a texture (see Fig. 3a). In the next
pass, the computed thickness values are processed and
converted to normalized intensity values to lie between
0 and 1. For all subsequent passes, a screen-filling quad
is rendered to further process the relevant information
that are saved in the textures.

Figure 5: Intensity distributions of different types of
foam particles, namely: spray particles (left), surface
foam particles (middle) and air bubble particles (right).
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Figure 6: Different forms of the sigmoid function that
can be applied to the accumulated foam densities. The
function can be used to create different distributions
as well. For instance, to reduce the intensities below
some threshold, ρexp ≥ 2, can be used. We use the
ι(ρ, 3, 1.25) form in our experiments.

2.3 Intensity Estimation

As foam is composed of more bubble layers, it scat-
ters more of the incoming light. We use this knowl-
edge to relate the foam intensity proportional to foam
thickness. A texel from the previous render pass may
have any value between [0,∞). In this render pass, we
scale the values taken from that texture to the interval
[0,1]. However, scaling the values linearly to the tar-
get interval would make sparse areas invisible. We ex-
pect the foam to become completely opaque after some
thickness threshold. Therefore, to increase the effec-
tive range of the thinner regions, to reduce the range
of thicker regions and to normalize the intensities, we
define the following sigmoid function ι to non-linearly
scale a pixel thickness value ρ as

ι(ρ, ρmod , ρexp) =
ρρexp

ρmod +ρρexp
,

where ρmod > 0 and ρexp > 0 control how fast the func-
tion grows. Note that if ρ > 0 and ρexp > 0, 0 < ι < 1.
ι is illustrated in Fig. 6 for different parameters. Fur-
thermore, Fig. 7-top shows the effect of using different
ρmod values.

At the end of this step, the normalized intensities are
saved in a texture, which will be used in the following
steps (see Fig. 3b).
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Figure 7: Application of different parameters for the
setting presented in Fig. 1-middle. top-left: ρmod =
1; top-right: ρmod = 5; bottom-left: AOShScale =0.1;
bottom-right: AOShScale = 2.

2.4 Foam Radiance Estimation
Since foam is composed of many transparent layers of
air bubbles, light can travel through it and then scat-
ter. Until the current stage of our pipeline, we assume
that foam scatters light uniformly, where the intensity
of the light was only related to the foam thickness. In
this section, we determine the regions which should re-
ceive, and therefore scatter less light using ambient oc-
clusion (AO), and generate shadows for these regions
(Sec. 2.4.1). Furthermore, the intensities that are com-
puted in the previous section do not employ any knowl-
edge about the actual illumination that comes from the
scene. In this render pass, we will also use a very rough
screen space approximation of the irradiance from the
surrounding environment, which is used to colorize the
foam fragments (Sec. 2.4.2).

This render pass again gets the textures that have been
computed in the previous step as input and computes
two additional textures, one for the shadow and another
for the illumination of the foam (see Fig. 3).

2.4.1 Shadow Generation

As object space AO methods (e.g. [ZIK98, Bun05,
RWS+06]) are very expensive to compute, especially
for complex dynamical phenomena such as foam, we
investigated SSAO techniques [TCM06, Mit07, SA07,
RGS09, BS09, HL10]. Finally, we decided to build our
SSAO approach upon the basic concept explained in
[Mit07] because of its efficiency and simplicity. One
important difference of our method in comparison to
[Mit07] is that we apply multiple sample collection it-
erations to capture both small scale and large scale oc-
clusions. Instead of increasing search radii, [HL10]
used multiple depth maps with decreasing resolution
to achieve the same effect. The search radii and total
number of passes are controlled by three parameters:

the initial search radius factor AOInitSRFac, which is a
factor for h f rag to capture small scale occlusions; the
search radius increment factor AOSRIncFac, which is an-
other factor for h f rag to determine how much the search
radius increases in each sample collection step; and fi-
nally AO#Passes, which limits the total number of SSAO
passes. For each fragment, 3d samples are generated
within the fragment search radius:

h f rag
pass = h f rag (AOInitSRFac +AOSRIncFac ·AOPass) ,

where AOpass increases by 1 in each sample collection
pass and AOpass ≤ AO#Passes. In our experiments we
used: AOInitSRFac = 1, AOSRIncFac = 7 and AO#Passes =
3.

The total number of samples ν in each sample collec-
tion pass is controlled by a user defined sampling den-
sity parameter AOSDens as

ν = clamp
(

3
4

πhscreen3

pass AOSDens, AO#MinSamp,

AO#MaxSamp

)
,

where hscreen
pass is the search radius projected to fragment

coordinates. Since h f rag can be very small for distant
fragments, a minimum value AO#MinSamp is used for ν .
An upper limit AO#MaxSamp is also introduced to pre-
vent too many samples from being generated for frag-
ments that are very close to the viewer. In our experi-
ments, we used AOSDensity = 0.5, AO#MinSamp = 16 and
AO#MaxSamp = 512. The samples are created inside a
cube in the range [−1,1] on all axes using the Hal-
ton sampling algorithm with a constant seed [Hal64],
which produces low-discrepancy sequences. Subse-
quently, the samples are mapped to a sphere by simply
neglecting the samples that lie outside of the sphere in
the range [−1,1].

Additionally, the occlusion contribution λ of a sample s
depends on its distance to the fragment and we compute
it using a quadratic falloff as

λ = (1−|s|)2 .

Furthermore, if a sample is occluded by a fragment with
a distance larger than the user defined AOMaxOcclDist ,
the sample does not contribute to the visibility of the
fragment. This effect is necessary to prevent occlusion
by distant fragments and is controlled using a quadratic
falloff function as

δ = max

1−

∣∣∣e f rag
f oamz

− sz

∣∣∣
AOMaxOcclDist

 , 0

2

,

where AOMaxOcclDist = 5 is used in our experiments.
The sample s is used to look up the occlusion in eye
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space by other fragments (e.g. foam, fluid and solid
fragments) in the scene. Based on the knowledge col-
lected so far, the occlusion k of a sample is defined as

k =


1
[(

sz > e f rag
f oamz

∨ sz > e f rag
f luidz
∨

sz > e f rag
rigidz

)
∧ (0 < δ < 1)

]
0 otherwise

,

which basically states that; if a sample is occluded by
any other fragment in the scene and if the occlusion dis-
tance is not larger than AOMaxOcclDist , the sample is oc-
cluded.

Afterwards, we compute the occlusion factor ω of a
fragment as

ω =
∑

AO#Passes
AOpass=1

(
∑

ψ

i=1 λi ·δi · ki ·ai
)

∑
AO#Passes
AOpass=1

(
∑

ψ

i=1 λi
) ,

where for the pass AOpass, i iterates over all gener-
ated samples that are inside the render area (denoted
as ψ), and ai is the transparency of the sampled frag-
ment, which is equivalent to ιi for foam fragments. For
rigid and fluid fragments, ai is equivalent to the frag-
ment’s transparency. Additionally, if there are multiple
overlapping transparent fragments at a sample position,
ai is computed by adding all of the transparency values.

Finally, so as to be more flexible about the appearance
of the generated shadows, we compute the final shadow
value ζ clamped into [0,1] as

ζ = clamp
[
(ω ·AOShScale)

AOShExp +AOShO f f set , 0, 1
]

which is controlled by three self-explanatory user de-
fined parameters. In the presented scenarios, we used:
AOShScale = 1, AOShExp = 1.5 and AOShO f f set =−0.05.
The ambient occlusion step especially improves the re-
gions that have similar intensities, which would look
totally flat otherwise (e.g., see Fig. 8, top-middle). Fur-
thermore, Fig. 7-bottom shows the effect of different
AOShScale values. The computed ζ values are written
to a texture to be further used by the final composition
step (see Fig. 3c).

2.4.2 Irradiance

If the scene is illuminated using image based lighting,
we approximate the direct illumination of each foam
fragment by looking up the environment map that has
been used as the light source. Using the fragment nor-
mal n f rag, we create a hemisphere around the normal
and use the already generated samples from the SSAO
step to create direction vectors nsample

i that are used for
looking up the intensity P = (r,g,b) at an environment
map position. Finally, the irradiance that is coming

from the environment to a fragment location is simply
computed in a cosine weighted fashion as

I =

∑
ψ

i=1 P ·
(

nsample
i ·n f rag

)
ψ

 ,

where i iterates only over the samples that are generated
for the first sample collection pass. The sole purpose of
this step is to reflect the hue of the environment onto
the foam fragments to make the foam not look too dis-
tinct from the rest of the scene. Finally, the computed
I values are written to another texture to be used by
the next and the final render pass (see Fig. 3d). The
performance of this step can be improved by using an
irradiance environment map and making color look-up
once for every n f rag.

2.5 Composition
In this render pass, the information that has been cre-
ated in the previous steps and the pre-rendered images
of the scene without foam are composited to generate a
final image of the scene with foam (see Fig. 2).
Depending on the user defined AO#MaxSamples, the
shadow and radiance values computed in the previous
section can include high frequency noise. In order
to alleviate this problem, we apply Gaussian blur
with a filter radius of 3

2 hscreen
pass to both textures to

generate per-pixel ζ f iltered and I f iltered before doing the
composition.
Afterwards, to compute a final shadow color ζ f inal for
a pixel, the filtered shadow values are modulated with a
user defined color CShadowColor and clamped into [0,1]
as

ζζζ f inal = clamp
[
ζ f iltered · (Cwhite−CShadowColor) , 0, 1

]
,

where Cwhite = (1, 1, 1). We select CShadowColor similar
to the visible color of the fluid that the foam is generated
on, and it was chosen in our experiments as (0, 0, 0.2)
because of the dark blue appearance of the fluids in our
renderings. Since ζζζ f inal will be subtracted when do-
ing the composition, the CShadowColor term is subtracted
from white to invert it. From our experiences, coloriz-
ing shadows makes the foam blend better with the un-
derlying fluid.
As foam is composed of many air-liquid interfaces, it
has a very large scattering albedo which causes it to
scatter most of the incoming light, but absorb only a
small amount of it. Therefore, it is usually observed
very bright. We control this phenomenon by linearly
scaling the irradiance values I using a user defined pa-
rameter CIrrScale, whose value depends on the desired
foam brightness and the color range of the environment
map used. Afterwards, we clamp the resulting color
into the [0,1] interval to compute

I f inal = clamp
(
CIrrScale · I f iltered , 0, 1

)
.
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Figure 8: Comparisons of our method (top) to volume ray-casting that computes emission and absorption only
(bottom). As our method approximates shadows in concave regions, the foam looks more volumetric and detailed.
The scenes are named from left to right as: Wave, Lighthouse and Ship.

# Foam particles Resolution
Average foam rendering time per frame

Ray-casting [IAAT12] Ray-casting [FAW10] Ours (intensity only) Ours (total)

Wave up to 820K 800×600 2 min 10 s 235 ms 8 ms 52 ms

Ship up to 9M 800×600 4 min 20 s 760 ms 16 ms 102 ms

Lighthouse up to 15M 800×600 7 min 3 s 1 s 21 ms 150 ms

Flood up to 29M 1280×960 16 min 19 s 1.7 s 33 ms 235 ms

Table 1: Performance analysis of the example scenes.

Finally, the composited pixel color C is computed as

C = (1− ι)Cbg + ι

(
I f inal−ζζζ f inal

)
where Cbg is the color at the corresponding pixel po-
sition of the background image on which the foam is
composited (see Fig. 3f).

3 RESULTS
In this section, we demonstrate the versatility of our
approach in different animation sequences. For all
presented scenes, the underlying fluid has been sim-
ulated using the methods referred in [IAAT12], and
the fluid surfaces have been reconstructed based on
[SSP07, AIAT12, AAIT12]. The scenes were rendered
using mental ray [NVI11] on an Intel Xeon X5690 CPU
with 12 GB RAM, and the foam composition pipeline
was implemented using GLSL and ran on an NVIDIA
480 GTX GPU with 1.5 GB RAM. The ray-casting
code used in [IAAT12] was implemented as a mental
ray shader and ran on the CPU, and an optimized ver-
sion based on [FAW10] was implemented on the GPU.
All scenes were illuminated using image based lighting
with a clear sky environment map.

For all scenes, foam was simulated using [IAAT12] and
the same foam data were used for the rendering com-
parisons to [IAAT12]. For the comparisons shown in
Fig. 8, the ray-casting technique explained in [IAAT12]
took 9 s to 20 min depending on the complexity of the
frame, excluding the other scene geometry and load-
ing of the foam data. Using the optimized volume ray-
casting scheme, the computation time has been reduced
down to 90 ms to 2.5 s. Using our pipeline, the foam
rendering of a frame took 30 ms to 270 ms depending
on the complexity of the foam in the scene being ren-
dered, excluding the time spent for loading of the foam
data from secondary storage to the GPU memory. The
results produced by using a basic volume ray-casting
scheme that only accounts for absorption and emission
of radiance is similar to the results we achieve exclud-
ing the additional effects that are described in Sec. 2.4
(see also Fig. 3b). Excluding those additional effects,
our pipeline took between 5 ms to 39 ms per frame. See
Table 1 for additional information about each scene. As
our pipeline also takes additional effects into account
(i.e. ambient occlusion and irradiance estimation), our
presented foam renderings look volumetric and blend
with the rest of the scene (see Fig. 8). Note that in
[IAAT12], the fluid surface has been constructed only
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for the fluid particles that have more than five neigh-
bors. For our comparisons to [IAAT12], however, we
used the whole fluid surface for our renderings to bet-
ter estimate the SSAO of the foam by the fluid surface.
Therefore, differences between the two fluid surfaces
can be noticeable.
For all of our scenes, most of the rendering time has
been spent on the foam radiance estimation pass (be-
tween 50-80%). Whereas, the computational overheads
of the rest of the render passes were significantly lower.

4 DISCUSSION AND FUTURE WORK
Taking a closer look at sea foam from a distance less
than a few meters, one may observe the underlying air
bubbles at varying sizes which form the foam. Render-
ing of such scenarios is not handled by our approach.
However, using an air bubble generation technique like
[BDWR12] for such close-ups might be an interesting
direction for future research.
For scenes where most of the light is coming from a
specific direction at shallow angles (e.g. sunset scenar-
ios), the currently employed SSAO based shadow gen-
eration technique can fail to capture the resultant po-
tentially large shadows cast by distant objects. For such
cases, an explicit shadow generation algorithm which
can handle image based lighting such as the one ex-
plained in [CK09], or explicit shadow source selection
as discussed in [Bjo04] can be employed. Since we as-
sume that foam scatters most of the incident light ran-
domly, we omitted Fresnel effect. However, it might
be desirable to make the foam reflect the environment,
when it is viewed from a shallow angle.
Our algorithm neglects many physical effects that could
be otherwise simulated by using modern ray-tracing
techniques. Those effects include; scattering of light
inside the foam, influence of the foam on the appear-
ance of the surrounding objects and vice versa. How-
ever, for large scale scenarios (e.g. as in Fig 1), those
effects have less significance on the appearance of the
foam, and our approximations can efficiently gener-
ate convincing results. However, for close-ups, the
effects that we have omitted have more significance
on the final outcome. For those cases, using a vol-
ume ray-casting method that simulates light scatter-
ing can definitely yield more convincing results (e.g.
[RNGF03, GLR+06]).
Although we demonstrated our rendering scheme only
for the particle data generated by the method explained
in [IAAT12], we believe that our pipeline is mostly ap-
plicable to the rendering of other particle based foam
simulation techniques.

5 CONCLUSION
We presented an efficient, screen-space foam rendering
pipeline that can render large particle-based foam data

sets on the GPU. Our approach uses a multi-pass ren-
dering scheme, where different effects are added to the
foam rendering incrementally, and the final foam ren-
dering is composited with a pre-rendered image of the
scene. The presented method can be used as an efficient
alternative to ray-casting techniques for the rendering
of large scale particle-based foam data.
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ABSTRACT
We present a novel, View-Dependent Representation of Articulated Models (VDR-AM), and show its main benefits
in the context of view-dependent rendering integrated with occlusion culling for large-scale crowd scenes. In order
to provide varying resolutions on each animated, articulated model, we propose to use a cluster hierarchy in the
VDR-AM for an articulated model. The cluster hierarchy serves as a dual representation for both view-dependent
rendering and occlusion culling. For a high-performance view-dependent rendering and occlusion culling, we
construct each cluster of the cluster hierarchy to contain a spatially coherent portion of the mesh that also has
similar simplification errors. To achieve our goal, we present an error-aware clustering method for articulated
models. We also identify a subset of animation poses that well represents the original pose data and perform the
well-known quadrics-based simplification to efficiently compute our representation, while achieving a high quality
simplification. At runtime, we choose a LOD cut from the cluster hierarchy given a user specified error bound in
the screen space and render all the visible clusters in the LOD cut. We implement our method in GPU and achieve
interactive performance (e.g., 40 frames per second) for large-scale crowd scenes that consist up to thousands of
articulated models and 242 M triangles, without noticeable visual artifacts.

Keywords
View Dependent Rendering, Character Animation, Level of Detail

1 INTRODUCTION
Owing to advances of data capture and modeling
technologies, detailed articulated models are easily
generated and widely used in many different applica-
tions. Moreover, various crowd simulation techniques
have been designed and a high number of articulated
models are frequently used in large-scale crowd
scenes [TOY+07, NGCL09]. In typical crowd scenes
with lots of articulated characters, it can require high
computation costs of rendering and performing other
operations (e.g., collision detection) for handling those
articulated characters.

A significant amount of research has been put in or-
der to improve the performance of rendering and con-
ducting various operations for polygonal models. Some
of them include designing multi-resolution representa-
tions of polygonal models [LRC+02, YGKM08], per-
forming visibility culling [COCSD03], collision detec-
tion [TCYM09], etc. Unfortunately, most of these prior
techniques assume polygonal models and do not eas-
ily apply to articulated models. This is mainly because

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or re-
publish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.

Figure 1: This figure shows two images of an exhibition
crowd scene that has 1 K articulated characters. All
the characters and the scene have 83 M triangles. Our
method achieves 46 frames per second (fps) on average
for this model with 0.5 pixel-of-error (PoE) in a 1280
by 720 HD screen resolution.

articulated characters are dynamically animated with
an underlying deformation model (e.g., skeleton) that
changes the shapes of characters.

In terms of rendering articulated models, many tech-
niques have been proposed to improve the rendering
performance. At a high level, these techniques can be
classified as image-based [DHOO05, KDC+08] and
mesh simplification approaches [MG03, DR05, LS09]
for articulated models. Image-based approaches have
been reported to achieve a high rendering performance
by rendering textures instead of triangles. However,
these techniques may provide low quality render-
ing results for certain views (e.g., overhead or near
views [DHOO05, KDC+08]) or may not be used
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for other geometric applications such as collision
detection.

Geometric simplification methods for articulated
models, on the other hand, can provide high-quality
polygonal meshes that can be used for various views.
However, these simplification methods have focused on
computing different versions of level-of-detail (LOD)
meshes from an input articulated mesh, and have not
been applied widely to view-dependent rendering
that uses different LODs for portions of the mesh
depending on viewing information. To the best of
our knowledge, there have been no prior methods
that adopt view-dependent rendering integrated with
culling for large-scale scenes consisting of hundreds or
thousands of articulated models [RD05].

Main contributions. In this paper we propose a
novel, View-Dependent Representation of Articu-
lated Models, VDR-AM. We show its benefits in
the context of rendering, especially view-dependent
rendering integrated with occlusion culling. VDR-AM
consists of a cluster hierarchy that serves as both a
multi-resolution representation and a bounding volume
hierarchy. We use its multi-resolution representation
for view-dependent rendering, and its bounding volume
hierarchy for occlusion culling. We construct each
cluster of the cluster hierarchy to contain a spatially-
coherent small portion of the mesh that also has similar
simplification errors. To construct such clusters, we
propose an error-aware clustering method. Given the
cluster hierarchy of VDR-AM, we can compute a LOD
cut that satisfies a user-specified screen space error in
terms of pixels-of-errors (PoE) at runtime. We also
perform occlusion culling for clusters in the LOD
cut in an efficient manner that utilizes the temporal
coherence between consecutive frames.

We have implemented our method and applied it to
three large-scale crowd scenes that consist of up to five
thousand articulated models that have 242 M triangles
in total. Even though our VDR-AM representation is
not mainly designed for static polygonal models, it can
be naturally applied to handling those models without
major modifications. Therefore, we have also applied
our representation even for static models that are parts
of tested crowed scenes. Our method shows 16 to 50
frames per second (fps) without visible artifacts in a
1280 by 720 HD screen resolution. Compared with
a base rendering method that uses the original articu-
lated models combined with view-frustum culling, our
method achieves four to eight times improvement.

2 RELATED WORK
In this section we give a background on animating ar-
ticulated models based on skinning, and briefly review
previous work related to our method. For detailed in-
formation about crowd rendering in general, refer to an
excellent survey by Ryder et al. [RD05].

Figure 2: This figure shows a stampede crowd scene
that has 5 K articulated characters and 242 M triangles.
Our method can achieve 16 frames per second (fps) on
average for this large-scale crowd scene.

2.1 Background of Articulated Models
Articulated models are typically designed with skin-
ning and skeleton animations. In this case an articu-
lated model consists of a base mesh, a skeleton, and
vertex weights. The base mesh, also known as skin,
is a 3D polygonal mesh, and the skeleton is a hierar-
chical representation of bones. The vertex weights as-
sociated with vertices of the base mesh represent the
skin-to-skeleton binding. One of the most popular tech-
niques used to achieve interactive animation is linear
blend skinning.
The animation of the base mesh of an articulated model
is defined by a series of poses. Each pose is defined by a
4 by 4 transformation matrix representing positions and
orientations of bones of the skeleton. A vertex position,
v, in the base mesh is then moved to a new position,
v̂, by linear blend skinning with a pose, based on the
following equation:

v̂ = ∑
i

wiMiv, (1)

where Mi is the transformation of the ith bone associ-
ated with the vertex with the weight wi given the input
pose. There are more advanced skin blending methods
such as skinning using the dual quaternions, and they
can be also used with our method.

2.2 Mesh Simplification
Mesh simplification has been extensively studied for
polygonal meshes, and numerous techniques have
been presented. Among them the quadric error metric
(QEM) and edge collapse operations [GH97] have been
most widely used for high-quality mesh simplifications.
Many simplification techniques have been also pro-
posed for dynamic models, but some of them [KG05,
HCC06] are not directly applicable to articulated mod-
els that are animated with an underlying deformation
model. In this section we focus on simplification meth-
ods that can handle articulated models with skinning.
Simplification for articulated models. Mohr and Gle-
icher [MG03] applied the QEM method for simplify-
ing articulated meshes. Their method takes a skinned
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mesh and a series of example poses. It computes the
quadric error for each vertex by considering all the ex-
ample poses. DeCoro and Rusinkiewicz [DR05] im-
proved this method by considering the bone transfor-
mations and computing the quadric error in a base refer-
ence pose. Recently, Landreneau and Schaefer [LS09]
perform the simplification by considering weights as-
sociated with vertices and thus achieve higher simpli-
fication quality over other techniques. Our simplifi-
cation method is based on the work of DeCoro and
Rusinkiewicz [DR05], but can be improved by adopt-
ing techniques proposed by Landreneau and Schae-
fer [LS09]. In addition, Pilgrim et al. [PSA07] pro-
posed a progressive skinning technique that progres-
sively uses a subset of original bones of articulated
models. This technique can be combined with our
method for higher rendering performance.

Image-based simplification methods. As an alter-
native representation for polygonal representations,
image-based representations [DHOO05, KDC+08] like
impostors have been proposed for articulated models
and reported to achieve a high rendering performance,
while maintaining a reasonable memory require-
ment [YYBE13]. As downsides, these techniques
may provide low quality rendering results for certain
views (e.g., overhead views) or require a high storage
requirement. In addition, image-based representations
may provide low-quality results for various geometric
operations such as collision detection. Nonetheless,
these image-based representations can be used together
with polygonal representations including ours, to
achieve a higher rendering performance and quality.
For example, one can use polygonal representations
in a near field and use imposters in a far field, as
suggested by Kavan et al. [KDC+08]. As a result, our
method is orthogonal to image-based techniques in the
context of rendering.

2.3 View-Dependent Rendering and
Culling

View-dependent rendering (VDR) uses lower resolu-
tions for portions of the mesh that are located farther
away from the viewer. This technique aims to reduce
the number of rendered triangles of complex models
depending on viewing configurations and has been
extensively studied for polygonal meshes [YGKM08].
VDR originated as an extension of the progressive
mesh (PM) that is a linear sequence of encoding
finer meshes [Hop97]. Hoppe [Hop97] improved this
method by organizing the PM as a vertex hierarchy
instead of a linear sequence. The vertex hierarchy is
known to provide very smooth LOD transitions, while
requiring high runtime computations. This technique
has been extended to large-scale polygonal models that
consist of hundreds of millions of triangles [YSGM04].
However, VDR has not been applied widely to
articulated models for large-scale crowd rendering.

: Visible clusters 

: Occluded clusters 

Active clusters : Contains original mesh 

Figure 3: This figure shows our cluster hierarchy of our
VDR-AM representation with active clusters (i.e. LOD
cut) including visible and occluded clusters. Note that
leaf clusters contain the original mesh.

Visibility culling also has been well studied to reduce
the number of rendered triangles in scenes that have a
high depth complexity [COCSD03]. For general en-
vironments, image-based occlusion representations are
widely used, and high-performance culling algorithms
use GPUs to perform occlusion culling [YSM03].

Hybrid algorithms for rendering acceleration. Many
hybrid algorithms [RL00, YSGM04, CBWR07] that
combine simplification with visibility culling for static
polygonal models have been proposed. These tech-
niques have integrated various visibility techniques into
VDR frameworks of static polygonal meshes. Our
VDR-AM representation can enable hybrid rendering
methods for articulated models.

3 OVERVIEW OF OUR METHOD
In this section we explain our representation, followed
by an overview of its construction and our runtime ren-
dering algorithm.

3.1 Dual Representation
We use a cluster hierarchy (Fig. 3) for an articulated
model, as a dual representation. The cluster hierar-
chy serves both as a multi-resolution hierarchy for
View-Dependent Rendering (VDR), and as a bounding
volume hierarchy for occlusion culling, view-frustum
culling, and other geometric operations.

We call each node of the hierarchy a cluster. Each clus-
ter serves as a main processing unit for VDR and occlu-
sion culling. Each leaf cluster of the hierarchy contains
a portion of the base mesh of the articulated model. For
an intermediate cluster of the hierarchy, we merge two
sub-meshes contained in its two child clusters, simplify
them, and store them in the intermediate cluster. There-
fore, each leaf cluster can provide the original resolu-
tion of a portion of the mesh, while an intermediate
cluster can provide a low resolution for a portion of the
mesh. Also, each cluster is associated with a bounding
volume that contains all the geometry throughout the
animation.

Each cluster records its maximum geometric simplifica-
tion error that is caused by simplifying the sub-mesh of
the cluster, while considering poses of an animation for
the articulated model. In order to allow drastic simpli-
fications on the articulated model given an error bound,
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it is critical to cluster vertices that have similar simpli-
fication errors, thus leading to smaller geometric sim-
plification errors for each cluster. In order to provide
a high culling ratio, each cluster should be constructed
such that it contains a spatially coherent portion of the
base mesh of the articulated model.

3.2 Construction
In order to construct the cluster hierarchy of an articu-
lated model, we first decompose the base mesh of the
model into clusters, which become the leaf clusters of
the hierarchy. We perform our error-aware clustering
method to construct each cluster to have a spatially-
coherent portion of the mesh whose vertices have sim-
ilar simplification errors (Sec. 4.2). For the simplifi-
cation of sub-meshes contained in clusters, we use the
well-known edge-collapse and quadric-based simplifi-
cation methods, which also consider poses of the ani-
mation of the model. Since the simplification process
can take a large amount of time for the animation that
consists of many poses, we propose a pose selection
method that chooses representative poses for the ani-
mation and simplify the mesh by considering only those
representative poses (Sec. 4.1).

3.3 Rendering Algorithm
To show benefits of our VDR-AM representation, we
apply it to view-dependent rendering integrated with
occlusion culling for articulated models. At runtime,
we compute a new position and orientation (e.g., an-
imation pose) of each articulated model in the scene.
To perform VDR, we maintain active clusters (i.e. a
LOD cut) that represent the articulated model with the
lowest number of triangles, given a user-specified er-
ror bound (Sec. 5.1). To determine active clusters, we
compute a screen-space projected simplification error
for each cluster and compare it with the user-specified
error bound. To perform occlusion culling we com-
pute a conservative set of visible clusters based on the
bounding volume information encoded in the cluster hi-
erarchy and render them for the final images (Sec. 5.2).

4 CLUSTER HIERARCHY CON-
STRUCTION

In this section we explain our cluster hierarchy con-
struction method. We also compute clusters from the
static polygonal models of scenes, as we compute clus-
ters from the animated, articulated models.

Pose space reduction. Since an articulated model can
have many bones (e.g., 30 to 60 bones for human-like
characters), each pose can be considered as a point in
a high dimensional pose space. Unfortunately, any op-
erations on these high dimensional points can be very
difficult and expensive because of the well-known curse
of dimensionality. To ameliorate this issue, we reduce
the dimensionality of the pose space. In particular, we

Clustering Partitioning

Figure 4: This figure shows the process of our pose se-
lection method that performs the clustering and parti-
tioning. The red points are the selected final poses that
represent the distribution of the original poses.

use the multi-dimensional scaling, a statistical tool for
reducing dimensions of data [McG68]. This method
maps data into a reduced dimensional space, while pre-
serving the distance between data in the original dimen-
sional space. For all the tested models in the paper, we
reduce the pose space of such models to 9 dimensional
space, as suggested by Assa et al. [ACCO05]. Though
Assa et al. suggested mainly for human-like models,
we found that 9 dimensional space works well to other
tested animal models.

4.1 Representative Pose Selection
In order to reduce the time taken on simplifying mod-
els, we propose to consider only representative poses
instead of considering all the original poses during the
simplification process. As the number of representation
poses decreases, we can improve the performance of the
simplification, but can underestimate the simplification
error more, leading to a low-quality simplification.

To minimize this negative effect, we define pose groups,
each of which contains a coherent set of poses. We then
choose a representative pose from each pose group. Af-
ter reducing the dimension of the pose space, we parti-
tion poses into pose groups based on our clustering and
partitioning framework (Fig. 4).

We start with creating a pose group for each pose point.
Our pose selection method consists of two stages: clus-
tering and partitioning stages. In the clustering stage,
we recursively merge two groups into a new pose group,
if any two points chosen from those two pose groups
are within the Euclidean distance of d. In order to ef-
ficiently perform this operation, we can construct a kd-
tree from poses in the reduced pose space and find near-
est neighboring pose points [Ben75].

The pose groups computed from the clustering stage
can be quite big (e.g., the top group computed from the
clustering step shown in Fig. 4), since we compute pose
groups based only on the local distance information be-
tween poses. We adopt a second, partitioning stage that
splits big groups into smaller groups. More specifically,
we check whether the diagonal size of the bounding box
computed from a pose group, c, is bigger than a thresh-
old (e.g., 1.5×d). If so, we recursively split the group
c into two pose groups by using a median spatial parti-
tioning, which divides the longest width of the bound-
ing box of the group c into half. For each final pose
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Figure 5: This figure shows eight poses chosen out of
35 poses for the walking animation based on our pose
selection method.

group, we choose a representative pose (e.g., red cir-
cles shown in Fig. 4) that is closest to the center of the
group.
We tried a well-known clustering method, K-means, for
computing representative poses. We chose our clus-
tering and partitioning framework instead of K-means,
mainly because it is hard to set the target number of
pose groups that well represents the distribution of the
original poses for different animation patterns (e.g.,
walking, running, etc.).

4.2 Error-Aware Clustering Method
To construct the cluster hierarchy of an articulated
model, we first decompose the base mesh of the model
into a set of clusters. These computed clusters become
leaf clusters of the cluster hierarchy.
We identify two different criteria and consider them for
the cluster construction. First, each cluster should be a
spatially coherent portion of the mesh, in order to keep
the bounding box of the cluster small and thus achieve
a high culling ratio. Second, each cluster should con-
tain vertices that have similar simplification errors. For
example, if a cluster contains two different mesh re-
gions such as a joint and upper arm, highly deforming
and less deforming regions respectively in the anima-
tion, then the cluster can get a high simplification error
caused by the joint region, even though some portions
(e.g., the upper arm) contained in the cluster may have
a much lower simplification error. In this case, we may
have to render a higher number of triangles even though
some of those triangles can be simplified further given
the user-specified error bound.
We, therefore, propose an error-aware clustering
method that considers the simplification error as well
as the spatial coherence for the sub-mesh contained in
each cluster. To consider the simplification error for the
geometry contained in each cluster during clustering,
we have to simplify the mesh and compute simplifi-
cation errors. However, this causes a chicken-and-egg
problem, since we have to construct clusters first before
simplifying clusters.
In order to avoid this problem, we measure how much
a vertex deforms during the animation as a deformation
level for the vertex, and use it as a rough approximation
of the simplification error for the vertex. This is because
as a vertex deforms more, it tends to generate a higher
simplification error computed by considering different
poses of animations.

Figure 6: This figure shows two images of an office
evacuation crowd scene with two hundred articulated
characters. This scene consists of 16.4 M triangles. Our
method can achieve 49 frames per second (fps) on av-
erage for this scene.

To measure the deformation level of a vertex, we iden-
tify a bone, ba, that is a least common ancestor for
bones that affect the vertex and then compute a tight-
est bounding box that contains the trajectory of the ver-
tex during the animation in the reference frame of the
bone ba. The deformation level of the vertex, then, is
computed as the diagonal length of the bounding box.
The computed deformation level does not fully capture
the simplification error, which is also affected by the
neighboring triangles of the vertex. Nonetheless, we
have found that it works well for our tested benchmarks
and is very easy to compute the deformation level dur-
ing the clustering stage.

For computing clusters of the base mesh, we adopt a
clustering and partitioning framework that is similar to
the one we used for computing pose groups. In the first
clustering stage, we group adjacent vertices (i.e. spa-
tially coherent vertices) with similar deformation levels
into a cluster. We define that two vertices have the sim-
ilar deformation levels, when their deformation levels
differ within the range of 10%. We continue this pro-
cess until we cannot merge vertices any more.

Clusters computed from the clustering stage can have
a very high number of triangles. Therefore, we ap-
ply the partitioning stage, which recursively splits clus-
ters that have more than s (e.g., 100) triangles based on
the median-based spatial partitioning. Fig. 7-(b) shows
computed leaf clusters based on our method for an input
model.

4.3 Hierarchy Construction
We construct the cluster hierarchy in a bottom-up man-
ner, starting from leaf clusters computed in Sec. 4.2.
We construct the hierarchy by merging two adjacent
clusters that have similar deformation levels. We de-
fine two clusters to be adjacent, if they have adjacent
triangles that share the same vertices. We also define
the deformation level of a cluster to be the maximum
of the deformation levels of vertices contained in the
cluster.

Particularly, among adjacent clusters for a cluster, c, we
identify a cluster, cm, that has the minimum difference
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Figure 7: This figure shows an original model (a) and
its leaf clusters generated by our error-aware clustering
method (b). (c) show zoomed regions of boxed parts
in (b). The top of (c) shows a deforming elbow region
with increasing simplification levels. The bottom shows
a non-deforming torso region, resulting in more aggres-
sive simplification.

of the deformation level to that of the cluster c, and
merge cm and c into their parent cluster. We repeat this
procedure until we construct the root node of the cluster
hierarchy.
Simplification. Once we construct the hierarchy, we
then perform the simplification for each cluster by
traversing clusters in a bottom-up manner. For each
leaf cluster, we simplify the sub-mesh contained in the
cluster such that the number of the triangles in the clus-
ter is reduced into half. For the simplification, we apply
the pose-independent simplification method [DR05]
that uses the well-known quadric simplification error
metric. During the simplification, we consider only
representative poses computed by our pose selection
method (Sec. 4.1).

5 GPU-BASED RENDERING
In this section we explain how we can design an inter-
active GPU-based VDR method integrated with occlu-
sion culling based on our VDR-AM representations for
articulated models.

5.1 LOD Selection
In order to perform VDR and culling, we first compute
a LOD cut in the cluster hierarchy that represents the
articulated model given the error bound. To compute
the LOD cut, we measure the geometric simplification
error of each cluster in the screen space. To do that, we
pre-compute a sphere whose diameter corresponds to
the maximum Hausdorff distance between the original
mesh and its corresponding simplified mesh contained
in each cluster. For efficient computation, the maxi-
mum Hausdorff distance is approximated as the square
root of the maximum quadric error associated with each
cluster. We project the sphere associated with each
cluster to the screen space. If the diameter of the pro-
jected sphere is equal to or smaller than the user speci-
fied pixels-of-error (PoE) value, we treat the cluster to
have an enough resolution that can represent the artic-
ulated model given the PoE value. This LOD cut se-
lection method takes only a minor CPU time (e.g., less

PVSi-1 Render 
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Perform 
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clusters

Frame i
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Figure 8: This figure shows our runtime rendering ar-
chitecture.

than 1 ms) even for the exhibition crowd scene (Fig. 1)
that consists of 1 K articulated models and 83 M trian-
gles.

5.2 Rendering Algorithm
We use an image-based conservative culling algo-
rithm [YSM03] that is based on the frame-to-frame
coherence and hardware-accelerated occlusion queries,
in order to achieve an efficient performance of culling.
We briefly explain how we enable such image-based
culling based on our VDR-AM representation for
articulated models.

Before we perform the culling, we decompose active
clusters of the hierarchy into two disjoint sets: poten-
tially visible set (PVS) and potential occludee set. Clus-
ters in the PVS are treated to be visible and are used to
create an occlusion map for visibility tests of clusters.
We use PV Si to denote the PVS at frame i. The over-
all architecture of our rendering algorithm is shown in
Fig. 8.

Occlusion map generation. At frame i, we start with
PV Si−1, the PVS at the previous frame i−1. As Step 1
of our algorithm, we first update, i.e. simplify or refine,
clusters of PV Si−1 to meet the error bound with our
LOD selection method (Sec. 5.1) that considers the cur-
rent view information. We set those clusters as PV Si.
We then render clusters of PV Si into color and depth
buffers. The depth buffer information computed with
PV Si serves as an occlusion map for visibility tests in
the next rendering step.

Visibility tests. All the clusters of the LOD cut that are
not in the PV Si are used for the potential occludee set.
We also update all the clusters in the occludee set. In
Step 2 of our rendering algorithm, we check the visi-
bility of clusters of the occludee set by using hardware
accelerated occlusion queries. For clusters that passed
the standard view-frustum culling, we use the bound-
ing volumes of those clusters with the occlusion queries
against the occlusion map. These bounding volumes
serve as a conservative proxy to the geometry contained
in corresponding clusters. We call those clusters of the
occludee set that are identified as visible clusters with
occlusion queries newly visible clusters. Fig. 9 shows
an example of culling results in one of our benchmark
scenes.

Rendering newly visible clusters. As the final step
of our algorithm, we render newly visible clusters, to

Journal of WSCG

Volume 21, 2013 188 ISSN 1213-6972



Figure 9: The left figure shows the image created at a
first person view. The right image shows a third per-
son view with occlusion results. The black lines show
the view frustum of the first person view. The pink,
blue, and yellow boxes are visible, occlusion culled,
and view-frustum culled clusters.

create the final image. Also, these newly visible clus-
ters are added to the PV Si. We use the PV Si for the
next frame. Note that by taking advantage of temporal
coherence, we only update and reset the PV S every n
frames.
Instancing and static models. It is common to use
instancing to create large-scale crowd scenes. We
also store various data of cluster hierarchies such that
we can efficiently utilize the GPU-based instancing.
More specifically, we adopt the pseudo-instancing
method [Zel04] for our VDR representation. In
addition, our VDR-AM representation can be easily
applied to handling static models. In this case our
method considers only base meshes of static models.
As a result, our rendering method can be applied to
handling both static and articulated models.

6 RESULTS
To show benefits of our representation, we have im-
plemented our construction and runtime rendering al-
gorithms on a 3.00 GHz Intel quad-core PC with a
GeForce 8800 GTX GPU that has 768 MB. We store all
the transformation matrices of bones of various articu-
lated models with all the poses in a 1 D texture buffer,
which is easily accessible in the GLSL vertex shader
that implements our runtime skinning method. For all
the performance tests, we use the HD image resolution
of 1280 by 720. In this image resolution, we use the
PoE value of 0.5, in order to avoid visual artifacts to
viewers. Since the used PoE causes only sub-pixel er-
rors in the screen space, we do not perform any expen-
sive geomorphing [Hop97].
Benchmark scenes. We have tested our method with
three different crowd scenes that consist of human and
animal articulated characters. Our first benchmark rep-
resents an office evacuation scenario (Fig. 6). This of-
fice scene consists of 200 instanced virtual human char-
acters and 16.4 M triangles. Our second benchmark
represents an exhibition scenario (Fig. 1). This exhi-
bition scene consists of 1 K instanced characters and
83 M triangles. The third scene is a stampede scenario

(Fig. 2) consisting of 5 K instanced animal characters
and 242 M triangles. In the first and second crowd
scenes, we use 20 different virtual human characters
that have 35 bones and 73 K to 110 K triangles for their
base meshes. Also, they are animated by using a walk-
ing animation pattern that consists of 35 different poses.
In the third crowd scene, we use horse, elephant and
camel models that consist of 17 K, 85 K, and 44 K tri-
angles respectively. They have 30 to 40 bones and are
animated in a running pattern with 15 to 80 poses.

Pose selection parameter setting. In our pose selec-
tion method, the parameter d trades-off between the
simplification quality and performance of our overall
construction method. If we set d to be too high, we
would choose too small number of representative poses,
causing faster construction, but leading to a worse sim-
plification quality. On the other hand, if we set d to be
too low, we would get the reverse effects: slower con-
struction, but higher simplification quality. Given this
trade-off space, we found that the range of 10% to 30%
of the diagonal size of the bounding box of the model
for d strikes a good balance in our tested benchmarks.

In this setting, for a walking animation that consists of
35 poses, our method selects 8 different poses. For a
snake crawling animation with 81 poses, our method
selects 13 poses. As a result, our method achieves 3 to
5 times performance improvement for our construction
method. Also, in terms of the simplification quality,
we found that the RMS distance between the original
mesh and the simplified mesh computed only from con-
sidering computed representative poses is within 1% to
2% difference to the RMS distance between the origi-
nal mesh and the simplified mesh computed from con-
sidering all the poses; we use the metro tool [CRS98] to
measure the RMS distance. Fig. 5 shows eight chosen
poses out of 35 poses of the walking animation. Note
that more poses are chosen during a period that the hu-
man character switches his pivoting leg.

Hierarchy construction comparisons. In order to
show the benefits of our error-aware clustering method,
we additionally implemented a naive clustering method
that uses an octree. More specifically, we construct
clusters by recursively partitioning the base mesh until
the sub-mesh contained in each node of the octree has
s triangles. This naive method considers only the base
mesh computed from a pose and does not consider any
simplification errors. Once we compute clusters from
the octree, the hierarchy construction and simplification
that we have applied to to our error-aware clustering
method are performed in the same manner to the naive,
octree-based clustering method.

Compared to this naive method, our error-aware clus-
tering method shows only 4% slower clustering perfor-
mance at preprocessing, but shows 50% higher runtime
rendering performances, by rendering 50% fewer trian-
gles given the same error bound in our tested bench-
marks. Since we cluster vertices that have similar sim-
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Figure 10: These figures show fps graphs of dif-
ferent methods: our VDR method, VDR, our VDR
method integrated with occlusion culling, VDR+OC,
and NoLOD that uses the original resolutions and view-
frustum culling.

plification errors, we can allow more drastic simplifica-
tion if possible, over the naive octree-based clustering
method. Fig. 7-(c) shows our simplification results on
different portions of a walking character.

Construction time and memory requirement. We
set each cluster to have less than 100 triangles. In
this setting, our method creates 1.8 K leaf clusters and
takes 19 min in CPU to compute our representation
for the biggest virtual character that has 110 K trian-
gles. Also, our representation requires 72 bytes per
each triangle for an articulated model. Since the orig-
inal mesh requires 30 bytes per each triangle, our rep-
resentation requires 140% more space over the original
mesh. Since our representation stores simplified trian-
gles, whose number is similar to the number of origi-
nal unsimplified triangles, our representation requires at
least 100% more space over the original mesh. There-
fore, the memory overhead 140% of our representation
is not significantly high.

Comparison configurations. We measure the perfor-
mance of three different methods: 1) a base rendering
system, NoLOD, that uses the original resolutions and
performs only view-frustum culling, 2) our VDR ren-
dering system, VDR, that performs the VDR on the
base system, and 3) our VDR system integrated with
occlusion culling, VDR+OC. We measure the frames
per second (fps) of these methods with pre-defined
paths, which are shown in the accompanying video.
The fps graphs of these methods with our benchmark
scenes are shown in Fig. 10.

FPS #. Rendered Tri. (M)
Benchmark NoLOD VDR VDR+OCNoLODVDRVDR+OC

Office Fig. 6 10.27 43.29 49.21 12.46 2.29 2.06
Exhibition Fig. 1 7.73 29.15 46.08 24.66 3.14 1.94
Stampede Fig. 2 0.55 16.38 16.23 148.09 4.77 4.70

Table 1: This table shows the frames per second (fps)
and the number of rendered triangles on average while
rendering scenes. NoLOD, VDR, and OC repre-
sent rendering with the original resolutions, our view-
dependent rendering method, and our occlusion culling
technique respectively.

Figure 11: This figure shows adaptively varying resolu-
tions computed from our VDR-AM representation. We
render each vertex of the model with colors computed
from the well-known heat color map; the red color indi-
cates the highest resolution, while the blue color refers
to the lowest resolution.

6.1 Rendering Performance
On average, VDR+OC achieves interactive perfor-
mances, 49 fps and 46 fps in the office and exhibition
crowd scenes respectively (Table 1). In the exhibition
scene, compared to the base rendering system, we
achieve 4 times performance improvement by enabling
the VDR, and achieve 6 times performance improve-
ment by enabling VDR and occlusion culling together.
We also observe a similar performance gain with the
office scene. These performance improvements are
mainly caused by reducing the number of triangles
that we have to process for the skinning and rendering
operations. More specifically, the base rendering
system renders 458 K clusters that contain 24.66 M
triangles for the exhibition scene. On the other hand,
VDR renders 12 K clusters with 3.14 M triangles and
VDR+OC renders 8 K clusters with 1.94 M triangles.

In the stampede scene our method achieves interactive
performance, 16 fps, even though the original model
consists of more than 200 M triangles. Also, it
demonstrates high performance improvement (up to
30 times) by enabling VDR over the base rendering
method. Nonetheless we show a minor, but lower
performance by enabling occlusion culling over VDR.
This is mainly because we do not have much depth
complexity in the tested view point.

6.2 Discussions
To highlight the benefit of our method, we show varying
resolutions of our view-dependent representation for a
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snake articulated model that consists of 28 K triangles
and 81 poses for its crawling animation (Fig. 11). We
use the heat color map to show how the resolution of the
model varies given the first person view. As a portion of
the model is farther away from the viewer, it gets lower
resolution as indicated by showing colors close to the
blue one. At the given view our method requires only
18 K triangles for rendering the snake model.
Relationships with LODs. Many view-dependent rep-
resentations have been proposed, as discussed in Sec. 2.
These techniques have not been widely applied to ar-
ticulated models. This may be mainly because that
many prior view-dependent techniques have high com-
putational overheads. Nonetheless, our technique re-
duces the computational overhead by providing view-
dependent resolution at a granularity of clusters con-
sisting of around 100 triangles, not each triangle of the
mesh. Note that this kind of approach is inspired by ef-
ficient LOD rendering techniques such as HLODs (Hi-
erarchical levels of detail) [EMB01] designed for large-
scale static models.
Breakdown of each rendering component. We also
measure how much percentage each component of our
method takes over the total rendering time. The CPU-
based selection of the LOD cut given a viewing configu-
ration takes less than 1.5 ms. The GPU-based skinning,
rendering, and occlusion culling components take 14%,
82%, and 4% over the total rendering time on average
across all the tested benchmarks.
Limitations. Even though our method shows perfor-
mance improvements over the base rendering method,
there is no guarantee that our VDR integrated with oc-
clusion culling always improves the performance of
various crowd scenes. This is mainly because perform-
ing VDR and occlusion culling has overheads. Also,
our method may show visual artifacts with PoE values
bigger than 1, while we were able to achieve interactive
performance without noticeable artifacts by using 0.5
PoE for our tested models. Geomorphing can amelio-
rate popping artifacts by providing smooth transitions
between different LODs.

7 CONCLUSION
We have proposed view-dependent representation for
articulated models, VDR-AM, and presented how we
can use it for an interactive view-dependent rendering
method integrated with occlusion culling in large-scale
crowd scenes. VDR-AM consists of a cluster hierarchy
that serves both as a multi-resolution representation for
VDR and a bounding volume hierarchy for occlusion
culling. We also presented an error-aware cluster con-
struction method to allow drastic simplifications on por-
tions of meshes of articulated models. We were able to
achieve 16 to 49 fps on average for large-scale crowd
scenes that consist of thousands of articulated models
and hundreds of millions of triangles without notice-
able visual artifacts.

There are many avenues for future work. In addition to
addressing current limitations of our method, we would
like to first handle larger crowd scenes by designing
a more drastic simplification method (e.g., volumetric
simplification methods) as well as to simplify skeletal
and behavioral models of characters [RCBS10]. One
can combine our method with image-based representa-
tions [DHOO05, KDC+08]; use our method in a near
field and use impostors allowing more drastic simplifi-
cations in a far field. Also, we used deformation levels
to estimate simplification errors. We would like to ex-
tend this concept to identify vertices that have similar
rotational sequences [JT05], to more accurately cluster
vertices that have similar simplification errors. In ad-
dition, it would be interesting to conduct a user study
measuring perceptual errors of our method. Finally, we
would like to apply our VDR-AM to other geometric
applications such as collision detection. Since our rep-
resentation is based on a polygonal representation, we
believe that it can be easily applied to collision detec-
tion in a similar spirit to the collision detection method
designed for dynamic simplification [YSLM04].
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Figure 1. Local texture mapping with different sets of feature points. 

ABSTRACT 
Decaling is an intuitive paradigm for texture mapping in an analogy of attaching stickers on an object in the real 

world. This paradigm enables an artist to put decals directly on a 3D model after interactive manipulations such 

as modifying their positions, scales and orientations. In this paper, we present a novel method for multiple-

constrained decaling. Given a region inside a texture together with a set of feature points in the region and a 3D 

model, our problem is to map the texture region onto the surface of the model in an intuitive manner, while 

satisfying the constrained imposed by a user-specified correspondence between a set of feature points in the 

region and the surface. We propose a solution for this problem. Our approach iteratively determines a portion of 

the mesh representing the surface while accordingly refining its parameterization, guided by the feature point 

correspondence. 

Keywords 
Texture Mapping, Parameterization, Polygonal Modeling. 

1. INTRODUCTION 
Texture mapping is a well-known technique for 

mapping an image onto the surface of a 3D model to 

enhance its visual appearance. This technique has 

been adopted for a broad range of applications such 

as special effects for the film industry that requires 

highly realistic models as well as the game industry 

for efficiently creating 3D models and virtual 

characters. The essential step of texture mapping is 

the surface parameterization of a 3D model, i.e. 

finding a one-to-one correspondence between the 

entire surface of the model and a texture. 

 

 

 

 

 

 

 

A 3D model can also be decorating with several 

textures, that is, different images of arbitrary shapes 

are placed on the 3D model, each image covering a 

portion of the surface by locally parameterizing the 

region on the 3D surface that corresponds to each 

image. The metaphor can regarded as affixing 

stickers or decals to the surface of the model. This 

technique shows the possibility of texturing models 

by compositing images directly on the 3D surface, 

which is analogous to 2D image compositing that 

creates a new image by combining images from 

different sources by alpha blending. The texture 

mapping with local parameterization usually 

produces higher quality results than texture mapping 

with global parameterization, since local 

parameterization for a smaller number of triangles 

results in lower distortion compared to global 

parameterization for the entire surface. 

The latest work related to local parameterization uses 

a discrete approximation to the exponential map 

[Sch06a] that parameterizes a circular region around 

a center point provided by the artist. As pointed by 

the authors, a disadvantage of their technique is that 
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the distortion of mapping increases significantly as 

the textured region is becoming larger, especially on 

surfaces with high frequency features. In addition, 

their technique offers limited control, that is, only the 

position of the center point, the scaling and the 

orientation of local parameterization can be specified 

by the artist. This method cannot be used for 

constrained texture mapping where we need to define 

a correspondence between multiple feature on the 

image and the 3D surface. 

We present a method which is a generalization of the 

work of Schmidt et al., that is, the mapping of an 

image of an arbitrary shape onto the 3D surface 

given multiple corresponding pairs of feature points 

on the image and the surface. The input of our 

approach is a region of the 2D image that is bounded 

by a simple closed curve, and a set of feature points 

in the region and their counterparts on the 3D model. 

Our method computes automatically the region for 

texturing on the 3D model and its parameterization in 

an intuitive manner. Compared to the work of 

Schmidt et al., our approach offers two important 

advantages. First, the artist can use as many feature 

points as needed; our method ensures the exact 

matching of the features between the image and the 

3D model guided by the feature point 

correspondence. Second, our method does not 

impose any limitations on the size and shape of the 

textured region on the model surface. Our method 

provides valid parameterization even when the 

textured region is very large and the surface of the 

model contains sharp features. For efficient texture 

mapping, we introduce a novel two-step 

parameterization that supports multiple feature 

correspondence and automatic computation of the 3D 

region for texturing. We show how to use this 

method to texture-map parts of the surface of a 3D 

model. 

2. RELATED WORK 

A variety of techniques have been proposed to help 

artists to decorate 3D models. We give a brief 

description of these techniques. 

Surface Painting: Surface painting is one of the 

most common techniques for decorating 3D models; 

the artist creates a texture from scratch by drawing 

directly on a 3D model using painting tools such as a 

brush or an eraser. This technique has been well 

studied [Car04a] and many commercial tools for 3D 

painting are available [May05a]. However, surface 

painting is tedious and requires artistic skills to 

create a complete texture. 

Texture Tiling: Another technique for creating 

textures on 3D model is to cover its surface with 

partially overlapping images [Pra00a] [Tur01a] 

[Wei01a] [Sol02a]. This technique is useful for 

completely covering a surface with repetitive 

applications of a pattern image. However, the use of 

this method is limited since it can only be applied for 

texture tiling. 

Global Planar Parameterization: A large body of 

work on texture mapping has been devoted to global 

parameterization of surfaces, i.e. finding a bijective 

function between the entire surface of a model and a 

planar texture space. If the surface is topologically 

equivalent to a disk, then a planar parameterization is 

computed through an optimization that finds the 

position of vertices in the texture space such that 

distortion of the triangles is minimized [San01a], 

[Lev02a], [Des02a], [Flo03a], [Flo03b], [Mey02a].  

If the surface of the model is not topologically 

equivalent to a disk, the surface is segmented into a 

set of disjoint charts, each of which is homeomorphic 

to a disc and parameterized independently of each 

other [Lev02a], [Zho04a], [Zha05a]. These 

parameterized charts are then packed into the texture 

space to collectively form a texture atlas.  

The surface parameterization technique has been 

further extended to incorporate a feature 

correspondence between points in the texture space 

and vertices on the surface of the model. The feature 

correspondence is integrated in parameterization 

either as soft constraints [Lev01b] [Des02a] or hard 

constraints [Kra03a]. [Zho05b] further extends the 

constrained parameterization to allow the artist to 

generate a texture atlas from multiple images. 

Since global parameterization is targeted for mapping 

the entire surface, distortion due to parameterization 

usually increases with greater surface complexity. 

Our approach is based on local parameterization, 

which aims at lowering the distortion by restrictively 

parameterizing the portion of the surface that is 

actually textured. 

Local Parameterization: Unlike global 

parameterization, local parameterization is computed 

only for the region of the 3D surface that is to be 

textured. This technique is known as decal mapping, 

in reference to the metaphor of a decal (or sticker) 

affixed to the surface of an object. [Lev05a] have 

proposed a system supporting the interactive 

manipulation and composition of decals. The 

parameterization of decals is obtained with a planar 

projection of the 3D surface to be textured. While 

this method is simple and shows good computational 

efficiency, the planar projection of highly-curved 

surfaces results in significant distortion. [Sch06a] 

have computed the parameterization with discrete 

exponential maps, which significantly improves the 

quality of the parameterization compared to the 

planar projection. Still, the quality of the 

parameterization with this method is sensitive to high 

frequency features of the 3D surface to be 
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parameterized. Our system combines conformal 

mapping and 2D warping to robustly handle the 

parameterization of surfaces with high frequency 

features. Besides, our method allows users to 

introduce multiple feature constraints, which 

facilitates precise alignment between texture and 

surface features. 

Recently, some researchers [Sun13a] have proposed 

an interactive interface for texturing 3D surfaces. 

With this system, the user specifies a local 

parameterization with a free-form curve drawn on the 

surface. Compared to their method, our approach 

offers higher level of user interaction. In their 

system, the texture image should have the shape of a 

strip and its mapping is achieved through the 

manipulation of a surface curve. In our system, the 

texture image can be of any shape and the mapping is 

controllable with an arbitrary set of feature points. 

3. OVERVIEW 
We provide a novel texturing technique that is 

powerful, yet easy-to-use for decorating 3D models 

with one or more textures. Basic operations for 

mapping a texture on a 3D model are cutting an 

image with a simple closed curve and pasting the 

result onto the surface of 3D model guided by a set 

of corresponding pairs of feature points, each 

constraining a vertex of the 3D model to a position in 

the image.  

For the remainder of the paper, we refer by the 

texture space to the 2D space where the image and 

the simple closed curve are located. The object space 

is the 3D space containing the triangular mesh of the 

model (Figure 2(b)). An image region is a part of the 

image that is surrounded by the closed curve (Figure 

2(a)) and a patch is a subset of triangles of the 

triangular mesh, each triangle corresponding to a 

triangle in the 3D model to be textured. The position 

of the patch vertices in the texture space is computed 

through the parameterization of the patch. 

Our texturing method is comprised of three steps. We 

first find a set of connected triangles on the 3D 

surface that contains all the feature points and that 

region containing the triangles is homeomorphic to a 

disc. We place these triangles inside the closed curve 

in the image (Figure 2(c)). The patch is then grown 

iteratively by adding a number of triangles at a time. 

At each iteration, we reparameterize the modified 

patch to minimize the texture distortion while 

satisfying the feature point constraints. This process 

is repeated until the patch completely covers the 

image region bounded by the closed curve (Figure 

2(d)). Finally, we transfer the image region onto the 

3D surface exploiting the patch and the 

parameterization (Figure 2(e)). 

These three steps are described in details in the 

Sections 4, 5 and 6 respectively. Several examples of 

models textured with our tool are shown in Section 7. 

We discuss about the limitations and the future work 

in Section 8. 
 

+ 

(a) Input image region 

(f) Final result 

(b) Input 3D model 

(c) Construction 
of the seed patch 

(d) Growing of the patch 

(e) Image region transferred into 
the texture of the 3D model 

Figure 2. Overview of the texturing method. 

4. BUILDING A SEED PATCH 
The objective is to create a seed patch satisfying the 

feature constraints to bootstrap the patch growing. 

Specifically, the seed patch must be composed of a 

set of connected triangles containing the feature 

points; the position of feature points should be 

located at the given position and the vertices of each 

triangle in the patch should be inside the image 

region. In addition, since the image region is 

bounded by a simple closed curve, the patch should 

be homeomorphic to a disc.  

In order to find the triangles on the 3D surface to 

build the patch, we first construct a 2D planar 

feature-point graph GI in the image region; this graph 

has a set of vertices corresponding to feature points 

and a set of edges that are straight-lines joining a pair 

of feature points (see Figure 3(b)). Note that edges 

intersecting the boundary of the image region are not 

included in GI (Figure 3(c)); the outline of GI 

provides a rough approximation of the shape of the 

image region. We construct another graph GS with 

the same connectivity as GI, on the 3D surface to 

obtain a rough approximation of the location of the 

patch on the 3D surface. Each edge of the 3D graph 

GS corresponds to an edge of the 2D graph GI. Unlike 

a 2D edge, 3D edge represents the shortest Euclidean 

path in the triangular mesh that connects a pair of 3D 

feature points. Finally we use such path to find the 

triangles to construct the 3D patch. 
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4.1. Construction of the planar feature 

points graph in the image region 
We first compute a triangulation of the feature points 

in the image region, employing a method which is 

essentially the same as the incremental Delaunay 

triangulation except that each edge of the 

triangulation lies completely in the image region. In 

order to identify the edges, we initially find all line 

segments, each connecting a pair of feature points 

and which do not intersect the boundary of the image 

region. These line segments are put in a priority 

queue ordered by their length. The line segments are 

then chosen one by one in sequence, starting from 

the shortest one, such that the line segments already 

chosen do not intersect each other. After adding an 

edge, we use edge-flipping algorithm [Hur99a], to 

flip edges which violate the local Delaunay criterion 

and do not intersect the boundary of the image region 

after the flip. 

The resulting triangulation may be composed of 

several disconnected components due to the lack of 

line segments satisfying the non-intersecting 

requirement with the boundary. In this case, the artist 

is required to place additional feature points to obtain 

the triangulation. 
 

(a) (b) (c) (d)  

Figure 3. Construction of the feature point graph 

GI: image region with the feature points (a), a 

triangulation of the feature points (b), removal of 

internal edges (c), decomposition into convex 

faces (d). 

Next, we build a feature-point graph GI by deleting 

all internal edges from the above triangulation 

(Figure 3(c)). Note that this may create feature points 

with no edges incident to it; these isolated feature 

points are always located inside a face. In order to 

simplify the computation of the initial 

parameterization of the seed patch (see section 4.3), 

we decompose every concave faces of GI (regions 

bounded by edges) into convex ones by inserting 

additional edges (Figure 3(d)).  

4.2. Selecting triangles to construct the 

seed patch 
In this step, we identify the part of the surface of the 

3D model to be textured. We first construct the graph 

GS by embedding the edges of GI onto the 3D surface. 

Given the 2D feature points FI,j and FI,k and their 

corresponding 3D feature points FS,j and FS,k, the 

embedding of the edge (FI,j,FI,k) is obtained by 

finding the shortest path on the mesh connecting FS,j 

to FS,k. 
 

(a) (b) 

FI,1 FI,2 

FI,3 FI,4 

FS,1 

FS,2 

FS,4 

FS,3 

FI,1 FI,2 

FI,3 FI,4 

FI,5 FI,6 

FS,1 

FS,2 

FS,4 

FS,3 

FS,5 
FS,6 

Figure 4. The paths of the face (FS,1,FS,2,FS,3,FS,4) 

intersect each other (a); two feature points FS,5 

and FS,6 are placed such that the paths of the face 

(FS,1,FS,2,FS,5,FS,3,FS,4,FS,6) do not intersect each 

other (b). 

Next, we test whether the paths belonging to the 

same face of GS intersect each other (Figure 4(a)). If 

so, the artist inserts one or more feature points to 

avoid intersections between the paths as shown in 

Figure 4(b). 
 

(b) (a) (c)  

Figure 5. Construction of the seed patch: the 

graph GI in the image region (a), the graph GS on 

3D surface (b), selection of triangles using GS (c). 

After constructing GS, we partition the mesh into 

regions along the paths of GS, each region 

corresponding to a face of GS (Figure 5(b)). Next, the 

seed patch is constructed by merging (1) triangles of 

inner regions and (2) triangles encountered along the 

bridging paths (Figure 5(c)). 
 

FI,1 

FI,2 FI,3 

FI,4 FS,3 FS,2 

FS,4 

FS,1 

FS,3 FS,2 

FS,4 

FS,1 FS,5 FI,1 

FI,2 FI,3 

FI,4 

FI,5 

(a) (b)  

Figure 6. The feature point FS,4 is outside the 

region bounded by (FS,1,FS,2,FS,3) (a); FS,5 is added 

such that FS,4 is inside (FS,1, FS,2,FS,3,FS,5) (b). 

Finally, we need to test if the acquired seed patch 

contains all the feature points. As previously stated, 

the graph may contain isolated feature points. 

Consider a 2D feature point FI,4 and its 

corresponding 3D feature point FS,4 as shown in 

Figure 6. Since FI,4 is located inside a face, FS,4 

Journal of WSCG

Volume 21, 2013 196 ISSN 1213-6972



should be located inside the corresponding mesh 

region. If not, the artist is required to insert 

additional feature points as shown in Figure 6(b) so 

that both FI,4 and FS,4 are inside the face and the mesh 

region, respectively. 

It is worth noting that a set of edges that do not form 

any face may self-intersect when embedded onto the 

3D surface. This is useful for creating a self-

overlapping texture on the mesh of the 3D model as 

shown in Figure 7. Mesh vertices located where the 

texture self-overlaps have several texture 

coordinates, each of which corresponding to a vertex 

in the patch. 

 

3D Model 
Texture 

Space 

FS,1 

FS,2 
FS,3 

FS,4 

V1 

FI,4 

FI,3 

FI,2 

FI,1 

V1,1 

V1,2 

FS,1 

FS,2 
FS,3 

FS,4 

Overlapping Texture on 

the 3D Model 

 

Figure 7. Self-intersecting paths on the 3D model: 

the vertex V1 located at the crossing of the paths 

(FS,1,FS,2) and (FS,3,FS,4) on the 3D model has two 

corresponding vertices V1,1 and V1,2 in the patch. 

4.3. Initial parameterization of the seed 

patch 
Now that the seed patch has been created, we 

compute the texture coordinates of every vertex 

(Figure 8). Texture coordinates are computed with 

different methods, depending on whether the vertex 

is a feature point, belonging to a path connecting a 

pair of feature points or inside a face of the feature-

point graph. 

 

Patch vertices coinciding with a feature 

Point Patch vertices along the paths 

Patch vertices inside the faces 

3D Model Texture Space 

(a) 

(b) 

(c) 

Figure 8. Initial parameterization of the seed 

patch. 

Vertices corresponding to feature points are placed at 

the user-specified positions in the texture space 

(shown by the arrow (a) in Figure 8). Next, the 

vertices belonging to the paths of GS are uniformly 

distributed along the corresponding edges of GI 

(arrow (b) in Figure 8). Finally, other vertices 

belonging to a face of GS are placed in the interior of 

the corresponding face of GI (arrow (c) in Figure 8). 

Since the faces of GI are convex, a simple 

parameterization method [Flo03b] can be used, 

which assumes the boundary of the parameterization 

to be fixed and convex. The initial parameterization 

of the seed patch may exhibit a high degree of 

distortion, but a precise parameterization is not 

critical to the final map, since the mapping will be 

modified in the subsequent steps. 

5. GROWING THE PATCH 
Our goal now is to find the complete set of triangles 

to be texture-mapped, along with their 

parameterization. These are achieved by growing the 

seed patch with its neighboring triangles and 

computing its parameterization in the texture space 

(see Figure 9). 

 
F I,1 

F I,2 

F I,3 

FS,1 
F S,2 

FS,3 

(a) (c) 

(b) 

 

Figure 9. Warping of the image region: image 

region with the feature points (a); growing of the 

patch (b), the final model (c). 

Note that the structure of the patch and its 

parameterization are inter-dependent: modifying the 

structure of the patch requires re-computing its 

parameterization. Likewise, if the parameterization 

changes, one needs to modify the structure. For 

instance, if any of the triangles lie outside the image 

region after re-computing the parameterization, they 

must be removed from the patch. Our proposed 

method adopts an incremental approach: At each 

iteration, the current patch is recomputed for its 

parameterization (Section 5.1), followed by an 

update of its structure (Section 5.2). This is repeated 

until the patch completely covers the given image 

region. 
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5.1. Parameterization of the patch 
An unconstrained planar embedding of the patch is 

first computed using a conventional method. The 

boundary of the texture region may have any shape; 

therefore, we use the free-boundary conformal 

parameterization proposed by [Lev02a], because of 

its low computation time. Since the patch is grown 

incrementally, we compute the conformal 

parameterization using an iterative solver. Such an 

approach enables us compute the final 

parameterization with successive approximations 

starting from an initial parameterization of the patch; 

in addition, the iterations can be stopped whenever 

necessary. These features are required for the 

algorithm to grow the patch (see subsection 5.2.1) 

Next we align the feature points of the patch with 

those of the image region, which can be achieved by 

warping either the planar embedding of the patch or 

the image region. In our work, we have chosen to 

warp the image region whose boundary polygon 

usually contains many less vertices than the patch 

(Figure 9).  

We compute the warping using a method similar to 

the one proposed by [Seo10a] We construct a 

continuous 2D time-dependent vector field v(x,y,t) 

and obtain the new positions of a vertex p of the 

image region by applying a pathline integration of 

v(x,y,t) starting from p. Intuitively speaking, the 

vector field v(x,y,t) defines a 2D time-varying 

velocity vector for all points of the 2D space and for 

an interval of time. The new position of a point is 

obtained by moving it according to the velocity 

specified by the vector field at the position of the 

point during a time interval. 

This vector-field based deformation approach is 

motivated by two observations: First, foldover-free 

warping is guaranteed, due to the fact that pathlines 

of vector field do not intersect in the 4D space-time 

domain, which is a well-known property of vector 

fields [Von06a]. Second, the deformation is 

continuous. Since the vector field v(x,y,t) is 

continuous, so is its integral. 

 

(a) (b) 
 

Figure 10. A patch (b) whose planar embedding 

self-overlaps (a). 

One limitation of this method is that it does not allow 

overlap between different parts of the image region; 

instead, the method produces highly distorted 

deformation as shown in Figure 10(b). Allowing 

overlaps in the warping is necessary in case the 

planar embedding contains overlapping parts as 

shown in Figure 10. We show later in this section 

how to overcome this problem by defining regions of 

influence for the feature points, allowing the 

overlapping between different parts of the image 

region. 

5.1.1. Vector Field Based Warping 
We warp the image region such that its feature points 

are moved from their original position (source 

position) to the position of the corresponding feature 

points of the patch (target position). The key idea is 

to relate the movement of the points of the image 

region to the trajectory of the feature points moving 

from the source to the target positions; We define a 

vector field function v(x,y,t) that relates the 

instantaneous velocity of the points to those of the 

feature points along their trajectory. Hereafter, we 

denote Fi(t) and ΔFi(t) the position and velocity of 

the feature point i respectively for t [0,1]; Fi(0) and 

Fi(1) represent the source and target positions 

respectively. The position Fi(t) is obtained from a 

linear interpolation of Fi(0) and Fi(1). 

Given a pair of feature points i and j and a point p(t) 

in the image region, we compute the relative 

coordinates xp,i,j and yp,i,j of p(t) in the local 

coordinate frame defined by Fi(t) and Fj(t) (Figure 

11): 

 

Fi(t) 

Fj(t) 

p(t) 

xp,i,j 

yp,i,j 

 

Figure 11. p(t) in the local coordinate frame defined by 

Fi(t) and Fj(t). 

Given the position change of the pair of feature 

points (i, j), equation (2) provides the corresponding 

position change of the point p(t). Note that this 

equation defines a transformation of p(t) which 

includes rotation, translation and uniform scaling 

only. 

           tFtFRytFtFxtFtp ijjipijjipi  90,,,,)(    (2) 

with 
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Since the number of feature points in the image 

region is usually more than two, the position of a 

point is affected by multiple pairs of feature points. 

Rather than taking into account all possible pairs of 
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feature point, we use only those pairs whose line 

segments are completely inside the image region. 

This guides the deformation to better reflect the 

shape of the image region. 

The total velocity of the point p(t) is expressed as a 

weighted combination of the velocities associated 

with each pair of feature points. We define a weight 

for each feature point pair (i,j) so that it increases as 

the point becomes closer to either of the feature 

points: 
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dd 


 

dp,i and dp, j are distances between p(t) and each of the 

feature points i and j. The exponent α determines the 

smoothness of the warping. We found that the value 

α=1 gives visually pleasing deformations. These 

weights are normalized such that their sum is unity 

for each point p(t). 

The function v(x,y,t) that relates the instantaneous 

velocity of point p(t) with those of the feature points 

is given by: 

 
        , , , , , ,

,

p i j p i j i p i j j i

i j

d d d
p t ,t F t x F t F t

dt dt dt
 
   

     
 

v

   , , 90p i j j i

d d
y R F t F t

dt dt

 
  

 

(3) 

    

The purpose of weights αp,i,j is to allow overlaps in 

warping (see Section 5.1.2). The new position of a 

point p0 is obtained by applying a pathline 

integration of v(x,y,t) starting form p0: 
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In our current implementation, we use the explicit 

Euler integration with a constant step size ts. One 

integration step involves computing the intermediate 

solution p(t) and updating the values βp,i,j, yp,i,j, and 

xp,i,j of v(x,y,t) by using p(t) and the feature point 

positions Fi(t). 

5.1.2. Allowing overlaps in the warping: 
A distinctive feature of our vector-field based 

warping is that it deforms the entire 2D space the 

image region lies in, without regard to the shape of 

the image region. Consider two distinctive points p1 

and p2 inside an image region as shown in Figure 

11(a). As feature points F1 and F4 are designated to 

become close to each other (Figure 11(b)), the 

warping produces a highly distorted deformation, 

which is undesirable. The reason for such artifact is 

that the positions of the points are affected by all the 

feature points, regardless of the shape of image 

region. Allowing overlaps in the image region would 

be a better alternative, since it reduces such distortion 

as shown in Figure 12(c). 

 (b) 
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F1 

 p2 

 p1 

 p1 

(a) 
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F2 F3 

F4 

 p2 

(c) 

F2 F3 

F4 
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 p1 
 p2 

 

Figure 12. Overlapping of the image region: the 

image region (a) is deformed such that feature 

points F1 and F2 come close to each other; 

deformation produced by the vector-field based 

warping (b); overlapping is acquired by reducing 

the influence of F4 on p1 and F1 on p2, respectively. 

Overlaps are implemented by restricting the 

influence of the feature-point pairs to their 

neighboring area inside the image region. We cluster 

feature points into groups and divide the image 

region into segments, each associated with a group. 

Since the influence of each group of feature points is 

restricted to a segment, overlap can occur between 

different segments of the image region. 
 

(a) (b) (c) (d) (e) 

Figure 13. Clustering of the feature point: the 

boundary of the image region along with feature 

points provided (a), segments of feature points 

that do not intersect the boundary (b), 

constrained Delaunay triangulation (c), clustering 

of feature points (d), region segments (e). 

There are three steps involved in construct the 

feature-point groups: (1) we first compute the 

constrained Delaunay triangulation of the image 

region (Figure 13(c)). (2) We then search for a 

triangle intersecting with the maximum number of 

line segments connecting pairs of feature points 

(Figure 13(d)). (3) The feature points whose line-

segment intersects the triangle and which are not 

already assigned to an existing group are added to a 

new group. We repeat the process of finding the next 

triangle with the largest number of intersecting line 

segments and making a new feature-point group, 

until every feature point is assigned to a group. 

Once all feature points have been assigned to a 

group, we compute the influence area of each group. 

For each vertex p of the image region, we define a 

weight αp,l associated with the influence area group l 
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on p. We compute these weights individually for 

each group l by minimizing the following function: 

2

 ,

,,
,

min 



Eqp

lqlp
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        (2) 

Where E is the set of adjacent vertices of the 

constrained Delaunay triangulation such that p,q E 

if either vertex p or vertex q (or both) are not 

coincident with a feature point. Coefficient of a 

feature point is set to either 1 or 0, depending on 

whether it belongs to group l or not. 

We use the above computed weights to segment the 

image region as shown in Figure 13(e); the 

segmentation is required for the triangulation of the 

image region (see Section 5.2.1).  

Then, for each vertex p, we compute the influence 

weight αp,i,j for each pair of feature points (i, j) by 

summing the weights αp,l of all the groups that 

contain at least one of the feature points i or j of the 

pair: 
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These weights αp,i,j are then normalized such that 

their sum is unity for each vertex p of image region. 

Once computed, these weights are integrated into the 

equation (3) of the warping. The values αp,i,j 

continuously change across the vertices of the 

constrained Delaunay triangulation of the image 

region, yielding a smooth-looking deformation. 

5.1.3. Limitations of the vector field based 

warping 

The warping method does not work in two cases. The 

first case arises when two feature points belonging to 

the same pair have same position at the same time 

during the warping of the image; the local coordinate 

frame shown in Figure 11 cannot be defined if Fi(t) 

and Fj(t) are coincident.  
 

Group A of feature-points 
Group B of feature-points  p 

Fi 

Fj 

 

Figure 14. Case for which the warping produces a 

foldover: a feature point Fi is moved inside the 

image region to a vertex p whose weigh value αp,i,j 
is very small. 

The second case happens when a pair of feature 

points (Fi,Fj) is moved inside the image region close 

to a point p whose influence weight αp,i,j is very 

small. 

5.2. Updating the patch structure 
As previously stated, we grow the patch iteratively 

until its planar embedding covers the image region; 

one iteration consists of computing a 

parameterization of the patch combined with the 

warping of the image region, and updating the patch 

structure. Hereafter, we denote PPrev and PCurr the 

position vectors of patch vertices corresponding to 

the parameterization computed at the previous and 

current iteration respectively. The patch structure is 

updated as follows: (1) We remove patch triangles 

that are located outside the image region. Note that 

although all triangles of the seed patch are initially 

inside the image region, they may leave the region as 

we continuously update their parameterization. This 

is typically encountered when there is a high degree 

of distortion in the initial mapping of the seed patch, 

due to the fact that we roughly approximate the 

initial placement of the seed patch on the surface 

using geodesic paths without considering its texture 

mapping distortion. (2) We add triangles that are 

adjacent to the patch boundary and inside the image 

region. 

In order to obtain a final patch whose surface is 

topologically equivalent to a disc, we maintain the 

disc-like topology of the seed patch through all the 

updates of the patch structure. In particular, we 

should avoid the patch splitting into more than one as 

we remove triangles from it. We describe how we 

avoid such topological change in what follows. 

5.2.1. Removing triangles from the patch 
In order to maintain the topology of the patch, we 

test if the intersecting part of the patch with the 

image region is composed of several disconnected 

components as illustrated in Figure 15(b) (step (a) in 

the flowchart of Figure 19). If so, the vertex 

positions are rolled back to their positions at the 

previous iteration PPrev where the whole patch was 

inside the image region (Figure 15(a)). We then 

compute an approximated parameterization 

corresponding to the intermediate positions of the 

vertices between the previous positions PPrev and the 

positions corresponding to the final parameterization 

(step (b) in Figure 19). The approximated 

parameterization is computed such that the part of the 

patch intersecting the image region forms one 

component (Figure 15(c)).  

Rather than computing the exact intersection of the 

patch with the image region, we find a set S of 

connected vertices from the patch, located inside the 

image region and containing at least one feature 

point. If S also contains all other feature points, the 

intersecting part of the patch with the image region 

can be considered as one component. In order to 

construct S, we first compute a triangulation of the 

image region by triangulating each of its segments 

(the algorithm to segment the image region is given 

in section 5.1.2). 
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Figure 15. Computing an approximated 

parameterization. 

The algorithm to construct S works by keeping for 

each vertex vi of the set S, the triangle Ti of the image 

region that contains vi. Initially, S is composed of one 

feature point; feature points are always inside the 

image region and we can easily find the triangle of 

the image region that contains them. The set S is then 

enlarged iteratively by visiting the edges (vi,vj) whose 

vertex vi is in the set and vj outside. Since we know 

the triangle Ti of the image region that contains vi, we 

compute the intersections of (vi,vj) with Ti and its 

neighboring triangles until no more intersecting 

triangles are found or the edge (vi,vj) has crossed the 

boundary of the image region. If (vi,vj) does not 

intersect the boundary region, vj is added to S and the 

triangle Tj that contains vj is the last triangle 

intersecting the edge (vi,vj). Note that the algorithm 

to construct S works even when the image region 

self-overlaps because the test to determine if a patch 

vertex is inside/outside the image region only 

requires computing intersections locally with the 

triangles of the image region. 

Once S is constructed, we remove patch triangles 

whose three vertices do not belong to S (steps (c) and 

(d) in Figure 19). 
 

Image region Image region 
Figure 16. Removing patch triangles whose three 

vertices are outside the image region. 

5.2.2   Insertion of triangles to the patch 
There are two different cases when adding triangles 

to the patch: In the first case, a final parameterization 

has been computed; we grow the patch by adding a 

triangle strip along its boundary and inside the image 

region as shown in Figure 17(a) (step (e) in Figure 

19). In the second case, only an approximated 

parameterization has been calculated; triangles need 

to be added so that a final parameterization can be 

computed and the part of the patch intersecting the 

image region forms one component (step (f) in 

Figure 19). To achieve this, we find all edges that are 

shared by two triangles and whose two vertices are 

on the boundary of the patch (edge e in Figure 

17(b)). We then add triangles to the endpoint of the 

edge which is inside the image region. 
 

Image region Image region 

Image region Image region 

(a) 

(b) e e 

Figure 17. Insertion of triangles. 

During the process of adding triangles, we must 

ensure that the local connectivity of the patch is kept 

consistent with that of the mesh; given a vertex p of 

the patch and its corresponding vertex m on the 

mesh, every vertex connected to p must have one 

corresponding vertex among those connected to m. 

The consistency of the local connectivity is broken 

when two patch vertices corresponding to the same 

mesh vertex, are adjacent to the same patch vertex 

(Figure 18(a)). As mentioned in Section 4.2, mesh 

vertices located inside a self-overlapping texture 

region (Figure 7) typically have several texture 

coordinates. To maintain the consistency between the 

patch and the mesh, we merge the patch vertices 

corresponding to the same mesh vertex whenever 

they become adjacent to the same patch vertex 

(Figure 18(b)). 
 Structure of the Patch Structure of the 3D Model 

Vertices corresponding to the 
same vertex in the 3D model 
Merged vertices 

(a) 

(b) 

(c) 

Triangles corresponding to the 
same triangle in the 3D model 
Merged Triangle 
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Figure 18. Consider two patch vertices p2,1 and 

p2,2 corresponding to the same vertex m2, and 

their adjacent vertex p1 corresponding to m1. 

Clearly, the local connectivity around p1 shown in 

(a) and the one around m1 shown in (b) are 

inconsistent. We merge p2,1 and p2,2 into p2 to 

correct this problem. 

We give the flowchart of the algorithm to grow the 

patch. 
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 Figure 19. A flowchart of the process of growing 

the patch. 

6. UPDATING THE TEXTURE OF 

THE 3D MODEL 
Once the construction of the patch has been 

completed, the pixels of image region are transferred 

into the texture of the 3D model; this implies that the 

3D model has already a texture with a global 

parameterization. 

We first warp the image region using vector-field 

based warping (section 5.1.1) as shown in Figure 

20(c). We then update the texture of the 3D model by 

transferring the image pixels inside the patch 

triangles into the texture (Figure 20(d)). Note that 

several images can be mapped successively on the 

same 3D model to create composition of textures.  

Another interesting feature of our approach is to 

create self-overlapping textures on the 3D model as 

illustrated in Figure 7. Triangles of the 3D model 

located in the overlapping parts are textured several 

times with different portions of the image, each 

portion corresponding to a triangle in the patch. To 

determine the hiding-and-hidden relations among the 

overlapping parts of the texture, we use a technique 

similar to the painter’s algorithm; we sort all the 

patch triangles by their depths and process them in 

this order.  

The depth value of the patch triangles connected to a 

feature point is set to an index provided by the artist. 

Depth values ωi of other triangles are then computed 

by minimizing the following function: 

2

 ),(

min 



Eji

ji 


 

where E is the set of adjacent triangles such that (i,j) 

E if either triangle i or j (or both) are not 

connected to a feature point. 
 

FI,2 
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FI,1 

FI,3 

Figure 20. Transferring the pixels of the image 

region into the texture of the 3D model: image 

region (a), final patch in the texture space (b), 

warped image region (c), and 3D model with the 

updated texture (d). 

7. RESULTS 
Our texturing tool has been implemented as a plug-in 

to Maya, with which the user can add and edit feature 

constraints interactively. The computation time for 

generating the texture mapping ranges from half a 

second to a few seconds depending on the 

complexity of the textured 3D models and the size of 

the image region. 

Our method is demonstrated with several examples 

corresponding to different cases of texture mapping, 

showing its versatility. The example shown in Figure 

1 and the last one in Figure 23 demonstrate the 

texture mapping of surfaces with sharp features. The 

first example in Figure 23 shows how to create 

overlapping textures on 3D models. The two next 

examples show the texture mapping with large 

displacements of the feature points on the 3D model. 

7.1. Comparison with previous work  
We have compared our method with those proposed 

by Sun et al. [Sun13a] and Schmidt et al. [Sch06a]. 

In order to provide a qualitative comparison, we have 

mapped a same texture onto a same surface using the 

three different methods (Figure 21). The method by 

[Sch06a] is clearly the one generating a texture 

mapping with the highest distortion. [Sun13a] had 

already mentioned that their method performs better 

than that of [Sch06a]. 
 

Our method [Sun et al.] [Schmidt et al.]  

Figure 21. Comparison of our method with the 

methods proposed by [Sun13a] and by [Sch06a]. 

Figure 22 shows the texture coordinates generated by 

our method and by [Sun13a]. In case of [Sun13a], 

the mapping distortion is high for triangles along the 
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boundary of the textured area. In case of our method, 

the mapping distortion is evenly distributed over the 

textured area. 

In order to make a quantitative comparison, we have 

computed the L2 stretch metric which measures the 

deformation of the mapping; the formula of the L2 

stretch is given by [San01a]. As shown in Figure 22, 

the value of the L2 metric for our method is 

significantly lower than that of the method by 

[Sun13a]. 

 

Our method L2 stretch: 1.43 

[Sun et al.] L2 stretch: 5.42 

u 

v 

0 

1 

0 1 

u 

v 

0 

1 

0 1  

Figure 22. Comparison of the texture coordinates 

generated by our method with those generated by 

the method of [Sun13a]. These texture 

coordinates are those of the surface shown in 

Figure 21. 

7.2. Limitations 
Our method has several limitations. As mentioned in 

section 5.1.3, the proposed warping method may not 

work when feature points in the warping have same 

position. Our method fails when the planar 

embedding of the patch contains triangle flips. 

However, in practice, we found that triangle flips 

rarely occur. Finally, since our method is based on 

conformal parameterization, the textured region 

tends to grow substantially on surfaces with sharp 

features; this is because the conformal 

parameterization minimizes the angular distortion 

and does not preserve the distances across the surface 

[Lev02a]. In some cases these undesirable artifacts 

can be avoided by providing additional feature 

points. The removal of these artifacts is not always 

possible. One example is shown in the third row of 

Figure 23; the level of distortion is so high that it 

cannot be reduced by placing more feature points. 

8. CONCLUSION 
We have proposed a method for local 

parameterization applied for the texture-mapping of 

images on triangular meshes. Compared to previous 

work on local parameterization, our method allows 

multiple feature constraints in the form of 

correspondence between points in the texture and 

vertices on the 3D model. 
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ABSTRACT
Bézier surfaces have been widely employed in the designing of complex scenes with high-quality results. Nev-
ertheless, parametric surfaces cannot be directly rendered in the current GPUs of modern handheld devices. This
work proposes a non-adaptive method for tessellating Bézier surfaces on a GPU without primitive generator, such
as the GPUs implemented in handled devices. Our technique is based on the utilization of a parametric map of
virtual vertices, and its operation can be adapted to the hardware resources available in the GPU by tuning a series
of parameters. Additionally, an analysis of the most relevant hardware constraints in the graphics hardware of the
current handheld devices has been carried out. As those constraints prevent interactive high-quality results from
being achieved, even with our proposal, we present an algorithmic approach focused on the real-time rendering on
future handheld devices.

Keywords
Bézier surfaces; GPUs; Handheld Devices; Tuning rendering

1 INTRODUCTION

The market of handheld devices, such as smartphones,
consoles or tablets, is nowadays one of the fastest grow-
ing technology markets. Graphics processing has be-
come a significant factor on these devices, as con-
sumers’ expectations have increased, demanding high
quality visual contents and complex render capabili-
ties. Consequently, a new GPU generation has been
specifically designed to fit in the constraints of hand-
held devices: size and power-consumption. Hence,
GPUs of these devices implement only a subset of the
features available in commodity desktop GPUs. Fur-
thermore, a stripped-down version of the well-known
graphics API OpenGL has been developed for these de-
vices: OpenGL ES [Khron10].

Although offline rendering is an important area in com-
puter graphics, especially as far as photorealism is con-
cern, real-time rendering is probably the traditional
mainstay of computer graphics. Since an efficiency-
quality trade-off is needed in this kind of rendering to
maintain interactive rendering rates, the design of an

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or re-
publish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.

efficient graphics pipeline arises as a key performance
factor. This is an issue especially in handheld devices.

Moreover, these rendering pipelines and their support-
ing graphics hardware are usually designed to work
with triangles and vertices. However, these geometric
primitives are not always the best option from a mod-
eling point of view. Thus, the use of parametric sur-
faces to design complex and detailed models has widely
spread in fields such as CAD/CAM, virtual reality, an-
imation and visualization. Specifically, the Bézier rep-
resentation has been widely employed in the design-
ing of high quality complex models [Roger01, Piegl97].
The excellent mathematical and algorithmic properties,
combined with successful industrial applications, have
contributed to the popularity of this representation.

Bézier surfaces have two significant features from the
point of view of a rendering pipeline: compactness,
which means low storage and transmission require-
ments of the resulting models; and scalability, so a sur-
face can be converted into a triangle mesh with few
triangles or with many triangles according to the re-
quired level of detail (LOD). There are two main ap-
proaches for rendering parametric surfaces: tessella-
tion on the CPU or on the GPU. In the first approach,
the Bézier surfaces are tessellated into triangles on the
CPU, so the resulting triangle mesh is sent down to the
GPU to be displayed. This strategy presents some dis-
advantages that could affect system performance: the
amount of information to be transferred from CPU to
GPU and the increment in the storage requirements in

Journal of WSCG

Volume 21, 2013 205 ISSN 1213-6972



the GPU associated with the triangle mesh. These is-
sues are fixed by performing the tessellation directly on
the GPU [Guthe05, Dyken09, Conch10, Conch11].

In the case of handheld devices, there are still few pro-
posals dealing with tessellation on the GPU. First works
were oriented toward graphics hardware with low pro-
grammability, so they were implemented in additional
and specific hardware units [Chung09, Chung08]. In
[Kim12] a hardware unit for an efficient tessellation in
handheld devices was also proposed, but this proposal
describes a tessellation procedures for subdivision sur-
faces.

In this work we present a novel approach to the tes-
sellation of Bézier surfaces on the GPU of handheld
devices. Our proposal tessellates parametric surfaces
into high-quality triangle meshes that accurately rep-
resent complex surfaces and do not contain artifacts
such as T-junctions or cracks. It is based on the utiliza-
tion of a parametric maps of virtual vertices [Boube05,
Conch10, Guthe05], what makes it possible to work on
GPUs with no primitive generator. More specifically,
the guidelines proposed in [Conch10] have had to be
adapted to fit the constraints of the graphics hardware
in mobile devices, leading us to a completely differ-
ent implementation, as described in Section 4. Our de-
sign allows the efficient exploitation of the information
stored in the GPU and the minimization of the CPU-
GPU communications. Three main parameters are ex-
posed to allow a fine tuning of the method to the hard-
ware resources available: maximum resolution level,
number of surfaces to be rendered per draw call and
number of draw calls per frame.

In order to test our approach, we have made an OpenGL
ES implementation of the method for Android sys-
tems [Goo] and we have designed a full set of exper-
iments to analyze the reasons why Bézier surfaces can
not be real-time rendered with good quality by current
handheld GPUs. The tests were focused on locating
the main performance bottlenecks and identifying pos-
sible enhancements and tuning opportunities. Thus, the
results obtained could be a useful tool to introduce ar-
chitecture improvements. Let us emphasize that nowa-
days, complex triangle meshes can not be rendered in
real-time in these devices either [Sarmi12].

This rest of the paper is organized as follows: Section 2
briefly goes over the basics of Bézier surfaces, Section 3
presents our approach to tessellate Bézier surfaces on
handheld devices, Section 4 describes the implemen-
tation on Android smartphones with OpenGL ES and
Section 5 presents the experimental results obtained in
our tests. Finally, in Section 6 the main conclusions are
highlighted.

2 BÉZIER SURFACES
In this section a brief introduction to the Bézier para-
metric representation is presented. For reasons of clar-
ity, Bézier curves are first introduced and, after this, the
description is extended to Bézier surfaces. An in-depth
description can be found in [Piegl97, Roger01].

A Bézier curve is specified by giving a set of coordi-
nate positions, called control points, which indicate the
general shape of the curve. These control points are
then fitted with piecewise continuous parametric poly-
nomial functions. Mathematically, a parametric n de-
gree Bézier curve is defined by:

P(t) =
n

∑
i=0

BiJn,i(t), 0≤ t ≤ 1 (1)

where Bi are the control points and Jn,i are the classical
n-degree Bernstein polynomials defined by:

Jn,i(t) =
(

n
i

)
(1− t)(n−i)t i (2)

where n is the degree of the Bézier basis functions.
These functions decide the extent to which a partic-
ular control point controls the surface at a particular
parametric value t. Only n+ 1 control points and the
n-degree Bernstein polynomials are required for the
computation of each point of the curve. Note that the
first and last control points are coincident with the end
points of the curve, that is, P(0) = B0 and P(1) = Bn.

The equation for a Bézier curve can be also expressed
in matrix form:

P(t) = [T ][N][G] (3)

where [T ] = [tn tn−1 . . . t1 t0], the geometry of the
curve is represented as [G]T = [B0 B1 . . .Bn], and the
[N] matrix is defined by:
(n

0
)(n

n
)
(−1)n (n

1
)(n−1

n−1
)
(−1)n−1 . . .

(n
n
)(n−n

n−n
)
(−1)0

. . . . . . . . . . . .(n
0
)(n

1
)
(−1)1 (n

1
)(n−1

0
)
(−1)0 . . . 0(n

0
)(n

0
)
(−1)0 0 . . . 0


Thus, the matrix form for a cubic Bézier (n = 3) is:

P(t) = [T ][N][G] =

= [t3 t2 t1 1]


−1 3 −3 1

3 −6 3 0
−3 3 0 0

1 0 0 0




B0
B1
B2
B3

 (4)

Likewise, the shape of a (n,m)-degree Bézier surface is
controlled by a set of control points through the equa-
tion:

Q(u,v) =
n

∑
i=0

m

∑
j=0

Bi, jJn,i(u)Km, j(v), 0≤ u,v≤ 1 (5)
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where Jn,i(u) and Km, j(v) are the Bézier basis functions
in the u and v parametric directions and Bi, j are the ver-
tices of a polygonal control net. Again the number of
control points in the u and v directions are n+ 1 and
m+ 1 respectively. In matrix form, a Bézier surface is
given by:

Q(u,v) = [U ][N][B][M]T [V ] (6)

For the specific case of a bicubic Bézier surface, the
matrix form is given by:

Q(u,v) = [u3 u2 u 1]


−1 3 −3 1

3 −6 3 0
−3 3 0 0

1 0 0 0




B0,0 B0,1 B0,2 B0,3
B1,0 B1,1 B1,2 B1,3
B2,0 B2,1 B2,2 B2,3
B3,0 B3,1 B3,2 B3,3



−1 3 −3 1

3 −6 3 0
−3 3 0 0

1 0 0 0




v3

v2

v
1


(7)

3 BÉZIER TESSELLATION BASED ON
PARAMETRIC MAPS OF VIRTUAL
VERTICES

The tessellation of a parametric surface involves the
computation of a set of surface points that correspond
to the vertices of the triangular mesh, and the identifica-
tion of the connectivity among them. Since the GPU of
current handheld devices do not generate any new ge-
ometry, the design of our tessellation proposal is based
on virtual vertices [Boube05, Conch10, Guthe05]. This
technique uses a parametric map as vertex shader input,
with as many positions in the parametric domain as out-
put vertices are needed for the desired resolution of the
triangle mesh. Then, by accessing the control points on
the Bézier surface to be tessellated, these virtual ver-
tices are evaluated on the vertex shader, generating the
resulting triangle mesh. Hence, the resolution of the tri-
angle mesh is chosen by the parametric map being used.
Since this approach was initially designed for commod-
ity GPUs, we propose a tuning technique for the effec-
tive utilization of the scarce resources available in the
GPUs of handheld devices.

Our approach subdivides the parametric domain into
uniform squares, where the granularity is selected in
function of the desired resolution. More specifically,
it tessellates the surface in the parametric space (u,v)
in 2l × 2l squares of size 1

2l × 1
2l , for a resolution level

l that is previously selected by the application taking
into account different factors, such as computational
power, screen space error or model complexity. There-
fore, the Bézier surface is evaluated for each one of the
2l+1×2l+1 to obtain the corresponding Euclidean space
points (see Equation 5). The resulting vertices are con-
veniently arranged to output a triangle strip.

Thus, the grid of parametric values Pl for a resolution
level l would be:

Pl =


(u1,v1) (u2,v1) · · · (u2l+1 ,v1)
(u1,v2) (u2,v2) · · · (u2l+1 ,v2)

...
...

. . .
...

(u1,v2l+1) (u2,v2l+1) · · · (u2l+1 ,v2l+1)

 (8)

where

ui,vi =
i−1

2l+1−1
, i ∈ {1, · · · ,2l+1}

The base case, l = 1, directly projects the control points
into the surface to obtain the vertices of the triangle
strip.

Before starting, a set of L grids of parametric maps is
precomputed on the CPU, where L is the highest reso-
lution level needed: {P1,P2, · · · ,PL}. These grids are
stored in the GPU to be selected and employed as ver-
tex shader input for the different surfaces of the model.
The parametric grids are stored in a convenient pattern
that implicitly contains connectivity information, pre-
venting the need for any additional indices.

Obviously, the other essential data that need to be ac-
cessed by the vertex shader during surface evaluation
are the control points. Since memory is a scarce re-
source in this kind of GPU (the next section explains
how and where the Bézier surfaces are stored in the
GPU), the surface’s data is transferred to the GPU in
chunks of Nd Bézier surfaces (of the total NS surfaces
to be rendered for each frame). Therefore, each Draw
Primitive call processes a chunk of Nd surfaces, result-
ing in a total of NDP drawing call for each frame:

NDP =
NS

Nd

with 1≤ Nd ≤ NS.

Thus, if Nd surfaces are processed in each draw call, a
total of Nsamples = 2l+1× 2l+1×Nd samples could be
concurrently evaluated (assuming a fixed resolution l
for all the surfaces in the chunk). This means an input of
Nsamples virtual vertices is needed in the vertex shader,
which is provided by Nd copies of the Pl parametric
map as vertex shader input (stored in the vertex buffer).
Regarding the GPU memory needed for the storage of
the Nd Bézier surfaces, the required amount of memory
is

M = M[Bs]×Nd (9)

where M[Bs] is the storage needed for the control points
of each surface and Nd � NS in current handheld de-
vices. Since in most of these devices GPU computation
and CPU-GPU transfers do not overlap, each draw call
implies a synchronization point, as new M data is sent
down to the GPU. The worst case would be a sequential
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Figure 1: Example of parametric maps for l = 2

process of as many draw call as surfaces to render (NS),
with only one surface processed by draw call.

Figure 1 depicts an example of our approach for a reso-
lution level of 2 (l = 2) and a couple of Bézier surfaces
to be processed concurrently (Nd = 2). The parametric
map for l = 2 is replicated and the resulting samples are
the input primitives for the vertex shader (middle box
in the figure). The control points of the two surfaces
are transferred to the GPU (left box, texture memory is
used in this example) and a draw call causes the eval-
uation of the samples that results in the meshes of the
right box.

In summary, GPU performance depends on the right
balance between: the number of simultaneous samples
Nsamples that may be concurrently processed, which is a
function of Nd and L; the amount of memory needed to
storage the Nd Bézier surfaces of a chunk, M; and the
number of synchronizations between CPU-GPU, NDP.
Therefore, an optimal balance can be expressed by three
factors, {L,Nd ,NDP}. Even though two of these three
factors are mutually dependent, the analysis is more
clear considering the all three.

The number of samples to be processed in parallel may
be restricted by the low computational power of the
shaders in this kind of GPUs, the size of the vertex
buffer or the storage capacity (this is dealt with in the
next section). Regarding the influence of each draw call
on the performance, it is important to bear in mind that
they introduce a certain amount of processing overhead.
For each draw call in a OpenGL ES compliant GPU,
the graphics driver also collects all current OpenGL ES
states, textures and vertex attribute data. The driver pro-
cesses all this information to generate appropriate com-
mands for the graphics hardware to perform the spec-
ified draw operation. This process can take a signifi-
cant amount of time, and it is even more significant in
the case of embedded systems. Finally, to evaluate the
number of surfaces that can be processed per draw call,
our proposal requires that the control points [BS] of Nd
surfaces be stored in the GPU. Nevertheless, the scarce
memory of current handheld devices makes it impossi-
ble to store large amount of surfaces.

4 IMPLEMENTATION DETAILS
In this section, we summarize the details of our imple-
mentation. The kernel implemented processes bicubic
Bézier surfaces and exploits the capabilities of OpenGL
ES 2.0. The structure of our algorithm is shown in Fig-
ure 2. In the preprocessing stage the grids of virtual ver-
tices Pl , 1 ≤ l ≤ L are transferred from CPU to GPU.
During the synthesis process the level of resolution per
surface is selected and the control points of Nd surfaces
are sent down from CPU to GPU.
As mentioned in the previous section, Nsamples samples
or virtual vertices are sent down to GPU and stored
in the vertex buffer to compose the input primitives
for each vertex shader execution. The control points
of each surface [Bs] are stored in a 4×4 float3 arrays
[Bs

x,B
s
y,B

s
z].

All draw calls use the same parametric maps, while
the resolution level is unchanged, reducing CPU-GPU
transfers (i.e. synchronization points). Then, these vir-
tual vertices are evaluated in the vertex shader of the
GPU for all the Nd surfaces of a chunk.
Instead of applying the de Casteljau algo-
rithm [Shirl03], in our kernel a direct evaluation
strategy is used to compute the tessellation, as it results
in a more efficient GPU implementation, avoiding
recursion. Figure 3 shows the simple vertex shader
pseudocode used for the bicubic surfaces evaluation.
The input parameters of the vertex shader (line 1) are
the grid parametric values Pl , which are employed
in the evaluation of the Nd surfaces of a chunk. The
(u,v) parametric values are stored in Pl coordinates x
and y whereas the z coordinate stores a surface index
{0, · · · ,Nd−1}. Thus, each surface within a chunk can
be directly indexed (line 8). To evaluate Equation 6
(line 12) [U] and [V ] are calculated (lines 9 and 10),
the control points of the surface are read from memory
(line 11), and the basis functions coefficients (lines 3
to 6) are employed. As a result, the vertices of the final
tessellated mesh are obtained.
As will be shown in the results section, the simplic-
ity of this strategy and the efficient management of the
data storage are key points, together with the CPU-GPU
transfers, for the real time rendering of high quality
models.
According to the vertex shader structure of OpenGL
ES, this work proposes two different approaches to
store Bézier’s data in the GPU. The first option, Uni-
form method, is based on storing the control points of
the surfaces in uniform variables, whereas the second
one, Texture method, stores them in the texture mem-
ory. Both alternatives are described below.

4.1 Uniform method
Uniform variables memory is one type of variable mod-
ifiers in the OpenGL ES Shading Language (it has
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1 VS_OUTPUT DefaultVS(VS_INPUT Pl)
2 {
3 float4x4 [N]= { -1, 3, -3, 1,
4 3, -6, 3, 0,
5 -3, 3, 0, 0,
6 3, 0, 0, 0, }
7 u = Pl .x; v = Pl .y;
8 s = Pl .z×d p×Nd ;
9 float1x4 [U]=(u3, u2, u, 1);
10 float1x4 [V]=(v3, v2, v, 1);
11 float4x4 {[Bs

x],[Bs
y],[Bs

z]} = read from memory (s);
12 float3 vertex = mul([U], [N],[Bs], [N], [V]);
13 return vertex;
14 }

Figure 3: Vertex shader pseudocode

evolved in modern desktop GPUs into what is now
known as constant memory). These uniform variables
are useful for storing all kinds of constant data that
shaders can need. Basically, any parameter provided
to a shader that is constant across either all vertices
or fragments, but that is known before executing the
shader should be passed in as a uniform variable. This
is the case of the control points of the Bézier surfaces
to be tessellated.

From a performance point of view, and according to
hardware manufacturers [Mali09, NVIDI11], any ac-
cess to uniform variable memory is simple and fast and
it has a low impact on execution speed. Moreover, this
access overhead is similar to an arithmetic operation
such as addition or subtraction, and considerably faster
than other operation, such as division or square root.

Regarding the capacity of this constant storage, and
according to the standard, any implementation of
OpenGL ES 2.0 must provide at least uniform memory
in the vertex shader, Muv, to store 128 4-float vectors
and uniform memory in the fragment shader, Mu f , to

store 16 4-float vectors. Hence, the maximum number
of surfaces per chunk would be

Nd =
Muv

M[BS]

(10)

In the case of bicubic Bézier surfaces, 16 vectors of
points are needed to store the control points of each
surface, so Nd = 128

16 = 8 is the maximum number of
surfaces that can be evaluated in the same draw call, as-
suming the minimum of uniform variables defined by
OpenGL ES 2.0. There are commercial devices that
provides a higher number of vertex uniform vectors; for
instance Mali 400 provides 256 vertex uniform vectors,
Nd = 256

16 = 16.

Clearly, the main drawback of this approach is the re-
duced number of surfaces that can be stored for each
draw call (a low Nd), which means the bottleneck lies
in the great number of draw calls needed (a high NDP).
This is especially a problem in devices that do not over-
lap GPU computation and transference.

4.2 Texture method
An alternative to the uniform variables is to store the
control points in texture memory, MT . As texture mem-
ory can store a higher number of surfaces than uniform
memory, this alternative prevents an important number
of draw calls per frame, NDP, one of the main draw-
backs of using uniform variables.

Nd =
MT

M[BS]

(11)

where MT is considerably larger than Muv and subse-
quently more primitives can be stored in texture mem-
ory than in the uniform variables memory simultane-
ously. Specifically, for one of our test devices, Mali
400, MT = 16MB, that is four times larger than Muv.

Although Bézier control points can be stored in the tex-
ture memory, this storage space has not been designed
for store floats. In OpenGL ES 2.0 texture memory for-
mats have been implemented to store color information
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Figure 4: OpenGL ES 2.0 vertex shader

as a 4-byte vector. There are different formats in tex-
ture storage, but typically each color is 32 bit data and
they are split up into 4 groups of 8 bits: rgba [Foley90]
red, green and blue colors and the alpha channel. The
texture method defines a codification process to store
and recover float values from texture memory. This en-
coding process to pack a float into a rgba texture is a
simple process based on multiplications and divisions
by the largest number that can appear.

On the other hand, the texture method solves the main
disadvantages of the uniform approach for handheld de-
vices, however it has yet to be implemented on Android
platforms. As it is shown in Figure 4 with a dashed
line, access to texture memory from vertex shader is not
implemented in any commercial OpenGL 2.0 device at
this moment. First devices implementing this feature
are expected in lately 2013.

5 EXPERIMENTAL RESULTS
In this section, the results of the evaluation of our pro-
posal on different GPU architectures is analyzed. In
particular, the platforms we have used are a Samsung
Galaxy S2 (Mali), a Samsung Galaxy ACE (Adreno)
and a Asus Transformer TF 300 (Tegra 3).

Samsung Galaxy S2 has a 1.2 GHz dual core ARM
Cortex-A9 processor and uses ARM’s Mali-400 MP
GPU with a vertex shader and 4 fragment shaders.
Samsung Galaxy ACE features an 800 MHz Qual-
comm MSM7227 processor with the Adreno 200 GPU.
Adreno 200 GPU implements a unified architecture
where a core can dynamically allocate vertex or
fragment processing. Finally, Asus Transformer TF300
implements a Nvidia Tegra 3 Quad-core at 1.2GHz
and a ULP Geforce 12-core: 4 vertex shaders and 8
fragment shaders.

Different scenes, composed of replicas of a set of mod-
els, have been used in our tests. The models (Teacup
and Teapot) are depicted in Figure 5. The number of
primitives generated for the different resolution levels
is shown in Table 1. Column Ns presents the number

(a) Teacup (b) Teapot

Figure 5: Models employed in the test scenes

(a) L=1 (b) L=3 (c) L=5

Figure 6: Screenshots of the teacup model with differ-
ent levels of resolution

of Bézier surfaces whereas the rest of columns include
the number of triangles generated for the corresponding
level of detail with a uniform tessellation, i.e. all sur-
faces are tessellated with the same level of detail. Fig-
ure 6 depicts a screenshot of the teacup model rendered
with L = 1, L = 3 and L = 5 in Tegra 3. Obviously, a
higher level of detail results in a smoother render.

Our analysis is mainly focused on obtaining the op-
timal tuning factors for the three parameters used to
characterize the behavior of our method: {L,Nd ,NDP}.
As mention in the previous sections, we consider these
three factors in our analysis for clarity reasons, even
though two of them are mutually dependent. As the dif-
ferent graphs depict, the results obtained clearly show
that our proposal obtains a better performance than the
best CPU results: up to 3 fps in Mali and 5 fps in Tegra
for the scene S5pots with L = 1. In this CPU imple-
mentation each sample is evaluated in the CPU and the
whole vertex buffer is sent down to the GPU for each
frame.

The first factor we have analyzed in our method is the
resolution level, L. Specifically, each of the 2l+1 ×
2l+1 × Nd samples is evaluated in each GPU vertex
shader. The worst configuration was chosen for the
other two parameters: Nd = 1, so NDP = NS and there
are so many draw calls as surfaces. This configuration
is the closest to the CPU tessellation behavior, so the
pure computational power determines the difference in
performance.

The graphs in Figures 7 and 8 show the frame rate on
two distinct platforms for 4 of the test scenes with the
different resolution levels. As can be observed, the per-
formance achieved is far better than the described for
the CPU, even in this unfavorable configuration. In
both devices, Mali and Tegra, the frame rate drop when
the resolution level increases, but some differences be-
tween the two platforms can be observed. Mali obtains
better results when the tessellation level is low (less
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Scene Ns L = 1 L = 2 L = 3 L = 4 L = 5
S5cups 130 2.29 12.44 57.13 244.00 1007.75
S5pots 160 2.81 15.31 70.31 300.31 1240.31
S10ups 260 4.57 24.88 114.26 488.01 2015.51
S10pots 320 5.63 30.63 140.63 600.63 2480.63
S15cups 390 6.86 37.32 171.39 732.01 3023.26
S15pots 480 8.44 45.94 210.94 900.94 3720.94
S20cups 520 9.14 49,77 228.52 976.02 4031.02
S20pots 640 11.25 61.25 281.25 1201.25 4961.25

Table 1: Number of surfaces and triangles generated (in K) for each scene

0

10

20

30

1 2 3 4 5 

FP
S

5pots 10pots 15pots 20pots

L

Figure 7: FPS of our implementation in Mali with dif-
ferent levels of resolution
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Figure 8: FPS of our implementation in Tegra with dif-
ferent levels of resolution

synchronization penalty) whereas Tegra performs bet-
ter when the resolution level increases (4 vertex shaders
vs. 1 vertex shader in Mali). In any case, frame rate dra-
matically drops for L = 5 in both cases, since a vertex
buffer size greater than 16 MB is needed. This infor-
mation is provided by Table 2, that shows the KBytes
stored in the vertex buffer for different scenes and dif-
ferent resolution levels.

In short, the main problems of current GPUs of hand-
held devices are the computing power and the low num-
ber of vertex shaders. This implies a limit on the resolu-
tion that can be achieved and the complexity of scenes
that can be rendered.

With respect to the rest of factors {Nd ,NDP} where
NDP = NS/Nd , four different scenes have been consid-
ered and their performance is depicted with different
resolution levels in Figure 9 on the Mali. This graph
analyzes how the number of surfaces that can be tes-
sellated by a single draw call affects the GPU perfor-
mance. Similar behavior is observed on Tegra and
Adreno and other scenes. Table3 presents the num-
ber of NDP for these scenes with different number of
draw calls. As can be observed, values lower than 40
reach maximum performance on Mali, that is 62 fps.
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Figure 9: Mali with different levels of resolution

Broadly speaking, if the complexity of the model in-
creases (more surfaces, Ns), maintaining a high perfor-
mance usually implies to try to reduce NDP. For exam-
ple, S5pots with NS = 160 for {L = 1,Nd = 4,NDP = 40}
achieves 60 fps, and S15pots with NS = 480 also achieves
60 fps for a configuration {L = 1,Nd = 16,NDP = 30}.
Thus, a trade off between the number of draw calls and
the primitives processed in parallel is needed to increase
the performance as much as possible.

Figure 10 and Figure 11 present a final comparison of
our best results in different platforms: Adreno, Mali
and Tegra. Different models such as S5pots, and S20pots
have been depicted because a wide range of rendered
primitives and vertex buffer size are considered. As has
previously been explained, the uniform method stores
Bézier control points in the vector uniform variables.
Hence, as there are only 128 vector uniform variables
in the Adreno 200 architecture, only 8 surfaces can be
stored for each draw call, Nd = 8, meanwhile up to 16
surfaces can be stored in Mali 400 or in a Tegra 3 in 256
vector uniform variables, Nd = 16.

For a low level of resolution, L = 1 or L = 2, Mali and
Adreno offer the best performance for Nd = 8, that is
62 and 35 fps, respectively. Tegra also has the best per-
formance, 58 fps, but scales perfectly as the level of
resolution increases, up to 55 fps for L = 3. Nonethe-
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Scene L = 1 L = 2 L = 3 L = 4 L = 5
S5cups 60.94 255.94 1035.94 4155.93 16635.94
S5pots 75.00 315.00 1275.00 5115.00 20475.00
S10cups 121.88 511.88 2071.88 8311.88 33271.88
S10pots 150.00 630.00 2550.00 10230.00 40950.00
S15cups 182.81 767.81 3107.81 12467.81 49907.81
S15pots 225.00 945.00 3825.00 15345.00 61425.00
S20cups 243.75 1023.75 4143.75 16623.75 66543.75
S20pots 300.00 1260.00 5100.00 20460.00 81900.00

Table 2: Vertex Buffer size (in KB) for each scene

Nd S5pots S10pots S15pots S20pots

1 160 320 480 640
2 80 160 240 320
4 40 80 120 160
8 20 40 60 80
16 10 20 30 40

Table 3: NDP for each scene
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Figure 10: Frame rate comparative in Adreno, Mali and
Tegra with S5pots and different resolution levels
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Figure 11: Frame rate comparative in Adreno, Mali and
Tegra with S20pots and different resolution levels

less, in Mali and Adreno the performance drop for L≥ 3
(37 and 13 fps are achieved, respectively, for L = 3
and Nd = 8) confirms that the number of computational
cores (i.e. the computational power) becomes a limit-
ing factor and is noticeable in the performance. More
specifically, Mali 400 MP GPU has a vertex shader
meanwhile Tegra 3 has four. For larger levels of res-
olution, L = 4, the performance is below 20 fps for all
GPUs due to the low number of vertex shaders.

In conclusion, and taking into consideration, for ex-
ample, the scene S20pots with a setup of {L = 1,Nd =
16,NDP = 40} on Mali, we achieve only 37 fps, i.e.
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a 60% of the maximum frame rate. This performance
could be improved with a higher Nd , but that means a
greater memory consumption. Besides, with the same
scene and platform, but a configuration of {L = 1,Nd =
16,NDP = 40}, we obtain a poor result of 3 fps due to
the lack of computational power. None of these cases
allows the use of a realistic illumination algorithm due
to the limit in the number of instructions to be executed
in the vertex shader [Munsh08]. The maximum number
of instructions of the vertex shader across all OpenGL
ES 2.0 implementations does not allow the computa-
tion of the normals, since most of the instructions are
needed to evaluate the surface. On the other hand, as it
is commented in [Munsh08], there is no way to query
the maximum number of instructions supported by a
specific vertex shader.

Nowadays, the Texture method cannot be tested on any
market devices, as the access to texture memory from
the vertex shader has yet to be implemented in Android
platform. This approach would solve the main problem
of the uniform method, since texture memory provides
a larger storage space than uniform variables. To test
how would this approach would be, we have designed
a group of tests to measure the texture access latency.
Although the evaluation of a Bézier surface cannot be
carried out in the fragment shader, the texture memory
accesses are processed in this stage to analyze the ac-
cess latency. Figure 12 shows the performance of a tex-
ture memory access from the fragment shader in Mali
and Adreno architectures. A simple model comprising
160 surfaces (S5pots) has been chosen for this test to re-
duce the impact of computational power and CPU-GPU
communication as much as possible. According to the
results, the overhead associated with the texture access
is about the 20% of the final performance in Mali archi-
tecture and under the 10% in an Adreno devices, as a
unified architecture as implemented in Adreno devices,
dynamically configuring its GPU cores to allocate ver-
tex or fragment processing.

As a result, we can conclude that the proposed texture
method could obtain a better performance, as the num-
ber of total draw calls could be significantly reduced.

In summary, our analysis shows the main problems of
current GPUs in handheld devices, in order to achieve
a rendering of Bézier surfaces. These drawbacks are
the computing power, the low storage capacity and the
low number of vertex shaders and their length. All
this implies an important limit on the complexity of
the scenes that can be managed, as well as on the re-
alism of the rendering. Thus, simply increasing the
device memory would solve the Nd/NDP bottleneck.
These constraints should be improved in the future de-
signs of GPUs for these devices. A possible evolu-
tion would be a geometry shader-based pipeline, more
similar to a DX10/OpenGL 3.2 architecture than to a
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Figure 12: Performance of scene S5pots with texture ac-
cess

DX11/OpenGL 4.0. This would allow the exploitation
of locality in the generation of new primitives and a
greater versatility, in addition to a lower power con-
sumption.

6 CONCLUSIONS

In this paper we have presented a proposal for the ren-
dering of Bézier surfaces on the GPU of handheld de-
vices. Parametric surfaces cannot be directly rendered
in the current GPUs of modern handheld devices, thus
our first contribution is to achieve a rendering of Bézier
surface. Another related contribution is to describe
some of the tuning techniques employed.

Our proposal is based on parametric maps of virtual
vertices, and its operation can be adapted to the hard-
ware resources available in the GPU by tuning a series
of parameters.

Additionally, an analysis of the most relevant capabili-
ties and constraints in the graphics hardware of the cur-
rent handheld devices has been carried out by tuning the
main parameters of our method. This tuning permits the
optimization of the memory usage of the GPU and the
minimization of draw calls, that is, the CPU-GPU com-
munication and synchronization barriers.

As a result of our analysis, we can conclude that the cur-
rent graphics capabilities of these devices are far from
allowing the real-time tessellation of complex paramet-
ric models. We present our proposal on an algorith-
mic approach, we do so with an eye toward real-time
rendering on future GPUs in handheld devices. As fu-
ture work, an implementation in a suitable GPU would
be worthwhile. Additionally, an adaptive proposal that
uses small triangles only where they are needed would
better exploit our proposal on GPUs in handheld de-
vices.
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ABSTRACT
Physically-based animation techniques enable more realistic and accurate animation to be created. Such ap-
proaches require the creation of a complex simulation model that, for computer graphics applications, can ef-
ficiently produce realistic-looking animations. We present a process to automatically create animatable non-
conforming hexahedral finite element (FE) simulation models of facial soft tissue, including automatic compu-
tation of skin layers and element material properties, muscle properties and boundary conditions, making them
immediately ready for simulation. Using the GPU, the detailed models can simulate complex gross and fine-scale
behaviour, such as wrinkling. Our process can also be used to create a multi-layered FE model of any object (not
just soft tissue).

Keywords
physically-based modelling, soft-tissue modelling, facial modelling, physically-based animation, finite element
method

1 INTRODUCTION
Facial modelling and animation is one of the most chal-
lenging areas of computer graphics. Currently, most
facial animation requires performance-capture data, or
models to be manipulated by artists. However, using a
physically-based approach, the effects of muscle con-
tractions can be propagated through the facial soft tis-
sue to automatically deform the model in a more realis-
tic and anatomical manner.

Physics-based soft-tissue simulation approaches
often focus on either efficiently producing realistic-
looking animations for computer graphics applications
[TW90, KHYS02], or simulating models with
high physical accuracy for studying soft-tissue be-
haviour [BJTM08, KSY08] or surgical simulation
[KRG+02, ZHD06]. The former normally simulate
large areas, such as the face, using the efficient
mass-spring (MS) method [TW90, KHYS02], or
physics engines that focus on performance and stability
[Fra12]. On the other hand, the latter tend to simulate
more detailed models of smaller areas, like a block of
skin, using the accurate but computationally complex

Permission to make digital or hard copies of all or part of
this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or re-
publish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.

finite element (FE) method [SNF05, FM08], or the
FE-based but precomputation-heavy mass-tensor (MT)
method [XLZH11]. Given increases in computational
power, and the use of GPU computing architectures,
complex FE simulations are now possible in real time
[TCO08].
Physics-based simulations require an appropriate simu-
lation model to be created. Such models can either con-
form to a surface mesh [MBTF03, BJTM08], or a non-
conforming model, such as a voxel representation with
a bound surface mesh, can be used [DGW11, WM12].
High-quality conforming models that can be efficiently
simulated are often difficult and time-consuming to cre-
ate, and require considerable manual work, although
such models may be required for high-accuracy appli-
cations. In contrast, non-conforming models can enable
more efficient production of stable, realistic-looking an-
imations for computer graphics applications.
The aim of this work is to develop an automatic pro-
cess to easily create animatable non-conforming hexa-
hedral FE simulation models of facial soft tissue (the
soft tissue between the skull and outer skin surface, as
shown by Figure 1). In our previous work, basic models
were generated that, for example, are unable to simulate
anatomical muscle contraction or wrinkles [WM12].
Our current approach can generate much more detailed
models that are able to simulate complex gross and fine-
scale facial movement, including wrinkles. This ap-
proach includes automatic computation of skin layers
and material properties, muscle properties, and bound-
ary conditions (such as rigid nodes). The models are

Journal of WSCG

Volume 21, 2013 215 ISSN 1213-6972



Figure 1: Surfaces and volumes of a facial soft-tissue
model. The whole volume between the skull and skin
surfaces (i.e. the skin and muscle volumes) is discre-
tised to create an FE facial soft-tissue model.

optimised for GPU simulation, and can be used, for ex-
ample, to efficiently produce realistic-looking facial an-
imations for computer graphics applications. Our pro-
cess can also create any multi-layered FE model from
any surface mesh (not just soft-tissue models). The fol-
lowing sections detail relevant related work, followed
by an overview of our physically-based animation ap-
proach, and a description and examples of the model
creation process, including model simulation examples
using our GPU-based FE system.

2 RELATED WORK
2.1 Physically-Based Facial and Soft-

Tissue Models
Physically-based facial animation systems for computer
graphics applications normally consist of muscle and
skin models, sometimes along with a skull model and
wrinkle models. For increased realism, a skull model
can include a rotatable mandible [KHYS02]. Mus-
cles have been modelled using vectors [Wat87], and
more anatomically accurate geometric [KHYS02] and
physics-based volumes [RP07]. Many muscle contrac-
tion models are based on a Hill-type model [RP07],
some of which are biologically inspired [MHSH10],
and the direction of contraction can be approximated
as parallel to the central action curve [TZT09], or, more
anatomically, by using a fibre field [SNF05].

Various facial soft-tissue models have been proposed,
ranging from simple but efficient physics-engine-based
[Fra12] and MS models [TW90, KHYS02], to more
anatomical and realistic FE models [SNF05, ZHD06].
Detailed models of blocks of skin and soft tissue have
also been created [KSY08], along with complex soft-
tissue constitutive models [Bis06]. Due to its efficiency,
the total Lagrangian explicit dynamic (TLED) formula-
tion has been used for various non-linear FE soft-tissue
simulations [TCO08], resulting in large speed-ups. The
FE-based MT method has also been used to produce
such simulations and also for facial surgical applica-
tions [XLZH11], showing similar accuracy to the FE
method when simulating small displacements.

2.2 Model Creation Approaches
The model creation process is normally difficult and
time-consuming, and it is also dependent on the re-
quired model structure. To create an FE model, a suit-
able simulation mesh must be created, and FE simula-
tion properties, such as boundary conditions, must be
set. We focus on simulation meshes constructed us-
ing 3D elements to model complex soft-tissue volumes,
and these can be conforming or non-conforming (e.g. a
voxel representation) with respect to the polygonal sur-
face meshes used for visual purposes. Regarding ele-
ment types for simulation, we only consider linear ele-
ments with a single integration point for optimal com-
putational performance with the high-resolution mod-
els.

Simple automatic model creation approaches have been
used that just create a layered MS model and skull
from a surface mesh [TW90]. On the other hand, CT
and MRI scans, or anthropometric data can be used to
manually or automatically create an anatomical refer-
ence head model [KHYS02]. Such data from the Visi-
ble Human Dataset1 has previously been used for ref-
erence model creation [SNF05]. Various techniques
have been proposed to deform reference skull, mus-
cle or full physically-based head models using man-
ually defined landmarks [KHYS02, AZ10], although
these often rely on good landmark placement. Käh-
ler et al. also developed an interactive editor to enable
easy muscle creation by processing user-specified grid
points [KHYS02].

Numerous algorithms exist for fast automatic genera-
tion of high-quality tetrahedral models that conform
to surface meshes [MBTF03, SG05]; however, 4-node
tetrahedra are susceptible to volume locking, partic-
ularly when simulating incompressible materials like
soft tissue. In contrast, reduced-integration 8-node
hexahedral elements (with hourglass control) have
increased stability and accuracy [WJC+10], particu-
larly when modelling non-linear anisotropic materials
[LLT11], and can be used to create meshes using
fewer elements, normally outweighing the efficiency of
tetrahedra. Hexahedra are therefore often preferred for
FE simulations.

Although various algorithms for producing conform-
ing hexahedral meshes have been proposed [SKO+10,
ZHB10, NRP11], hexahedral mesh generation is often
difficult and time consuming, and, without considerable
manual work, many such algorithms suffer problems
regarding element quality and robustness, particularly
with complex geometries like soft tissue. Techniques
have been proposed to improve the quality of hexahe-

1 http://www.nlm.nih.gov/research/visible/
visible_human.html
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dral meshes [ISS09, SZM12], although these can pro-
duce models with an increased number of elements.

Simple hexahedral meshes can also be merged to pro-
duce a complex mesh [SSLS10, Lo12], although these
approaches would require a manual decomposition of
the complex model such that high quality elements
are able to be produced during the merging process.
Similarly, conforming and non-conforming domain
decomposition FE methods can be used [Lam09],
which involve performing an FE analysis on a model
decomposed into several independent subdomains.
Some other techniques involve deforming a reference
hexahedral mesh [CPL00, LLT11], although such
approaches require a high-quality reference mesh, and
often also require manual work or modifications to the
final mesh.

Alternatively, non-conforming hexahedral meshes are
easier to create, for example, using voxelisation tech-
niques, and a surface mesh can also be bound to the
volume mesh for visual purposes. Such meshes can
be used to create models for more stable and computa-
tionally efficient FE simulations [DGW11], which can
also be optimised for more efficient simulation on the
GPU [WM12]. Kumar et al. performed linear elastic
FE simulations using structured non-conforming hexa-
hedral grids, and compared these with conforming hex-
ahedral simulation meshes [KPB08], which produced
similar stresses, although only relatively simple models
were examined. Non-conforming tetrahedral facial and
soft-tissue FE models have also been used for stabil-
ity and performance reasons [SNF05], although linear
tetrahedral elements can cause problems such as vol-
ume locking.

Once a simulation mesh has been created, model prop-
erties, such as element material properties, must be
specified. Lee et al. approximated such properties for
non-conforming tetrahedral FE soft-tissue models us-
ing a sampling procedure [LST09]. A process to gener-
ate non-conforming hexahedral FE soft-tissue models
has also been proposed [WM12], although this gener-
ates very basic models, and neither of these model cre-
ation approaches model skin layers (necessary to simu-
late wrinkles [FM08]), or the sliding of soft tissue over
tough deep layers. Techniques have also been proposed
to infer muscle fibre directions from B-spline volumes
[TSB+05] and conforming volumetric muscle meshes
[MHSH10].

Extending existing work [WM12], our model creation
process generates more detailed and accurate models,
which include skin layers, accurate approximations of
element material and muscle properties, and advanced
boundary conditions, for example, that can model slid-
ing effects. The models are able to simulate complex
gross and fine-scale behaviour, including wrinkling. As
well as computer graphics applications, due to the detail

Figure 2: An overview of our physically-based anima-
tion approach. Simulation model creation is the focus
of this paper.

and accuracy of the models, our creation process could
also be useful in other fields, such as biomechanics and
surgery.

3 OVERVIEW OF OUR PHYSICALLY-
BASED ANIMATION APPROACH

Figure 2 shows an overview of our entire animation ap-
proach, which involves three major stages:

1. Creating the surface mesh for an object
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2. Creating a suitable simulation model

3. Simulating and visualising the model over time

The surface mesh can be created using any 3D mod-
elling software. The next stage (the focus of this paper)
involves using our model creation system to automati-
cally discretise the volumes enclosed by this mesh into
a collection of nodes that are connected to form volu-
metric elements, creating a simulation mesh. FE model
parameters are then computed to produce a complete
simulation model. We use non-conforming hexahedral
models due to model creation, performance and stabil-
ity advantages [WM12], and surface meshes are bound
to these for visual purposes. The models can then be
simulated and visualised using a GPU-based FE simu-
lation and visualisation system [WM13].

4 MODEL CREATION
Our model creation process involves five main stages:

1. Voxelising the multi-surface mesh

2. Computing skin layers and element material proper-
ties

3. Computing element muscle properties

4. Computing boundary conditions, such as rigid or
constrained nodes

5. Binding the surface mesh to the simulation model

The surface mesh can contain various surfaces, includ-
ing internal surfaces, and volumes are user defined by
organising these into closed collections of surfaces. For
example, with a facial mesh, there may be a volume
for skin and connective tissue (between the skin and
skull surfaces), and a volume for each muscle, as shown
by Figures 1 and 2. Internal volumes, such as mus-
cles inside the skin volume, overlap the volume they are
contained within (i.e. the skin volume doesn’t contain
holes for the muscles), simplifying surface mesh cre-
ation. Volumes can also overlap, for example, to repre-
sent the blend of fibres between connecting muscles.
All mesh volumes are grouped into a number of
user-defined levels, where level 0 is the highest level.
Semantically, volumes in a lower level are contained
within, and bound by, volumes in the level immediately
above. For example, level 0 might consist solely of
a skin and connective tissue volume, whereas level
1 might consist of the muscle volumes, which are
contained within the skin volume. Other input consists
of properties (such as material and muscle properties)
associated with each volume, and model properties
(such as voxel size). It should be noted that, for a
standard soft-tissue model, the volumes and levels
are known and can be automatically defined from
appropriately labelled surfaces.

Skin (L0)

Muscle 1 (L1)

Muscle 2 (L1)

Muscles 1 
and 2

1.

2.

3.

Figure 3: An example of the level-based voxelisation
process for a skin block containing two muscles, show-
ing the model state after each mesh volume has been
considered in turn. Note this is a 2D illustration of a 3D
process.

4.1 Voxelising the Surface Mesh
Starting with a grid of regularly- (cubes) or irregularly-
shaped voxels (cuboids) that overlaps the entire surface
mesh, voxel properties are calculated based on the pro-
portions of overlap between the voxels and mesh vol-
umes. Enclosed voxels with more than a user-defined
proportion of overall overlap (with the union of all level
0 volumes) are used as hexahedral elements.
As illustrated by Figure 3, starting at level 0, sections
of voxels that overlap a mesh volume in this level are
assigned the properties of that volume. By iteratively
considering the next level down, the properties of sec-
tions that overlap a mesh volume in both the current
and previous levels are overwritten; hence, the proper-
ties of sections overlapping the skin volume that also
overlap a muscle volume would be overwritten. When
a voxel section overlaps multiple mesh volumes in the
same level, the properties of these volumes are com-
bined to model the the blend between materials.
From Figure 3, it can be seen that only lenient re-
quirements are imposed on the creation of the surface
mesh; for example, as muscles should be contained
within the skin volume, parts of muscle surfaces that
cross the bounds of this volume are appropriately ig-
nored. Muscle surfaces can therefore simply penetrate
the skull, rather than having to attach and conform to
the skull surface. This simplifies the modelling of sur-
face meshes by enabling less accurate surfaces to be
used without affecting the simulation model.
Similar to some existing approaches for approximating
proportions of overlap between element and mesh vol-
umes [LST09], we use a sampling procedure to sample
voxels (see Figure 4). Our level-based voxelisation pro-
cess is performed by assigning the point samples prop-
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Skin
Muscle A
Muscle B

Muscle A and B
Fibre Direction

Figure 4: Element samples assigned material and mus-
cle properties, which are used to calculate the overall
element properties. Note this is a 2D illustration of a
3D process.

Sample Inside Mesh Outside MeshRay

Figure 5: Efficient computation of whether samples are
inside a mesh volume using few ray-surface intersec-
tions. Note this is a 2D illustration of a 3D process.

erties based on a weighted combination of those associ-
ated with level mesh volumes they are contained within:

w(s,v) =

{ 1
n(s)

v encloses s

0 otherwise
(1)

where w(s,v) is the weight of mesh volume v with sample
s, and n(s) is the number of mesh volumes overlapping
the sample. Ray-surface intersection tests determine
whether a sample is inside a mesh volume. As shown
by Figure 5, by uniformly sampling voxels (rather than,
for example, randomly scattered samples [LST09]), a
single ray and its surface intersection points can be used
to efficently test each sample along an entire line.

4.2 Computing Element Material Proper-
ties

Using the voxel element samples, material properties
associated with mesh volumes are weighted to calculate
element material properties:

w(e,v) =
1

n(e)

n(e)

∑
s=1

w(s,v) (2)

where w(e,v) is the weight of mesh volume v with el-
ement e, and n(e) is the number of samples in the el-
ement that are enclosed by at least one mesh volume.
Within the skin volume, constant thickness layers with
different material properties can be generated. Mod-
elling skin layers is necessary to simulate fine details
like wrinkles [FM08]. By defining a start depth and

Voxel
Epidermis

& Dermis
Dermis

Intersects

Surface

Type 1: Voxel is part of model

and Intersects surface

Type 2: Voxel is not part of 

model and Intersects surface

Type 3: Voxel is part of model

and surrounds a type 2 voxel

Figure 6: Identification of elements that approximate
the outer skin surface and therefore contain epidermal
properties. Note this is a 2D illustration of a 3D pro-
cess.

thickness for each layer, these can also contain over-
lapping regions, for example, to help capture the non-
uniform blend between real skin layers. To determine
which layers each sample inside the skin volume is con-
tained within, the distances between the samples and
the outer skin surface are tested, and the properties of
samples are modified accordingly.
However, without using an extremely high element and
sampling resolution, the thin outer epidermal layers are
unlikely to be captured using such an approach, and
these are therefore treated differently than the other
thicker layers. For a single outer epidermal layer, the
elements that approximate the outer skin surface are as-
signed a weight for the epidermal layer of t/eavg (where
t is the layer thickness, and eavg is the average element
dimension). As shown by Figure 6, such elements are
identified as those that are intersected by the outer skin
surface, or neighbour such a voxel that isn’t included
as part of the model (due to insufficient mesh volume
overlap).

4.3 Computing Element Muscle Proper-
ties

As with material properties, element samples are used
to weight muscle stresses for overlapping muscles (see
equation 2). As shown by Figure 4, at each element
sample, s, a fibre direction, d(s,m) is also calculated for
each muscle, m, that overlaps the sample, and these are
averaged to produce a fibre direction, d(e,m), for each
muscle that overlaps the element:

d(e,m) =
1

n(e,m)

n(e,m)

∑
s=1

d(s,m)

‖d(s,m)‖
(3)

where n(e,m) is the number of element samples inside
the muscle.
Sample fibre directions are calculated using NURBS
volume approximations of the muscles, which are
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u

v

w

Control Point

New Control Point
Central Curve

Figure 7: Creation of a NURBS volume by shrinking a
NURBS surface, creating a 3rd dimension running from
the NURBS surface to a central curve.

created by shrinking NURBS surfaces to their central
curve [MLC01], as shown by Figure 7. Such surfaces
must be closed along one dimension, and, for each row
of control points along this dimension, a new control
point is created at the centre of these points to create a
central curve. A NURBS volume can then be created,
the 3rd parametric dimension of which runs from the
NURBS surface to this central curve.

The gradient of the NURBS volume, V (u), with re-
spect to the parametric coordinate along the length of
the muscle, a, is used as an implicit fibre field, d(x)
[TSB+05]:

d(x) =

∂V (V−1(x))
∂a∥∥∥∥∂V (V−1(x))
∂a

∥∥∥∥ (4)

V (u) =
p

∑
i

q

∑
j

r

∑
k

Ri, j,k(u)ci,j,k (5)

where u and x are the parametric and spatial coordinates
respectively, Ri, j,k(u) are the NURBS volume rational
basis functions, ci,j,k are the control points, p, q and r
are the number of control points along u1, u2 and u3
respectively, and a ∈ {u1,u2,u3}. As the NURBS vol-
ume function requires parametric rather than spatial co-
ordinates, the parametric coordinates of sample points,
V−1(x), are estimated using the Newton-Raphson root
finding method.

4.4 Computing Boundary Conditions
To define model boundary conditions, using our sim-
ulation system, it is possible to restrict the movement
of particular nodes by setting them as rigid or slid-
ing (bound by a surface). Rigid nodes remain fixed
throughout a simulation, whereas sliding nodes remain
a fixed distance from the non-conforming surface they
are restricted by, and can be used to model, for example,
the sliding effect between the superficial stiff deep fa-
cial soft-tissue layers [WMSH10] (a phenomenon often

Restricted

Node

Surface Normal

Restric�ng

Surface

Restric�ng

Surface

Restricted Node

Node

Normal

Internal

External

Intersected

Element

e
y

e
z

e
x

2e
y

2e
z

2e
x

Node Bounding Box

Figure 8: Identification of restricting nodes from ex-
ternal (top) and internal restricting surfaces (bottom, in
2D). In this case, the angle between the external sur-
face and outer node normal must be less than π/2 for
the node to be set as restricted.

neglected with current physics-based facial animations
[SNF05, BJTM08]).

As shown by Figure 8, restricted nodes are identified
using a collection of non-conforming internal and exter-
nal rigid and sliding surfaces. An internal surface might
represent an attachment area inside the main volume (a
level 0 volume), whereas the skull is an obvious exter-
nal surface that defines part of the boundary of such a
volume. With internal surfaces, elements that are inter-
sected by the surfaces are firstly determined. For each
node of each such element, if it is located in front of
the surface (tested using the closest point on the surface
and its normal), it is set as restricted (rigid or sliding).

With external surfaces, only the outermost nodes are
considered. To handle cases where a surface lies out-
side elements without intersecting them, a bounding
box with dimensions 2× ei (where ei is the voxel ele-
ment dimension) is used around each such node centre,
and the nodes are recorded if the surface intersects their
bounding box. For each such node, if the angle between
the node normal and the normal of the closest surface
point is less than a specified size (i.e. they are pointing
in a similar direction), it is set as restricted. This test is
necessary to prevent false positives being detected, for
example, if a node lies within range of the surface but
is part of an adjoining surface approximation (see Fig-
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Layer
Young’s
Modulus
(MPa)

Poisson
Ratio

Depth
(mm)

Stratum Corneum 48 0.49 0.02
Dermis 0.0814 0.49 1.8
Hypodermis 0.034 0.49 Remains
Muscle 0.5 0.49 Variable
Tendon 24 0.49 Variable

Table 1: The neo-Hookean material properties used for
the soft-tissue models.

ure 8). For each sliding node, the signed distance to the
surface mesh is also calculated.

4.5 Binding the Surface Mesh, and Model
Simulation

For the final stage of the model creation process, as with
Dick et al.’s simulation approach [DGW11], the ver-
tices of the surface meshes are bound to and animated
with elements of the simulation mesh using trilinear in-
terpolation and extrapolation. A position, p, is bound
to the closest element, e (determined by distance tests
from the element centres), using three weights, w(p)

i -
one along each local axis, i, from the first node of the
element, x(e). For an undeformed voxel element aligned
with the global axes, these can be easily calculated:

w(p)
i = 1−

pi− x(e)i
ei

(6)

where ei is the voxel dimension.

Models generated using our creation process can be
simulated using an optimised GPU-based non-linear
TLED FE solver [WM13], the full details of which are
beyond the scope of this paper. For efficient simulation
with this simulation system, the generated models and
solver have been optimised to exploit the computational
advantages of using such non-conforming hexahedral
models on the GPU [WM12]. These optimisations en-
able both performance and memory advantages result-
ing from efficient element and node data organisation,
facilitating GPU memory coalescing and global mem-
ory cache hits, and the reduced amount of element data
that is stored, as all elements are initially the same size
and shape. This has led to performance increases of al-
most 2x compared with using a conforming hexahedral
simulation model.

5 RESULTS
Figures 9 and 10 show a forehead simulation model that
has been generated using our creation process, and the
surfaces that were used to generate this. It includes
the frontalis, procerus and corrugator supercilli mus-
cles. Figure 2 contains an example of a simpler soft-
tissue-block model with a single muscle. As only part

Detail Face Skin
Block

Armad-
illo

Nodes 629,178 146,410 19,698
Elements 503,530 129,600 15,107
Element
Size (mm3) 0.53 0.53 2.53

Voxel Samples 43 43 103

Model Generation (Single CPU Thread)
Time (mins:secs) 6:00 0:23 0:41
Memory (MB) 3250 496 148

Simulation (GPU)
Timestep (ms) 0.005 0.005 0.15
Timestep Compu-
tation Time (ms) 13.2 2.9 0.5

Table 2: Statistics of the examples, using an Intel i7-
3930K CPU and an NVIDIA GTX 680 GPU.

of the facial model has been created, nodes along the
boundaries to the remainder of the face have been set
as rigid to provide the anchoring effect that connect-
ing elements would provide with a full model. While
this could cause some artefacts at the model boundaries
depending on the size of the external or propagated in-
ternal forces at these regions, none are visible in our
examples.

Tables 1 and 2 show the material properties that were
used, and some model and performance statistics. Such
complex, high-resolution models are necessary to cap-
ture the thin structures, such as skin layers, and simulate
fine wrinkling behaviour. As the deep layers are tough
and fairly rigid, these are not modelled, and the super-
ficial layers simply slide over the skull or bone surface.

The outer skin surface of the facial mesh was produced
using FaceGen2, while all other polygonal and NURBS
surfaces were manually created based on anatomy using
3D modelling tools (see Section 6 for further discussion
on surface mesh creation). Both models have constant
soft-tissue thickness. As the frontalis has no skull at-
tachment, the galea aponeurotica has been modelled on
the forehead model to anchor this muscle and restrict
soft-tissue movement towards the top of the head when
it contracts. The region of overlap between these struc-
tures represents the smooth blend of fibres.

The examples demonstrate the complexity of models
that can be created using our creation process, which
include skin layers, anatomical fibre directions, and ad-
vanced boundary conditions. However, it can be seen
that the epidermal layer (stratum corneum) has a higher
stiffness and appears thicker than in reality. Due to the
low thickness of this layer in relation to element size,
the dermis dominates the outer layer of elements. When
the material properties of these skin layers are com-
bined for these elements, this results in a stiffness much

2 http://www.facegen.com/
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Figure 9: Surfaces and the simulation model for a fore-
head including the frontalis, procerus and corrugator
supercilli muscles.

lower than that of the epidermis alone. The high stiff-
ness is therefore necessary to produce a large enough
difference between the stiffness of the two outer layers
of elements, which is necessary to simulate wrinkles
[FM08]. As a consequence, when using the same ma-
terial models for the dermis and epidermis, the outer
layer of elements acts like a thick epidermal layer. This
is unavoidable without using different-shaped elements
that can capture the thickness of the epidermal layer.

Regarding performance, the main bottleneck of the
model generation was the computation of parametric
coordinates of NURBS volumes when computing
muscle fibre directions, which used an unoptimised
Newton-Raphson root-finding algorithm, and con-
tributed to roughly 38% of the computation time.
Also, while memory requirements are quite high,
small sections of larger models could be generated
independently, as computations of properties for each
element and node are independent.

Figures 2 and 11 show animation results using the
described example models. More animation results
with some parameter variations have been previously
presented [WM13]. The elements are treated as
8-node reduced-integration hexahedral elements with
hourglass control. Figure 12 shows results of a similar
forehead animation using a model with the same
number of nodes and elements, but created from a
previous simpler version of the model generation
process [WM12]. While this model took just 1 minute
20 seconds to generate, using 3.1 GB RAM, and
each timestep 9.8ms to simulate (mainly due to no
nodal sliding), no wrinkles were produced as only a
single skin layer is modelled, and stretching effects
can be seen along the lateral edges of the frontalis
due to poor approximation of muscle fibre directions.
Compression of muscles towards a single point also
reduced simulation stability.

Figure 10: Rear views of the forehead simulation
model.

Figure 11: Animation results of forehead models un-
der contraction of the frontalis. The top example uses
the model in Figures 9 and 10, whereas the bottom ex-
ample excludes the procerus and corrugator supercilli
muscles, demonstrating the flexibility of the animations
by using different models and parameters. Insets show
the stresses.
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Figure 12: Animation results of a forehead model, cre-
ated using a previous version of the model generation
process [WM12], under contraction of the frontalis.

Figure 13: The simulation model and animation results
under gravity of a multi-material Stanford Armadillo.

A comparison of using conforming and optimised non-
conforming hexahedral models for GPU simulation has
been previously discussed [WM12]. Finally, Figure 13
shows an example of a more generic multi-material ob-
ject, demonstrating the flexibility of our model creation
and animation approach. Fewer larger elements were
used (but with a higher voxel sampling rate during cre-
ation) to animate the gross object movement.

6 DISCUSSION: SURFACE MESH
CREATION

For a complex facial model, manually creating and
tweaking all the surfaces can be a time-consuming task.
This could be made easier, for example, by having
an interactive editor for semi-automatic muscle surface
creation to simplify muscle definition (like with previ-
ous approaches [KHYS02]), although this would prob-
ably impact on flexibility and user control. Alterna-
tively, medical data (e.g. CT and MRI data) could be
used to create more accurate surfaces. As the simula-
tions are highly dependent on the simulation model and
parameters, it is likely that much more realistic soft-
tissue animations could be produced by using models
generated from such surfaces.

To create a model using medical data, it would first
be necessary to use such data to create the separate la-
belled polygonal surfaces for each structure (including
the skull, skin surfaces, muscles and tendons), and the

NURBS surface approximations of muscles. The sur-
faces would need to be hole free due to the sampling
procedure that approximates the proportion of overlap
between mesh volumes and voxels. However, as most
parts of our model creation process, including the sam-
pling procedure, are independent, they could be easily
altered or replaced. A different overlap computation
technique could therefore be used, which may be more
robust to noisy data or volumes with holes, and require
less surface mesh clean-up when working with medical
data. Once a single reference surface mesh has been
created, either manually or from medical data, existing
approaches could be used to deform the surfaces of this,
such as the muscles, tendons and skull, for easy creation
of a new surface mesh for a different face (e.g. based
on range scan data) [KHYS02, AZ10].

7 CONCLUSION
This work has presented an automatic process to easily
create animatable multi-layered non-conforming hexa-
hedral FE simulation models to which surface meshes
are bound, focussing on facial soft-tissue models. Start-
ing with any closed surface mesh, this involves dis-
cretising the enclosed volumes into voxels, and calcu-
lating model properties (such as skin layers, and el-
ement material and muscle properties) based on the
proportion of overlap between the volumes and vox-
els. Boundary conditions are also computed, enabling
nodes to be set as rigid (fixed) or sliding (bound by a
surface) based on a collection of non-conforming sur-
faces. The models are optimised with resourceful data
storage and organisation for efficient GPU simulation.
Examples have demonstrated the complexity and flexi-
bility of models that can be created, and their ability to
produce animation of realistic large and fine-scale soft-
tissue behaviour.

However, various improvements could be made to the
model creation process. Multi-resolution models could
be created to enable a higher resolution to be used
where necessary, such as along the outer skin surface
where wrinkles are produced. Future work will focus
on attaching shell elements to the outer skin surfaces to
more accurately model the thickness of the outer epi-
dermal layer, and modifying the surface meshes to gen-
erate more accurate models. These models will be used
with anisotropic viscoelastic materials to produce more
realistic animations of different-aged facial movement.
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ABSTRACT
The wide availability of high-performance GPUs has made the use of shader programs in visualization ubiquitous.
Understanding shaders is a challenging task. Frequently it is difficult to mentally reconstruct the nature and types
of transformations applied to the underlying data during the visualization process. We propose a method for the
visual analysis of GPU shaders, which allows the flexible exploration and investigation of algorithms, parameters,
and their effects. We introduce a method for extracting feature vectors composed of several attributes of the shader,
as well as a direct manipulation interface for assigning semantics to them. The user interactively classifies pixels of
images which are rendered with the investigated shader. The two resulting classes, a positive class and a negative
one, are employed to steer the visualization. Based on this information, we can extract a wide variety of additional
attributes and visualize their relation to this classification. Our system allows an interactive exploration of shader
space and we demonstrate its utility for several different applications.

Keywords
parameter space exploration, shader augmentation

1 INTRODUCTION
In data visualization, GPU shader programs are often
used to process large amounts of data and to create suit-
able visual representations. In this case, the shaders
usually implement algorithms which provide a map-
ping between the data and the intended visual repre-
sentation. The way how the data is displayed depends
on the shader program and its input parameters. The
vector of values of the input parameters is a point in
the corresponding parameter space. An interpretation
of the resulting image requires knowledge of the rela-
tionships between the parameter space of the underly-
ing algorithm and the visualization. These relationships
might not be trivial to grasp given only the source code
of the shader implementing the algorithm and the re-
sulting image.

Data visualization algorithms implemented as GPU
shaders can be investigated from various perspectives.
Rendered images (i.e., image space), are presented to
the user. The mapping process from data space to im-
age space is specified in a shader program. We refer to
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this work for personal or classroom use is granted without
fee provided that copies are not made or distributed for profit
or commercial advantage and that copies bear this notice and
the full citation on the first page. To copy otherwise, or re-
publish, to post on servers or to redistribute to lists, requires
prior specific permission and/or a fee.

the combination of possible shader programs and their
parameters as shader space. While the image space
is usually interesting for the domain expert for whom
the visualization mapping was originally created, the
shader space is interesting for the visualization expert.
In situations where the shader program needs to be
modified, it is important for the visualization expert
to understand how the algorithm affects the resulting
visualization. Therefore, there is a necessity for tools
allowing for exploration of the shader space.
We propose a method that allows users to explore GPU
shader programs and their parameter spaces by assign-
ing semantic classifications to parts of the rendered im-
ages. This user-assigned information is subsequently
used to modify the visualization mapping by general-
izing it to the whole rendered image. In this way, the
influence of the examined parameters or data attributes
on the display of the features of interests becomes ap-
parent.
The shader exploration is facilitated by a well defined
domain specific language (DSL) that extends the shader
language under consideration. The DSL is used to an-
notate the shader program without changing its func-
tionality. The annotations are inserted as comments that
are parsed and interpreted by our system. This strat-
egy is similar to well known documentation tools like
Doxygen and JavaDoc. The benefits are:

• the annotations are kept close to the original code
(resulting in easier maintainability)
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• the annotations are transparent to the host language.

We refer to the insertion of comments that include com-
mands from the DSL as shader augmentation. The aug-
mented shader can either be run unmodified to fulfil its
original purpose, or be transformed for the shader space
exploration. This provides functionality for the explo-
ration of desired parameters and data attributes. As the
additional functionality is part of the augmented shader,
it is executed on the GPU, which benefits the perfor-
mance of the system.

The main contributions of this paper are:

• a method for translating semantic classifications
from image space to shader space and using them
to explore the effects of parameters on the rendered
images

• a parameter exploration language (PEL), which is
used to extract values of relevant parameters and
data attributes from the shader program for further
parameter-space exploration

• a graphical user interface for the automatic and
transparent generation of PEL code.

While the PEL can be employed by visualization ex-
perts, the graphical user interface allows the shader-
space exploration even without knowledge of the shad-
ing language, which might be a benefit for domain ex-
perts.

2 RELATED WORK
Our method is designed for exploring parameter spaces
of various visualization algorithms. The method is par-
ticularly applicable to volume rendering. Volume ren-
dering algorithms are usually complex and it is diffi-
cult to predict the effects of their parameters and data
attributes. In this work, we focus mainly on volume
rendering as a possible application area for our method.

In volume rendering, the mapping between data and
rendered images is usually adjusted using transfer func-
tions. A transfer function maps one or more data at-
tributes to optical properties. It enables users to visu-
ally examine these attributes of the data. Wu and Qu
[20] present a framework for interactive transfer func-
tion design based on genetic algorithms and image sim-
ilarity, where the user edits direct volume rendered im-
ages. Another approach is presented by de Moura Pinto
and Freitas [3]. It is based on dimensional reduction of
the voxel attributes using self-organizing maps. Correa
and Ma [1] propose visibility-driven transfer functions
for enhancing the visibility of important features in vol-
ume data. Tzeng and Ma [19] propose an interface for
data classification in a cluster space of different materi-
als present in the data.

Tzeng et al. [18] propose a volume data classification
approach based on machine learning. This approach
employs a sketch-based interface to select a primary
classification, which is then used as a training set for
a machine learning algorithm. Similar work is also pre-
sented by Guo et al. [7]. Their WYSIWYG (What
You See Is What You Get) approach allows definition
of one-dimensional transfer functions by direct interac-
tion with the rendered images. Yuan et al. [21] present
a method for sketch-based volume segmentation. Vi-
sualization mapping based on semantics is proposed by
Rautek et al. [14]. In this method, the mapping of the
data attributes to visual styles are described by domain
experts in the natural language. An extension of this
work [15] allows to use interaction-dependent rules for
specifying the visualization mapping.

Gavrilescu et al. [5] present a work on user interfaces
offering information on the effects of parameters that
are adjusted by these interfaces. Our method also en-
ables to explore the effects of the parameters. How-
ever, we provide a possibility to observe the effects on
specified features in the visualization. This makes our
method useful not only in data exploration, but also in
the exploration of the visualization algorithms and their
behaviour.

The visualization-algorithm analysis capabilities of our
method can be used for debugging purposes as well.
Various systems for analyzing and debugging visualiza-
tion software have been presented [4] [8] [16]. Crossno
and Angel [2] present a case study on debugging of vi-
sualization software. Meyer-Spradow et al. [13] pro-
pose a framework for rapid prototyping of visualization
algorithms by connecting modules into a data-flow net-
work. The framework also provides debugging abili-
ties by displaying outputs of the individual modules.
Our method allows to visually identify effects of par-
ticular shader parameters and data attributes on the ren-
dered images. Rather than displaying values of indi-
vidual variables, it provides visual feedback on how the
values correspond to the user-defined classification of
the rendered image. These findings can be compared
to expected behaviours for debugging purposes or the
visualization-algorithm analysis. Our method can be
used as a complementary tool to existing shader debug-
ging solutions.

Our work is related to data-exploration methods, since
it uses similar principles to explore the shader space of
the visualization algorithms. Jankun-Kelly et al. [10]
propose a model for the visualization exploration pro-
cess. McCormick et al. [11] propose Scout - a vi-
sualization system utilizing the GPU for exploration
and visualization by applying queries directly to the
data. Gerl et al. [6] propose a method where proper-
ties of visualization mappings are rendered, and brush-
ing is used on these rendered images to explicitly spec-
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Figure 1: Overview of the visual shader-space explo-
ration.

ify semantics for volume visualization. McDonnel and
Elmqvist [12] present the concept of using the GPU
for information visualization. They propose an inter-
face for creating visualizations on the GPU without
shader-programming knowledge. Jankun-Kelly and Ma
[9] propose an interface for parameter space explo-
ration using a spreadsheet-like visualization. The au-
thors show several renderings with different parame-
ter settings which can be used to explore the parameter
space. We apply our method to investigate the effects of
parameters of particular visualization algorithms on the
resulting image. Knowledge gained from this process
can be used in the exploration of other datasets using
the visualization algorithm.
The goal of our method is to allow comprehensible
analysis of visualization algorithms. Our approach is
conceptionally similar to some of the mentioned tech-
niques which allows to specify the mapping from data
attributes to visual representation in a flexible manner.
In contrast, our method allows to modify an existing vi-
sualization mapping by generalizing user-defined posi-
tive and negative examples in the rendered image, while
influence of examined parameters and data attributes is
taken into account. This possibility makes our method
capable of complex exploration of the shader space,
which is difficult to carry out using the existing methods
for explicit specification of the visualization mapping.

3 VISUAL SHADER-SPACE EXPLO-
RATION

The usual way to explore visualization algorithms is
through examination of the results, i.e., rendered im-
ages. The effects of various isolated parts of the visual-
ization algorithm are difficult to comprehend by look-
ing at the image space only. However, if the rendered
image reveals features of the visualized data, the user
can identify areas of the image where the features are
visible and areas where they are occluded or not dis-
played correctly. These areas are positive and negative

examples of the visualization-algorithm behaviour. For
the purpose of visualization-algorithm exploration, it is
interesting to identify variables of the algorithm which
could be used for generalizing the behaviour from the
positive examples for the whole rendered image. We
propose a method for fast determination of whether a
particular set of variables can generalize behaviour of
the algorithm in a given positive example area for the
whole image.

In our visualization-algorithm exploration-method
the user interaction is limited to the identification of
positive and negative examples in the rendered image,
and isolating one or more parameters or data attributes
which should be used to generalize those examples.
The goal is to help emphasize relationships between
various parameters of the visualization algorithms
and data features displayed by them. The purpose of
the method is to help analyze visualization mappings
provided by GPU shader programs and to find ways
how the mappings could be enhanced. We call our
method visual shader-space exploration (VSSE).

Figure 1 shows the overview of VSSE. An image is cre-
ated by transforming the data through the visualization
mapping. The visualization mapping is implemented
by a shader program. Subsequently, the visualization
mapping can be modified by the user. In order to mod-
ify the visualization mapping, the parameters of the
original shader which are to be examined are selected.
This can be done either using the Parameter Exploration
Language (PEL) which is embedded into the original
shader code, or using the Feature Vector Editor (FVE).
The FVE also generates PEL code, so the PEL and the
FVE can be used simultaneously. The PEL code in the
original shader is then parsed with the Shader Augmen-
tation Engine (SAE) and an augmented version of the
shader is generated.

The augmented version of the shader provides the orig-
inal visualization as well as the possibility to select sev-
eral pixels in the rendered image (i.e., image space of
the visualization) where features of interest are visible,
and several pixels where they are occluded. We refer to
the pixels displaying the features of interest as the pos-
itive class, while the other ones constitute the negative
class. Subsequently, the way how selected parameters
and data attributes are used in the visualization map-
ping is modified so that the selected examples are gen-
eralized to the whole image. This approach constitutes
simple yet effective means for analysing the influence
of the parameters and the data attributes to features ob-
served in the rendered image.

For every classified pixel a feature vector based on the
values of the examined parameters is extracted. The
classification of the pixel is then assigned to the ex-
tracted feature vector. VSSE provides means to calcu-
late a fuzzy classification, or a membership degree of a
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Figure 2: An example demonstrating the usage of
VSSE with a simple shader. In (a), no pixels are clas-
sified, opacity is 0.5. In (b), a positive pixel is selected
(green circle), opacity is 1 for the whole image. In (c)
additionally a negative pixel (red circle) is selected.

feature vector to either the positive or the negative class
in any state of the execution of the shader. The mem-
bership degree is in the interval [0,1], where 0 means
association with the negative class and 1 means associ-
ation with the positive class. The value of the member-
ship degree can be freely used in the shader to modify
the visualization mapping so that the classification of
the rendered pixels is displayed. We also refer to the
membership degree as confidence.

Figure 2 demonstrates our method on a simple shader
displaying a texture. In this case, the feature vectors
are composed of texel luminance and coordinates. The
confidence is used to modulate the opacity of the tex-
els. In Figure 2(c), two corners of the texture have been
classified, one as a positive example, another one as a
negative example. The result is a clear separation of the
black (top left) from the white (top right) squares. The
white square is fully opaque, while the black square is
completely transparent. In this example, VSSE shows
how texel luminance and its coordinates affects various
parts of the rendered texture and how the parts can be
separated by setting up one positive and one negative
example.

4 PARAMETER EXPLORATION IN
SHADER SPACE

In VSSE, the shader-space exploration is carried out
by visualizing how parts of the examined shader influ-
ence displayed data features. Every pixel of the final
image is calculated by a single instance of the visual-
ization shader. The instance is described by a feature
vector. The feature vector consists of values extracted
during execution of the particular shader instance. Any
expression of the shading language can be used for
these values. In this way it is possible to extract values
of variables or functions at particular positions within
the shader program, even in loops or conditional state-
ments. It is also possible to extract multiple feature vec-
tors for a single instance. In that case, every feature vec-
tor describes a particular state of the shader program.
For instance, in volume rendering, the color of every

pixel is determined by compositing several data sam-
ples along a ray. For each data sample, a feature vector
describing the current sample can be extracted.

The user can classify some of the extracted feature vec-
tors as positive or negative examples. Our method en-
ables the generalization of this classification to all fea-
ture vectors extracted during the rendering of the final
image. We propose to employ this generalization to
modify the visualization mapping. This way, the in-
fluence of the selected parameters, data attributes, and
intermediate results of the shader on the rendered image
can be explored without rewriting the shader. A benefit
of our method is also the possibility of taking values of
previous executions of the shader into account. Without
using our method, this would have to be implemented
manually by writing values to the GPU memory and
reading them back.

4.1 PEL - Parameter exploration lan-
guage

We propose a parameter exploration language (PEL),
which is the language of shader annotations used for
the parameter exploration. The purpose of the PEL
is to mark which parameters or data attributes used
in the shader program should be examined and how
should their effects on the visualized data be displayed.
The advantage of using PEL over simply rewriting the
shader program in the desired way is that the PEL al-
lows to store multiple values of the examined param-
eters and data attributes during the shader execution.
These values can be stored, classified as positive or neg-
ative examples, and used in subsequent executions of
the shader program. By using the PEL, this function-
ality is added to the shader program automatically and
there is no need in explicitly creating it.

The PEL can be embedded into the shader source code
as shading language comments. Both line and block
comments are supported. Comments starting with a
dot are intepreted as PEL annotations. They are trans-
formed to regular shader code by the shader augmenta-
tion engine. This way, expressions of the PEL and the
shading language can be easily combined.

A feature vector can be extracted using the following
annotation:

//. vector p[0]; ... p[n]; weight

This annotation is replaced by code that evaluates the
expressions p[0], ... p[n] and weight and extracts them
as the corresponding feature vector.

To allow a flexible specification of how to visualize ef-
fects of the examined parameters, the keyword confi-
dence can be used in PEL annotations. This keyword
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is replaced with a function that evaluates the member-
ship degree for the most recently extracted feature vec-
tor. The value represents likeliness of the current shader
program state to belong to the positive or the negative
class. This value can be arbitrarily displayed by the
shader program.

The following listing shows a part of the fragment
shader source for the example in Figure 2:

vec4 color = texture2D(tex, co.st);
//.vector color.r; co.s; co.t; 1.0
fragColor = vec4(vec3(color.r),

1.0 /*. - confidence */);

In the listing the texel luminance (color.r) and coordi-
nates (co.s, co.t) define a feature vector. In this exam-
ple, one feature vector is extracted for every rendered
pixel. Some of the pixels are user-classified as negative
or as positive. For every other pixel, the confidence of
the respective feature vector is calculated and used as
opacity (confidence keyword) for the pixel.

A feature vector can be extracted in every stage of the
shader program. During the execution of the shader,
the feature vector may be extracted multiple times for
a single pixel. The pixel can be classified as a positive
or a negative example by the user. Since the color of
the pixel depends on all of the extracted feature vec-
tors, they have to be composited into one feature vector
representing the pixel. We refer to it as pixel feature
vector. The pixel feature vector is assigned the clas-
sification that was specified for the pixel by the user.
Various user-selectable composition algorithms, or ac-
cumulation types, can be applied. These are defined
using accumulation keyword of the PEL. The default
accumulation type is weighted average using weights
assigned to individual extracted feature vectors.

The composition of feature vectors is helpful for ap-
plications where the color of the pixel is influenced by
multiple data samples, for example volume rendering.
The accumulation type should reflect the strategy used
for calculating the color of the pixel. Assigning a classi-
fication to the pixel feature vector ensures that the posi-
tive or negative example is suitably placed in the feature
vector space.

The augmented version of the shader can be switched
to one of two modes. The first mode is the rendering
mode without processing of user input. In this mode,
feature vectors are extracted, and the membership func-
tion is evaluated for the most recently extracted feature
vector. The extracted feature vectors are not compos-
ited into pixel feature vectors and no classification is
assigned to them. The second mode is the classification
mode. In this mode, one pixel and its user-defined clas-
sification has to be selected. For the pixel that is being
classified, extracted feature vectors are composited into

Figure 3: Feature vector editor (FVE).

a classified feature vector at the end of the execution of
the shader. The purpose of this design is to enable the
host application to use the same shader for rendering as
well as user-input processing (classification of feature
vectors).

4.2 FVE - Feature vector editor
The PEL offers a high degree of flexibility when de-
signing a parameter exploration scenario for a particu-
lar shader program. However, it requires users to actu-
ally understand the shader source code in order to create
meaningful PEL annotations. To address this issue, we
propose a Feature vector editor (FVE). It is a graphical
user interface which allows users to create and extract
feature vectors from the shader without having to un-
derstand it. The FVE interface is shown in Figure 3.

The FVE parses the shader source code and extracts
all floating point variables. The extracted variables are
then presented to the users so that they can pick any
of them to form a feature vector. In the shader code,
the formed feature vector is extracted after the last of
the selected variables is defined. This means that the
variables used for the feature vectors should be initial-
ized with a meaningful value. This is one of the lim-
itations of the FVE. It is not as flexible as using PEL
directly, where the user can extract feature vectors from
any place in the shader code. Another limitation is that
the user can take only variables for the feature vectors,
while in PEL any language expression is possible.

The FVE displays the names of the variables as ex-
tracted from the shader source code. These names may
be confusing for the user and documentation is needed
for the effective usage of the FVE. Therefore, we have
included two special annotations, name and desc in the
PEL. These annotations are provided for programmers
to document individual variables directly in the shader
source code so that it is convenient to explore the shader
program using FVE. These annotations can change a
displayed name of a particular variable and add a de-
scription to it. The following listing shows an example:

//. name Brightness
//. desc Brightness of the pixel
float br;
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Figure 4: A scatterplot matrix displaying feature vectors. Positive vectors are marked with green circles, negative
ones with red circles. (a) shows a magnetic resonance angiography dataset of a human brain, where a pixel
displaying a vessel was classified as positive (green circle). In (b), a pixel inside the brain matter is classified
as negative (red circle), which results in an enhanced view of the vessels. VSSE confirmed that the explored
parameters can effectively classify blood vessels in the brain.

The two PEL annotations in the first two lines cause
FVE to display Brightness instead of float br; in the list
of variables. Additionally, the FVE displays a pop-up
text with the given description on hovering the mouse
over the variable.

This mechanism creates a level of abstraction between
the shader program source and the parameter explo-
ration. It is the responsibility of the programmer of the
shader to provide names and descriptions of variables
so that a domain expert can understand them. By using
reasonable names and descriptions, the domain expert
can explore the shader space without shading-language
knowledge, or without a deep understanding of the par-
ticular shader program.

We designed our method in such a way that it can bene-
fit domain experts and visualization experts. Visualiza-
tion experts can use PEL or FVE for analysing their
shaders by examining effects of selected parameters.
The FVE can be also employed for fast prototyping of
new algorithms or visualization mappings derived from
the original shader without recompiling the host appli-
cation.

The visualization expert can prepare the shader for the
exploration carried out by the domain expert by adding
reasonable domain-specific variable names and descrip-
tions using PEL annotations without actually renaming
the variables. The domain expert can then use FVE
for exploring the visualization mapping by changing re-
lationships between its parameters and data attributes.
The shader program is transparent to the domain expert
because the FVE shows the domain-specific names and
descriptions of individual variables available for the ex-
ploration.

The flexibility of the FVE is not as high as the one pro-
vided by PEL directly. In case the FVE is not sufficient
in a certain scenario, it is possible to use the PEL an-

notations together with the FVE. Naturally, in this case
knowledge of the shader program is needed.

4.3 Visualization of parameter space
During classification, many potentially multi-dimensio-
nal feature vectors are stored in the GPU memory. In
addition to visualizing their effects on the rendered im-
age, it is also useful to examine their relationships. For
instance, when VSSE is used for identifying suitable
parameters for a multi-dimensional transfer function,
the parameters of the examined shader program are se-
quentially chosen for the feature vectors. When a good
set of parameters is identified, it is necessary to check
whether some of the parameters are correlated. If a pair
of the parameters correlates, one of them can be omitted
from the designed transfer function.

We introduce a visualization module which is able to
depict all positively and negatively classified feature
vectors, as well as extracted feature vectors for the
currently selected pixels as a context. The visualiza-
tion module uses a scatterplot matrix, which provides
an overview of the bilateral relationships between ele-
ments of the vectors.

The visualization module is shown in Figure 4. In this
case, feature vectors are composed of following val-
ues: scalar data value (scalar_value), gradient mag-
nitude (gradient_magnitude), distance from the virtual
camera (distance_from_eye). The goal is to determine
whether these three data attributes can be used for effec-
tive classification of blood vessels in an MRA scan of
a brain. A part of a displayed blood vessel is classified
as a positive example for being a vessel. Part of brain
matter is classified as a negative example for being a
vessel. The opacity of all rendered voxels now depends
on how close their attributes are to the specified positive
and negative examples.
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The user of our method selects examples for the posi-
tive and the negative class manually. It is possible to
classify several different materials as a positive or neg-
ative class. In this case, our method can reveal if the
selected variables of the feature vector can provide uni-
fied description of these materials.

The visualization module shows the relation of each
pair of variables of the feature vector in a scatterplot
matrix. For every user-defined classification, multiple
values of the variables are extracted and composited
into a feature vector. The visualization module can be
used to determine the best composition strategy for cal-
culating the feature vectors. In the example of Figure
4, the scatterplots with the distance to the virtual cam-
era on one of the axes show peaks on the positively
classified pixel, while there are no peaks in the nega-
tively classified one. As the axis of the scatterplots is
the distance to the virtual camera, the scatterplots actu-
ally show ray profiles. The ray profiles of both the posi-
tive and the negative example begin with values close to
zero. This means the feature vectors should be compos-
ited using a weighted average, otherwise the positive
and the negative examples could not be distinguished.

5 FEATURE VECTORS
The user can classify multiple pixels in one session.
Therefore, the shader has access to multiple feature vec-
tors associated with either class. At any point of the ex-
ecution of the shader, this information can be used to
calculate the confidence that a most recently extracted
feature vector belongs to the positive or the negative
class. The confidence is determined by a membership
function.

The membership function is used for an automatic clas-
sification of pixels that have not been classified by
the user as either positive or negative. The function
should be smooth and it should not be sensitive to slight
changes in its inputs, since these are provided only with
a certain accuracy through interaction in image space.
For this purpose, Euclidean distances of the classified
feature vectors to the pixel feature vector can be em-
ployed.

The membership function is defined for pixel feature
vectors x̄i as f (x̄i) = ci where ci is the user defined clas-
sification for the feature vector of pixel i. The classifi-
cation is given as follows:

ci =

{
1 if positive
0 if negative (1)

For feature vectors not classified by the user (x̄ 6= x̄i),
the membership function is defined as follows:

f (x̄) =
∑

n
i=1(ci

1
‖x̄−x̄i‖p )

∑
n
i=1(

1
‖x̄−x̄i‖p )

(2)

(a) (b)

Figure 5: Visualization of a two-dimensional case of a
membership function for (a) p = 1 and (b) p = 5. Black
color means association with the negative class, white
color means association with the positive class. Green
circles denote positive feature vectors, red circles de-
note negative ones.

where x̄1..n are the user-classified feature vectors. p
is an additional parameter that adjusts softness of the
membership function. This fine-tuning is useful when
the VSSE is applied to different types of data. Figure
5 gives an example of a two-dimensional feature-vector
membership-function with p = 1 and p = 5.

If there are no user-classified feature vectors yet, the
confidence for any feature vector cannot be evaluated.
In this case, the membership function is defined as
f (x̄) = 0.5.

6 IMPLEMENTATION
The system is implemented in C++ using the Qt library.
It provides an application programming interface for
an easy integration into existing host visualization sys-
tems.

The shader augmentation engine is able to enhance
shaders written in the GLSL language by replacing PEL
annotations with GLSL code. The inserted GLSL code
uses the EXT_shader_image_load_store extension for
storing and loading feature vectors in OpenGL textures.

When there is a request from the host application to
classify a pixel, the host application has to provide the
augmented shader with the screen space coordinates
and the desired class (positive or negative) of the se-
lected pixel. The augmented shader is then automati-
cally switched to the classification mode. The pixel has
to be rendered in this mode, so that its pixel feature vec-
tor is calculated, classified, and stored. Other pixels can
be rendered in the classification mode as well, but the
code for feature vector extraction would be ignored for
any pixel with different screen space coordinates from
the pixel that was selected (e.g., by mouse clicking on
the rendered image).

The parameter visualization module is implemented us-
ing GLSL shaders to access extracted feature vectors
and render them in a scatterplot matrix. A geometry
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(a) (b) (c) (d)

(e) (f) (g) (h)

Figure 6: Visualizations of the dual-modality data with positively classified brain and negatively classified oc-
cluding tissues for different feature vectors. Feature vectors consist of these attributes: (a) voxCT; (b) gmCT; (c)
voxDiff; (d) gmCT, voxDiff; (e) voxMRI; (f) gmDiff, voxMax; (g) gmDiff, gmMax; (h) gmMax, voxDiff

shader is used to create the visualization from the data
stored in the GPU memory to minimize data transfer
between GPU and CPU.

7 USE CASES
In the following section we present two use cases of
VSSE. We apply our method to two distinct shader pro-
grams to demonstrate its versatility. In both examples,
our method is used to examine an existing algorithm
with different goals.

7.1 Volume Rendering
To demonstrate the shader-space exploration-abilities
of our method, we employ it for the exploration of a di-
rect volume rendering algorithm. For this use case, we
use dual modality data - a co-registered CT and MRI
scan of a human head. The MRI data is displayed on
the screen, while the CT data is used only to extract ad-
ditional data attributes. We use VSSE to find out which
of the data attributes can be employed to design a trans-
fer function for the effective classification of the brain
in this type of data.

We identified several data attributes to be taken under
consideration. The data attributes are: scalar value
from the MRI data (voxMRI), scalar value from the
CT data (voxCT), gradient magnitude from the MRI
data (gmMRI), gradient magnitude from the CT data
(gmCT), difference of the two scalar values (voxDiff),
difference of the two gradient magnitudes (gmDiff),
maximum of the two scalar values (voxMax), maximum
of the two gradient magnitudes (gmMax).

Using VSSE, we extract feature vectors for every pro-
cessed voxel. The feature vectors are formed from var-
ious combinations of these data attributes. The method
for the composition of the feature vectors is weighted
average. The weight for every feature vector is the con-
tribution of the respective voxel to the final pixel color.
Therefore, feature vectors composited using this strat-
egy accurately describe the pixels. Finally, we use the
confidence value to modulate the opacity of every pro-
cessed data sample. This means that data samples with
feature vectors from the negative class do not contribute
to the pixels of the rendered image, thus they do not oc-
clude areas of interest.

Using the FVE we select a set of variables represent-
ing the data attributes to form a feature vector. We try
various different feature vector setups in order to find
most suitable ones. Using a clipping plane, we reveal
brain in the visualization of the MRI data. We posi-
tively classify one pixel inside the brain. Additionally,
three pixels in the skull and other occluding tissues are
classified negatively. We use the same user-specified
classification for every feature vector setup. Since we
classified a pixel displaying the brain as positive, and
pixels displaying occluding tissues as negative, the re-
sulting visualization should reveal the brain. If this is
not the case, we can conclude that the current set of data
attributes would not be suitable for designing a transfer
function for the desired visualization mapping. By try-
ing different sets of data attributes, we identify those
suitable for classifying brain. Figure 6 shows the re-
sults. The best choices are shown in Figure 6(d) and
Figure 6(h), where the brain is revealed as expected.
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7.2 Image processing
To demonstrate the generality of our method, we show
how it can be used to analyse an extension of an image
processing algorithm. The goal is to determine whether
the extended algorithm is capable of generalising be-
haviour specified by positive and negative examples.

In this example, a shader implementing a bilateral fil-
ter [17] is used. The bilateral filter smooths images
while preserving edges. It replaces every pixel of the
input image with weighted average of surrounding pix-
els. The weights are determined by a two-dimensional
Gaussian function and a color difference between the
original and the surrounding pixel. If the difference is
higher than a threshold, the weight of the pixel is zero.

The bilateral filter has two parameters: blurring radius
and threshold. Higher radius will result in removal of
more high-frequency noise, while the threshold deter-
mines how strongly should the edges be preserved.

We use our method to explore possibilities of extending
the bilateral filter algorithm by using different thresh-
old for every pixel of the rendered image. The goal
is to see how the extended algorithm could emphasize
features or areas of interest of the images from differ-
ent application domains. Our method is used to specify
these features by classifying several pixels of the image
as the positive and the negative examples. Afterwards,
it is observed how the classification has been general-
ized for the rest of the image to evaluate the usefulness
of the extended algorithm.

Since the threshold controls how edges are preserved,
we apply the Sobel operator to calculate gradient mag-
nitude for every pixel and use it as a feature vector. The
gradient magnitude is high for edges and low for flat
areas of the image. In this setup, the user can select ex-
amples of edges (positive examples) and flat areas (neg-
ative examples) by clicking on them. These examples
are subsequently generalized for calculating the thresh-
old for each pixel.

Figure 7 shows two different selections of edge exam-
ples as well as the original image. In 7(b) only strong
edges are visible. In 7(c), a more subtle edge was se-
lected as a positive example. The thresholds were mod-
ified so that more edges are visible. Our method shows
the potential of the proposed extension of the bilateral
filter algorithm for preserving only the edges with a spe-
cific significance.

8 DISCUSSION AND LIMITATIONS
Our proposed method is intended for analyzing existing
visualization algorithms in order to gain better insight
into their inner working. As we show in section 7.1,
our method enables rapid exploration of shader space
of an visualization algorithm resulting in identification

(a) (b) (c)

Figure 7: Using VSSE for exploring possibilities of
variable threshold of a bilateral filter. In (a) the original
image is shown. In (b) and (c) one positive example of
an edge was chosen (green circle) and one negative (red
circle). The thresholds for individual pixels are modi-
fied so that the examples are generalized for the whole
image.

of data-attributes combinations interesting for a spe-
cific field. Achieving this goal by simple shader pro-
gramming would have to be carried out by cumbersome
manual evaluation of effectiveness of transfer functions
for each visualization mapping. In section 7.2 we show
that our method can be employed for a different type of
shader analysis as well.

There are several limitations in our method that should
be addressed in future work. Currently, the shader aug-
mentation engine is able to parse only GLSL shaders.
However, the presented concepts do not depend on us-
ing shaders. There is no principal obstacle to provide
implementations for other languages implementing the
visual mapping.

We have evaluated the performance of the system on a
volume rendering shader displaying various datasets.
For a dataset of 424x279x190 voxels and a window
size of 800x600 pixels, the shader was running at
around 120 FPS. After augmenting the shader with
the PEL annotations and classifying five pixels using
three-dimensional feature vectors, the FPS dropped
to approximately 20 FPS. This performance drop is
caused by additional GPU memory accesses for ex-
tracting values for the feature vectors and reading them
back to the CPU for the calculation of the classification
of every processed voxel. The timings were obtained
with a GeForce GTX 480 graphics card.

9 CONCLUSION
We have proposed visual shader-space exploration, a
method for the visual analysis of GPU shader programs.
The method enables users to explore effects of various
parameters of visualization algorithms. It provides a
visual feedback based on user-specified semantic clas-
sification of parts of the rendered images. We have im-
plemented the method as a set of C++ classes that are
independent of the underlying visualization system.

The implementation could be further enhanced by
adding support for different language back-ends (such
as OpenCL or CUDA). Various optimizations would
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also be possible to improve performance on large
datasets, e.g., using caching for the membership
functions.
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